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Asimulation-based algorithm for learning good policies for a discrete-time stochas-
tic control process with unknown transition law is analyzed when the state and
action spaces are compact subsets of Euclidean spais&xtends the Q-learning
scheme of discrete statEction problems along the lines of BaKdi. Almost sure
convergence is proved under suitable conditions

1. INTRODUCTION

Reinforcement learning has been a popular paradigm in Artificial Intelligence for
capturing learning situations in which the environment offers some relparglty

for the agent’s actiond his is in contrast with unsupervised learnjmghere there is

no such feedbacland supervised learninwhere the environment provides exact
error measurementg&rom its traditional application domains like game-playing
automatareinforcementlearning has been picked up by control engineers as a frame-
work for designing simulation-based algorithms for learning optimal or near-optimal
control policieslt is particularly appealing for the control of complex systems such
as large communication netwotkshere exact modeling of the system dynamics is
infeasible or expensiveébut a simulation device is available which can simulate
typical transitions of the system at low or moderate @astong various such schemes
that have been proposethe of the front-runners has been the Q-learning algorithm
of Watkins[22]. Taking a cug pun intended from the value iteration algorithm of
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Markov decision theoryit defines “Q-values” as the argument of the minimizer in
the dynamic programming equatiodssuming that the state and action spaces are
finite, the Q-values are seen to form a vector indexed by state—action paése
Q-vectors satisfy a dynamic programming equation similar to that satisfied by the
value function Viewing this equation as a fixed-point equatjor= F(x), one can
conceive of a standard fixed-point iteratjor(n + 1) = F(x(n)), for finding the
Q-vector just like its illustrious predecessdhe value iteration

This is fine as long as one knows the conditional probabilities required for the
conditional averaging operation implicitin the dynamic programming opefdtor
Q-Learning enters the picture when these are unkndweplaces the conditional
average by actual evaluation at a single simulated transition at eaci keeaver-
age in question is then “seen” by the algorithm by incorporating features of the
classical stochastic approximation algorithm whose averaging properties are well
known

The algorithm and its variants have been analyzed by Watkins and D2ghn
Tsitsiklis[21], and AbounadyBertsekasand Borkaf 1,2]. Extensive accounts of
reinforcement learning appear in Bertsekas and Tsitdi€lisnd Sutton and Barto
[19]. For background in Markov decision theory and stochastic approximation re-
quired heresee respective)yPutermari 18] and BenvenisteMetivier, and Priouret
[5].

Although these works confine themselves largely to discrete state and action
spacesthere has been some interest in extending them to continuous state and action
spacesseefor examplethe recent theses of Badi and BoussioEl2]. The present
work is in the spirit off4]. An immediate problem with reinforcement learning al-
gorithms for continuous state and action spaces is that they require one to update it-
eratively a function on these spaces based only on point measureBakés[4]
handles this problem by updating the function not just at the point of measurement
buteverywhereinits domajalbeit weighed by an appropriate “kernel” functidime
latter is taken to be a smooth approximation of Dirac deltaich it approaches as-
ymptotically on a slower timescalBaker[4] views this scheme as a stochastic ap-
proximation algorithm in the Hilbert space of functions square-integrable with respect
to abase measure and uses techniques of linear functional analysis to analyze its con-
vergenceThus the analysis is useful for the linear case that occurs when one aims to
estimate the cost for a fixed control policy or for the linear component of an overall
nonlinear “actor—critic” schem@onda and Borkarl5]). The Q-learning algorithmn
howeverinvolves a minimization operation at each itetattich makes it nonlin-
ear For many cases of interefte nonlinear operator in question turns outto be a con-
tractionwr.t. the sup norm or aweighted version thet@sfin the usual value iteration
Our approach analyzes the full nonlinear case exploiting this contractvitther
methodological difference with Bakpt] is that whereas his analysis uses the tradi-
tional “martingale” approach extended to the Hilbert space framewoairk is in the
tradition of the ODHordinary differential equationrapproach pioneered by Ljung
[16]. Specifically we adapt the techniques developed by Bof&#], Bhatnagar and
Borkar[7], Borkar and Meyr{10], and Borkar and Soumyanattl] for finite-
dimensional algorithms
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The article is organized as followEhe next section briefly recalls the original
Q-learning algorithm and introduces the algorithm under stalbyng with the key
assumptionsSection 3 presents some preliminary results leading to the character-
ization of a desirable property of the control progegkich we include in our as-
sumptions Section 4 analyzes some associated ODEs as a prelude to our “ODE
approacltt Section 5 proves the main convergence result assuming boundedness of
iterates the latter being established in SectionS&ction 7 concludes with some
brief remarks about future possibilitieBhroughout the expositigrwhenever the
techniques for finite-dimensional algorithms are being adapted with little change
we are brief with detailspointing out in each case the appropriate reference
2. THE LEARNING ALGORITHM

We begin by recalling briefly the usual Q-learning algorithm for Markov chdias
{Xy} be a controlled Markov chain on a finite state sp8edth a finite action space
A and transition probabilitieg: SX A X S— [0,1]. Thus

P(Xn+l:j/xivzi9i Sn):p(xn’zmj), nZO,

for anA-valued control proced¥,,}. The objective is to minimize over all su¢g,}
the infinite horizon discounted cost

IZahi) = E[ S B (Xon Z)/Xo = i},

wherep € (0,1) is a prescribed discount factor akdS X A — Ris a prescribed
“running cost” function Define the value functioV: S— R by

V(i) = r{};in?‘]({zn},i), ieS
V(-) satisfies the dynamic programming equatja8]
V(i) = muin<k(i,u) B p(i,u,j)V(j)), ies
j
Define Q-valuegQ(i,u)} by Q(i,u) = k(i,u) + 8 2; p(i,u,j)V(j). Then
Q(i,u) = k(i,U)+ﬁlZ p(i,u,j) minQ(j,b). 1)
This suggests the Q-value iteration for solvig:
Q" (i,u) = k(i,u) + ,8213 p(i,u,j)mgnQ"(j,b), iESUEAN=0.
If p(-) is unknown one may “see” the conditional average.tvp(-) by means of

averaging properties of the stochastic approximation algori#jnThis is achieved
by using the following stochastic approximation variant of the above algorithm

Q" (i,u) = (1—a(n)Q"(i,u) + a(n) (B minQ"(£x(i,u),b) + k(i,w).  (2)
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Here {a(n)} C (0,1) satisfy>,a(n) = co, >,a(n)? < oo (i.e., the usual stochastic
approximation stepsize schedylend/,(i,u) is anS-valued random variable inde-
pendent of all other random variables realized up to timneith law p(i,u,-). (This
is presumably generated by a simulation deyid¢gration (2) is the Q-learning
algorithm or to be precisgthe synchronous version theredhe so-called asyn-
chronous version is also of interest and has been studied in the aforementioned
references

LetSC RYandU C R" (for d,r = 1) be closures of bounded open sets with
smooth boundaries in the respective spaCes control system will be aB-valued
controlled Markov processX,} given by

Xn+1 = f(xnvzn,§n+l), n= 0,

where{Z,,} is aU-valued control process aKé,} are ii.d. R®-valued(s=1) “noise”
random variablesThe mapf: SX U X R® — Sis assumed to be measuralidenote
the controlled transition kernel ¢KX,,} by p(x,u,dy): (x,u) € SX U — P(S) (the
space of probability measures 8mwith Prohorov topologywe use analogous no-
tation for other spaces of probability measures through@tis map is assumed to
be continuousthat is for f € C(S),

ff(y)p(x,u,dy) = E[ f(Xh+1)/Xn =X, Z,=U]

is continuous inx,u). The aim is to minimize over admissib{&,,} the cost

J(Za0) = E[ 3 BT Zo) Yo = x]

for B as before ant € C(S X U). The value functioV(x) = inf;; , J{Z,},X),
X € § then satisfies the dynamic programming equation

V(x) = muin<k(x,U) +ﬁfp(x,u,dy)v(y)>,

whence the Q-function defined I6y*(x,u) = k(x,u) + B8 [ p(x,u,dy)V(y) satisfies

Q*(x,u) = k(x,u) + pr(x,u,dy) minQ*(x,2).
Baker’s Q-learning algorithrfor, rather a variation of i} is given by

Qn+l(x’ U) = Qn(x’ u) + a(n)ge(n)(x’ Xn;u’ Zn)
X (k(Xn, Zn) + BMINQ"(Xn41,2) — Q"(Xn,Zn)) ®3)

and

e(n+1) = e(n) + b(n)h(e(n)), e(0) > 0, (4)
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for n = 0. Herg >,a(n) = X, b(n) = o, >,a(n)? >,b(n)? < oo, a(n + 1)/
a(n) — 1, andb(n) = o(a(n)). The maph: R— Ris Lipschitz and chosen so that the
ordinary differential equation

X(t) = h(x(1)) (5)

has the origin as its unique globally asymptotically stable equilibrium poiie

shall further qualify the choice dh,{a(n)}) later in the proof of our main resullt
Theorem 51, the idea being that(n) should tend to zero “sufficiently slowly” in a
precise sensgFinally, fore >0, g.: S? X U2 —[0,00) is a smooth function satisfying

f g (X, x5y, y)dx' dy =1
SxXU

and such that fof € C(Sx U),

f g:(X, x5y, y) f(x,y") dx' dy’ — f(x,y)
SXU

ase — 0. (Thatis they are appropriate “smooth approximations” of the Dirac delta
One can use any standard family thereof that is nonnegatitte due modification
near the boundary & X U.)

The interpretation of3) and(4) is as follows The first iteration updates the
current estimat®" of Q based on the currently observed transition foggto X, 1
under the control actio,. It does so throughout its domain using the “kernel”
Oe(n)(+» Xns+, Z,) as the weighing functiarmhe second iteration in turn ensures that
{e(n)} “tracks” the trajectories of5), in particular converging to zero asymptoti-
cally. This decrease to zero is at a slower timescale than th@) dfecause of the
conditionb(n) = o(a(n)).

{Z,} is said to be a Markov control if it is conditionally independent,

Zn, m< n, and{&;}, givenX,, and furthermore the regular conditional law df,,
givenX, is independent afi. Denoting this law by a measurable mapgS— P(U),
we refer ta () itself as the Markov control by standard abuse of terminalbigger
this contro) {X,,} is a Markov process with transition kermgl[ x,dy) = fv(x,du) X
p(x,u,dy). We further assume that this process is ergodic with a unique invariant
continuous probability density,(-) (w.r.t. the Lebesgue measure 8hsatisfying

0<CS€DU(')SC<OO
for constantg andC independent of the choice of We associate with the Markov
controlv the corresponding “ergodic occupation measure& P(SX U) defined
by v, (dx,du) = ¢,(X)v (X, du) dx. We shall further say thatis afair Markov control
if v(x,du) = 7n,(x,u) dufor some continuous,(-,-) satisfying

6612 771;(',') 2EO> 0’ ae,
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for a prescribed, > 0. Our hypothesis ofiZ,} will involve this notion of fairness
As the statement of this hypothesis itself involves some technicalities post-
poned until the next sectioSuffice it to say thatintuitively, fairness in this sense
ensures that the proce®s,, Z,,) samplesS X U sufficiently well.

Our proof technique will be as follows\Ve view{a(n)} as nonuniform time
steps that is we define time instantg0) = 0, t(n) = >, a(i),n= 1, and a con-
tinuous piecewise linear procegé ) :[0,00) — C(SX U) by the statement tha(-)
is linear on eacht(n), t(n + 1)] with g(t(n)) = Q",n= 0. One may viewq(-) as a
noisy Euler approximatiotalbeit with nonuniform step sizgef an associated ODE
in C(Sx U). This approximation can then be shown to get better with tattewing
us to infer stability and convergence @f-) and therefore of Q"} from the corre-
sponding properties of the ODE

3. THE CONTROL PROCESS

In this sectiopwe make precise the condition ¢h,} alluded to earlierRecall our
definition of the ergodic occupation measuwyessociated with a Markov contral

Lemma 3.1: H = {r,:v Markov} is compact covex inP(Sx U).

Proor: Letv € H be disintegrated as(dx, dy) = ¢(dx)(x,dy) for ¢ € P(S) and
¥ :S— P(U). Then it is characterized by the equation

[1000 = [[ 1pxuapuicansan,  receo.

This equation is conserved under convergend@(i@x U), soH is closed SinceS
andU are compagctso isP(Sx U) by Prohorov’s theorenHence H is compactlf
v, andv, satisfy the above equatipso does any convex combination theréténce
H is convex u

Now, define aP(Sx U)-valued procesp;, t = 0, by
M = 8x,z, fort€&[t(n),t(n+1)), n=0,

wheredy , is the Dirac measure &%, z). View p. as a random variable taking values
in U = {measurable mag§,o) — P(SX U)}, topologized with the coarsest topol-
ogy that renders continuous the mags) € U — foTw(t)ffdu(t) dtforall T>0Q,

w € L,[0,T], andf in a countable dense subset@fSx U). It is easy to verify that
Uis compact metrizableherefore Polishin particular ast — oo, |, . will converge

to a sample-path-dependent compact subdétie proof of the next lemma adapts
the arguments df7] to continuous state space

LeEmmaA 3.2: Almost surely every limit point | of .. in U as t — oo satisfies
M € Hfor ae. t.
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Proor: Let{f;} be countable dense @(S). Fix j =1 and define

Mo=0, M= al)(X. ~[wpx.z.ay. =1

andF, = o (X;,Z,&,i=n),n=0.Then {M,, F,} is a zero mean square-integrable

n

martingale Its quadratic variation i©(>; a(i)?), therefore convergentsa By
Proposition VI12.3(c) of Neveu[17], {M,} converges &. Define

'\7'“:__2130)<fj(xi)—Jfj(Y)IO(Xi,Zi,dy)), n=1.

m

Lets> 0. Forn=1 lets(n) = min{m > n: X" a(i) = s}. Then Mg, — M, —
0 as, hence so doe@My,) — My)/s. Sincea(n + 1)/a(n) — 1, so does

Ms(n) B Mn

S
1 t(n)+s t(n)+s
B §<ft f f 00 He(dx,du) dt—ft f i (2P(x,u,d2)p(dx, du) dt)

(n) 0)
+0o(1).

This holds for all{ f;} outside a common zero probability s&ince{f;} is a
convergence-determining class fB(S), it follows that almost surelyany limit
point u* of y, . must satisfy the followingFort =0,i =1, s> 0,

éflmﬂfi(x)p;(dx,du) dy = éflmﬂfi(z)p(x,u,dZ)ui(dx,dU) dy.

Lettings — 0, we have for &. t,

ﬂ(fi(X) —ffi(Z)p(x,u,dz)> wdxdy =0 =1

(i.e, 4 € H). (In fact by modifyingu* on a Lebesgue-null seve may drop the
qualification “ae.” altogether) [ ]

Let Hy C H be the set of ergodic occupation measures that correspond to fair
Markov controlsWe shall say thafZ,,} above is fair if as., every limit pointu* of
Hi+ . ast — oo is Hp-valued Our main assumption is

{Z,} is fair.

Recall that in discrete stataction space Q-learningome condition is always
imposed to ensure that all state—action pairs are sampled sufficiently dfien
above condition is in a similar spirit
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4. AN ASSOCIATED ODE

With an eye on the ODE approximation argument we propose tonesghall study
an associated ODE in this sectidrhis will involve the operatof: C(SX U) —
C(SX U) defined by

(Tf)(x,u) = k(x,u) +,8Jp(x,u,dy) minf(y,z), fe C(SXU).
Recall the sup norm o@(S X U) defined by| f|., = sup.u| f(x,u)|. It is easily
verified thatT is a| - | .-contraction with

T, — Thl. = B f1 — f2l oo, f;, f, € C(SX V). (6)
Define G = {b(x,u):b(x,u) = ¢,(X)n,(x,u) for some fair Markov controb(-)}.

Consider theC(S X U)-valued ODE

aqt('):bt(')(Tq(')_qt(')), t=0, (7)

whereby, t = 0, is aG-valued measurable proce3se following lemma is adapted
from its finite-dimensional counterparts|ig,11].

LeMmMA 4.1: There exists an & 0 such that

loe — Q" = € g — Q.. (8)

Proor: If we multiply the right-hand side of7) by a positive scalathat is tanta-
mount to a linear time scalingvhich will not affect the claimThus it suffices to
consider the ODE

d .
a G = b (T — qv), 9

whereb, = byeo/(2C). In particular 0 < (ce5/2C) < b, = 3. Rewrite(9) as

d
a o = F(a) — a,

whereF;: C(SX U) — C(SX U) is defined by
(FeF)(x,u) = Be(x,u)(TF)(x,u) + (1 — B (x,w) f(x,u).
It is easily verified that for each= 0,

IF f1 — Fefolloe = af f; — 5., f;, f, € C(SX V),
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witha =1 — (1— B)ce2/2C < 1, and thatQ* is the common unique fixed point of
all F,t = 0. Explicit calculation leads to

i lae — Q*llp = —lla — Q"5 P(lae — Q¥ +f(qt(X) —Q*(x))P*

X sgn(g(x) — Q*(x))
X (F(g) (x) — F(Q*)(x)) dx),

for p= 2, where we use the identif(Q*) = Q*, t = 0. By the Holder inequalitythe
right-hand side is

S Q*”p + o — Q*Héip”% - Q*||871HF'((qt) - FI(Q*)Hp'

Integrate both sides frosttot > sand letp — co. Since| f |, — | f||., asp — oo for
f € C(SX U), we have

t t
lo- QL ~ 6. @'l =~ [ 1o~ @ Lay+ [ 1Fy(@) - Q)L ay

- - a>j I, — Q.. dy.

The claim follows |

Givenr,5 > 0, we call a bounded measuralije[0,00) - C(SX U) a(r,8)
perturbation of7) if there exists 0= 7o < 7, < 7, < ---, 7j,1 — 71 = 7, andG-valued
processeg!,t € [7,7i.1], such that the solutiorg, t € [7;,7.1],1 =0, of the ODE

d . o o .
it = a(Tq —q),q, =q(r), =0,
satisfy

LSUP gt —a®l. <8, i=0 (10)
The next lemma is inspired by Theorem 1 of HirgdB]. (See also Theorem2 of

[10].)

LemmMmaA 4.2: For anyr,e > 0, one can find & > 0 such that any,§) perturbation
q(-) of (7) corvergesto B={f € C(SX U):||f — Q%[ < €}.

ProoOF: Let €;,6 > 0 be such that 0< ¢; < €1 + 26 < € and letR >
max(sup|q(t) — Q*|.,e€). Selectr > 0 such thae™* R < €, wherea > 0 is as in
Lemma 41. Using (8) for {g'} as in(10) above and usingl0), the claim is easily
verified. u
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Now consider a related operatioy;: C(SX U) — C(SX U) defined by

(Lot F)(Xu) = fo(x’,u’)ge(x,x’;u,u’)(Tf(x’,u’) —f(x,u’))dx’ du

for f € C(SX U). Under our hypotheses
L. f—>b(Tf—1) (11)
in C(SxX U) ase — 0, for t = 0. Consider the ODEs

d

a qt6 = Le,tqte7 €> 0, (12)
d _ o

a G = b(Tq — Gv), (13)

with g§ = gy for all . Using(6) and(11), a standard argument shows that- g; as
€ — 0, uniformly on compact time interval$n particular we have the following

Lemma 4.3: Given 7,8 > 0, g° is a (7,6) perturbation of (13) for sufficiently
smalle.

Finally, we consider a related operafbr: C(Sx U) — C(Sx U) defined by

T, f(xu) = pr(x,u,dy) minf(x,z), f & C(SxU).
It is easily seen that
||-rm fl_-IA—oonHooSB” fl_f2||ooa fl, fze C(SX U)’
and the constant function identically equal to zero is the unique fixed poifit of

The above development can be mimicked line by lineffoin place ofT, with Q*
replaced by the zero functiokVe shall be using this fact later

5. CONVERGENCE OF THE ALGORITHM

We shall prove convergence of the algorithm assuming that the iterates remain
boundeclthat is

sup| Q" .. < o as. (14)

This, in turn, will be proved laterDefine
Yn+l(X7 U) = ge(n)(x’ Xn;u’ Zn)(k(xmzn) + ,8 mzin Qn(xn+l’ Z) - Qn(xmzn))’

n=0.
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Then
E[Yai1(X,u)/F]

= ge(n)(X, Xn;u’ Zn)<k(xn7zn) + .pr(xmzmdy) mZinQn(y, Z) - Qn(xmzn)>7

n=0.
Let

n—1

®, = Ea(i)(Yi+1_E[Yi+1/-7:i]), n=1

viewed as & (S X U)-valued random variable
Assume for the time being thatn) = € for all n.

Lemma 5.1: {®,} a.s. corverges in GSX U).

Proor: First view{®,} as a sequence of random variablesj0SxX U). Thenitis
seen to be ah,(Sx U)-valued martingale wt. {#,}. Define

n—1

> a(i)?E[|Yisr — E[Y1/FB/FR], n=1,
i=1

(®)(n)

Iy =min{n=1:(®)(n+ 1) = N}, N=1
Note that eaclh is a stopping time w.t. {#,}. From(14), it follows that
E[HYn+1 - E[Yn+l/-7:n]”%/]:n]

[

X p(xmzmdy)’

2

0:(% xn;u,zn><mvgnQ“<y,w> - [ P 20 a2 min Qn(Z,W)>

2

which is bounded uniformly im by virtue of (14). Thus {{®)(n)} converges a.
Now, for N =1, theL,(SX U)-valued martingalg¢®,, } satisfies

SthpE[\ICI>nm~N|\§] = sng[<<b>(n O] < oo.

By Proposition V2.8, of Neveu[17], {®., } converges & Then {®,} con-
verges &. on By = {{®)(o0) = lim,_,.(®)(n) < N}, hence onUyBy, which has
probability 1

This proves convergence {b,} asL,(Sx U )-valued random variableSince
g(-) is smooth so is®,(-) for eachn and the above argument may be repeated for
partial derivatives of®,}, obtainable by replacing by its corresponding partial
derivative in the definition ofp,,. Thus {®,} converge a. as random variables in
the Sobolev spadd™(Sx U ) foranym= 1. Since this is continuously embedded in
C(Sx U) for msufficiently large(Adams[3, Chap VI]), the claim follows n

Fix a sample path for which Lemmal5holds Recall our definition of(t(n)}.
Recallq:[0,00) — C(S X U) defined by the statement that> ¢, is continuous
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piecewise lineagrand linear on eacht(n), t(n + 1)] with ¢, = Q" n = 0. Fix
7 > 0. Definery =0, and forn= 0,
Tae1 = Min{t(i) =1, + 7}.

Thus 7, =t(i (n)) for an increasing sequenfén)} and for alln, 7,1 € 7+ 7,7 +
7+ 1]. Consider a subsequence{af} along whichu, . . converges to some in /.
By abuse of notationwe shall denote this subsequence{by} again Let g, t €

[ 71, Tn+1], be the solution t¢12) with g7 =g, , € = €, and withby the density ofg” .,
with respect to the Lebesgue measureSon U. (This is possible by virtue of our
“fairness” assumption in Section)d.et §(x,y) = ge(X,-;y,).

LEmMA 5.2: SURer-,, 11" — Gillo = O.

Proor: For eacm andr,, such that(n) € [ 7, Tms1],

Gin+1 — Gen)
= a(n)E[YnJrl/]:n] + a(n)(Yn+l - E[Yn+1/]:n])

t(n+1)
= f( ) ge’(',Xn;',zn)((TQn)(XmZn) - Qn(xn’zn)) dt+ (q)n+1 - q)n)

t(n+1)
f f g(TQt(n) qt(n)) dl-]t dt+ (®n+1 n)
t

(n)

t(n+1)
- [ [ota-ayau at
t

(n)

t(n+1) t(n+1)
U() fg(th Q) di, dt — f() fg(th—qt)dm‘det]

t(n+1) t(n+1)
+ { [ [ o -aemanat-[ [ oma-aan dt]

t(n) t(n)
+ [q)n+1 - q)n]-
Comparing this with

t(n+1)

q{?n-%—l) = Qtrpn) +f Ls’,tthdt,
t(n)

a standard application of Gronwall inequality leads to

sup g™ — Gl = exp(Kr) (1 + 11 + 1),

€[ Tm, Tm+1

for some constarK > 0; 1, Il, and Il are the respective “error terms” contributed by
the three terms in the square brackets abaigch we describe below in detaf
theselll is simply

sup @ — Dy loos

i(m=l=i(m+1)
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which tends to zero as— oo by Lemma 51. Il turns out to be

t

g((th(n) - qt(n)) - (qu - qs)) dusds
t(n)

sup sup
t(N)E[ 7, Tm+1] tE[L(N), t(n+1)]

Using(6) and(14), this is easily verified to b® (3T a(j)?), tending to zero as
m — oo. Finally, | turns out to be

t t
f f g(TqS_ qS) dpsds—f f Q(qu - qs) d“;—rmds
Note that by(14) and the Arzela—Ascoli theoreniiq, ..} is seen to be relatively

compactinC([0,00); C(Sx U)). By dropping to a subsequence if necessag/may
then suppose tha, .. — g* in C([0,00); C(SX U)). Now,

t t
IJG(TGS—Gs)dusds—f fQ(qu—qs)du;‘Ldes

sup

€[ T, T 1]

=

t t
f f g(Tgs — gs) dpsds — f f g(Teg_, — s, ) dusds

+

t t
f f 9(Tqs — 0s) dps, ds— f f (T, — o) dis . ds

+

t t
f f o(Teg,, — 0 ) dusds— f f (T, — 0, ) dis , ds

Sincey, . — W 0, .. — g% all three terms on the right tend to zeroras- occ.
That they do so uniformly ib € [ 7, 71| follows from the boundedness and equi-
continuity of the integralseasily verifiable using14). Thus | — 0 asn — co. This
completes the proof [ ]

CoroLLARY 5.1: Givene > 0, the abae {Q"} (i.e., those corresponding to the
choice €n) = € > 0 for all n) corverge to thes-neighborhood of Qa.s. for suffi
ciently smalle > 0.

Proor: Let7,5 > 0 be such that Lemma2holds By Lemmas 43 and 52, ¢ . is
a (1,6) perturbation of(7) for sufficiently larget as., as long a€ > 0 is chosen
sufficiently small The claim follows [ ]

THEOREM 5.1: Under(14), the{Q,} given by(3) corverge to Q as. if e(n) > 0
sufficiently slowly

Proor: We first need to verify that LemmaXbcontinues to hold foe(n) — 0. The
problem arises becauggbeing a smooth approximation to Dirac delta in ¢he 0
limit, its partial derivatives blow up as— 0. Note, however that the result of3]

cited in the proof of Lemma.& uses partial derivatives up to a finite order only
Lete — f(e) denote the function that captures the maximum growth thereof in the
€ — 0limit (i.e, these finitely many partial derivatives do not grow in absolute value
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faster thanf(e) ase — 0). Then the proof of Lemma & will be complete if
>a(n)2f(e(n))? < co. This will be true ife(n) — 0 sufficiently slowly (This can
be arranged by a suitable choice @f,{a(n)}).) Now, sinceb(n) = o(a(n)),
e(m(n+1)) =e(m(n)) +o(1). Thus the argument of LemmaBproceeds as earlier
with one additional error term that also goes to zero with increasihgpw, use the
argument of 9] to concludein view of the fact thae(n) — 0 on a slower time scale
than(3). [ ]

Note that the qualification imposed oh,{a(n)}) earlier depends on the choice
of the family{g.} of smooth approximations of the Dirac deltamay also be re-
marked that the adaptation of the argumen{®dhere isin fact much simpler than
in the original because the iteration f@(n)} does not involvg Q"}.

6. BOUNDEDNESS OF ITERATES

This section provegl4) using essentially the same arguments as tholgEddfor the
finite-dimensional cas&Ve shall sketch the outline of the protie details being the
same as ifi10]. We assume thad(n) — 0 “sufficiently slowly” in the above sense
Supposél4) is false Define a piecewise continuous and piecewise linear func-

tion ¢, t = 0, taking values irC(Sx U) as follows Letr(n) = |q, ||... If r(n) <1,
set = G, t € [1n, Ty 1). If r(n) =1 setq, = G./r(n) fort € [ 1,71 1). Define{Y,}
and{®,} in terms oft, in place ofQ". Then Lemma 51 continues to holdForx €
(0,00], consider the ODEs

d .
a G = b (T, & — ), (15)

where for x > 0, the operatoffy is defined byT, () = T(xf)/x.

LemMmaA 6.1: As x— oo, the solutions of15) with a fixed initial condition conerge
to the solution corresponding to= co uniformly on compact time inteals, uni-
formly wr.t. permissible choices of.b

Proor: This follows by a standard argument based on the Gronwall inequality on
noting that

ITe—T.l -0
and
ITefs = Tefole = BIfs = .., X E(0,00], 1, f, € C(SX ).
The details are standard and are omitted u

Consider the ODE

d .
a qtn = bt(-rr(n)qtn - q("), te [Tn’7n+1]’ n= O,

with g7 =@, .
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LEMMA 6.2 lim_,. Super,. - . G — Gl = O.

This follows exactly along the lines of Lemma&5Now, suppose thdtl4) were
false Fix a sample path for which®,} converge and(n) — oo along a sub-
sequencgwhich we denote a§ (n(i))}. Consider the ODE

d .
a qtn = bt(Tooqtn - qtn)y t € [Tn77n+l)’

with g7 =@, , n=0. By Lemmas 61 and 62,
lim ~ sup ﬂqf—qup==0- (16)

N=% te[ 7,741
Recall the remarks at the end of SectioAus for somea > 0 andn = n(i) large
laf, e =€ A [, = e ™.
Choosingr > 0 suitablythe right-hand side may be made less thahhen by (16),

(L P o P
= < —
[[c la- . 2

(whereq;_ is defined as lim.s_,; Gs) for n = n(i) with i sufficiently large that is for
a sufficiently large timgwheneverg. exits the unit ball ofC(S X U), it returns
toward it at an exponential ratienplying in particular thaty, t = 0, remains bounded
We have proved the following

LemMA 6.3: Inequality(14) holds

7. CONCLUDING REMARKS

We have proved.a. convergence of a variant of Baker’s Q-learning algoritfims
brings up several other issues

1. The compactness of state and action spaces was assumed for purely techni-
cal conveniencdt is important to extend these results to cases where either
or both fail

2. Each step of our algorithm involves an exact minimization of a continuous
function In practice this can be replaced by a minimization algorithm that
runs on a faster timescalm the sense df]) and thereby closely tracks the
minimum in question

3. The nonlocal updation idea of Baker may be useful even in discrete/ state
action spacesBecause of the curse of dimensionality attached to rein-
forcement learning schemes like Q-learning in their pure fovarious
approximations have been proposahong them schemes that update com-
ponents of candidate Q-vectors not at each instarttmore sparself20].
These may be combined with the nonlocal updation with an appropriate
weighting function as earlier
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