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Abstract

Building energy management (BEM) tasks require processing and learning from a variety of time-series data.
Existing solutions rely on bespoke task- and data-specific models to perform these tasks, limiting their broader
applicability. Inspired by the transformative success of Large Language Models (LLMs), Time-Series Foundation
Models (TSFMs), trained on diverse datasets, have the potential to change this. Were TSFMs to achieve a level of
generalizability across tasks and contexts akin to LLMs, they could fundamentally address the scalability challenges
pervasive in BEM. To understand where they stand today, we evaluate TSFMs across four dimensions: (1) generalizability
in zero-shot univariate forecasting, (2) forecasting with covariates for thermal behavior modeling, (3) zero-shot
representation learning for classification tasks, and (4) robustness to performance metrics and varying operational
conditions. Our results reveal that TSFMs exhibit /imited generalizability, performing only marginally better than
statistical models on unseen datasets and modalities for univariate forecasting. Similarly, inclusion of covariates in
TSFMs does not yield performance improvements, and their performance remains inferior to conventional models that
utilize covariates. While TSFMs generate effective zero-shot representations for downstream classification tasks, they
may remain inferior to statistical models in forecasting when statistical models perform test-time fitting. Moreover,
TSFMs’ forecasting performance is sensitive to evaluation metrics, and they struggle in more complex building
environments compared to statistical models. These findings underscore the need for targeted advancements in TSFM
design, particularly their handling of covariates and incorporating context and temporal dynamics into prediction
mechanisms, to develop more adaptable and scalable solutions for BEM.

Impact Statement

The insights gained from this study extend beyond building energy management, offering a broader evaluation of
Time-Series Foundation Models (TSFMs) when applied to domains they were not explicitly trained on. Our
findings serve as a critical indicator of TSFMs’ strengths and limitations in out-of-domain generalization. Their
ability to extract zero-shot representations proves remarkably effective, highlighting their potential for
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applications requiring automated feature learning and transferability across diverse time-series tasks. However,
their reliance on univariate forecasting and the inability to leverage covariates effectively underscore funda-
mental architectural limitations. The inability of current strategies to integrate external factors signals the need for
new model designs that can better capture contextual dependencies. By demonstrating these gaps, this work
informs future developments in TSFMs, guiding research toward more adaptable, scalable, and context-aware
models for both energy management and broader time-series applications.

1. Introduction

Building energy management (BEM) often requires accurate results from a variety of computational tasks
performed on time-series data, such as forecasting, classification, data imputation, and others. Tradition-
ally, these tasks are addressed using a variety of approaches, including statistical models (Zhao and
Magoulés, 2012), machine learning (Seyedzadeh et al., 2018), and physics-based techniques (Sun et al.,
2020; Chen et al., 2022). However, heterogeneity—in terms of structure, operation, and environmental
conditions—between buildings necessitates the development of task-, modality'-, and building-specific
models (Blum et al., 2019). This fragmented approach introduces challenges in generalizability, limiting
the broader applicability of the resulting solutions.

Time-Series Foundation Models (TSFMs) have recently emerged as a promising approach for
achieving generalizability across datasets and tasks, drawing inspiration from the transformative
success of Large Language Models (LLMs). Most TSFMs adopt the well-known transformer archi-
tecture, incorporating modifications to better accommodate the characteristics of time-series data.
These models are typically pretrained on a diverse corpus of time-series datasets, enabling them to
perform tasks such as forecasting and anomaly detection in a zero-shot manner. Pioneering examples,
such as MOMENT (Goswami et al., 2024 and TimesFM (Das et al., 2024), aim to demonstrate
generalization across multiple datasets and modalities. Unlike the conventional definitions of founda-
tion models (Bommasani et al., 202 1), the vast majority of the TFSMs proposed so far are not designed
to generalize to previously unseen tasks. They are, instead, designed to generalize to new data sources
of previously seen modalities, and, in some cases, to new modalities that can be represented as time
series—while remaining constrained to a fixed set of tasks (Baris et al., 2025).

Though TSFMs may not yet offer the level of generalizability expected from t7ue foundation models,
we have yet to empirically and systematically evaluate their ability to perform beyond the limits of what
they were designed for and trained on. In this work, we aim to provide a multifaceted zero-shot evaluation
of pretrained TSFMs for various building energy management tasks. First, we analyze the generalizability
across datasets and modalities for zero-shot univariate forecasting in two key contexts for predictive
building management: electricity usage and indoor air temperature. This initial assessment by the authors
served as inspiration for the present manuscript, after results were presented at a conference (Mulayim
et al., 2024). The choice of univariate forecasting for the initial analysis was due to the fact that most
TSFMs are only designed to perform univariate forecasting. As a first extension to that early work, in this
paper, we examine the covariate utilization of TSFMs, given the dependence of BEM tasks on external
factors. Specifically, we investigate the modeling of building thermal behaviors by comparing the
forecasting performance of TSFMs with covariates against univariate predictors and conventional thermal
modeling approaches. These comparisons are conducted across various prediction horizons to assess their
efficacy under different forecasting requirements. Third, we investigate their performance on extracting
meaningful representations in a zero-shot setting for classification tasks. Our analysis centers on two
distinct classification challenges: appliance classification and metadata mapping. Lastly, we conduct a
robustness analysis to understand the details of how TSFMs make decisions. We specifically analyze the
model’s: (1) stability under different performance metrics, and (2) adaptability to various operational

"'In this work, “modality” refers to distinct types of time-series data, whether representing the same phenomenon measured at
different time scales or from different vantage points (e.g., indoor vs. outdoor temperature) or entirely different phenomena (e.g.,
electricity consumption vs. temperature).
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conditions. For this analysis, we again focus on univariate forecasting, as it remains the primary task
supported by existing TSFMs.

Our evaluation of TSFMs reveals the following five key findings: First, in terms of generalizability,
TSFMs exhibit strong performance on datasets they were exposed to during pretraining (PT) but struggle
with unseen data, particularly when compared to statistical models. While some TSFMs can generalize to
new electricity datasets with marginal improvement over statistical methods, their performance on
unfamiliar modalities, such as indoor air temperature, is inconsistent—surpassing statistical models for
longer forecasting horizons but underperforming for shorter ones. Second, covariate utilization does not
enhance TSFM performance, likely due to their training being predominantly univariate; in contrast,
traditional methods, optimized for autoregressive forecasting, maintain an advantage regardless of
covariate inclusion. Third, regarding representations, Chronos and MOMENT demonstrate the ability
to generate meaningful embeddings without dataset-specific training, achieving performance superior to
deep-learning-based classifiers but remaining inferior to nonparametric optimization methods, highlight-
ing the considerable potential of pretrained TSFMs in zero-shot classification. Fourth, stability analysis
reveals that TSFM performance is highly metric-dependent, with models trained to mimic data distribu-
tions better preserving temporal patterns and peaks, whereas those optimized for minimizing magnitude-
based errors perform better on root mean square error (RMSE) evaluations, emphasizing the importance
of aligning model selection with specific task objectives. Finally, our adaptability analysis shows that
TSFMs exhibit varying strengths depending on building operational conditions—some models perform
better under occupied settings with more dynamic patterns, while statistical models excel under unoccu-
pied, cyclic conditions where energy consumption follows repetitive trends. These findings underscore
both the promise and limitations of TSFMs for BEM, highlighting areas where further advancements are
needed to improve their robustness and applicability.

The remainder of this paper is structured as follows: Section 2 provides an overview of existing
TSFMs, laying the foundation for our analysis. Sections 3 through 6 follow a unified structure, each
presenting datasets, models, experimental setup, metrics, and results to systematically evaluate TSFMs
across different tasks. Specifically, Section 3 investigates univariate forecasting, assessing TSFMs in a
conventional predictive setting. Section 4 extends this examination to forecasting with covariates,
evaluating whether incorporating additional contextual information enhances performance. Moving
beyond forecasting, Section 5 explores classification tasks, analyzing TSFMs’ ability to generate
meaningful representations without explicit task-specific training. Section 6 shifts focus to robustness
analysis, examining how TSFMs capture temporal dynamics and identifying conditions where they
underperform. Section 7 synthesizes these findings, discussing their broader implications, and finally,
Section 8 concludes the paper with key insights and suggested future research directions.

2. Background
2.1. Existing TSFMs
A foundation model is defined as “any model that is trained on broad data (generally using self-
supervision at scale) that can be adapted (e.g., fine-tuned) to a wide range of downstream tasks”
(Bommasani et al., 2021). Following that definition, we would expect TSFMs to generalize to a wide
range of downstream tasks, yet most existing TSFMs either solely focus on forecasting (Ansari et al.,
2024; Das et al., 2024; Rasul et al., 2024), require dataset-specific training (Dong et al., 2023; Jin et al.,
2024), or can only perform a fixed range of tasks (Garza et al., 2024; Goswami et al., 2024). Given these
constraints, understanding the architectural choices and design trade-offs of current TSFMs is essential for
evaluating their generalization potential. As this is a nascent and evolving field, with most models released
in 2024, we first review existing TSFMs and summarize their architectures and attributes. Figure 1 shows
the overview of the TSFM architecture studied in this work.

Encoder-based architecture. MOMENT uses an encoder and lightweight prediction heads as backbone
(Goswami et al., 2024). The model tokenizes input data using fixed-length patches and employs
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Figure 1. Overview of different TSFM architectures. The task-specific heads enable adaptation to
different downstream tasks. The encoder generates latent representations, while the decoder autore-
gressively predicts future tokens. The encoder and decoder architectures studied in this work are
transformer-based but can be generalized to other model architectures.

transformers (Vaswani et al., 2017) for prediction, incorporating reversible instance normalization for
rescaling and centering time series. This approach allows MOMENT to be adapted to various downstream
tasks. Chronos (Ansari et al., 2024) uses the TS5 architecture (Raffel et al., 2020) for probabilistic
forecasting. Chronos tokenizes time-series values using scaling and quantization and then trains
existing transformer-based language model architectures on these tokenized time series using cross-
entropy (CE) loss. SimMTM (Dong et al., 2023) uses an encoder-based transformer architecture with
modules for masking, representation learning, similarity learning, and reconstruction. Uni2TS (Woo
etal., 2024) utilizes encoder-only transformers for multivariate time series, handling different patches and
variates. It addresses cross-frequency learning, covariate handling, and probabilistic forecasting. Uni-
Time (Liu et al., 2024) uses an encoder-based transformer, incorporating semantic instructions through a
language encoder to handle domain confusion.

Decoder-only architecture. LagLlama (Rasul et al., 2024) uses the Llama architecture (Touvron
et al., 2023) for multivariate time series with a focus on probabilistic forecasting. It employs lag features,
data augmentation, and the conventional Llama architecture for robust predictions. TimesFM (Das et al.,
2024) model employs a decoder-based transformer for multivariate time series, processing patches
through residual blocks to generate tokens for forecasting.

Others. TimeLLM (Jin et al., 2024) reprograms an embedding-visible language foundation model,
such as Llama and GPT-2 models, for univariate time-series forecasting by transforming data into a text
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Table 1. Comparison of TSFM attributes

Zero Multi- Covariate Irregular Multi- Takes
Models shot resolution handling time-series task timestamps
TimeLLM (2024) X v v X v X
Uni2TsS (2024) v v v X X v
SimMTM (2023) X 4 X X X X
TimeGPT (2024) v v v 4 4 v
Chronos (2024) v v X X X X
MOMENT (2024) v 4 X X 4 X
LagLlama v v X X X v
(2024)
TimesFM (2024) v 4 v X X X
UniTime (2024) X 4 X X X X

format suitable for language models. TimeGPT (Garza et al., 2024) leverages a transformer-based
architecture. TimeGPT also deals with missing data, irregular timestamps, uncertainty quantification,
fine-tuning, and anomaly detection.

Table 1 summarizes the attributes of the above models. Zero-shot means whether models can make
predictions without any fine-tuning, or they are available without the need for training. We observe that
most of these models cannot handle covariates or irregular time-series data (i.e., sampling rate varies over
time). Although such attributes do impact building operations, due to limited model availability, in this
paper, we only focus on the six models with zero-shot abilities and making univariate predictions.

2.2. Investigating TSFMs in the building domain

Leveraging language models for energy load forecasting. Although they did not utilize TSFMs, Xue
and Salim (2023) introduced a novel approach to energy load forecasting that leverages language models
by transforming numerical energy consumption data into natural language descriptions through prompt-
ing techniques. Rather than fine-tuning, their method relied on pretrained transformer-based models—
BART, BigBird, and PEGASUS—combined with an autoregressive generation mechanism to iteratively
predict future energy loads across multiple horizons. Experimental results on real-world datasets
demonstrated that language models, when prompted effectively, could outperform traditional numerical
forecasting methods in several cases, highlighting their potential to capture complex temporal depend-
encies and generalize to new buildings without additional training.

Improving TSFM performance in building energy forecasting. Park et al. (2024) investigated the
use of TSFMs for probabilistic forecasting in building energy systems, evaluating models such as
Uni2TS, TimesFM, and Chronos on real-world, multi-month building energy data, including Heating
Ventilation and Air Conditioning (HVAC) energy consumption, occupancy, and carbon emissions. Their
findings indicated that while zero-shot TSFM performance lagged behind task-specific deep learning
models, fine-tuning substantially improved accuracy, in some cases reducing forecasting errors by over
50%. These results suggest that fine-tuned TSFMs can outperform conventional deep forecasting models,
particularly in their ability to generalize to unseen tasks.

Similarly, Liang et al. (2024) examined the adaptation of similar TSFMs for building energy
forecasting, identifying the limitations of straightforward fine-tuning due to the lack of universal energy
patterns across buildings. To address this, they introduced a contrastive curriculum learning method that
optimizes the ordering of training samples based on difficulty to improve adaptation. Their experiments
demonstrated that this approach enhanced zero-shot and few-shot forecasting performance by an average
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of 14.6% compared to direct fine-tuning, highlighting the potential of structured adaptation strategies for
TSFMs in energy forecasting.

To the best of our knowledge, these are the only existing studies in this domain. Our work differentiates
itself by focusing on multiple time-series tasks, including univariate forecasting, forecasting with
covariates, and classification, without evaluating fine-tuning performance. Instead, we aim to assess
the zero-shot capabilities of TSFMs to determine whether they can offer comparable generalization to
existing methods. Additionally, we incorporate building-specific baselines alongside classical statistical
models. The goal of this study is not to propose a TSFM-based approach that surpasses existing tools but
rather to critically analyze whether TSFMs, as they exist today, can provide sufficient zero-shot
generalizability to replicate established forecasting methods.

3. Univariate forecasting

As most existing TSFMs were mainly trained to perform univariate forecasting, we pay special attention
to understand their performance in this setting. This analysis aims to provide an initial understanding of
how these models perform over longer horizons encompassing seasonal variations and diverse household
behaviors, specifically focusing on temperature and electricity consumption.

We should note that temperature and electricity data can have distinct time constants based on the
source from which they are collected. Our initial expectation is that Foundation Models (FMs) would
perform better for electricity since they have observed a similar phenomenon (i.e., electricity measure-
ments from single households) during training. Though they have also observed the temperature from
datasets such as Weather and Electricity Transformer Temperature (Zhou et al., 2021), the phenomena
captured in these datasets exhibit different dynamics than indoor air temperature.

Table 2 summarizes the data familiarity and model structures for the studied TSFMs. We use three
categories for data familiarity: (1) familiar with the data modality: the model is trained with data from the
same modality as the test set; (2) familiar with the dynamics: the model’s training corpus included time-
series data generated by dynamical processes similar to that governing the test data; and (3) familiar with
the dataset: occurring when the model has been trained on the same dataset, which in our case happens for
the University of California Irvine (UCI) electricity dataset (Trindade, 2015) in some models. Table 2 also
captures differences in the model architectures and objective functions. It is worth noting that since
TimeGPT is a commercial model, its training data are not publicly available.

3.1. Datasets

Before detailing the datasets, we acknowledge that our selection process introduces inherent biases that
shape our findings. Our choices were designed to test TSFM generalization across two distinct scenarios:
performance on unseen datasets within a familiar modality, and performance on an entirely unseen

modality.
Table 2. Data familiarity and model structures

Level of familiarity with Level of familiarity Transformer
Models electricity with temperature Ob;. architecture
Uni2TS Modality, dynamics Modality NLL Encoder
Chronos Modality, dynamics, dataset Modality CE Encoder-decoder
MOMENT Modality, dynamics, dataset Modality MSE Encoder
LagLlama Modality, dynamics, dataset None NLL Decoder
TimesFM Dataset Modality MSE Decoder
TimeGPT ? ? ? ?

Abbreviations: MSE, mean squared error; NLL, negative log likelihood; CE, cross-entropy.
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For the first scenario, we use two electricity consumption datasets: UCI, which some TSFMs have
been trained on, and Smart*,acommon benchmark in the community that serves as our unseen test case.
For the second, more difficult scenario, we use the widely used public ecobee dataset for its indoor air
temperature. While TSFMs have been trained with outdoor temperature data, indoor air temperature
represents a novel modality with vastly different time constants and control dynamics. This experimental
design allows for a test of generalization to a sensing modality. These three datasets, summarized below,
therefore create a structured evaluation of TSFMs.

ecobee DYD dataset: To test the general ability of TSFMs in predicting indoor temperature, we
utilized a large publicly available dataset from ecobee (Luo and Hong, 2022). This dataset comprises data
from 1,000 houses across 4 US states: California, Texas, Illinois, and New York, sampled at 5-min
intervals with a 1 °F resolution during 2017. To ensure statistically significant, yet computationally
feasible tests, we selected eight houses with the least number of missing thermostat temperature values
from each state, resulting in a total of 32 houses. A starting point was randomly sampled from each month,
using the same starting points across models for a deterministic comparison, while resampling starting
points for each house to ensure greater time diversity. This approach allows us to capture diverse house
behaviors, climates, and seasonal variations. Sampling starting points were mainly necessary because the
data duration changes based on varying context windows and prediction horizon values.

UCI electricity data: Similarly, to evaluate the general capability of these models in energy
consumption predictions, we used the UCI Electricity Load Diagrams dataset (Trindade, 2015). This
dataset, frequently used in previous works for evaluation, provides an opportunity to reconsider the
performance rankings of TSFMs using different metrics. The dataset records electricity consumption in
Watts for 370 Portuguese clients from 2011 to 2014, sampled at 15-min intervals. We randomly sampled
30 houses in this dataset, and for each season, we sampled a starting point, resulting in 16 starting points
for each client. This method ensures a comprehensive evaluation across different seasonal contexts and
house specifics.

Smart*: This dataset contains whole-house electricity consumption for 114 single-family apartments
for the period of 2014-2016 in kW (Barker et al., 2012), sampled every 15 min. Similar to the previous
approach, we randomly selected 30 houses in this dataset and, for each season, sampled four different
starting points.

3.2. Models

TSFMs. We test TSFMs that can do zero-shot univariate forecasting, which leaves us with MOMENT,
Chronos, TimesFM, TimeGPT, and Lagllama.

Baselines. Consistent with previous studies, we focus on statistical models, which we train in two
ways. First, in the PT approach, we train models on a large training set held out from the test data,
retraining them for each different sampling rate (Section 3.3). Second, we perform test-time fitting (TTF),
where model parameters are calibrated using only C samples available in the immediate context window.
Our baseline models are:

* AutoARIMA, a variant of ARIMA that automates the selection of the optimal parameters for time-
series forecasting by evaluating various combinations (Smith, 2023), simplifying the configuration
process. The parameters (p, d, q), representing the lag order, the degree of differencing, and the
moving average window, respectively, are automatically determined by Aut oARIMA, attempting an
optimal fit to the data.

* Seasonal ARIMA (S-ARIMA) extends ARIMA to handle seasonal data patterns, incorporating
additional seasonal components: Seasonal Auto-Regressive, Seasonal Integrated, and Seasonal
Moving Average (Smith, 2023). SARIMA is defined by (p, d, g) for nonseasonal components
and (P, D, O, m) for seasonal components, where m is the number of periods per season.

* Best fit curve (BestFit), developed to model data trends through curve fitting, offers flexibility
by allowing various functional forms tailored to specific dataset characteristics. In our case, we fita
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fifth polynomial function: f'(¢) = af® +bt* + e +df +et+ f,wherea, b, c,d, e, and f are coefficients
determined during the fitting process and ¢ represents time.

3.3. Experimental setting
We define the following notations employed throughout this paper:

* H: Prediction length (number of samples)
* C: Context length (number of samples)

* f,: Sampling interval (minutes) .
+ D: Context duration (hours), defined as D= s

60 :
 P: Prediction duration, also called Horizon (hours), is defined as P= Ié{;

While previous literature typically presents results in terms of the number of prediction steps/samples,
we express these intervals in terms of hours since it is (a) more intuitive for electricity and temperature
predictions, and (b) more comprehensible, particularly as we resample data to analyze performance across
various durations.

We selected each context-prediction duration pair (D, P) based on two criteria: C <512 and H <64.
The primary rationale behind this choice is that most models are optimized to make predictions within
these limits (Ansari et al., 2024; Das et al., 2024; Goswami et al., 2024. During this selection, we
considered the sampling rate and resampled to a lower temporal resolution when necessary. We also tested
a context window of D=512 with various prediction horizons (P € {4,6,12,24}), as the models were
primarily trained using a context of this length. The context-prediction-sampling rate tuples
(D(h),P(h),f(mins)) are as follows:

ecobee : {(24,4,5),(36,4,5),(36,6,10),
(48,6,10), (48,12,15),(96,12,15), (168,24,30),
(512,4,60),(512,6,60), (512,12,60), (512,24,60) }
SmartxandUCI: {(48,12,15),(72,12,15),(96,12,15),
(48,24,15),(72,24,15),(96,24,30), (168,24,30),
(512,4,60),(512,6,60), (512,12,60), (512,24,60) }

For the Smart* and UCI datasets, we started with a larger number of horizons due to the original
sampling rate of UCI being 15 min. We maintained this rate for the Smart* dataset to ensure a fair
comparison between the two datasets. Furthermore, considering common weekly patterns in household
behavior, we aimed to test the prediction performance of these models when a week of data is provided to

predict the next day. Hence, we introduced an additional tuple (i.e., (168,24,30)) to account for this
pattern.

3.4. Metrics

We used RMSE to evaluate the performance of each model, in line with previous work in this area (Ansari
et al., 2024; Goswami et al., 2024).

3.5. Results

With the goal of understanding the long-term general performance of TSFMs in predicting electricity
usage and indoor temperature, we conducted an analysis using three large datasets. Table 3 presents the
results for each model, measured by RMSE, while Figure 2 visualizes these results by illustrating the
distribution of RMSE values averaged across all duration-horizon pairs. Our findings offer insights into
model performance across a diverse range of seasons and household characteristics.
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Table 3. RMSE values for general analysis. The best is bold, and the second best is underscored

Test time fit (TTF)

Pretrained (PT)

Time-series foundation models”

P AUtoARIMA S-ARIMA BestFit AutoARIMA S-ARIMA BestFit MOMENT® Chronos” TimeGPT LagLlama’ TimesFM” Uni2TS

Parameters
Data D
(a) UCI (Watts) 48 12
48 24
72 12
72 24
9% 12
96 24
168 24
512 4
512 6
512 12
512 24
(b) Smart” (Watts) 48 12
48 24
72 12
72 24
9% 12
96 24
168 24
512 4
512 6
512 12
512 24
(c) ecobee (°F) 24 4
36 4
36 6
48 6
48 12
9% 12
168 24
512 4
512 6
512 12
512 24

276.6
347.3
241.1
269.0
221.8
210.1
151.4
85.1
90.3
109.3
127.5
913
936
893
921
874
775
746
531
569
594
622
1.047
1124
1376
1.240
1.826
1.824
1.685
0.891
1.067
1.387
1.574

409.4
638.5
375.4
562.3
271.7
209.4
148.1
42.7
53.8
58.4
62.1
1053
1097
1019
1034
1022
842
830
551
589
620
643
1.194
1.129
1.582
1.465
2.556
2.243
L673
0.797
0.927
1.170
1.366

140.0
138.6
153.6
172.7
175.4
187.3
190.7
177.0
193.7
215.8
206.2
965
970
956
972
952
840
832
749
770
782
791
1.448
2.635
2.686
1.973
1.983
2.154
2.337
2.548
2.565
2.597
2.535

275.7
307.6
2422
264.8
246.8
215.1
220.2
119.1
1323
164.6
212.6
1009
1029
996
1011
990
868
866
551
593
628
640
1.084
1.104
1.429
1.359
2.146
2.161
2.840
0.892
1.073
1.307
1.447

171.7
183.5
168.7
180.6
173.0
164.7
164.4
41.0
502
55.4
556
1088
1099
1063
1076
1070
808
798
574
617
649
656
1.170
1.134
1375
1308
1.610
1.665
1.771
0.736
0.851
1.048
1206

652.8
696.1
650.4
694.2
654.1
672.8
674.4
589.7
604.2
643.1
648.4
1548
1424
1531
1424
1518
1421
1428
1548
1565
1572
1562
3.864
4.074
4.051
3.915
3.959
3.815
4.194
4.286
4.305
4317
4.254

127.6
178.2
143.3
179.4
149.8
205.9
218.4
110.3
92.7
182.3
197.2
907
932
899
926
884
787
765
524
552
590
617
1069

78.5
93.8
69.0
80.3
69.7
812
71.7
447
51.2
60.8
60.2
1076
1113
1030
1071
1029
879
830
498
550
606
656
1.532
1.679
1.891
1.709
1.911
1.732
1.870
0.873
1.072
1.257
1.563

192.6
204.4
190.4
200.7
193.2
185.6
182.4
43.0
49.9
56.5
58.0
929
956
925
951
909
765
748
477
520

548
576

1.145
1217
1.246
1.140

1.568

279.4
376.8
2733
359.4
220.0
3385
208.4
197.3
259.8
322.1
102.7
1059
1148
993
1092
948
944
829
613
660
660
648
1.968
2.017
2.181
2.033
2.243
2.033
2.343
1.851
1.923
2.032
2.085
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80.9
754
39.3

46.6
47.3
897
925
886
914

763
735
465
501
533
565
1.154
1.213
1.390
1.204
1.319
1.236
1.379
0.694
0.790
0.982
1.188

204.4
275.8
147.8
187.8
123.5
79.07
72.24
41.79
50.98
54.17
54.15
145,228
1,699,758
339,396
305,820
18,741
734,520
340,623
497
540
569
609
1.451
1.289
1.522
1.400
1.897
1.657
1.637
0.718
0.819
1.017
1.202

“These experiments were completed using versions of these models from June 2024.

®Models that have seen the UCI dataset in their training phase.

Bu1422uU13Us] 2143U2)-VID(]

6-6°


https://doi.org/10.1017/dce.2026.10040

€9-10 Ozan Baris Mulayim et al.

Test Time Fit Baselines ~[Z1 Pretrained Baselines Time Series Foundation Models ~ + =+ Best of Baselines === Best of TSFMs

UCI - Mean RMSE

600 -

400 A

7
2001 T T T
; ;::J:%i:llllli:;-:@;%l/;ﬁ' m'ﬁr — L .

Smart* - Mean RMSE

RMSE (Watts)

Overflow

1500 4

1000 4 T T T

RSB 1

Ecobee - Mean RMSE

T
......r.....

—==

RMSE (Watts)

N

IN

w

| T ﬁ éf

AutoARIMA S-ARIMA  BestFit AutoARIMA S-ARIMA  BestFit MOMENT Chronos TimeGPT LagLlama TimesFM  Uni2TS
(TTF) (TTF) (PT) (PT) (PT)

RMSE (°F)
N]
—

-
T
1
I
T
1
|
t
1
1
1
1

o

Model

Figure 2. Distribution of RMSE values for the three datasets, averaged across varying duration-horizon
pairs.

Our first dataset, UCI, as shown in Table 3a, has been incorporated into the training process for several
of the TSFMs that we evaluated. Comparing the performance of these models on a familiar dataset to their
performance on an unfamiliar dataset provides insight into their ability to generalize based on the learned
or memorized dynamics. Three of the four models that have previously seen this dataset during training
(Chronos, TimesFM, and MOMENT) are the top three performing ones, particularly for shorter
durations. An interesting observation arises with the Uni2TS model, which approaches the performance
of'the others as the duration increases, though it has not seen this data before. This phenomenon may occur
because the data are resampled as the duration increases, resulting in a dataset that differs slightly from the
original training data sampled every 15 min. Consequently, Uni2TS manages to close the performance
gap. Comparing statistical models with foundation models, we observed that BestFit (TTF)
outperforms models that have not been trained on the UCI dataset (TimeGPT and Uni2TS) on C=48
and 72. Besides, AutoARIMA (TTF) and BestFit (TTF) outperform LagLlama consistently
despite LagLlama being trained on the dataset. Conversely, S-ARIMA (PT) is a close second to the
best TSFM (TimesFM) for C=512. This result is part of a broader trend observed in our analysis:
extending the context window to 512 generally highlights the advantage of modern foundation models
over traditional statistical approaches. While shorter contexts sometimes allow statistical models to
remain competitive, their effectiveness diminishes as the window grows, and they lose their leading
position to TSFMs.

Upon switching to the Smart* electricity dataset (shown in Table 3b), we observe a shift in comparative
model performance. It is important to note that the number of steps is not strictly different for shorter and
longer durations, as we resample the data for longer durations. Thus, performance discrepancies can be
attributed solely to the behavioral characteristics during those durations. Evaluated on the Smart* dataset,
Chronos loses its leading position to TimesFM. MOMENT and TimeGPT are comparable in terms of
absolute performance, following TimesFMand Aut oARIMA. Other FMs are consistently worse than the
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previous three TSFMs. Specifically, Uni2 TS produces forecasting outliers, leading to exceptionally large
errors. Regarding statistical models, overall, Aut oARIMA (TTF) performs consistently close to the best
TSFM (TimesFM), and BestFit (TTF) outperforms three foundation models. The considerably
larger errors, compared to those observed with the UCI dataset, are likely due to a combination of two
factors: (1) the intrinsic predictability of Smart* is more challenging, as evidenced by the predictions of
statistical models (from 200 to 900 Watts), and (2) the limited generalizability of TSFMs, as manifested by
the diminishing performance gap between statistical models and TSFMs compared to the UCI dataset.
This indicates a limitation in the performance of TSFMs without familiarity with the data set.

The ecobee dataset presents a more diverse set of results (Table 3c), with statistical models outper-
forming others for shorter durations. As the duration increases, temperature variations tend to smooth out,
where TSFMs seem to perform better. Nonetheless, AutoARIMA (TTF) and S-ARIMA (PT) remain
competitive, nearly matching the best-performing forecasting models. When comparing MOMENT,
TimeGPT, and TimesFM, we find that TimesFM excels in long-duration predictions, whereas MOMENT
and TimeGPT perform best during moderate durations where temperature changes are less variable. This
nuanced performance indicates the importance of considering duration-specific characteristics when
evaluating model efficacy.

3.6. Summary

In summary, as shown in Figure 2, the TSFMs show different levels of performance based on prior
exposure to the datasets. In the realm of electricity datasets, though Chronos and TimesFM stand out as
the most effective models for a familiar electricity dataset (i.e., UCI), this advantage diminishes with a
new dataset (Smart*). In contrast, models like Time sFM and MOMENT demonstrate a robust capability to
generalize to novel data, though their performance improvement over AutoARIMA (TTF) and S-
ARIMA (PT) is marginal. Specifically, longer context windows tend to amplify the performance gap
between advanced foundation models and traditional baselines, with Time sFM emerging as the dominant
model. However, it is crucial to note that when performance is averaged across all test cases, we still see
minimal performance gaps for models tested on datasets they have not seen in training (see Figure 2).
Overall, except for BestFit, performing TTF does not provide significant advantages for statistical
models compared to PT. Lastly, statistical models and TSFMs perform closely in indoor air temperature
forecasting, with a slight performance gap separating the best statistical models from the TSFMs.

4. Forecasting with covariates

Our previous analysis focused on univariate forecasting, as most existing models are designed specifically
for this task. However, BEM inherently relies on multiple covariates, including solar irradiation, outdoor
air temperature, and occupancy patterns. Given this dependency, in this section, we evaluate the
performance of TSFMs in forecasting with covariates, comparing them against established building
thermal modeling baselines.

4.1. Datasets

ecobee + solar. We utilize a subset of the ecobee dataset (Luo and Hong, 2022), augmented with solar
irradiance data derived from the National Solar Irradiation Database (National Renewable Energy
Laboratory, 2023). This subset was constructed by selecting consecutive 28-day training and 4-day
testing periods from the cooling seasons of 1,000 houses, as used in previous studies (Mulayim and
Bergés, 2024a; Mulayim and Bergés, 2024b). After filtering for houses with complete and consistent data,
the final subset includes 841 houses.

Covariates. Accurately modeling building thermodynamics requires a clear understanding of the
covariate structure, which is grounded in fundamental physical principles. Variables such as heat gains
from occupants and equipment significantly affect thermal dynamics but are often challenging to measure
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outside controlled experimental conditions. Alternatively, data from smart thermostats, including heating/
cooling duty cycles, solar irradiance, and outdoor air temperature, can be effectively mapped to the
parameters of thermal resistance-capacitance (RC) networks, a widely adopted approach for modeling
building thermodynamics.

In this study, we predict the target variable 7', (°F), an indoor temperature controlled by the HVAC
system at time ¢. The covariates utilized for each house are defined as follows:

* Tou(t): Outdoor air temperature at time ¢ (°F), which drives heat exchange between the building and
its environment.

* Q,,(t): Global horizontal irradiance at time ¢ (W /m?), representing the solar heat gain impacting the
building envelope.

¢ u.(t): Cooling duty cycle at time ¢ (unitless, ranging from 0 to 1), indicating the fraction of time the
cooling system is active during a given time step.

By formulating these covariates, we align with widely adopted practices in large-scale thermal modeling
studies (Vallianos et al., 2023; Mulayim and Bergés, 2024b). These measurable and practical covariates
ensure the applicability of our approach to real-world scenarios, bridging the gap between theoretical
modeling and operational deployments.

4.2. Models

TSFMs. We evaluate the forecasting performance of three TSFMs: Uni2TS, TimesFM, and TimeGPT,
which are the only models in this study that explicitly support covariate-based predictions. While other
models may perform multivariate forecasting, it is important to distinguish that, in many cases, multi-
variate predictions are merely equivalent to performing multiple univariate forecasts independently,
without incorporating the covariate structure into the predictions. The manner in which covariates are
utilized varies across the three TSFMs we consider.

First, Uni2TS incorporates covariates by flattening multivariate time series into a single sequence,
employing variate encodings and a binary attention bias to disambiguate variates, ensure permutation
equivariance/invariance, and scale to arbitrary numbers of variates. Second, though TimeGPT is a
commercial and closed-source model, we include it as a baseline for using covariates. Third, unlike the
other two methods, TimesFM does not directly perform covariate forecasting. Instead, it follows a two-
step approach: first, fitting a linear model to capture the relationship between the time series and its
covariates, and then applying TimesFM to forecast the residuals.

Baselines. To evaluate the performance of TSFMs in modeling building thermodynamics, we compare
them against three existing approaches. To analyze the informativeness of the covariates, we fit these
models to both the data with covariates and the univariate data. Again, we perform TTF to the following
models:

* Ridge: Aridge regression model, which serves as a representative data-driven baseline for thermal
prediction tasks, as shown by Huchuk et al. (2022)) and Mulayim and Bergés (2024a)).

* Random forest (RF): A machine learning model, which has shown superior performance in a
relevant comparison study (Huchuk et al., 2022).

* R2C2: A physics-based RC network with two capacitances and two resistances, a well-established
approach for modeling thermal behavior by leveraging physical laws (Mulayim and Bergés, 2024b).

4.3. Experimental setting

Both baseline models and TSFMs were tested on the same subset of the ecobee dataset as described above.
The initial training dataset for baselines consisted of N =672 time steps (28 days), while the test set
consisted of H =96 time steps (4 days). However, given that TSFMs are typically optimized for making
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predictions where the context window size C < =512 and specifically, the MOMENT requires C + H <512.
Thus, we made an adjustment where we utilized C =448 values from the initial training set for training the
baselines and for providing context to the TSFMs. For predictions, we utilized the first # = 64 values from
the test set. This configuration ensures alignment with TSFM design principles while enabling a fair
comparison across all models since both baselines and TSFMs have equal information for training/
context.

The experimental test is designed around a practical application: Model predictive control (MPC). At
any given time ¢, the controller is assumed to have perfect historical knowledge of key variables, including
T(t—511:¢) (thermostat temperature), T, (t — 511 : ¢) (outdoor air temperature), 4. (¢ — 511 : ¢) (cooling
duty cycle), and Q,,,(t—511:¢) (solar irradiance). For future predictions, weather data such as
Toar(t+1:1+64) and Q,,(t+1:¢+64) are provided with added Gaussian noise to account for realistic
uncertainty in forecasting. The noise addition follows a systematic process to capture temporal variability
and cumulative uncertainty. First, a set of standard deviations, g;, is selected, representing different levels
of noise intensity. The noise addition follows a systematic process to capture temporal variability and
cumulative uncertainty. A set of standard deviations, o, is selected to represent different levels of noise
intensity. For each time step ¢ into the prediction horizon, noise is sampled as:

n,N./\/(O,tO'lz),

Here, n, represents the cumulative forecast error at time ¢. This reflects the fact that the sum of ¢
independent Gaussian noise terms, each distributed as N (O,a?), yields a Gaussian distribution with
variance t'cr%, and therefore a standard deviation of v/7-o;. The sampled noise n, is added to the
corresponding weather variable, such as T,4(¢) or Q,,,(¢), to simulate uncertainty in future predictions.

By varying o, the impact of different noise levels on model performance is systematically evaluated,
providing insights into the robustness of the controller and the forecasting models under varying degrees
of uncertainty. This approach aligns with realistic operational conditions, where future weather predic-
tions are inherently imperfect.

The cooling duty cycle u, (¢+1:¢+64), which is determined by an optimization solution (either via
sampling or direct convex optimization), represents a controllable variable in the MPC framework. In this
study, u.(t+1:¢+64) is assumed to be perfectly known, consistent with the assumptions employed in
prior research on building thermal behavior modeling. This assumption is not without effects. In practice,
MPC-based controllers output 4,.(0: P;) (where Py, is the lookahead window of the MPC controller), but
only use the first action in the sequence, and in the next step, regenerate another action set. Thus, in its
practical deployment, this resulting action set can change with each step due to the errors in predictions of
next states or forecasts of external variables. However, in our evaluation, the output s.(¢+1:7+64) is
what shall be deployed, no matter the errors being observed throughout the deployment. The #7ue practical
use of these forecasters in MPC settings, thus, can only be evaluated via experimental studies, which are
out of scope for this work. While our evaluation provides some insight into how the performance would
change with respect to covariate prediction error, it does not include the corrective actions that can be
taken by the MPC solver at each timestep.

To evaluate the efficacy of TSFMs, we frame our investigation around two core questions:

 Impact of covariates: Does the inclusion of additional covariates enhance the forecasting accuracy of
TSFMs compared to univariate approaches for modeling building thermal behavior?

» Comparison with traditional models: Can TSFMs outperform conventional modeling paradigms,
such as ridge regression and RC networks, in forecasting building thermal behavior?

4.4. Metrics

Unlike baselines that are trained to minimize the error of one-step-ahead predictions, TSFMs are designed
to predict multiple time steps (P> 1) simultaneously. This capability necessitates a redefinition of the
evaluation metric for each question separately to accommodate the architectural features of TSFMs.
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To address the first research question, we assess the accuracy of TSFMs across the entire H =64
prediction horizon for both univariate and covariate-based settings. The RMSE is used as the primary
evaluation metric, calculated over the full prediction interval (shown as RMSE,;) to quantify the
difference between predicted and actual values.

For the second question, we compare model predictions across common time intervals relevant to
building thermal modeling. Prior studies have evaluated forecasting accuracy at intervals ranging from
1 h (Huchuk et al., 2022; Vallianos et al., 2023; Mulayim and Bergés, 2024a; Mulayim and Bergés,
2024b)to 6 h (Huchuk etal., 2022), and up to 24 h (Vallianos et al., 2023; Mulayim and Bergés, 2024a).
Following this approach, we sample predictions from the TSFMs and baseline models at the
1- (RMSE,4), 6- (RMSEg), and 24-h (RMSE,4q,) marks. The RMSE for these sampled intervals is
computed across all 771 houses in the dataset, providing a comprehensive evaluation of model
performance.

4.5. Results

Impact of covariates. To properly assess the role of external variables, we also evaluated our baseline
models in a univariate setting. R2C2 was omitted from this specific comparison, as its physics-informed
architecture inherently requires covariates such as outdoor temperature and HVAC duty cycle. The
detailed results are presented in Table 4. To better illustrate these findings, Figure 3 is derived from this
table and demonstrates the change in performance for five models capable of forecasting both
univariately and with covariates. In contrast to the TSFMs, both Ridge and RF exhibit a significant
performance improvement with covariates, confirming that these external factors are critical for their
forecasting accuracy even in high-noise scenarios. As expected, the value of the information provided
by covariates decreases as the noise level increases. This benefit, however, does not consistently
extend to TSFMs. The inclusion of covariates does not enhance the forecasting accuracy of TSFMs
compared to their univariate counterparts, as evidenced by the red region in Figure 3. For Uni2TS, the
addition of covariates results in only marginal changes relative to its univariate implementation.
However, as noise levels increase, Uni2TS performance begins to degrade (see Table 4), indicating
that while it incorporates covariate information, its sensitivity to uninformative or noisy covariates
undermines its robustness. Similarly, TimeGPT performs slightly better when ¢;<0.2, but its
performance deteriorates beyond that threshold. This suggests that TimeGPT can utilize covariate
information effectively under low-noise conditions, yet the introduction of noisy covariates adversely
impacts its accuracy, as expected. TimesFM, which employs an ad hoc approach to covariate
integration, consistently underperforms, further highlighting that simply including covariates does
not guarantee improved forecasting accuracy, especially when the model lacks a principled design for
handling multivariate structures.

Notably, even in the absence of noise, the performance of TimeGPT and Uni2TS with covariates
shows only slight improvements over univariate forecasters, while Time sFM performs worse. This may
stem from the primary training objective of these models being univariate forecasting, underscoring the
need for more effective methods to integrate and utilize covariate information in forecasting tasks.

Comparison with traditional models. The results indicate that simple traditional models, such as
ridge regression and RC networks, consistently outperform TSFMs in forecasting building thermal
behavior, even when trained on the same amount of data as the TSFM context window. This superiority
is evident in autoregressive multistep predictions under zero noise conditions (as shown by RMSEgy, and
RMSE,44,), a task for which these baselines were not explicitly designed. Only under increasing noise
levels do Uni2TS’s univariate forecasters outperform Ridge and RF for RMSEqy,, and TimeGPT
achieves better results for RMSE,q,. For one-step-ahead predictions (RMSE ), which are the primary
training objective of the baselines, none of the TSFMs come close to their performance. Among the
baselines, R2C2 consistently delivers the best one-step-ahead predictions, with minimal performance
gaps compared to other traditional methods, underscoring the strength of domain-specific models in
capturing the physics and statistical structure of building thermal dynamics.
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Table 4. Results (in °F) across different noise levels where D=448 and P=64. Bold and underscored values indicate the lowest
and second-lowest error, respectively

Baselines with Univariate
covariates TSFMs with covariates® baselines Univariate TSFMs

o; Metric R2C2 Ridge RF TimesFM Uni2TS TimeGPT Ridge RF TimesFM Uni2TS TimeGPT Chronos LagLlama MOMENT

0 RMSE,; 284 133 142 2.13 1.58 1.62 1.86  2.11 1.60 1.59 1.68 2.08 2.13 2.06
RMSE;;; 035 036 0.36 1.64 0.44 0.75 041 044 0.46 0.44 0.42 0.53 1.44 0.65
RMSEq;, 092 076 0.76 1.57 0.76 0.98 1.36 1.48 0.82 0.77 0.81 1.06 1.71 0.96
RMSE,4, 1.52  1.03 1.14 1.72 1.14 1.23 123 1.23 1.16 1.15 1.10 1.58 1.45 1.70

0.1 RMSE,; 284 133 141 2.13 1.58 1.62 1.86  2.11 1.60 1.59 1.68 2.04 2.13 2.06
RMSE;; 035 036 0.36 1.64 0.44 0.75 041 044 0.46 0.43 0.42 0.53 1.42 0.65
RMSEq, 092 076 0.76 1.57 0.79 0.98 1.36 148 0.82 0.77 0.81 1.01 1.74 0.96
RMSE,4, 1.52 1.03  1.13 1.71 1.15 1.23 123 1.23 1.16 1.15 1.10 1.49 1.48 1.70

0.2 RMSE,; 287 135 143 2.14 1.58 1.63 1.86  2.11 1.60 1.59 1.68 2.06 2.14 2.06
RMSE;;, 035 036 0.36 1.64 0.45 0.74 041 044 0.46 0.43 0.42 0.52 1.43 0.65
RMSE¢, 092 076 0.77 1.57 0.78 1.00 1.36 148 0.82 0.76 0.81 1.09 1.75 0.96
RMSE,4, 1.53 1.04 1.12 1.73 1.15 1.24 123 1.23 1.16 1.14 1.10 1.48 1.44 1.70

0.5 RMSE,; 3.00 147 149 2.23 1.58 1.70 1.86  2.11 1.60 1.59 1.68 2.06 2.12 2.06
RMSE;;; 035 036 0.36 1.64 0.44 0.76 041 044 0.46 0.44 0.42 0.53 1.41 0.65
RMSEq;, 092 077 0.77 1.58 0.78 1.00 1.36 148 0.82 0.75 0.81 1.03 1.70 0.96
RMSE4, 159 110  1.17 1.78 1.15 1.28 123 1.23 1.16 1.12 1.10 1.48 1.43 1.70

1 RMSE,; 342 1.77 1.64 2.38 1.59 1.84 1.86  2.11 1.60 1.59 1.68 2.04 2.13 2.06
RMSE;;; 035 036 0.36 1.63 0.44 0.78 041 044 0.46 0.44 0.42 0.52 1.46 0.65
RMSEq;, 093  0.78 0.76 1.61 0.78 1.06 1.36 1.48 0.82 0.77 0.81 1.00 1.75 0.96
RMSE,4, 1.84 133 125 1.91 1.15 1.49 123 1.23 1.16 1.14 1.10 1.43 1.43 1.70

“These experiments used the December 2024 release of TimesFM and the June 2024 release of Uni2TS, while tests for the commercial TimeGPT model were conducted using the API version available in January 2025.
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Figure 3. Performance impact of adding covariates, measured as the change in overall RMSE ,;;
(ARMSE,;; = Univariate—Covariate).

4.6. Summary

TSFMs, regardless of whether they incorporate covariates, generally struggle to match the performance of
traditional baselines. Only under conditions of increased noise do univariate TSFM forecasters begin to
outperform the baselines in multistep predictions. Overall, the ability of traditional models to achieve
superior performance even with very limited training data suggests that TSFMs still have significant room
for improvement before they can consistently surpass these established methods in this domain.

5. Classification

Having demonstrated TSFM’s forecasting capabilities, we now explore its performance on additional
tasks. While imputation and anomaly detection can often be treated as natural extensions of forecasting—
inferring missing values or flagging outliers based on deviations from predicted signals—classification
requires a fundamentally different approach, which is precisely why we chose it.

Unlike forecasting, where a context window directly informs future predictions, classification lacks a
straightforward mechanism to provide the model with “example” labels for unseen data. Consequently,
zero-shot classification is not inherently possible within TSFMs, as there is no built-in way to infer class
labels without supervision. To address this, we leverage MOMENT’s ability to provide representations to
extract latent time series embeddings without requiring any labeled training data. These embeddings serve
as fixed feature representations, which are then used to train a separate classifier head, such as a support
vector machine (SVM), enabling classification without directly finetuning the TSFM itself. To evaluate
the performance of this approach, we focus on two distinct yet prevalent classification tasks in BEM:

* Appliance classification—identifying which appliance is active based on time series data, and
* Metadata mapping—assigning standardized semantic labels (e.g., sensor types, setpoints, or alarms)
to diverse building data points.

In the following sections, we describe how TSFM is adapted and evaluated for these classification
scenarios.
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5.1. Datasets

We leverage two datasets for our experiments on classification:

WHITED. The WHITED dataset (Kahl et al., 2016) is a collection of high-frequency energy
measurements capturing the start-up transients of 110 appliances, spanning 47 types across 6 regions
worldwide. After grouping multiple appliance brands under their respective types, this dataset has
56 unique appliance classes. Data were recorded at 44.1 kHz using low-cost sound card-based hardware,
focusing on a 5-s window that captures the transient characteristics essential for tasks like appliance
classification and regional grid analysis.

Each sample in the dataset includes voltage and current measurements. Following Kahl et al. (2016)),
which reports the best performance when power values are considered, we computed the instantaneous
power by multiplying voltage and current to obtain a single feature. Finally, we split the dataset 80/20 into
training and testing subsets, resulting in 1,071 training samples and 268 testing samples.

Building TimeSeries (BTS). The BTS dataset (Prabowo et al., 2024) comprises over 10,000 time-
series data points spanning 3 years across three buildings in Australia. It adheres to the Brick schema
(Balaji et al., 2016) for standardization and supports time-series ontology classification—mapping each
time series to one or more ontological classes (e.g., sensors, setpoints, or alarms). This multilabel
classification problem is challenging due to extreme class imbalance and domain shifts across different
buildings, offering a strong benchmark for assessing interoperability and scalability in building analytics.

This dataset requires a multilabel classifier since it features 94 subclasses of labels. Each data point is
annotated with:

* Positive labels: The true label and its parent classes
 Zero labels: All subclasses of the true label
» Negative labels: All unrelated labels

Since there is an ongoing public competition” utilizing this dataset, only a subset is publicly available.
We used this subset and split it 80/20 into training and testing, resulting in 25,471 samples for training and
6368 for testing.

One important consideration is the extent to which MOMENT and Chronos have been exposed to data
similar to WHITED and BTS during their PT. While MOMENT and Chronos have encountered electricity
and temperature data across a range of time constants, the characteristics of these datasets differ
significantly from those used in this study. WHITED consists of high-frequency (kHz-level) power
measurements captured over a few minutes, whereas these models were primarily trained on lower-
resolution datasets such as the UCI electricity dataset, which records household power usage at 15-min
intervals. Similarly, the BTS dataset spans multiple sensor modalities—including temperature, alarms,
damper positions, and airflow values—most of which are distinct from what these models have seen. The
closest match is outdoor air temperature, which aligns more closely with the weather datasets included in
the PT corpus of MOMENT and Chronos, while the remaining modalities represent unseen or signifi-
cantly different data distributions. As a result, evaluating MOMENT and Chronos on WHITED and BTS
not only provides insight into their applicability for BEM tasks but also serves as a broader test of their
ability to generalize to datasets that deviate from the training distribution.

5.2. Models

TSFMs. Among the TSFMs evaluated, MOMENT and Chronos were the only models capable of
performing classification tasks. We utilized them as a zero-shot representation learner in combination
with a dataset-specific classification head, as recommended in Goswami et al. (2024). Specifically,
MOMENT and Chronos were directly applied without retraining to extract latent representations of the

2 https://www.aicrowd.com/challenges/brick-by-brick-2024.
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time-series data. These latent representations, along with their corresponding class labels, were then used
to train an SVM.

Baselines. Based on the performance on University of California Riverside (UCR) classification archive
reported in Goswami et al. (2024)), we specifically chose the best-performing models from each category
and trained each model on our selected classification datasets independently. These baselines are:

» TS2Vec (Yue etal., 2022) (self-supervised representation learning): Serving as strong baselines in
Goswami et al. (2024)), TS2Vec employs a two-stage manner to perform classification. At the first
stage, it performs contrastive learning to obtain a latent representation of the targeted dataset in a
self-supervised manner. At the second stage, a classification head such as SVM is trained on the
embeddings learned by the TS2Vec model using class labels.

* ResNet (Ismail Fawaz et al., 2019) (supervised deep learning): As a model demonstrated strong
performance consistently among nine deep learning classifiers in Ismail Fawaz et al. (2019)), we use
the ResNet-18 model as a baseline. The model is trained end-to-end with the classification loss and
class labels as supervision.

* Dynamic Time Warping (DTW) /Soft-DTW (SDTW) (Cuturi and Blondel, 2017) (supervised non-
parametric optimization models): SDTW is a differentiable variant of the traditional DTW algorithm,
which is designed to replace the hard minimum operation of DTW with a relaxation. It retains the
ability to handle temporal shifts between time series with significant speedup. To perform time-
series classification, we combine the distances measured by SDTW or DTW to assign a label based on
the majority class of the closest samples. We select K =1 in the experiments.

To counteract the non-positivity of SDTW, we use the Soft-DTW divergence as the distance
metric D(-,-) for the K-nearest neighbors (KNN) classifier:

D(s,5)= SDTW(s,5) — = (SDTW(s,s) + SDTW(3,5)) (.1)

1
2
where s and § are two time series.

5.3. Experimental setting

Our training methodology is structured to accommodate different types of models. (1) For fully
supervised models, such as SDTW and ResNet, the training process involves providing the training
set with class labels, and the models are trained in an end-to-end manner with categorical cross-entropy
loss. (2) For models trained in two stages, like TS2Vec, we first use contrastive learning to train a
representation learner without class labels. Subsequently, a separate classification head is trained using
class labels. During inference, the time-series data are passed through the frozen representation learner to
generate latent embeddings, which are then input into a pretrained SVM to predict class labels. (3) For zero-
shot representation learners, such as MOMENT, we directly train the SVM with class labels and time-series
embeddings obtained by MOMENT. During inference, the outputs of the MOMENT model are concatenated
with the SVM to produce the final predictions.

For the BTS dataset, we employed a multi-output classifier due to its multilabel requirement, as each time
series can belong to an arbitrary number of classes simultaneously. Specifically, we employed the binary
relevance strategy to adapt the models (ML Zhang et al., 2018). For nonparametric optimization models such as
SVM and KNN, we trained K classifiers where K is the number of classes. For deep learning models such as
ResNet, we concatenate a sigmoid function to the output logit of the model to generate the probability of
classes. To address the input sequence length limitation of MOMENT, we resampled all time series into 512 steps.

5.4. Metrics

For the WHITED dataset, we use macro precision, recall, and F1 score to ensure equal importance for all
appliance types in this class-balanced dataset. While these metrics provide a comprehensive evaluation,
accuracy is the primary metric, aligning with its common use in prior work (Kahl et al., 2016).
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For the BTS dataset, we use micro precision, recall, and F1 score to evaluate performance, as they
provide a comprehensive assessment across all classes. Due to the significant class imbalance, the micro
F1 score is the most reliable indicator (Prabowo et al., 2024). The reason is that the predominance of the
negative class makes the accuracy misleading, as models can achieve high accuracy by predicting the
majority class without effectively distinguishing minority classes.

5.5. Results

Table 5 summarizes the classification performance regarding accuracy, precision, recall, and F1 score, as
well as the computational complexity of each model across the WHITED and BTS datasets.

Computational complexity. The computational complexity of the models varies significantly based on
their training methodology. DTW, SDTW, and TS2Vec exhibit quadratic scaling with the number of training
samples due to their reliance on pairwise distance computations—SDTW for DTW calculations and TS2Vec
for its contrastive learning framework. In contrast, ResNet scales linearly, as it is trained in a conventional
supervised manner using class labels, without the need for pairwise comparisons. The most computationally
efficient models in our study are MOMENT and Chronos, as their zero-shot encoders generate embeddings
independently of the training sample size. Moreover, the subsequent SVM and Neural Network
(NN) classifiers can be trained on a subset of the available samples, further reducing computational demands.

Performance. Performance evaluations indicate that Chronos, when paired with an SVM classifier,
achieved state-of-the-art results on the WHITED dataset, even surpassing DTW. However, in the BTS
dataset, where the F1 score serves as a more appropriate evaluation metric, Chronos underperformed
relative to DTW. Notably, its combination with SVM exhibited significantly weaker performance, likely
due to the classifier failing to converge within the imposed limit of 1,000 iterations—an issue attributed to
the large scale of the BTS dataset. In contrast, replacing the SVM with an NN classifier substantially
improved results, making Chronos the highest-performing approach after DTW and SDTW.

Representation. A key insight from our experiments is that the zero-shot embeddings generated by
Chronos consistently outperform those learned through supervised contrastive training in TS2Vec,
while MOMENT exhibits comparable performance. Unlike TS2Vec, which requires explicit training on
each dataset to extract meaningful feature representations, Chronos and MOMENT generate embeddings
directly from their pretrained models without additional fine-tuning. Despite the absence of dataset-
specific adaptation, Chronos produces high-quality representations, as evidenced by its strong classi-
fication performance when paired with either an SVM or NN classifier. While MOMENT does not match
Chronos in representation quality, it still performs on par with TS2Vec, despite the latter’s reliance on
dataset-specific training. These findings underscore the effectiveness of TSFMs in capturing universal
time-series representations without the need for additional fine-tuning.

Classifier head. Classifier selection remains a critical factor in model performance, as different
classifiers exhibit varying levels of effectiveness across datasets. For TS2Vec, MOMENT, and Chronos,
our experiments reveal a consistent pattern: SVM performs better on WHITED, while NN performs better
on BTS. This is expected, as NN typically require larger datasets to generalize effectively, whereas SVMs
can perform well even with limited training samples. Consequently, NNs tend to outperform SVMs on
large datasets, while SVMs may be preferable when data availability is constrained. Overall, the absence
of a universally optimal modeling approach aligns with the findings of (Xue and Salim, 2023), which
demonstrated that the most effective language models for forecasting varied across different buildings.
These observations reinforce the necessity of task-specific and dataset-dependent model/classifier head
selection to achieve optimal results.

5.6. Summary

Chronos demonstrates strong zero-shot representation capabilities, achieving competitive performance
without requiring dataset-specific training. However, it still remains inferior to statistical models in terms of
F1 for large datasets. MOMENT, though inferior to Chronos, has shown comparative performance to
deep-learning-based methods that require data-specific training (i.e., TS2Vec). Performance of TSFMs
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Table 5. Results across different metrics and datasets. IBL, instance-based learning; E2E indicates that the model is trained directly using a
classification loss in an end-to-end manner; SS-RL, self-supervised representation learning; PT-RL, pretrained representations, SVM/NN, an SVM or a
Neural Network (NN) classification head is trained on top of a frozen representation, N, number of the training samples. Bold and underscored values

indicate the best and second-best performance across each metric, respectively

Dataset Metric DTW SDTW ResNetl8 TS2Vec MOMENT Chronos TS2Vec MOMENT Chronos
Method - IBL IBL E2E US-RL + SVM* PT-RL + SVM" PT-RL +SVM® US-RL +NN PT-RL + NN PT-RL + NN
Complexity — O(N*) O(N*)  O(N) O(N?) 0(C) 0(C) O(N?) 0(C) 0(C)
WHITED Acc. 0.7426 0.5448 0.2164 0.5125 0.4739 0.8284 0.2052 0.4291 0.7276
WHITED Prec. 0.7426 0.5107 0.1653 0.5125 0.4688 0.8522 0.0951 0.4175 0.7866
WHITED  Recall 0.7500 0.5194 0.1731 0.4620 0.4673 0.8165 0.1235 0.4265 0.7735
WHITED  Fl1 0.7261 0.4887 0.1505 0.4484 0.4429 0.8138 0.0907 0.3934 0.7583
BTS Acc. 0.9848 0.9823 0.9710 0.9770 0.9766 0.9559 0.9726 0.9828 0.9854
BTS Prec. 0.7379 0.7429 0.6749 0.4925 0.4784 0.1838 0.6504 0.8306 0.8813
BTS Recall 0.7067 0.6920 0.1989 0.2336 0.2366 0.2704 0.3250 0.3231 0.4262
BTS F1 0.7219 0.7166 0.3073 0.3169 0.3166 0.2189 0.4334 0.4652 0.5745

“Due to the computational overhead of multilabel classification in Scikit-learn’s SVM implementation, we limit the maximum number of iterations for SVM training to 1000 for the BTS dataset.
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seems to vary considerably based on the classifier used, calling into attention that different classifiers should
be chosen depending on the size of the dataset. Despite a possible performance gap for larger and
imbalanced datasets (i.e., BTS), Chronos’s drastically lower computational complexity makes it a
practical choice for resource-constrained environments, considering the trade-off between efficiency and
predictive accuracy.

6. Robustness analysis

This section evaluates model performance across varying conditions and metrics to identify potential failure
modes when data characteristics shift. First, we examine how these models generalize to different time
scales and forecasting horizons, assessing their adaptability to varying prediction requirements. Second, we
analyze edge cases to determine whether they can accurately capture behavioral shifts, such as peak
occurrences. Third, we evaluate their performance across alternative metrics beyond RMSE, providing
insights into how different training objectives shape their forecasting characteristics. Finally, we assess their
robustness under dynamic conditions, such as changes in occupancy patterns. While some of these
scenarios may be infrequent, they remain statistically significant and critical for real-world applications.

6.1. Datasets

We specifically seek to test the performance of TSFMs with data subsets representing specific building
conditions to understand whether there is significant performance degradation when factors governing the
physical system change. To that end, we utilize two sets of data we collected for ~6 months from an
experimental testbed with four occupants located in Pittsburgh, PA, which is released alongside the code
for all experiments (Quan et al., 2025a).

Indoor air temperature. An ecobee thermostat® that takes measurements of 0.1 °F resolution at 5-min
intervals was utilized for data collection. Although this dataset comprises 10 temperature sensors, our
focus was exclusively on the thermostat temperature. From this dataset, we extracted three subsets based
on distinct conditions (Figure 4):

* OFrr: This condition refers to the period when the HVAC system was off for an extended duration,
specifically from September 17 to September 29. During this time, although the house was occupied,
the HVAC system was not operational due to warm outdoor conditions, resulting in a free-floating
thermal environment. The purpose of this period is to facilitate univariate time-series forecasting, as
the future values of the time series are less dependent on other covariates due to the absence of
heating/cooling input from HVAC.

* Heat-occupied: This condition covers the period when the HVAC system was set to heating mode,
and the house was occupied. We selected a duration during the winter, from November 2 to
December 16, to ensure active heating. During this period, the house followed a schedule defined
by the ecobee thermostat, with setpoints of 62 °F during sleep, 64 °F when away, and 68 °F when
home. In this condition, we have a more varied temperature pattern as the setpoints change three
times during the day in addition to the heat gains by occupants.

* Heat-unoccupied: This condition pertains to the period when the HVAC system was in heating
mode while the house was unoccupied, from December 17 to January 2. Throughout this period, the
house maintained a stable heating setpoint of 60 °F. This condition serves as a test for a more cyclic
behavior since the setpoint stays the same for a long period.

Electricity. A Sense smart meter* was installed in our testbed to collect measurements of active power

at 5S-min intervals. Although data were collected over a period exceeding 6 months, we extracted two
subsets based on distinct occupancy conditions (Figure 4):

3 ,
https://www.ecobee.com/en-us/smart-thermostats/.
4
https://sense.com/.
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Figure 4. Visualization of new empirical data across conditions.

* Unoccupied: We selected the same unoccupied period as the temperature data, from December 17 to
January 2. This condition serves as a test of their ability in more cyclic patterns.

* Occupied: This subset consists of data collected from January 3 to February 3 when the house was
occupied. When occupied, there are more subtle peaks in the house, and thus it is a good test of their
performance on a more varied electricity input.

6.2. Models

We use the same TSFMs and statistical models used for univariate forecasting, as explained in Section 3.2.
However, since TTF baselines performed better than PT in most cases, we only present the TTF results for
brevity.

6.3. Experimental setting
We conducted experiments that vary across five dimensions:

Data: {Temperature, Electricity}

Condition: {Off, Heat-Occupied, Heat-Unoccupied}, {Occupied, Unoccupied}

Varying context duration D (hours): {24, 36, 48,96}

Varying prediction duration P (hours): {4, 6, 12, 24}

Varying starting points: We created 10 batches with different starting points for each context-
horizon pair by dividing the available data into equal intervals, ensuring each model uses the same
set of starting points.

S

6.4. Metrics

Existing work mainly uses metrics that measure magnitude differences between forecasts and ground
truth, such as RMSE, mean absolute scaled error (MASE), and mean squared error (MSE). While these
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metrics are useful for understanding the quality of predictions, they are intolerant to phase differences,
resulting in considerably large values in such cases. Thus, we extend measurement rules to include metrics
that quantify the shape similarity between the predictions and the ground truth time series. In that regard,
we choose Peak Recall Rate (PRR) and DTW in addition to RMSE to characterize predictions.

PRR. Peak patterns in time series refer to the significant increases in the magnitude of measured
variables followed by corresponding decreases, which are common features in air temperature and
electricity building data (Braun, 1990; Fan et al., 2014). Correctly forecasting these peaks offers
substantial benefits, including enhanced energy efficiency, cost savings, and improved occupant comfort
(Braun, 1990). For instance, building control systems can make proactive energy adjustments to balance
grid load and participate in demand response programs for financial incentives.

Therefore, we propose to use the PRR as the metric to evaluate models’ ability to forecast peaks and
define PRR as follows:

Let s be the ground-truth time series and 5 be the forecasted time series. Let P be the set of peak indices
in s, and P be the set of peak indices in 5. We calculate the PRR as:

PRR = l%ﬂ{ie P|3jePs.t.|i—j| <tand |s;—s;| <} (6.1)
where 7 and ¢ are two empirically chosen thresholds to ensure the closeness of the true peak and the
forecasted peak in time and magnitude. Typically, we set 7= H /20 (H is the prediction length) and p =¢
(o is the standard deviation of s) to ensure the two thresholds are adaptive to different samples. Using PRR
as the metric can shed light on the fidelity of peak patterns in building data forecasting.

DTW index. DTW (Miiller, 2007) measures the similarity between two time series by finding the
optimal alignment that minimizes the cumulative distance between them. Unlike traditional distance
metrics that require one-to-one comparisons, DTW allows for elastic shifts in the time dimension,
effectively aligning sequences that may be out of phase.

By warping the time axis, DTW aligns each point in one series with one or more points in another,
minimizing the overall distance. This metric tolerates the case where forecast models capture the correct
overall trend but differ in timing or pace, providing a robust measure of accuracy that accounts for
temporal distortions. The flexibility of DTW makes it useful to recognize underlying similarities despite
temporal shifts.

6.5. Results

This analysis aims to compare the forecasting performance of various TSFMs using the subsets of data
defined above. We have resampled the data to keep H <64, as most of these models are optimized for a
prediction horizon (H) of 64 steps.

Varying prediction duration (P). Given that our models only use data available in the context
window as input, we expect forecasting errors to increase with longer prediction durations due to higher
uncertainty and complex dynamics. To evaluate this hypothesis, Figure 5 shows the forecasting perform-
ance, given in RMSE of Fahrenheit and Watts, with varying prediction horizons in hours, averaged over
context length. The best TSFMs achieve RMSEs increasing with longer prediction horizons (P) while
being around 1 °F overall. AutoARIMA and S-ARIMA show competitive performance with TSFMs for
shorter horizons (P=4 and 6), but their errors increase for longer horizons (P =12 and 24). Besides,
LagLlama displays higher RMSEs across most horizons, indicating less accurate forecasts compared to
all other data-driven and statistical-based models. In summary, most TSFMs and statistical models have
<1 °F error in prediction for shorter horizons (P=4 and 6), and statistical models become inferior to
TSFMs for longer horizons (P =12 and 24).

When analyzing results from electricity use predictions (Figure 5b), TSFMs achieve around 400 W
RMSE consistently, and their performance further improves for P=24. BestFit shows competitive
performance compared to the best TSFMs (TimesFM and TimeGPT) across all horizons. Similar to the
temperature data, Aut oARIMA and S-ARIMA demonstrate competitive performance for shorter horizons
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Figure 5. RMSE with varying prediction horizon (P). The context durations (D) are averaged.

but are outperformed by MOMENT, TimeGPT, and TimesFM for longer horizons. MOMENT, Chronos,
LagLlama, TimesFM, and Uni2TS models show varied performance, with none consistently outper-
forming the statistical-based models. Notably, only TimesFM shows competitive performance across all
horizons.

Overall, the results show that TSFMs achieve lower forecasting error for longer prediction horizons,
aligned with our initial hypothesis. For instance, the scenario of P =24 with D =24 is challenging, where
prediction becomes more dependent on the model’s familiarity with the phenomenon since the context
window is relatively short. Besides, the ability of TSFMs to interpolate future data with learned dynamics
might not be as prominent as anticipated, indicated by the fact that Be st Fi t is competitive with the top
TSFMs in electricity forecasting.

Varying context duration (D). We hypothesize that the length of the context window and forecasting
error are inversely correlated. This implies that for a fixed prediction horizon, the actual time-series data
preceding the prediction is more informative than data the model learned from other similar time series. As
aresult, statistical models that leverage the actual preceding data may outperform TSFMs in certain cases.

To analyze this hypothesis, we present the results in Figure 6, which shows the forecasting performance
with varying context windows in hours, averaged over the prediction horizon. Figure 6a demonstrates that,
except for LagLlama, all other foundation models achieve better performance than statistical models when
D =24, 36, 48. However, the condition changes when D=96. Aut oARIMA and S-ARIMA can achieve
performance comparable to that of TSFMs. In predictions of electricity (Figure 6b), BestFit achieves
strong performance across all context durations. It is comparable to the best TSFMs (TimesFM and
TimeGPT) consistently, and it defeats three TSFMs in all cases. AutoARIMA and S-ARIMA are less
effective for shorter context windows but remain competitive when D =36, 48, and 96 h.

The results support our hypothesis that the length of the context window and forecasting error are
inversely correlated. Besides, TSFMs exhibit varying performance across different context windows and
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Figure 6. RMSE with varying context duration (D). The prediction horizons (P) are averaged.
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prediction horizons, with no single model consistently outperforming statistical-based models in all
scenarios. Statistical models struggle with short context durations (D =24) due to insufficient data for
optimal parameter estimation. However, as the context duration increases (D > 36), statistical models
effectively leverage preceding data, becoming more robust and occasionally surpassing TSFMs.

Corner cases. In most studies, the performance of predictive models has been evaluated using the
RMSE. However, RMSE alone does not provide a complete understanding of Zow these models make
predictions. To address this, we first illustrate the performance of these models in two corner cases.
Figure 7a presents a scenario where the temperature reaches a peak and then starts to decline. This is
particularly challenging for univariate models, which lack information on external factors and rely solely
on previous temporal patterns present in the forecasted variable. Despite this, Chronos, TimesFM, and
TimeGPT successfully anticipated this decline. In contrast, Figure 7b shows a case with a significant peak
in electricity consumption within the prediction horizon, which is also observed in the context window.
None of the models accurately predicted this peak. Nevertheless, only Chronos and S-ARIMA captured
asimilar cyclic pattern, while MOMENT recognized the cycles but failed to predict the correct magnitude. A
key issue here is that RMSE might inflate errors for models that misplace peaks, even if they capture the
overall trend, compared to models that average out the predictions. From these corner cases, we derive two
main insights: (1) Univariate predictions struggle to be accurate in situations influenced by external
factors (e.g., outdoor air temperature and heating gain). Therefore, models that can incorporate covariates
are essential, particularly for temperature predictions. (2) The shape of the predictions is as important as
the magnitude differences over time. Consequently, we should also assess the comparative performance
of these models using a metric that evaluates pattern similarity between the predictions and the ground
truth.

Effect of different metrics: RMSE, DTW, and PRR. To demonstrate the difference in comparative
performance across models, we compute the ranking of each model at each condition based on different
metrics. Figure 8 shows the distribution of those rankings for each model for temperature and electricity
data.

For temperature data (Figure 8a), when evaluated by the RMSE metric, MOMENT, TimeGPT, and
TimesFM are the best three TSFMs, followed by the statistical model Aut oARIMA. Among all TSFMs,
Chronos, LagLlama, and Uni2TS are the three lowest-ranked models when evaluating with RMSE.
However, the ranking changes completely when DTW and PRR are used: MOMENT, Chronos, and
Uni2TS are the top three models ranked by DTW. This discrepancy in ranking shows that there are
models better at matching the pattern similarity of the ground truth than at predicting the magnitude. More
interestingly, when evaluated by the PRR metric, LagLlama, Uni2TS, and Chronos become the top
three models, while they are the worst three TSFMs evaluated by RMSE. This result shows that RMSE is
biased towards models that predict general tendencies and suppress peak values, where the misalignment
of the peaks could produce large RMSE.

We could also observe a similar pattern in model performance in electricity data, as shown in Figure 8b.
When evaluated by RMSE, MOMENT, TimeGPT, and TimesFM are the best three TSFMs, while
LagLlama, Uni2TsS, and Chronos are the worst three. However, when evaluated by DTW, LagL-
lama, Uni2TS, and TimesFM are the best three TSFMs. Likewise, LagLlama, Uni2TS, and
Chronos are the top three evaluated by PRR. A similar decrease also happens to statistical models,
such as AutoARIMA and BestFit, and S-ARIMA demonstrates an increase in performance when
DTW and PRR are used. Both experiments in electricity and temperature data demonstrate that the
winners evaluated by RMSE may not capture the full properties of the time-series.

We conjecture that the inconsistency in models’ behaviors is related to the objective metric used in
training. LagLlama, Uni2TS, and Chronos use next-token or masked-token prediction in training,
where the CE or negative log-likelihood (NLL) loss is the objective metric. Using CE or NLL loss
maximizes the likelihood of the ground truth, which encourages the model to focus on the overall
distribution and temporal dependencies. Specifically, by modeling the conditional probability of fore-
casting given the context, the model can capture the temporal dependencies for preserving the overall
shape and patterns in the data. On the other hand, MOMENT and TimesFM use the MSE loss as the
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Figure 7. Temperature and electricity predictions during heat-occupied and unoccupied conditions,

illustrated with detailed views of key periods.

objective, which is sensitive to outliers and leads to smoother predictions as the metric penalizes large
deviations. Different choices of objective function direct the models to treat peaks and shape patterns
differently. Models trained with NLL or CE loss may still produce sharper adjustments when the
probabilities are significantly wrong, while those trained with MSE loss would smooth the error

magnitudes.

In summary, while we are not making conclusive claims, we believe it is noteworthy that RMSE is only
one metric for evaluating performance and that we should utilize other metrics in understanding TSFM’s
forecasting abilities. These differences in model ranking reveal that RMSE can mask the ability to
preserve shapes and predict peak patterns of TSFMs, which are important features in building control

systems.
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Figure 8. Model rankings across various metrics for temperature (a) and electricity (b) data. The green
triangle denotes the mean, while the black line is the median.

Varying conditions. Our analysis indicated potential differences in model predictive performance
with varying durations and evaluation metrics, necessitating a more contextualized examination of data
patterns in building physics. For electricity, the occupied condition shows more variable behavior, while
the unoccupied condition is more cyclic. In heating data, heat-occupied is more variable, whereas heat-
unoccupied maintains a cyclic pattern. The off condition demonstrates a case where the univariate time
series is less dependent on other covariates. Examples can be found in Figure 4.

Figure 9 demonstrates the distribution of RMSE values across models for the different conditions each
dataset possesses. Figure 9a shows that AutoARIMA performs much better when the pattern is more
cyclic and univariate (heat-unoccupied and off), while the performance drops for heat-occupied.
BestFit is only reliable in off conditions. On the other hand, the performance variations of TSFMs
are relatively small across heat-occupied, heat-unoccupied, and off, with the only exception that
LagLlama’s error increases on off. Overall, statistical models are more reliable in more cyclic and
univariate conditions like heat-unoccupied and off conditions, respectively. Besides, Figure 9b displays
the contextualized dynamics of electricity data forecasting. In occupied conditions, BestFit demon-
strates almost the same performance as the best TSFM (i.e., Time sFM). Similarly, Aut oARIMA achieves
even better performance than other TSFMs in terms of ranking for unoccupied conditions. Thus, for
electricity, TSFMs demonstrate a marginal performance difference, if not worse than, statistical models.
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Figure 9. RMSE on temperature and electricity data of various building conditions.

In summary, the differences in behaviors of statistical models indicate that statistical models are better
than foundation models in more cyclic and simpler pattern predictions, while foundation models are more
capable in complicated pattern forecasting. However, in most cases, we observe the difference to be
marginal except in the heat-occupied case.

6.6. Summary

In summary, broadening evaluation metrics to include DTW and PRR offers a deeper layer of analysis.
While TSFMs like TimesFMand TimeGPT excel under RMSE assessments, models such as S-ARIMA,
Chronos, and Uni2TS demonstrate superior pattern recognition capabilities, crucial for applications
requiring precise pattern detection. The enhanced performance under DTW and PRR evaluations of
models trained with CE or NLL losses suggests that the training objective enriches different aspects of
their predictive outputs.

The impact of external conditions like HVAC operational modes and occupancy also delineates the
strengths and limitations of these models in varying scenarios. AutoARIMA and TimeGPT excel in
predictable, cyclic conditions such as unoccupied heating scenarios. In contrast, TSFMs are more
proficient in managing complex, occupied environments, although their effectiveness is constrained,
with prediction errors around 2 °F in scenarios like an occupied house with frequent setpoint changes.

These observations emphasize the need for tailored evaluation of TSFMs, considering specific
application requirements and operational conditions to strike a balance between accuracy, pattern fidelity,
and dynamic response capabilities for efficient energy management and climate control. Despite
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considerable focus on TSFM forecasting capabilities, we observe that their performance does not
significantly exceed that of simpler univariate statistical models.

7. Discussion
7.1. Summary
We arrived at the following findings through the evaluation of TSFMs on forecasting tasks for buildings:

Generalizability. (1) Dataset-level familiarity: By applying pretrained TSFMs to electricity data-
sets, we observe that TSFMs are only superior to statistical models on previously seen data. Some
FM:s can better generalize to unseen electricity datasets only with a marginal difference compared to
statistical models. (2) Modality-level familiarity: When evaluated on a large-scale dataset, which
TSFMs have limited familiarity with (i.e., indoor air temperature data) across various houses and
seasons, TSFMs perform better for longer durations, while statistical models outperform TSFMs for
shorter durations. Besides, AutoARIMA remains competitive overall, nearly matching the perform-
ance of the top TSFMs on unseen datasets for seen sensor modalities.

Covariate utilization. The inclusion of covariates generally did not enhance TSFM performance,
likely due to their training being focused on univariate forecasting tasks. Compared to traditional
methods, which are designed for one-step-ahead predictions and subsequently used for autoregres-
sive forecasting, TSFMs showed inferior performance with or without covariates.
Representation. For classification tasks, we leveraged Chronos’s and MOMENT’s capabilities to
produce generalizable embeddings without task-specific fine-tuning. While in some cases inferior to
nonparametric optimization models, Chronos and MOMENT delivered superior results compared to
other representation learning techniques and deep-learning-based classifiers. This underscores the
potential of TSFMs to derive valuable and generalizable representations without any dataset-
specific training, attributed to the extensive corpus on which they were trained.

Stability. Each TSFM’s performance varies on different evaluation metrics. Some excel at preserv-
ing patterns and peak fidelity, as seen in DTW and peak recall assessments, but score poorly on RMSE
evaluations. This variance is linked to the training objectives: models trained to mimic the true data
distribution better preserve shapes and peaks, whereas those trained with MSE prioritize reducing
magnitude errors. Therefore, it is necessary to pick the right model that matches one’s task needs.
Adaptability. Reflecting the confounding factors existing in buildings—specifically, the effects of
occupancy and HVAC control mechanisms—we conducted a contextualized analysis for varying
conditions. We observe that some TSFMs are comparatively more powerful under occupied
conditions (which have a more variant nature), while others are better under unoccupied conditions
(i.e., cyclic patterns). Temperature and electricity data under unoccupied (i.e., constant setpoint)
conditions often exhibit clear cyclic patterns where statistical models generally outperform TSFMs.

7.2. Future directions

Our investigation in this paper is motivated by the belief that TSFMs, trained on a vast array of time-series
data from diverse sources, might be able to generalize to previously unseen settings and datasets. The
results presented in the previous section, while inconclusive due to their limited scope, suggest that this
belief may be false. Beyond the obtained empirical insights into the current TSFM in BEM tasks, we also
highlight several areas that need further investigation and state key features that are needed by TSFMs.

We acknowledge that the forecasting portion of our study is intentionally focused on residential
buildings. This scope was chosen deliberately, as residential settings present a more constrained
forecasting problem with fewer confounding variables (e.g., simpler occupancy schedules, more uniform
thermal dynamics) compared to commercial facilities. This allows for a clear and robust performance
baseline for the TSFMs. We leverage the greater complexity of commercial building data in a different
part of our analysis—the ontology classification task presented in Section 5. Therefore, our use of
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residential data for forecasting is a strategic choice to first establish model capabilities in a foundational
setting, leaving the extension to commercial buildings, where thermal behavior modeling is more
complex, as a direction for future work.

Toward context-aware and task-agnostic TSFMs: Our analysis highlights critical challenges in
applying TSFMs to real-world scenarios, particularly their inability to incorporate external context
and handle open-ended task specifications. While models like UniTime (Liu et al., 2024), Time-
MQA (Kong et al., 2025), and TimeLLM (Jin et al., 2024) incorporate some contextual cues, they are
not designed for zero-shot prediction. Current zero-shot TSFMs rely exclusively on time-series
data, missing auxiliary information that could significantly enhance their predictive capabilities.
Unlike language models, which inherently benefit from syntactic and semantic context, time-series
data lack such structural cues, making pattern inference more challenging. Although initial attempts
have been made to integrate context into time-series forecasting (Quan et al., 2025), the results remain
suboptimal.

Moreover, the heterogeneity of time-series data—arising from diverse physical processes, sensor
characteristics, and measurement resolutions—introduces complexities not typically encountered in text
data. While language models achieve strong generalization by leveraging massive datasets, TSFMs
struggle with out-of-domain adaptation due to their inability to incorporate auxiliary contextual infor-
mation. Addressing this limitation requires architectural innovations that enable TSFMs to dynamically
integrate contextual metadata and flexibly adapt to various task definitions.

Language for context and task definition: To make TSFMs more versatile and practical, we propose
two key enhancements: (1) incorporating a natural language channel for context integration and
(2) enabling task-agnostic reasoning.

First, TSFMs should evolve beyond fixed-task forecasting models and support a broader range of
tasks, including classification, anomaly detection, and open-ended reasoning. Current TSFMs require
retraining or fine-tuning for each new task, limiting their scalability in real-world applications where task
definitions are fluid, and training data are often scarce. Recent work (Kong et al., 2025) has demonstrated
the potential of fine-tuning language models for question answering for open-ended time-series tasks,
indicating a paradigm shift from fixated set of tasks for time series analysis. TSFMs should follow a
similar paradigm to be #uly foundation models.

Second, TSFMs should integrate contextual metadata through a natural language channel, allowing
users to specify conditions such as operational settings, weather conditions, occupancy levels, and system
constraints. Context plays a crucial role in time-series predictions—particularly in domains like energy
management, where external factors heavily influence system behavior. The absence of structured
mechanisms to incorporate such metadata weakens TSFMs’ adaptability to real-world conditions. By
enabling models to process both raw time-series data and auxiliary metadata in natural language form,
TSFMs could significantly improve their predictive accuracy and interpretability.

Proposed advancements in TSFM architecture: To realize these capabilities, future TSFMs should
integrate the following advancements:

* Dual-input capability: TSFMs should be designed to accept both time-series data and natural
language inputs, enabling them to incorporate structured and unstructured information for more
context-aware predictions.

» Task-agnostic output mechanisms: Instead of relying on fixed task-specific heads, TSFMs should
either employ pretrained modular heads (as seen in MOMENT (Goswami et al., 2024) or generate
outputs in natural language, allowing them to unify multiple analytical tasks without retraining.

These enhancements would transform TSFMs from narrow-task predictors into flexible, context-aware
analytical tools. By incorporating a language channel, TSFMs could bridge the gap between predictive
modeling and real-world decision-making, improving usability and enabling more interactive, user-
driven time-series analysis.
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8. Conclusions

TSFMs claim to be generalizable across different domains for various tasks, leveraging the vast time-
series data they have been trained on. Our findings indicate a marginal performance difference between
TSFMs and statistical models on previously unseen datasets for univariate forecasting tasks. In particular,
within domains such as indoor air temperature, where TSFMs lack prior exposure to familiar datasets,
their performance varies but remains closely aligned with that of statistical models. Notably, incorporating
covariates did not lead to a clear improvement in univariate TSFM forecasts, which remained notably less
accurate than established building thermal behavior modeling approaches. While TSFMs demonstrated
strong zero-shot representation capabilities, their performance still lagged behind traditional statistical
methods for large datasets. Interestingly, TSFMs tend to outperform statistical models when data
dynamics exhibit greater variability. Furthermore, our results demonstrate that the relative performance
of models significantly depends on the evaluation metric used, reflecting their training objectives, which
emphasize different priorities.

In conclusion, we believe that the effectiveness of TSFMs can be further enhanced by integrating
essential metadata and accounting for confounding variables, which are critical in the context of building
physics. Our future research aims to improve the applicability of TSFMs for BEM by incorporating
physics-based insights and contextual metadata into these models.
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