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Abstract

This paper examines three programmatic responses to the problem of cognitive bias: virtue
epistemology, epistemic paternalism, and epistemic collectivism. Each of these pro-
grammes focuses on a single level of epistemic analysis: virtue theorists on individuals,
paternalists on environments, and collectivists on groups. I argue that this is a mistake
in light of the fact that cognitive biases arise from interactions between these three
domains. Consequently, epistemologists should spend less time defending these pro-
grammes, and more time coordinating them. This paper offers empirically based argu-
ments for the interactionist approach, and contends that its adoption is an essential
step for minimizing bias in empirical science.
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Mark Alfano and Joshua August Skorburg have recently argued for the use of an inter-
actionist framework for bringing psychological research to bear on questions in ethics,
epistemology, and the philosophy of mind (Alfano 2016; Skorburg 2017; Skorburg and
Alfano 2019). The purpose of this paper is to argue that epistemic programmes dedi-
cated to ameliorating the problem of cognitive bias should be developed and assessed
within such an interactionist framework.

Interactionism is a view about the roles of personal traits and situational factors in giv-
ing rise to human behaviours. It is opposed to a view that I will call isolationism, according
to which these two sorts of factors elicit behaviours independently of one another (person-
situation independence). Kilhlstrom (2013: 794) argues that this supposition was respon-
sible for the longstanding isolation of personality and social psychology from one another,
as well as their longstanding debate about which type of factor is more influential: personal
(the Doctrine of Traits) or situational (the Doctrine of Situationism). Interactionism is
opposed not only to the Doctrines Traits and Situationism, but to the isolationist frame-
work more generally. It is not the view that personal and situational factors play an equal
role in generating behaviours, but that their effects are co-dependent and non-linear.
Interactions between personal traits and situational features give rise to behaviours that
cannot be adequately explained or predicted by the straightforward conjunction of theories
regarding these two domains. Interactionism has thus given rise to more complex theories
of social cognition.
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Cognitive bias has been a central focus of psychologists over the last five decades.
The resulting heuristics and biases literature has become an important resource for epis-
temologists who aim to diagnose the sources of biased cognition and provide guidance
to mitigate it. Virtue theorists argue that biases result from our over-reliance on intui-
tive forms of cognition. They claim that this shortcoming can be attenuated by cultivat-
ing responsibilist virtues, such as epistemic humility and self-vigilance. Epistemic
paternalists insist that these strategies succumb to the very problems they are meant
to solve: cognitive biases and motivated reasoning interfere with our efforts to debias
our own thinking. They argue that a more effective approach is to identify and manipu-
late the situational factors that bias our cognition. Finally, collectivists contend that cog-
nitive bias is a bigger problem for isolated agents than it is for epistemic groups, in large
part because critical deliberation is more effective at reducing bias than character-based
training or paternalistic constraints. Their opponents are quick to point out that cogni-
tive biases are just as likely to be amplified in group settings as they are to be mitigated.

As was the case in psychology, the isolationist assumption of person-situation inde-
pendence has led each of these programmes to focus on a single level of epistemic ana-
lysis: virtue theorists on individuals, paternalists on environments, and collectivists on
groups. This is a mistake. Since our cognition is biased in many different ways, and for
several different reasons, no single approach will suffice. But it would also be a mistake
to pursue all three programmes independently; the fact that cognitive biases arise from
interactions between individuals and their social and informational environments
makes these ameliorative programmes interdependent. Moreover, they are not perfectly
aligned: a strategy that is effective at one level can be ineffective, and even deleterious, at
another. Thus, ameliorative programmes must be evaluated holistically in terms of how
and when they satisfy their own ends, as well as the ends of the other two programmes.
We must theorize not only about virtues, environments, and collectives, but about how
these epistemic loci can be coordinated to yield synergistic effects. This paper offers
empirically based arguments for the interactionist approach, and contends that its
adoption is an essential step for minimizing bias in empirical science.

1. Virtue theories

Roberts and West (2015) and Samuelson and Church (2015) advocate similar pro-
grammes of cultivating responsibilist virtues to mitigate biased thinking. Both parties
diagnose the source of cognitive biases within a dual-process framework that has
enjoyed increasing support from psychologists in recent decades. In this framework,
there are two types or systems of cognition: Type/System 1 and Type/System 2.'
System 1 generates outputs automatically, effortlessly, unconsciously, and efficiently;
it is at work, for example, when we understand simple sentences, or detect emotion
in facial expressions. System 2 works consciously, voluntarily, effortfully, and slowly;
its deliverances include solutions to complex calculations and evaluations of one’s
own conduct in social situations.

System 1 is highly efficient in part because of its use of heuristics, i.e., rules of thumb
that generate judgements or decisions on the basis of little information. The availability
heuristic, for example, gauges the frequency of an event by how easily its instances come
to mind: I believe that there are more people under five feet tall than over seven feet tall
because instances of the former are easier to think of than instances of the latter. On the
other hand, System 2 requires more time and resources because it is sensitive to a

"Hereafter, I will refer to them as Systems 1 and 2, with the understanding that they are not actually
physical or informational systems.
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broader range of information, which it processes by means of more complex reasoning.
Any attempt to bring statistical information to bear on the question of the distribution
of height in human beings will require the conscious operation of System 2. Because
System 1 is so cost effective — its results are generally accurate and achieved with min-
imal effort in little time - it is our default mode of cognition. But its results can also be
systematically mistaken. Reliance on the availability heuristic leads us to overestimate the
frequency of salient, recent events, while underestimating the frequency of events that
leave little impression. System 2 is more robustly reliable, and can scrutinize and over-
ride the deliverances of System 1 when it perceives the need to do so, but only by
engaging significantly more cognitive resources. Our cognition thus involves a
efficiency-accuracy trade-off, and biases result when we unduly favour efficiency over
accuracy.” Samuelson and Church call this tendency the vice of intellectual arrogance:

In a limited sense we might say that heuristics and biases exhibit the vice of “intel-
lectual arrogance” because, they result, in part, from an inability to “decouple”
from Type 1 representations and the thinker remains unable to leave his or her
own perspective. (Samuelson and Church 2015: 1106)

In the process of cognitive decoupling, representations are decoupled from judgements
(and decisions). This means that representations are not unreflectively endorsed, and
become subject to rational reflection. Decoupling also involves entertaining alternative
representations generated by hypothetical thinking. Construed in this way, it is easy to
see how intellectual arrogance gives rise to cognitive biases: a failure to disengage from
the representations of System 1 leaves us at the mercy of our systematically misleading
intuitions.

The good news is that intellectual arrogance can be overcome. Roberts and West, and
Samuelson and Church conceptualize the process of doing so as involving the cultiva-
tion of virtuous character traits that moderate our more vicious tendencies: “We don’t
think natural heuristics (whether tricky or not) are virtues, but we do think character
virtues can help correct our biased thinking” (Roberts and West 2015: 2562). And
they claim that corrective virtues can be trained to a level of automaticity, such that
they become traits of Systems 1 and 2 (Roberts and West 2015: 2562; Samuelson and
Church 2015: 1108).

Roberts and West argue that biased thinking can be curbed by cultivating the virtues
of self-vigilance and intellectual vitality:

Self-vigilance is an ability intuitively to recognize cues, both mental and environ-
mental, of our vulnerability to various kinds of epistemic mischance, to appreciate
their significance, and to take defensive measures against them. Intellectual vitality,
which is closely related to open-mindedness, is a kind of pre-emptive intellectual
energy, enthusiasm, and attentive inquisitiveness. (Roberts and West 2015: 2574-5)

A self-vigilant person not only embraces fallibilism, but learns to appreciate the condi-
tions in which they’re susceptible to biased thinking. This appreciation necessarily

*This view has been opposed by the fast and frugal heuristics research programme. See, for example,
Gigerenzer et al. (1999).

*Roberts and West identify four bias generating tendencies that arise when we fail to decouple: intellec-
tual laziness, blinkered vision, associative coherence, and substitution. Since these all seem to be species of
intellectual arrogance, Roberts and West’s diagnosis of the source of cognitive biases is not substantially
different from Samuelson and Church’s.
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involves a recognition of the need to decouple from the representations of System 1 by
engaging the costlier resources of System 2. Someone who is also intellectually vital will
overcome their intellectual laziness in these circumstances by, for example, carefully
considering the merits of views other than their own. These virtues are complementary
in their tendency to mitigate cognitive biases: a vigilant person who lacks vitality will be
too lazy to engage System 2 when they know they should, and a vital person who lacks
self-vigilance is willing to forgo cognitive ease without knowing how and when to do so.
To effectively serve their ameliorative function, then, self-vigilance and intellectual vital-
ity must be developed in tandem.

Samuelson and Church argue that intellectual arrogance is best attenuated by culti-
vating intellectual humility, which they define as the tendency of “holding a belief as
firmly as it is warranted” (2015: 1109). Since the process of properly calibrating our
confidence requires that we decouple from the representations of System 1, their
claim amounts to the truism that our failure to decouple can be overcome by decoup-
ling when it is appropriate to do so. More specifically, they provide three strategies to
facilitate intellectual humility. First, when we engage in rule-based thinking we are
more likely to think analytically, and thus to decouple from the representations of
System 1. When subjects are given criteria for attributing traits and abilities, their jud-
gements about their own traits and abilities are less biased (in their favour) than sub-
jects who are without criteria (Dunning et al. 2002). Second, when we hold ourselves
and others accountable for the accuracy of our thinking, we increase our motivation
to reason carefully and with an open mind. For example, subjects that know they’re
being judged on the accuracy of their assessments produce less biased judgements of
their own abilities (Armor and Taylor 2002). Finally, our thinking tends to be less ego-
centric when we make a concerted effort to take on the perspectives of others. Subjects
who were asked to entertain foreign viewpoints manifested less one-sided thinking than
those who were unprompted to do so (Sedikides et al. 2007).

These ameliorative programmes are complementary: the interventions that
Samuelson and Church recommend for cultivating intellectual humility - engaging
in rule-based thinking, emphasizing accuracy and accountability, and taking on foreign
perspectives — also seem like good ways of cultivating self-vigilance and intellectual
vitality. Whatever virtues are nurtured by these means, Samuelson and Church agree
with Roberts and West that they are of the responsibilist variety: “The presence or
absence of these factors often hinges on motivation and the epistemic goals and values
of thinking agents and thus favors the responsibilist or neo-Aristotelian account of vir-
tue epistemology” (Samuelson and Church 2015: 1103). We can hold individuals
responsible for their intellectual arrogance because it consists in a set of habits that
can be changed with sufficient effort, resources, and motivation.

Both of these positions are problematic insofar as they neglect the role that reliabilist
virtues must play in treating the problem of cognitive bias. The fact that reliabilist virtues
must play such a role is made clear in the work of Keith Stanovich, who distinguishes two
fundamental sources of biased thinking: cognitive miserliness and mindware problems
(Stanovich 2011). Cognitive miserliness is intellectual arrogance under a different
name, ie., the failure to properly decouple from the representations of System 1. It can
be mitigated by developing thinking dispositions that are constitutive of what
Stanovich calls fluid rationality, but are also recognizable as responsibilist virtues, e.g.:
resistance to miserly information processing (self-vigilance); actively open-minded think-
ing (intellectual humility); and the tendency to seek information (intellectual vitality).
‘Mindware’ is Stanovich’s term for the cognitive processes that belong to System 2;
these are the processes that can correct the deliverances of System 1 when they’re biased,
albeit at considerably more cognitive expense, e.g.: logical inference, probabilistic
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reasoning, economic thinking, etc. When we lack the knowledge to properly engage these
cognitive processes, we suffer from what Stanovich calls mindware gap. Missing mindware
is responsible for many of the errors we make when reasoning about statistical phenom-
ena: gambler’s fallacy, non-regressive predictions, base rate neglect, etc. On the other
hand, certain types of mindware are sources of systematic errors. Stanovich calls this con-
taminated mindware, which includes: superstitious thinking, belief in the superiority of
intuition, and an overestimation of introspection. He distinguishes good mindware
from contaminated mindware in terms of its tendency to produce accurate beliefs: “A dif-
ferent type of mindware problem arises because not all mindware is helpful - either to
attaining our goals (instrumental rationality) or to having accurate beliefs (epistemic
rationality)” (Stanovich 2011: 193, emphasis added). Mindware gap and contamination,
then, are types of reliabilist vices. They must be redressed by developing crystallized
rationality, which consists in the competences and knowledge required to reliably form
and maintain accurate beliefs.

Stanovich’s research thus favours a hybrid ameliorative programme that emphasizes
both reliabilist and responsibilist virtues. Sustained decoupling is only as good as the
mindware that System 2 uses throughout the process: to avoid conjunction errors, for
example, we must not only avoid defaulting to System 1, but also possess the probabil-
istic knowledge required to identify them as errors, and correct them accordingly. But
these virtues cannot be realized in the absence of dispositions to use such cognitive
resources when they’re needed. Crystallized rationality without fluid rationality is impo-
tent; fluid rationality without crystallized rationality is blind.

Cognitive miserliness and mindware problems are personal failings that involve intel-
lectual arrogance, ignorance, and incompetence. It makes sense to address these failings
by cultivating personal virtues. If cognitive biases result from some systematic failures in
the way we think, then we should change the way we think. Naturally, this is difficult, and
sometimes impossible, for individuals to do, since we often don’t know how to change
our thinking, or even that there’s anything wrong with our thinking in the first place.
For this reason, we must be trained to think differently by those who know how to do
so. This is how we acquire the mindware that’s needed to overcome ignorance and incom-
petence: by learning about logic, probability, statistics, economics, scientific methodology,
and the like, from those who are more knowledgeable and expert than we are. We must
also learn to recognize how and when to use reliable mindware in situations where our
intuitive judgements are likely to be contaminated by bias:

If we are sensitive to situations in which a given bias is likely to victimize us, we
will become intuitively suspicious of ourselves when in those situations, and so can
take whatever measures of caution are appropriate to avoid the trap, at least much
of the time. (Roberts and West 2015: 2563)

Roberts and West suppose that this self-vigilance can also be cultivated through sus-
tained training: “Our proposal depends crucially on education” (2015: 2562). For
example, students of critical thinking might be taught that they often fall prey to con-
firmation bias when thinking about topics on which they have existing views. They can
be trained to counter this bias by using the consider-the-opposite strategy, i.e., consider-
ing some of the reasons why their judgements might be mistaken. An important part of
this learning process will include exercises in which students deploy these metacognitive
skills across a variety of concrete cases. With enough practice, they will learn to do so
automatically, without having to be reminded and guided by an instructor.

This virtue theoretic programme is clearly an isolationist approach to the problem of
cognitive bias. Indeed, this is one of its potential advantages: if individuals can cultivate
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stable capacities and traits that attenuate biases across a wide variety of situations, then
there is no need to rely on environmental and/or social interventions. Critics deny that
this is the case, however, for reasons that will be examined in the following section.

2. Problems for virtue theories

The prospects of education-based virtue theoretic programmes seem dim for a straight-
forward reason: they require biased minds to carry out the process of debiasing.
Research suggests that even well-motivated agents have significant difficulties accom-
plishing this feat. It also suggests that when we are motivated by factors other than
accuracy, we often deploy our cognitive resources to reinforce our biases. These two
findings will be considered in turn.

Since the cognitive processes that give rise to biases are largely unconscious and
involuntary, we have no first-person access to their operation or effects.* Yet we operate
under the assumption that we do have introspective access to the vast majority of our
mental processes. So, when we look inwardly for signs of bias in our own thinking, and
find none, we conclude that our thinking is unbiased. This is called the objectivity illu-
sion. This impression is reinforced by the fact that System 1 processing is often accom-
panied by a feeling of cognitive ease, which we tend to interpret as a sign of its reliability
(Kahneman 2011: 62). And having formed this impression, we preferentially seek and
accept evidence in its favour. Ignorance and intellectual arrogance, then, are instances of
what Cassam (2015) calls stealthy vices: vices that block their own detection. Missing or
contaminated mindware often obscures the need for better mindware, and a failure to
decouple when necessary often obscures the fact that it’s necessary to decouple. These
facts conspire to produce a bias blindspot in each one of us: the tendency to believe that
we are immune to the biases that influence the judgements of others (Pronin et al. 2002,
2004; Ehrlinger et al. 2005). Consequently, while teaching people about cognitive bias
may help them to identify biased thinking in others, it is unlikely to help them recognize
those situations in which their own thinking is biased. Moreover, there is some evidence
that by entertaining the possibility that our judgements are biased, we can actually make
our biases worse (Sanna et al. 2002). In these situations, we are often subject to phantom
debiasing: thinking that we’ve decontaminated our judgements, while only increasing
our confidence in them (Frantz 2006). Finally, even when we do engage in debiasing,
there are serious obstacles to effective decontamination. Properly calibrating our
response to bias requires that we know its full effect on our judgements, and here we
must rely once again on theorizing rather than introspection. This is yet another
place for bias to creep into the debiasing process, leading to the common occurrences
of insufficient correction, unnecessary correction, and overcorrection (Wilson et al.
2002: 191).°

This literature suggests the sobering conclusion that our metacognitive reasoning is
least reliable when our cognition is least reliable: we may get things right most of the
time, and know that we get things right most of the time, but when we get things
wrong, we’re less likely to know it, and less likely still to properly correct it. It looks,
then, like intellectual humility, vitality, and self-vigilance are not the sorts of virtues
that can be readily cultivated through training and habituation.

“See Nisbett and Wilson (1977), Wilson (2002), Wilson et al. (2002), Pronin et al. (2004), Ehrlinger et al.
(2005) and Pronin (2007).

*While some debasing strategies have been used successfully by experimental subjects, critics argue that
they are unlikely to be successfully deployed in less artificial settings (Trout 2005: 419-20; Ahlstrom-Vij
2013: 28; Kenyon and Beaulac 2014: 347).
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The trouble doesn’t end there for virtue epistemologies. Let’s suppose, contrary to
what’s been said thus far, that the corrective virtues could be developed through pro-
longed training. Would such training render agents less susceptible to cognitive biases?
While this may be the case for epistemically motivated agents, there is reason to believe
that such training could have the opposite effect for agents with non-epistemic motiva-
tions (Kunda 1990). Dan Kahan (2013, 2017) has recently made this case with respect
to ideologically motivated reasoning. Beliefs about such controversial topics as gun con-
trol and climate change are symbols of allegiance to our socio-political tribes. We don’t
often abandon these beliefs when presented with challenging empirical evidence;
instead, we find reasons to dismiss the evidence or new reasons to maintain our con-
victions. The case of climate change scepticism makes this abundantly clear. Yet
Kahan insists that this reaction does not constitute an irrational failing arising from
an overreliance on System 1, as others have argued. Rather, it is an expressively rational
strategy of maximizing expected utility. When someone correctly revises their identity-
congruent beliefs, they become one more voice on the right side of an important socio-
political issue, but this single conversion will make no difference at the level of policy.
On the other hand, there is a good chance that it will end up alienating them from their
affinity group. Consequently, members of opposing groups have every reason to toe the
line on the issues that divide them, regardless of the state of relevant evidence, because
being wrong is not as hazardous as being ostracized.

We’re also motivated to think of ourselves as rational people. Therefore, it is not
enough to believe what our confederates believe; we must also have reasons for our
identity-congruent beliefs (Kunda 1990: 483). Our expressively rational aim, then, is
to dogmatically hold on to these beliefs without looking, to ourselves or others, like
we are doing so. This is no simple feat, which suggests that individuals with more cog-
nitive resources are more likely to succeed at managing it than individuals with fewer
resources:

But if individuals are adept at using more effortful, System 2 modes of information
processing, then they ought to be even better at fitting their beliefs to their group
identities. Their capacity to make sense of more complex forms of evidence
(including quantitative data) will supply them with a special resource that they
can use to fight off counterarguments or to identify what stance to take on tech-
nical issues more remote from ones that that [sic] figure in the most familiar and
accessible public discussions ... More importantly still, it will make them more
likely to understand the significance of competing claims, and related forms of evi-
dence, for the status of their group, and thus be more likely to experience uncon-
scious motivations to form identity-congruent assessments of them (Kahan 2013:
409-10).

And this is precisely what Kahan has found: subjects who score higher in numeracy and
cognitive reflection are more likely to interpret evidence as favouring their political out-
looks, and therefore tend to have more polarized views about politically divisive topics
(Kahan 2013; Kahan et al. 2017). In this domain, the virtues that typically facilitate the
attenuation of cognitive biases serve an antithetical purpose:

The reason that citizens remain divided over risks in the face of compelling and
widely accessible scientific evidence, this account suggests, is not that that [sic]
they are insufficiently rational; it is that they are too rational in extracting from
information on these issues the evidence that matters most for them in their every-
day lives. (Kahan et al. 2017: 78)
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Thus, attempts to make people less biased in the face of policy-relevant science by train-
ing them to be more numerate and reflective are unlikely to succeed. Indeed, this strat-
egy may have the opposite effect. More generally, intellectual humility, vitality, and
self-vigilance facilitate the correction of biased beliefs only when we are motivated pri-
marily by a desire for accuracy; otherwise, they can inhibit this process.

All of this sounds like bad news for any ameliorative programme that hopes to miti-
gate the negative effects of biased cognition. A growing number of epistemologists insist
that this isn’t the case; rather, they argue, this is bad news only for traditional pro-
grammes that focus too narrowly on personal factors, at the expense of giving due con-
sideration to situational ones. Epistemic paternalists are especially sensitive to the latter,
and claim to offer ameliorative strategies that are unencumbered by the problems sur-
veyed in this section.

3. Epistemic paternalism

If 'm struggling to see in a dark room, I don’t try to improve my vision; I turn on the
light. My visual perception is a reliable source of information, but only when operating
in sufficiently well-lit environments. More generally, our epistemic successes are a func-
tion of both our cognitive processes and the environments in which they operate. To
improve our chances of success, then, we can seek to make changes to our minds, or
the relevant features in our environments. J.D. Trout labels these inside and outside
strategies, respectively:

An inside strategy is a voluntary reasoning process designed to improve the accur-
acy of judgment by creating a fertile corrective environment in the mind. (Trout
2005: 418)

An outside strategy identifies features of the environment whose presence can be
manipulated to produce the most accurate or desirable available outcome.
(Trout 2005: 420)

Trout and others claim that inside debiasing strategies are generally fruitless, but out-
side strategies that seek to scaffold cognition are considerably more promising. They
offer what amounts to a situationist critique of agent-based attempts to mitigate the
problem of cognitive bias. On this view, traditional virtue-theoretic programmes are
akin to attempts to improve our vision in the dark: their prospects are dim, and there’s
a much better way of addressing the problem.

Outside strategies are typically designed and implemented by experts and/or officials
with the intention of improving peoples’ cognition, sometimes without their knowledge
or consultation. These are cases of epistemic paternalism. Some paternalistic measures
seek to minimize biased cognition by imposing external constraints on peoples’ access,
collection, and evaluation of information (Ahlstrom-Vij 2013). One such constraint is
exemplified in the US Federal Rules of Evidence which require judges to withhold infor-
mation that may unfairly bias the jury’s views of the defendant. Other paternalistic
interventions seek to harness biased cognition to yield more accurate judgements
(Trout 2005). Framing effects can be particularly powerful in this regard. Consider
the following two problems (Trout 2005: 423-4):

Probability Format

For women at age 40 who participate in routine screening, the probability of breast
cancer is 1%. If a woman has breast cancer, the probability is 80% that she will get
a positive mammography. If a woman does not have breast cancer, the probability
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is 10% that she will get a positive mammography. Suppose a woman in this age
group had a positive mammography in a routine screening. What is the probability
that she actually has breast cancer? _ %

Frequency Format

About 10 out of every 1000 women in this group (age 40-50 who participate in
routine screening) have breast cancer. About 8 of every 10 women with breast can-
cer will get a positive mammography. Out of the 990 women without breast
cancer, 99 will also get a positive mammography. Now you are introduced to a
new representative sample of women at ages 40-50 with no symptoms who got
a positive mammography in routine screening. How many of these women actu-
ally have breast cancer? __ out of __.

They are, of course, the same problem. But Gigerenzer (1996) found that only 16% of
statistically untrained subjects answer probability questions correctly, while 46% answer
questions about relative frequencies correctly. That’s nearly a threefold improvement
without any statistical instruction. Furthermore, there is evidence that even individuals
with training in probabilistic reasoning, such as faculty and staff at Harvard’s Medical
School, have difficulty applying Bayes’ rule when reasoning about conditional probabil-
ities (Casscells et al. 1978). It’s clear why people have an easier time with frequency for-
mats than with probability formats: the calculations are easier, and they make it more
obvious how to use information about base rates. The use of frequency formats has also
been found to drastically reduce the incidence of overconfidence and conjunction errors
(Gigerenzer 1991; Gigerenzer and Hoffrage 1995; Hertwig and Gigerenzer 1999).
Implementing this strategy doesn’t involve withholding any information, or controlling
how it is evaluated; it simply involves framing the information in a way that is generally
conducive to more accurate, less biased cognitive processing.

Recall that Kahan denies that peoples’ thinking about politically charged topics can
be effectively debiased by means of training that inculcates corrective virtues; in fact, it
seems that this training tends to make peoples’ thinking about these topics more biased,
not less. So what can be done to attenuate the motivated reasoning that contaminates
our thinking on these topics? Kahan et al. insist that, “Identifying strategies for protect-
ing the science communication environment from antagonistic cultural meanings — and
for decontaminating it when such protective measures fail - is the most critical contri-
bution that decision science can make to the practice of democratic government”
(Kahan et al. 2017: 80, emphasis added). The findings of policy relevant science cannot
be withheld from the public, nor can the public be forced to reason about them ration-
ally. Instead, the communicators of this science might try framing what are bound to be
highly contested facts in less polarizing ways.

To be clear, paternalists do not deny that epistemic vices play a central role in biased
cognition. But they insist that such personal factors are only part of the story; a fuller
explanation must also acknowledge the role of hostile environments. And because it is
easier to improve our informational environments than it is to remedy the stealthy vices
that give rise to cognitive biases, we should favour outside strategies of epistemic nudg-
ing over inside strategies of personal training.

Undoubtedly, outside strategies sometimes succeed where inside strategies fail.
Nevertheless, there are good reasons not to wholeheartedly endorse the paternalist pro-
gramme. The first is that it rests on an overly pessimistic view about the prospects of
inside strategies. More importantly, its isolationist approach of focussing on situational
interventions rather than personal interventions obscures the extent to which situ-
ational and personal factors are co-dependent; by optimizing their interactions, we
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can achieve much more than we can by inside and outside strategies alone. Both of
these points are elaborated in the following section.

4. Problems for paternalism

The arguments for pessimism examined in §2 do not apply equally to all inside strat-
egies. Recall that Stanovich distinguishes between two types of cognitive shortcomings:
cognitive miserliness and mindware problems. While the former results from deficits of
responsibilist virtues, the latter are attributable to a lack of reliabilist virtues. It is entirely
possible that inside strategies can effectively cultivate one type of virtue, but not the
other. The arguments in §2 suggest that the responsibilist virtues touted by Roberts
and West (2015) and Samuelson and Church (2015) cannot be developed through
training because lessons get applied in biased ways at the metacognitive level. But
this does not imply that the mindware gap cannot be closed by well designed training.
This gap partially accounts for many of the biases we manifest when reasoning about
statistical matters: the law of small numbers, non-regressive predictions, probability
matching, etc. Can these errors not be reduced through statistical training? It seems
they can. In both longitudinal and cross-sectional studies, Lehman et al. (1988)
found that third-year graduate students in psychology and medicine showed marked
improvements in statistical reasoning over students in their first year: the frequency
and quality of their statistical answers to scientific and everyday questions increased
dramatically.® They found no significant improvement in the performance of law and
chemistry students from first to third year; this discrepancy is readily explained by
the fact that students of psychology and medicine receive statistical training, while stu-
dents of law and chemistry generally do not. Lehman and Nisbett (1990) discovered a
similar trend among undergraduate students. Their longitudinal study found that the
statistical and methodological reasoning of students in psychology and the social
sciences improved much more from their first- to fourth-years than the reasoning of
students enrolled in the humanities and natural sciences. Finally, Fong et al. (1986)
found that subjects who were trained to use the law of large numbers, by means of
either formal instruction or the use of examples, were more likely to do so successfully
than subjects in the control condition. Furthermore, subjects proved adept at applying
the law outside of the domain of their instruction. These gains remained, albeit dimin-
ished, when the subjects were tested again two weeks after their instruction. Thus, it
appears that reliabilist virtues can be learned.

Further grounds for optimism come from Philip Tetlock’s work on forecasting in
socio-political domains. His early work revealed that experts are shockingly inept at
making accurate forecasts, in part because of their unchecked biases. And he was scep-
tical that debiasing training could do much to improve their performance (Tetlock
2005: 189). More recently, he has studied the performance of non-experts in the
Good Judgement Project, a component of a forecasting tournament funded by the
Intelligence Advanced Research Activity Projects (IARPA). Tetlock was particularly
interested in the participants that outperformed the vast majority of their peers, a
group that he calls ‘superforecasters’. He found that superforecasting is a stable skill
that covaries with a number of cognitive traits, including such responsibilist virtues

“The scores of psychology students rose by nearly 70% in both the cross-sectional and longitudinal stud-
ies; the scores of medical students rose by roughly 25% in both studies. The statistical reasoning portion of
the test asked questions that were best answered by applying the law of large numbers and the regression
principle across a broad domain of problems, many of which fell outside of the domains in which students
were used to applying the principles.
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as: epistemic humility; caution; active open-mindedness; reflection; grit; fallibilism; and
a growth mindset (Tetlock and Gardner 2015: 191-2). He is now more optimistic about
the prospects of nurturing these virtues: “These habits of thought can be learned and
cultivated by any intelligent, thoughtful, determined person” (Tetlock and Gardner
2015: 18). This turnabout is largely due to his experience developing and administering
a training programme meant to improve participants’ forecasting accuracy. The pro-
gramme consists in a one-hour tutorial that was found to increase trainees’ accuracy
by 10% the following year. Furthermore, Tetlock surmises that superforecasters have
learned to automatically apply the techniques covered in the tutorial: “My sense is
that some superforecasters are so well practiced in System 2 corrections — such as step-
ping back to take the outside view - that these techniques have become habitual. In
effect, they are now part of their System 1”7 (Tetlock and Gardner 2015: 236). If
Tetlock’s speculation is accurate, then responsibilist virtues may not only be learned
and practiced, but intuitively realized in just the way that virtue epistemologists claim.

Paternalists will reasonably insist that we not ignore the role that situational factors
are playing in the cultivation of these virtues. Though instruction improved forecasting
performance, it did so in the context of a tournament that provides participants with
clear, timely feedback about the accuracy of their judgements. Without this feedback,
it could be argued, there would have been little or no improvement. In other words,
responsibilist virtues facilitate forecasting success, but they’re also facilitated by partici-
pation in forecasting tournaments. This supposition is consistent with the fact that
superforecasters improved year over year without the benefit of instruction, and often
improved more than ordinary forecasters (Tetlock and Gardner 2015: 102-3).
Perhaps the best way to change the environment inside peoples’ minds - making
them less confident, more open-minded, etc. - is to improve the environments outside
their minds. We might call these outside-in strategies.

Samuelson and Church recognize the possibility of using such strategies to induce
intellectual humility:

On the one hand, those low in the trait could cultivate the habits of intellectual
humility through practice (while those high in the trait could grow in expertise
through the same means). On the other, creating the right pressures and circum-
stances (accountability, etc.) could induce intellectual humility (or attenuate intel-
lectual arrogance and intellectual diffidence). Like the state-trait debate in
personality and social psychology, intellectual humility is neither simply state or
trait but the result of the complex interaction of person and environment that is
a part of all personality development. (Samuelson and Church 2015: 1108)

Of course, to say that persons and environments interact is to imply that causal influ-
ences run in both directions: persons also have some measure of control over their
environments. This is a point that gets overlooked by situationists and paternalists,
and it leads to my final objection. Like all forms of paternalism, epistemic paternalism
runs the danger of minimizing individual agency: the more we rely on paternalistic
interventions to mitigate cognitive biases, the less individuals will be able to improve
their own cognitive processing. Yet not every instance of scaffolded cognition need
be the result of a paternalistic outside strategy: agents can scaffold their own cognition
in virtuous ways. If I am worried about biases influencing my grading, I can anonymize
assignments and use grading rubrics, rather than trying to change my attitudes. If I
want to manifest the virtue of open-mindedness, I can use the consider-the-opposite
strategy, or I can seek out a conversation with critical interlocutors. These are inside-out
strategies. And, as Kenyon and Beaulac rightly emphasize, they can and should be an
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important part of any education that helps individuals to address their own biases: “crit-
ical thinking education should include extensive practical guidance on how to structure
and engage with one’s environment to promote good reasoning” (Kenyon and Beaulac
2014: 360). Indeed, this sort of guidance is essential to the virtue-based education envi-
sioned by Roberts and West.

At the core of many virtue-theoretic responses to the problem of cognitive bias is a
falsely optimistic view about the cultivation of epistemic virtues. Their proponents fail
to recognize that biases operating at the metacognitive level make many of their inside
strategies intractable, especially those that target responsibilist virtues. Paternalists, on
the other hand, are too quick to overlook the fact that agents can develop intellectual
virtues by designing and exploiting environmental interventions, rather than relying
exclusively on their own cognitive resources. In short, neither of these isolationist posi-
tions gives due consideration to the mind-world interactions that give rise to cognition.

Collectivists argue that these theories pay insufficient attention to the role that mind-
mind interactions play in our epistemic practices. They insist that we look to these inter-
actions for the most promising debiasing strategies.

5. Collectivist epistemologies

Studies in the heuristics and biases tradition tend to focus on individual performance
on abstract reasoning tasks. Yet much of our reasoning is done in communication
with others, often in contexts where we are attempting to convince them of the truth
of our beliefs or the wisdom of our decisions. Mercier and Sperber (2011, 2017) have
recently argued that reason evolved in human beings to facilitate effective communica-
tion, rather than to optimize the judgements and decisions of individuals. One impedi-
ment to communication is that we are less likely to accept information that is surprising
or in violation of our existing beliefs than information that is consistent with our world
view. On the one hand, this is a good thing: we know (or believe) that we are a trust-
worthy source of information, but we often don’t know this about others. Thus, priv-
ileging our own convictions is an effective means of avoiding being misled or deceived.
On the other hand, if we accepted information from others only when it is consistent
with what we already believe, testimony would seldom expand or improve our view of
the world. Our capacity to produce and evaluate reasons evolved to enable us to avoid
these excesses of testimonial scepticism and credulousness: we can argue for our beliefs
when others are disinclined to accept them. In this way, argumentation increases the
volume and fidelity of the information that gets communicated. The extent to which
reason serves this social function cannot be assessed by evaluating the performance
of isolated individuals on abstract reasoning tasks. Consequently, Mercier and
Sperber argue, the effectiveness of reason has been mismeasured by the heuristics
and biases tradition: “Human reasoning is not a profoundly flawed general mechanism;
it is a remarkably efficient specialized device adapted to a certain type of social and cog-
nitive interaction at which it excels” (Mercier and Sperber 2011: 72).

Defenders of the heuristics and biases tradition could argue, as some of Mercier and
Sperber’s respondents do, that reason serves both social interactionist and individual
intellectualist ends, in which case experimental demonstrations of systematic irrational-
ity at the level of individuals are relevant to assessments of its general efficacy (Evans
2011; Frankish 2011). This view, to which I am sympathetic, suggests the more moder-
ate conclusion that reason is profoundly flawed in some respects and remarkably effi-
cient in others. More importantly for our purposes, it suggests that reasoning can be
improved by leveraging the social contexts in which it excels. Both of these conclusions
are inherent in Mercier and Sperber’s analysis of confirmation bias.
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Confirmation bias has deleterious effects on the ability of isolated subjects to solve
abstract reasoning tasks. For example, when attempting to solve the Wason selection
task or evaluate categorical syllogisms, subjects are more likely to find reasons in favour
of their intuitive judgements than against them. Since peoples’ intuitions about these
cases are generally incorrect, the majority of subjects end up giving wrong answers.
These facts are difficult to square with the intellectualist view that reason evolved to
optimize our judgements and decisions. It is a perfectly natural consequence of the
argumentative theory, however: if reason evolved to facilitate rational persuasion,
then it should be biased in favour of the views it argues for. But if argumentation
evolved as a social mechanism for vetting information, then confirmation bias should
not interfere with this process. And indeed it doesn’t, argue Mercier and Sperber. In
fact, they claim that confirmation bias at the level of individuals produces an effective
division of cognitive labour at the level of deliberating collectives:

When a group has to solve a problem, it is much more efficient if each individual
looks mostly for arguments supporting a given solution. They can then present
these arguments to the group, to be tested by the other members ... This joint dia-
logic approach is much more efficient than one where each individual on his or
her own has to examine all possible solutions carefully. The advantages of the con-
firmation bias are even more obvious given that each participant in a discussion is
often in a better position to look for arguments in favor of his or her favored solu-
tion (situations of asymmetrical information). (Mercier and Sperber 2011: 65)

This efficient division of cognitive labour depends on a collective’s having certain fea-
tures: viewpoint diversity; a common interest in the truth; at least one member with the
ability to discern the truth; other members who are capable of being persuaded by good
arguments. When these conditions are met, confirmation bias largely disappears at the
level of collectives. This is why, for example, deliberating groups are several times more
likely to correctly answer the Wason selection task than individuals (Moshman and Geil
1998; Augustinova 2008). Every group member is likely to argue in favour of their own
solution (confirmation bias), but if members favour different solutions, and everyone is
sensitive to good arguments, then groups will likely find the correct solution as long as
one of their members does so. This suggests that neither the responsibilist vices that give
rise to biased cognition nor the responsibilist virtues that attenuate them are summative
in deliberating collectives: a collection of miserly cognizers can make up vigilant and
vital groups.” Given the difficulty of cultivating these virtues at the level of individuals,
it would seem that our efforts to mitigate biased cognition would be better spent cul-
tivating productive group deliberations:

So group discussions provide a much more efficient way of holding the confirm-
ation bias in check. By contrast, the teaching of critical thinking skills, which is
supposed to help us overcome the bias on a purely individual basis, does not
seem to yield very good results (Ritchhart and Perkins 2005; Willingham 2008).
(Mercier and Sperber 2011: 65)

Individuals can be taught to implement the consider-the-opposite strategy to mitigate
the effects of confirmation bias (as well as other biases) on their cognition, but the

7As Mercier and Sperber emphasize, cognitive labour gets efficiently divided when group members are
miserly in the production of arguments, but not in the evaluation of arguments. Their survey of the empir-
ical literature on this topic suggests that subjects are naturally disposed to use their cognitive resources in
these ways (Mercier and Sperber 2017: Ch. 12).
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prospects of their doing so successfully appear dim in light of the biases that are likely to
operate in their application of the strategy (Kenyon and Beualac 2014: 347). On the
other hand, the biases of individuals can lead to an efficient and effective division of
cognitive labour when the strategy is naturally implemented by deliberating groups.

These conclusions about group cognition are reinforced by Tetlock’s finding that
teams of forecasters outperformed individuals by 23% (Tetlock and Gardner 2015:
201). Moreover, he found that grouping superforecasters yields even more remarkable
improvements in predictive accuracy:

On average, when a forecaster did well enough in year 1 to become a superfore-
caster, and was put on a superforecaster team in year 2, that person became
50% more accurate. An analysis in year 3 got the same result. Given that these
were collections of strangers tenuously connected in cyberspace, we found that
result startling. (Tetlock and Gardner 2015: 205)

Furthermore, Tetlock reports that virtues related to superforecasting, such as active
open-mindedness, are emergent features of epistemically motivated groups: forecasting
teams can be open-minded, even when their constituent members are not (Tetlock and
Gardner 2015: 207-8). If Mercier and Sperber are correct, then teams might be more
likely to manifest active open-mindedness when their constituent members do not.
At any rate, this is yet more evidence that favours the adoption of collectivist strategies
over individualistic ones.

This collectivist ideal of improving reasoning by means of public deliberation is at
the heart of positive visions of democratic policymaking (Habermas 1990; Mill 2003
[1859]) and scientific objectivity (Longino 1990; Popper 2002 [1996]). However,
paternalists are less sanguine about the prospects of collectivist programmes; they
point to a vast empirical literature that shows that collective deliberation can also intro-
duce biases, and amplify existing ones (Sunstein 2003, 2009). Discussions on social
media often bear out this concern (Sullivan et al. Forthcoming). In order to be success-
ful, then, collectivist programmes must be able to identify the features of deliberating
groups that tend to ameliorate rather than exaggerate cognitive biases. These features
include personal and situational variables that have been largely ignored by the isola-
tionist approach of most collectivists.

6. Problems for collectivists

Group deliberation outperforms individual cognition when it effectively aggregates
information and entertains a variety of positions. In order for this to happen, partici-
pants must have non-overlapping knowledge, convictions, and justifications, and be
willing to share them with the group. Even when there is the requisite diversity, a num-
ber of dynamics can interfere with its expression in deliberative contexts. Foremost
among them is the phenomenon of cascades, which happen when individuals ignore
their own knowledge in favour of the views expressed by others (Lorenz et al. 2011).
This can happen because these individuals fear the social repercussions of voicing a dis-
senting view (reputational cascade), or because they treat the testimony of others as suf-
ficient reason to silence themselves (informational cascade). In addition, groups often
overweight the information that their members hold in common, which is known as
the common knowledge effect (Gigone and Hastie 1993). When common knowledge
favours a position that is contravened by information that is suppressed by cascades,
groups suffer from groupthink: the tendency to arrive at an insufficiently reasoned con-
sensus. It also pushes participants towards more radical versions of the views they held
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prior to deliberation, resulting in group polarization (Baron et al. 1996). Furthermore,
there is reason to believe that reasoning that is motivated to safeguard identity-
congruent beliefs increases in collectivist contexts, since the social costs of abandoning
such beliefs will be more salient in those situations.

Thus, having individuals deliberate with one another is no straightforward antidote
to cognitive bias. When deliberations are short on diversity and/or criticism, groups can
be just as biased as individuals, and sometimes more so. Progressive deliberation
requires measures that hold groupthink and group polarization in check.

Deliberative polling has proven very successful in this regard. Deliberative polling is a
process of public consultation wherein participants render their views on a specific
political issue after having engaged in a series of moderated discussions with peers
and experts. It begins by administering a questionnaire to a random, representative
sample of the relevant population. From this sample, a smaller representative sample
is randomly selected and given a package of topic-relevant information whose contents
are vetted by a committee of stakeholders. Once informed, participants are randomly
assigned to small groups, where they engage in moderated discussions among them-
selves, and plenary sessions in which they jointly question experts and policymakers.
At the conclusion of the process, another questionnaire is administered to each partici-
pant, to capture their considered judgements on the topic.

By comparing participants’ answers on the pre-deliberation and post-deliberation
questionnaires, advocates have been able to show that deliberative polls (DPs) do facili-
tate critical discussions while attenuating many of the biases that afflict group cognition:
participants often change their views, but not routinely in conformity with one another,
or towards a more extreme position (Fishkin 2009: 131-2). These results are particularly
surprising in light of the polarizing topics that get discussed, such as: the treatment of
Aboriginals in Australia (2001), the treatment of the Roma in Bulgaria (2007), and edu-
cational reforms in Northern Ireland (2007). How do DPs manage this feat? By creating
environments that are designed to counteract sources of cognitive bias at the level of
deliberating groups. Epistemic paternalists typically focus on scaffolding the cognition
of individuals, but groups can benefit no less from environmental interventions. In
DPs, groupthink and the common knowledge effect are minimized by balanced briefing
materials, plenary sessions with a variety of partisan experts, and the viewpoint diversity
that is secured by representative selection. Trained moderators ensure that each view
gets a fair hearing during group discussions, which minimizes cascades and group
polarization. And because DPs are small and influential, their participants are incenti-
vized to rationally update their beliefs, rather than retain identity-congruent
convictions.

Individual training can also influence the prospects of group cognition since high
functioning individuals generally make up high functioning groups. Recall Mercier
and Sperber’s claim that groups overwhelmingly avoid biased solutions when at least
one member can effectively argue for the correct solution, and other members can
be persuaded by effective arguments. There is now extensive evidence that this generally
happens when groups are asked questions that admit of demonstrably correct answers,
such as logical or mathematical problems (Davis 1973; Laughlin and Ellis 1986; Bonner
et al. 2002). Given that our ability to solve such problems depends on our possessing
and applying appropriate mindware, it stands to reason that groups are better off
when their constituent members are trained to use a wide range of reliable mindware.
Furthermore, Mercier and Sperber conjecture: “If we generalize to problems that do not
have a provable solution, we should at least expect good arguments to win, even if this is
not always sufficient for truth to win” (Mercier and Sperber 2011: 72). This is precisely
what Tetlock found in forecasting tournaments: “Teams of ordinary forecasters beat the
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wisdom of the crowd by about 10%. Prediction markets beat ordinary teams by about
20%. And superteams beat prediction markets by 15% to 30%” (Tetlock and Gardner
2015: 207). Superteams are made up of superforecasters who outperform the vast
majority of other participants because they possess several key intellectual virtues.
Furthermore, as reported above, bringing superforecasters together into groups yields
a more significant improvement than grouping ordinary forecasters. This suggests
that by cultivating corrective virtues in individuals, we can mitigate biased cognition
in collectives. And, in turn, well structured deliberation can effectively debias the think-
ing of individuals. This is the sort of positive feedback loop that becomes more visible
from an interactionist point of view (Skorburg 2017: 465). And once visible, these feed-
back loops are more likely to be productively harnessed.

Thus, what happens at the level of collectives depends on features of their constituent
members, as well as the environments in which they’re deliberating. More generally,
because individuals, environments, and collectives are in constant interaction, the
aims of virtue theoretic, paternalist, and collectivist programmes are entwined in
ways that their proponents seldom acknowledge.

So far, we have examined these interactions through the lens of empirical science. But
understanding the vulnerabilities of the sciences themselves to cognitive biases requires a
firm grasp of the complex interactions that give rise to their results. This realization has
become especially important in light of the recent discovery that an alarming number of
influential studies in the life and behavioural sciences fail to replicate (Errington et al.
2014; Klein et al. 2014; OSC 2015). These findings, and their reception within the scien-
tific community, have been widely dubbed ‘the replication crisis’ (or ‘reproducibility cri-
sis’). The crisis is the product not only of the apparently high rate of false positive errors
in these sciences, but of the overconfidence that blinded scientists to this fact. Both of
these factors are themselves partly explicable in terms of cognitive biases. In response
to the replication crisis, an increasing number of practitioners are calling for a ‘credibility
revolution’, whose many reforms defy strictly virtue theoretic, paternalist, or collectivist
perspectives (Vazire 2018). A brief interactionist account of the causes of, and responses
to, the replication crisis is the focus of the concluding section.

7. Interactionism and the replication crisis

My brief account of the replication crisis will recapitulate many of this paper’s central
themes. First, cognitive biases are very difficult to detect, identify, and mitigate, even for
scientists who have been trained to do so, and even among scientists who study cogni-
tive bias. Second, biased cognition has many sources, operating at different levels -
mindware problems, cognitive miserliness, motivated reasoning, hostile environments,
a lack of critical dialogue — none of which can be properly understood in isolation from
the others. Finally, effectively addressing these sources of bias requires a system of coor-
dinated interventions at the levels of individuals, situations, and collectives, i.e., inside,
outside, inside-out, and outside-in strategies.

Null Hypothesis Significance Testing (NHST) is often identified as a key contributor
to the replication crisis. This blend of earlier approaches to statistical reasoning is now
an entrenched norm in the life and behavioural sciences (Cristea and Ioannidis 2018).
According to this procedure, theoretical (alternative) hypotheses are confirmed when
experimental results are inconsistent with the null hypothesis, i.e., the hypothesis that
there is no relationship between the phenomena being studied. The threshold for reject-
ing the null hypothesis is typically p < 0.05. Of course, whether or not we should believe
that the null hypothesis is false, and the alternative hypothesis is true, depends on many
other factors, including the statistical power of the study, ie., the probability of its

https://doi.org/10.1017/epi.2020.9 Published online by Cambridge University Press


https://doi.org/10.1017/epi.2020.9

82 Steven Bland

correctly finding an effect, if there is one. Yet, calculating the statistical power of an
experiment is not an intrinsic component of NHST, and consequently it often goes
unreported in the publication of experimental results (Gigerenzer et al. 2004). Worse
still, the average and median statistical power of psychological studies over the last 50
years has consistently been found to be below 50% (Cohen 1962; Sedlmeier and
Gigerenzer 1989; Szucs and Ioannidis 2017). This seems to indicate both a lack of meth-
odological rigour on the part of authors, and an overly credulous attitude in their audi-
ences. How can this be, when psychologists are best positioned to recognize the
shortcomings of human cognition, and apparently well equipped to overcome these
shortcomings by statistical reasoning? Some have argued that heuristics are to blame.
Forty years before the replication crisis, Tversky and Kahneman found that professional
psychologists’ reliance on the representativeness heuristic results in

the expectation that a valid hypothesis about a population will be represented by a
statistically significant result in a sample with little regard for its size. As a conse-
quence, the researchers put too much faith in the results of small samples and
grossly overestimated the replicability of such results. In the actual conduct of
research, this bias leads to the selection of samples of inadequate size and to over-
interpretation of findings. (Tversky and Kahneman 1974: 1126)

Gigerenzer, on the other hand, blames recent trends in statistical training. He argues
that scientists are trained to treat NHST as a mechanical, unreflective decision proced-
ure for the evaluation of all experimental results. The resultant ritualistic use of NHST
has given rise to delusions that blind scientists to its limitations: scientists confuse
p-values with the probability that a result will replicate (replication delusion);® they
believe that statistically significant results constitute absolutely definitive evidence (illu-
sion of certainty); they confuse p-values for the probability that the null hypothesis is
true (inverse probability error); and, as mentioned, they pay little attention to statistical
power (Gigerenzer 2018). In any case, whether one points the finger at the representa-
tiveness heuristic or an uncritical overreliance on NHST (or both), it’s clear that bad
mindware — reliabilist vices — are partly responsible for both the high rate of false posi-
tive errors and the overconfidence that gave rise to the replication crisis.

NHST has also been abused by scientists who use questionable research practices to
enhance their experimental findings. These practices include: p-hacking; cherry-
picking; and hypothesizing after the results are known (HARKing). P-hacking is an
attempt to manipulate experimental data to get statistically significant results.”
Scientists do this by rounding-down p-values, collecting supplementary data, and
excluding data points post hoc. Scientists cherry-pick when they selectively exclude non-
significant outcomes, such as dependent measures, from their reporting of experimental
results. And HARKing includes presenting unexpected results as having been predicted
by initial hypotheses, thus passing off exploratory research as confirmatory research.
Large surveys indicate that a majority of scientists in the life and behavioural sciences
have engaged in at least one of these practices over their careers, which has undoubtedly
contributed to the false positive and overconfidence problems in those disciplines (John
et al. 2012; Fraser et al. 2018). This trend supports Kahan’s claim that inferentially and
reflectively sophisticated agents are best able to use their cognitive resources to satisfy

8For example, if a p-value of 0.03 is obtained, some scientists think that the probability of replicating the
experimental result is 0.97 (Rosenthal 1993).

°P-hacking, and the other questionable research practices, are distinguished from scientific fraud insofar
as they are not conscious attempts to deceive a study’s audience.
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their non-epistemic motivations, which often leads them to more biased results. The
questionable research practices that scientists engage in when doing so seem best clas-
sified as responsibilist vices.

The replication crisis cannot be laid solely at the feet of practicing scientists, how-
ever. Its causes extend into the scientific establishment as well, i.e., the set of institu-
tional, social, and informational environments in which scientific inquiry is
conducted, reported, and evaluated. Granting agencies and academic journals express,
implicitly and explicitly, a strong preference to fund and publish positive, original find-
ings (Schmidt 2009; Fanelli 2012). This longstanding publication bias against inconclu-
sive and replication studies has created a file-drawer problem: the scientific literature
likely does not accurately reflect the state of evidence for its positive claims because
negative evidence does not get publicized (Sterling 1959). Consequently, meta-analyses
often cannot be trusted to fulfil their epistemic purpose of increasing the power and/or
precision of scientific findings (Kicinski 2013). Furthermore, without open channels of
critical dialogue, the sciences cannot effectively harness the bias mitigating forces of dia-
lectical argumentation.

Any account of the biases responsible for the replication crisis that focuses on these
personal, situational, and collectivist factors in isolation from one another is bound to
be incomplete and misleading, for they are just as much the result of interactions
between these factors as they are to their combination. For example, overreliance on
NHST has played a role in generating publication bias: the threshold for statistical sig-
nificance gives editors a target that too often informs their decisions about what to pub-
lish (Meehl 1967, 1978). In turn, publication bias, together with the publish-or-perish
climate of academia, motivates questionable research practices: in a highly competitive
environment, where status is largely determined by the number and impact of one’s
publications, practitioners are highly motivated to present their findings as both statis-
tically and theoretically significant (Fanelli 2010). And research practices that focus
overwhelmingly on achieving statistical significance reinforce the ritualistic use of
NHST (Gigerenzer 2018). Thus, effective responses to the replication crisis must be
multi-faceted and well integrated, in a way that virtue theoretic, paternalist, and collect-
ivist responses tend not to be: they must address epistemic shortcomings at each level of
analysis, and do so in an outward-looking way that increases our chances of making
improvements at other levels. What’s required are inside, outside, inside-out, and
outside-in strategies that promote epistemic synergy. Fortunately, there are many
such strategies on offer.

Inside strategies generally have the goal of replacing contaminated mindware —
NHST, as it is currently practiced - with more reliable alternatives."’ To this end,
some have argued that scientists should adopt a stricter standard for rejecting the
null hypothesis by decreasing the threshold for statistical significance (Benjamin
et al. 2018). Others have argued that the threshold should be variable, context-sensitive,
and subject to argumentation (Lakens et al. 2018). On the other hand, Gigerenzer
insists that any strategy that focuses on the threshold of statistical significance does
nothing to address the ritualistic use of NHST, with its attendant delusions. Instead,
he claims that statistical training should impart a multiplicity of methods - what he
calls ‘the statistical toolbox’ — as well as the good judgement to apply them when
appropriate:

'Questionable research practices, on the other hand, are often addressed by outside strategies. This, it
seems, is an efficient division of cognitive labour given the difficulties inherent in cultivating the corrective
responsibilist virtues through education and training. A more elaborate argument for this policy can be
found in Bland (Forthcoming).

https://doi.org/10.1017/epi.2020.9 Published online by Cambridge University Press


https://doi.org/10.1017/epi.2020.9

84 Steven Bland

Psychology departments need to begin teaching the statistical toolbox. This tool-
box includes techniques to visualize the descriptive statistics of the sample, Tukey’s
exploratory data analysis, meta-analysis, estimation, Fisher’s null-hypothesis test-
ing (which is not the same as the null ritual), Neyman-Pearson decision theory,
and Bayesian inference. Most important, the toolbox approach requires using
informed judgment to select the appropriate tool for a given problem.
(Gigerenzer 2018: 213)

I do not wish to take a stand on these controversial matters. Rather, I wish only to frame
these strategies as having the common aim of developing reliabilist virtues that are
meant to counteract some of the biases at the heart of the replication crisis.

Many scientific journals have adopted strategies of addressing some of the external
factors responsible for the replication crisis. Among them is the policy, adopted by more
than 200 journals to date, of basing publication decisions on blind peer reviews of regis-
tered reports (Center for Open Science 2020b). Registered reports include introduction,
methods, and planned analysis sections in anticipation of an experiment that the author
(s) has yet to carry out. When the reports are deemed acceptable by reviewers, the jour-
nal pledges to publish the results of the experiment, regardless of how they turn out
(as long as the experiment is carried out as planned, and within a specified timeframe).
This policy has the dual benefit of curbing publication bias, and decreasing the motiv-
ation for scientists to engage in questionable research practices. As such, it is both a
paternalistic, outside strategy of improving the informational environment within scien-
tific communities, and an outside-in strategy of fostering responsibilist virtues (and/or
attenuating responsibilist vices). Many journals are also taking measures to encourage
the practice of open science, which is “the process of making the content and process
of producing evidence and claims transparent and accessible to others” (Munafo et al.
2017: 5). One such measure is the adoption of Transparency and Openness Promotion
(TOP) Guidelines for the reporting of scientific research. The TOP Guidelines encour-
age authors to disclose not only the results of their research, but the analytical methods
(code), research design, and data that led them to their conclusions (Nosek ef al. 2015).
In doing so, they give scientists an opportunity to more thoroughly evaluate one
another’s research, and create a more fertile environment for critical dialogue within
the scientific community. More than 1000 journals have implemented this outside strat-
egy of harnessing the bias-mitigating forces of collective deliberation (Center for Open
Science 2020a).

Finally, there are steps that scientists themselves have taken to improve the informa-
tional environments in which their inquiries take place. One example is the practice of
pre-registration, which consists in making a public prediction about an experiment’s
results before the data are collected, viewed, or analyzed. This self-imposed constraint
mitigates hindsight bias, helps to distinguish confirmatory research from exploratory
research (Nosek et al. 2018), and mitigates HARKing (Kerr 1998). It is an inside-out
strategy of minimizing the reliabilist and responsibilist vices that give rise to biased
cognition.

At present it is difficult to say which of these strategies, or others, will be most suc-
cessful in ameliorating the biases responsible for the replication crisis; they must be
tested diachronically. Furthermore, they must be evaluated holistically, since each strat-
egy’s efficacy depends on which other strategies are adopted, and how they’re imple-
mented. For example, the critical dialogue fostered by norms of open science would
plausibly be improved by the widespread use of reliable methods of statistical inference.
And more scientists may be encouraged to pre-register their hypotheses if a sufficiently
large number of journals use registered reports to make their editorial decisions.
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Without appreciating these interdependencies, we stand little chance of coordinating
strategies in ways that most productively curb biased cognition in the life and behav-
ioural sciences. The first step in doing so is to adopt an interactionist view, rather
than an isolationist one along virtue theoretic, paternalist, or collectivist lines.""
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