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AI & Cognitive Work 1

1 Cognitive Work
1.1 Introduction

Artificial systems can now perform a striking range of cognitive tasks.
Whether their capabilities will continue to improve rapidly or plateau at
current levels is uncertain. Either trajectory raises urgent questions about
the future of cognitive work.
I defend three primary claims in this Element. First, the status quo

for cognitive work is untenable. Second, the widespread displacement
of humans from cognitive work, despite sounding alarming, may pose
no special threat to human flourishing. Third, a world characterized
by ubiquitous cognitive assistance, despite sounding benign, carries dis-
tinctive moral risks we’ve largely ignored. Together, these claims invert
conventional wisdom.
In the remainder of this introduction, I do five things. I specify what I

mean by “work” in this Element (§2). I characterize cognitive work and
document its share of developed economies (§3). I identify five features of
cognitive work that jointly form a distinctive package (§4). I sketch how
recent advances in artificial intelligence (AI) threaten to disrupt this pack-
age (§5). I conclude with two assumptions that will guide the analysis in
Section 2 (§6).

1.2 What Is Work?

What distinguishes work from everything else we do? There’s no consen-
sus answer. Historians (cf. Applebaum 1992) say one thing, sociologists
(Caplow 1954) another, and philosophers, predictably, disagree with
everyone, including each other (cf. Cholbi 2018). This is because what
we call “work” depends partly on what question we’re trying to answer
(Furendal et al. 2024).
In this Element, I’m interested in the impact of recent advances in AI on

work. I’ll adopt an unapologetically economic conception of work: Work
is the performance of tasks done with the expectation of remuneration
(cf. Danaher 2017; Cholbi 2018). I adopt an economic conception because
questions about AI’s effect on labor markets seem especially fundamental
in two respects.
First, the development of modern AI systems is primarily driven by the

explicit goal of automating economic work. Among leading AI developers,
OpenAI is explicit about their motivations: They aim to develop “highly
autonomous systems that outperform humans at most economically
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2 Philosophy and AI

valuable work” (OpenAI 2024). An economic conception of work there-
fore tracks what the forces driving the development and deployment of
this emerging technology actually target.
Second, and importantly, answers to noneconomic questions about AI

and work often depend on answering economic questions. For examples:
Whether people lose the social role of “worker” depends on displacement
patterns, and whether inequality worsens depends on how productiv-
ity gains divide between capital and labor (Autor and Salomons 2018).
Economics is, in many ways, upstream.
I make no claim to capturing everything we might call “work.” An eco-

nomic conception excludes unpaid domestic labor that’s plainly “work”
in an important sense. But it captures what’s needed here, remains neu-
tral about work’s intrinsic value – it doesn’t assume work is dignified or
degrading, fulfilling or alienating – and aligns with how labor economists
study technological change. I return to these analyses in Section 2.

1.3 The Rise of Cognitive Work

What makes work specifically cognitive? Cognitive work, as opposed to
not-cognitive work, primarily involves mental, as opposed to physical,
activity (Autor et al. 2003). A useful heuristic: If a job is mostly done
at a desk or computer, it’s likely cognitive work. Lawyers, accountants,
writers, analysts, programmers, managers, academics, teachers, and con-
sultants are all paradigm cases of cognitive workers. Carpenters, truck
drivers, nurses, cooks, and machinists are paradigm cases of not-cognitive
workers, though many of these jobs involve significant cognitive compo-
nents. I return to the mixed nature of jobs in Section 3.
We can further distinguish between routine and nonroutine cognitive

work (Autor 2015). Routine cognitive work tends to follow explicit pro-
cedures. Nonroutine cognitive work, by contrast, requires judgment and
contextual sensitivity. Paradigmatic examples of routine cognitive work
include: processing invoices, checking forms for completeness, and basic
data entry. Paradigmatic examples of nonroutine cognitive work include:
legal reasoning, diagnosis, strategic planning, and persuasive writing. As
we’ll see later in this section (and again in Section 2), what’s distinctive
about modern AI systems is their potential for automating nonroutine
cognitive work.
The central empirical fact about cognitive work is that it comprises

a large and increasing share of developed economies. Preindustrial
economies were dominated by physical labor, most of it agricultural. For
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AI & Cognitive Work 3

instance, in the United States, agriculture employed over 40% of workers
in 1900 (Autor 2014). Industrialization shifted workers into manufactur-
ing – still largely physical, but increasingly routinized. The postindustrial
transition moved labor again, this time into services and what we now rec-
ognize as (both routine and nonroutine) cognitive work. Manufacturing
employment peaked in the mid-twentieth century at around 25% of U.S.
workers and then declined to roughly 10% by 2010 (Autor 2015). By 2010,
occupations characterized by cognitive work comprised over 40% of U.S.
employment, whereas agricultural jobs comprised less than 2% (Goos et al.
2014; Autor 2014).
The relationship between educational attainment and jobs tells a similar

story: A steadily increasing proportion of jobs require specialized training
(Autor 2014), and returns to education have risen steadily for the past
century (Carneiro et al. 2011). The same pattern appears across wages:
cognitive workers command a steadily increasing wage premium (Autor
and Handel 2013), reflecting both the investment required to develop
cognitive skills and employer demand for them (Goldin and Katz 2007).
What’s driving this trend? Three dynamics stand out.
First, the increasing automation of routine physical tasks pushed

labor toward roles that machines couldn’t perform. Until recently, this
meant pushing workers toward (routine and nonroutine) cognitive work
(Acemoglu and Restrepo 2018).
Second, and simultaneously, globalization off-shored much manufac-

turing to countries where labor costs were lower (Autor et al. 2016).
Meanwhile, cognitive work proved harder (though not impossible) to
offshore (Blinder and Krueger 2013; Blinder 2006).
Third, rising incomes shifted demand toward services. As societies

grow wealthier, households spend proportionally more on healthcare,
education, and other services – Engel’s law (1857). These sectors are dis-
proportionately cognitive intensive. This demand-side shift complemented
the supply-side pressures from automation and off-shoring, pulling labor
into cognitive work as other forces pushed it there.
The overall picture looks significantly different in developing

economies, where manufacturing employment may still be rising (Kruse
et al. 2022). In this Element, I focus on developed economies (e.g., the
United States) where cognitive work’s share of the economy is largest.
If AI meaningfully transforms cognitive work, its impact will be great-
est where cognitive work’s share is greatest. I return briefly to questions
about how things might be different in developing economies in Section 5.
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4 Philosophy and AI

1.4 Five Features of Cognitive Work

Five features form cognitive work’s economically distinctive core.
Feature 1: High skill requirements. Cognitive work typically demands

complex skills. These skills take years (sometimes decades) for humans to
develop, often requiring extended practice (Ericsson et al. 1993). Much
of the knowledge involved in exercising such skills is tacit in the twofold
sense that it is difficult to articulate or codify and that it is (therefore)
often learned by doing rather than by explicit instruction (Polanyi 1966).
In this way, cognitive work contrasts with work where procedures can be
standardized and skills acquired relatively quickly (Autor et al. 2003).
Feature 2: Credentials. Because the skills required for cognitive work

are challenging to observe directly, employers rely on credentials as useful
proxies for their presence. For this reason, most cognitive work requires
formal qualifications, such as educational degrees. Education serves partly
as genuine preparation for the performance of specific cognitive tasks and
partly as a signal that the worker can handle a wide variety of cognitively
demanding tasks (Spence 1978; Becker 1994).
Feature 3: High wages. Cognitive workers earn significantly more, on

average, than not-cognitive workers (Autor et al. 2008). This wage pre-
mium is the labor market’s natural reflection of the first two features
defining cognitive work: scarcity of cognitive skills and the investment
required to acquire credentials (cf. Becker 1994). The premium isn’t uni-
form. There is significant variation within cognitive work, and some
not-cognitive work commands high wages. But the broad pattern holds
(Autor and Handel 2013).
Feature 4: Historical resistance to automation. Earlier rounds of

automation targeted physical and routine (cognitive and not-cognitive)
tasks. But (especially nonroutine) cognitive work has remained stub-
bornly human. This is sometimes called the Moravec paradox: tasks that
seem easy for humans (recognizing faces, understanding context) have
proved hard for machines, while tasks that seem hard for humans (rapid
calculation, searching large databases) have proved easy for machines
(Moravec 1988). Cognitive work, especially nonroutine cognitive work,
has remained squarely in the “hard for machines” category for the past
several decades (cf. Brynjolfsson and McAfee 2014).
Feature 5: Limited productivity growth. Manufacturing saw dramatic

productivity gains over the twentieth century: output per worker increased
many times over (Gordon 2016). Productivity in cognitive work, mean-
while, has largely stagnated. One central reason is that cognitive output
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AI & Cognitive Work 5

depends on the time and attention of skilled humans. This infects sectors
that depend on cognitive work with what economist William Baumol
called a “cost disease” (Baumol 1967, 2012). Wages in low-productivity-
growth sectors must rise to compete for workers with high-productivity-
growth sectors. But if productivity isn’t rising to match, the result is
that goods that depend on cognitive labor (e.g., education, healthcare,
legal services) become relatively more expensive over time as a result of
differential productivity growth (Nordhaus 2006).
These five features are not independent; instead, they form a mutually

reinforcing package. High skill requirements necessitate extensive educa-
tion and credentialing, which in turn mean that cognitive workers can
demand high wages. These high wages make cognitive work an attrac-
tive target for automation. But the complexity and context-sensitivity
of (especially nonroutine) cognitive work has historically made automa-
tion stubbornly difficult in practice. This resistance to automation in turn
keeps productivity growth low, which, given the relative scarcity of skilled
human labor, drives up relative costs.
This package of features helps explain why cognitive workers have

enjoyed a privileged position in developed economies over the past
half-century. It also explains why AI’s impact on cognitive work could
be so consequential: modern AI systems threaten to dismantle the entire
package.

1.5 AI and the Transformation of Cognitive Work

Modern AI systems designed to automate cognitive work are built on
large language models (LLMs) – artificial neural networks trained on vast
quantities of text to predict and generate language. Pre-training works
by exposing a model to massive corpora and adjusting the model’s (now
trillions of) parameters to improve accuracy at next-word (token) pre-
diction. Post-training shapes a model’s outputs, making responses more
helpful, accurate, and aligned with user intent through techniques such
as reinforcement learning from human feedback (Christiano et al. 2017).
Recent reasoning models extend this paradigm further, training systems to
work through responses step-by-step (Wei et al. 2022) rather than produc-
ing immediate responses, and rewarding models for showing their work
and penalizing shortcuts (DeepSeek-AI et al. 2025). Developers then add
robust software scaffolding (“harnesses”; Anthropic 2025) that enable sys-
tems to use tools, retrieve information, and pursue goals across multiple
steps (Yao et al. 2023).

ht
tp

s:
//

do
i.o

rg
/1

0.
10

17
/9

78
10

09
76

60
81

 P
ub

lis
he

d 
on

lin
e 

by
 C

am
br

id
ge

 U
ni

ve
rs

ity
 P

re
ss

https://doi.org/10.1017/9781009766081


6 Philosophy and AI

The resulting systems exhibit broad competence across a variety of cog-
nitive tasks that completely stymied earlier AI systems (cf. Harding and
Sharadin 2024). Multimodal training extends these capabilities to images,
audio, and video (Gemini Team et al. 2024). I return to an overview of
current capabilities in Section 2.
These systems have significant limitations. Perhaps most famously,

they confidently generate plausible-sounding falsehoods, so-called hallu-
cinations, though rates of hallucination are falling rapidly (Huang et al.
2025). Still, these systems do exhibit weird failure modes (cf. Bommasani
et al. 2022), and they are not “generally,” let alone “super,” intelligent
(cf. Bostrom 2014). Whether their capabilities will continue to improve
rapidly or plateau is uncertain. But even existing capabilities are econom-
ically significant, and the trajectory points toward systems performing
an ever-wider range of both routine and nonroutine cognitive tasks
over increasingly long time-horizons (Acemoglu and Restrepo 2020a;
Kwa et al. 2025).
This matters because earlier technologies targeted either physical or at

most routine cognitive tasks for automation. By contrast, modern AI sys-
tems directly target nonroutine cognitive tasks: the core of most (high-skill,
credentialed, high-pay) cognitive work. Consider, briefly, how AI capable
of performing high-skill, nonroutine cognitive work might affect each of
our five features.
Feature 1: High skill requirements. AI may lower the skill floor for

reliably performing many cognitive tasks. Work that previously required
years of training may become accessible to relative novices equipped with
capable AI assistants. This would democratize access to cognitive work by
lowering skill requirements.
Feature 2:Credentials. If AI can reliably perform a cognitive task, then a

credential that signals expertise in that task will lose value, or even become
obsolete. Educational institutions adapt slowly; labor markets may move
faster. The result could be reduced barriers to entry for cognitive work,
new forms of credentialing based around AI, or both.
Feature 3:High wages. Cognitive workers earn more than not-cognitive

workers because the skills required to perform cognitive tasks are rela-
tively scarce. This scarcity creates pricing power for cognitive workers
selling their labor into the market. But AI threatens this dynamic directly.
If AI systems can match (or exceed) human performance on economically
valuable cognitive tasks, the effective supply of labor available for per-
forming these tasks in the market radically expands. The wage premium
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AI & Cognitive Work 7

cognitive workers have enjoyed may therefore erode as AI makes an input
into cognitive firms’ production functions (much) more abundant.
Feature 4: Historical resistance to automation. Nonroutine cognitive

tasks require flexibility, judgment, and the ability to handle novel situ-
ations. Earlier, rule-based, “Good Old-Fashioned” AI systems couldn’t
provide this flexibility (cf. Boden 2014). Recent AI systems, as we’ve noted,
are different in kind. They exhibit broad competence across many non-
routine cognitive tasks and can increasingly flexibly handle novel contexts
beyond their training. The philosophical question of whether these systems
exhibit genuine “understanding” (cf. Cappelen and Dever 2025; Bender
et al. 2021) is orthogonal to their economic impact: They can already
perform cognitive tasks that are economically valuable. The barrier that
protected nonroutine cognitive work from automation is already eroding.
Feature 5: Limited productivity growth. As discussed, Baumol’s cost dis-

ease constrains productivity in cognitive work because output depends
on scarce human attention. AI may break this constraint: producing
additional cognitive capacity currently requires training humans over
years; AI systems can be copied at low marginal cost and deployed at
scale.

1.6 Plausible Assumptions about Capabilities

Given these possibilities, what kind of future for cognitive work should
we actually expect? The most significant source of uncertainty concerns
the trajectory of AI systems’ capabilities. AI capabilities might continue
improving rapidly, or even speed up – potentially a lot (cf. Bostrom 2014;
Davidson et al. 2025; but see Thorstad 2024); they could plateau soon or
follow some more unpredictable, “jagged” trajectory (cf. Gans 2026).
In this Element, I’ll aim to bracket (at least some of) this deep empiri-

cal uncertainty by examining what follows from assumptions at opposing
ends of the plausible range of views about how capabilities will change over
time (Figure 1). This is a standard philosophical strategy (cf. Hajek 2016).
What makes an assumption plausible? In this context, I aim for

conservatism: scenarios that involve minimal departures from how the
world actually is (cf. Lewis 1973). Applied to AI capabilities, the ques-
tion becomes: Which future trajectory requires the least deviation from
established trends?
One assumption is that current directions and rates of trends continue:

AI capabilities keep improving (the direction of the trend) at roughly the
pace (the rate of the trend) of recent years. This assumption holds fixed the
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8 Philosophy and AI

Figure 1 Stylized representation of plausible trajectories for AI
capabilities. Solid lines represent the two assumptions analyzed in this
Element: continuation (capabilities improve at roughly recent rates) and
plateau (capabilities flatten at roughly current levels). The shaded region
marks the plausible range. Dashed lines represent trajectories set aside:
acceleration and devolution. The jagged trajectory illustrates uneven

progress within the plausible range.

research paradigm (Vaswani et al. 2017), the scaling relationships (Kaplan
et al. 2020), the investment patterns (Stanford HAI 2025), and the cadence
of progress in terms of observed capabilities that has been the result of
these forces (Gemini Team et al. 2024; OpenAI 2022; Anthropic 2024).
Call this the continuation assumption.
One might object that the appearance of conservativeness in continua-

tion is misleading; perhaps a truly conservative set of assumptions would
anchor to the current state of technology, rather than locking in a rate of
change that (as I’ll argue in Section 2) guarantees radical disruption. But
this confuses two questions. The first is whether, if things continue roughly
as they are on track to do at present, the medium-term future will be radi-
cally different from the present in surprising ways. The second is whether
futures where things are radically different from the present are similar to
the present. Obviously, the answer to the second question is “No.” But this
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AI & Cognitive Work 9

is irrelevant to answering the first question. Continuation might lead to a
radically different world. But that doesn’t make “things will go on roughly
as before” an exotic assumption.
There are two salient alternatives to current trends continuing apace.

One is that trends accelerate. Call this the accelerationist assumption. I will
ignore this possibility in what follows, for three reasons. First, it compli-
cates the analysis considerably. Second, the complications it introduces are
not material to my substantive normative claims. (Though: I note some
provisos throughout.) Third, I think everyone should agree that, were
current trends in AI capabilities to accelerate, the world would rapidly
become sufficiently weird as to make it challenging to say anything precise
about it in advance.
The other salient set of assumptions involves trends slowing down

or even flattening out entirely. Since I’m aiming to analyze possibili-
ties at the extreme ends of plausibility, I’ll take the most conservative
of these options, which is flattening out. Assume trends plateau, and we
get approximately no new improvements in AI capabilities. Call this the
plateau assumption.
You might think there’s a third set of plausible assumptions that yield

the result that AI systems’ capabilities actually decline. But assumptions
required to yield a devolutionary result make little sense.What couldmake
it true that AI systems get worse at performing cognitive tasks they already
perform at some given skill level? We’d have to imagine a global smashing
of the looms, which I do not think is a plausible assumption. I return to
this issue briefly in Section 4.
So, setting aside acceleration and devolution, these two sets of assump-

tions – continuation and plateau – bracket the plausible range (Figure 1).
Continuation assumes recent upward trends persist; plateau assumes
they flatten but still respects the one-directional ratchet of technological
capability.
Consider, first, continuation: AI systems’ capabilities continue improv-

ing at something like the recent (very rapid) rates. Intuitively, in this world
we will (quite soon) develop AI systems that succeed at OpenAI’s stated
mission:We will inhabit a world with systems that can perform (most) eco-
nomically valuable cognitive work at roughly human level. In this case, I’ll
argue we likely face the widespread displacement of humans from cognitive
work.
Now consider plateau: AI systems’ capabilities stall roughly where they

are now. Intuitively, in this world we may get meaningful improvements to
the usefulness of existing systems for cognitive work through diffusion and
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10 Philosophy and AI

falling costs. But, for whatever reason, the current research paradigm “hits
a wall” (cf. Marcus 2022), and AI turns out to be “normal technology”
(Narayanan and Kapoor 2025). In this case, I’ll argue we face a future of
ubiquitous cognitive assistance that transforms cognitive work even while
human workers remain in the loop.
It’s tempting to think that the most likely outcome, especially in the

medium term, is somewhere in the middle–a mixture of displacement in
some domains and assistance in others. This intuition follows from stan-
dard diffusion dynamics. New technologies typically spread unevenly, and
different sectors integrate them at different rates (Geroski 2000). But AI
may not follow normal diffusion patterns, for at least two reasons.
First, AI differs structurally from earlier technologies in important

ways. While sectorspecific customization is still required, the same AI sys-
tem (more carefully, the same foundation model; cf. Bommasani et al.
2022) can often be adapted across domains with relatively modest effort.
Intuitively, a system that learns legal reasoning can learn medical diagno-
sis, too. And once deployed, AI systems scale near-instantly at near-zero
marginal cost. (I say more about the physical constraints on AI deploy-
ment in Section 2.)
Second, the diffusion of AI will be shaped by competitive pressures even

more intense than in previous technological transitions. Given the mas-
sive opportunity for capturing productivity gains (labor’s share of GDP
is around 50%, and cognitive labor is almost half of that), extreme com-
petitive pressure between firms may compress diffusion timelines. And
setting aside firms, the case of AI is attended by an increasingly intense
economic and strategic competition between “great powers” such as the
US and China and, to a lesser extent, Europe (Ding 2024). The mixed case
may therefore be more likely to be a transition state rather than a stable
equilibrium.
I aim to sidestep these extremely delicate empirical questions. My hope

is that analyzing unmixed cases under assumptions at extreme ends of
the plausible range can give us tools to think about various combinations
thereof. And importantly, as part of this analysis I’ll argue that there are
no plausible assumptions that preserve the status quo for cognitive work:
Whatever happens, we’re headed for a world where the package of fea-
tures that has defined cognitive work for the last several decades will be
radically transformed.
The following sections take up these arguments in more detail. Section 2

develops the argument just sketched: that conservative assumptions sup-
port widespread displace- ment, that extremely conservative assumptions
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AI & Cognitive Work 11

still yield ubiquitous assistance, and that only wishful thinking supports
the status quo. Sections 3 and 4 turn to normative questions about
these outcomes. Section 3 argues that widespread displacement poses no
special threat to human flourishing. Section 4 argues that ubiquitous assis-
tance carries distinctive moral risks we’ve largely ignored – risks that
extend beyond labor markets to children’s developmental environments.
Section 5 broadens the lens to questions this Element lacks space to
address in depth.

2 Displacement, Assistance, Status Quo
2.1 Introduction

Section 1 established that cognitive work is central to developed economies
and displays five distinctive features that form a mutually reinforcing
package. This section asks: What happens to this package under plausi-
ble assumptions about AI’s trajectory? As I argued in Section 1, there are
two assumptions about AI capabilities that are especially salient.
If capabilities continue improving, we face widespread displacement.

This is the intuitively dystopic “drop-in remote worker” scenario that is
the explicit goal of firms developing and deploying this technology (cf.
OpenAI 2024; Google, 2025).
If capabilities instead plateau, we face ubiquitous assistance. This is the

intuitively utopic “co-intelligence” (Mollick 2024) or “extended mind” (cf.
Chalmers and Clark 1998) scenario optimists say we should aim for.
Maybe you think there’s a third possibility: the status quo. A status quo

future for cognitive work is one where AI becomes a useful productiv-
ity tool while leaving the distinctive economic structure of cognitive work
intact. Consider the spreadsheet: It transformed how accountants work
by automating calculation and enabling complex modeling, but it didn’t,
for example, erode wage premiums or eliminate credential requirements.
Status quo assumes AI follows roughly this pattern.
I’ll argue that status quo isn’t compatible with either of our plausi-

ble assumptions. Status quo would require an implausible quinella of
assumptions: AI progress halts and already existing systems don’t diffuse.

2.2 The Task-Based Framework

What determines whether (and how) AI disrupts the package of features
that defines cognitive work? To answer that, we need a framework for how
technology affects labor markets.
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12 Philosophy and AI

One natural approach is to think in terms of whether a “job” can be
automated. But this approach obscures more than it reveals. A lawyer
doesn’t “lawyer.” A lawyer drafts documents, counsels clients, negoti-
ates deals, reads briefs, appears in court, writes emails, manages junior
associates, takes clients out to lunch, and so on. Some of these tasks
may be automatable; others may not. Job-level analysis misses this varia-
tion. Worse, it treats jobs as fixed targets. But when only some tasks in a
given job are (liable to being) automated, those jobs don’t simply vanish;
instead, they reconfigure around the remaining tasks, and new tasks often
emerge.
The solution is to switch from a job- to a task-based framework: Jobs are

bundles of heterogeneous tasks, so tasks are the relevant unit of constant
analysis.1 A task is a discrete unit of productive activity.2 A job bundles
multiple tasks assigned to a worker. An occupation is a category of sim-
ilar jobs. Labor markets allocate workers to tasks, mediated by jobs and
occupations. Automation, meanwhile, operates at the task (rather than
job or occupational) level. When a machine can perform a task more
cheaply or reliably than a human, substitution pressure emerges, and the
task migrates from human labor to capital (Autor and Handel 2013).
This framework thus identifies two countervailing forces that jointly

determine the effects of emerging technology on labor markets: displace-
ment and reinstatement (Acemoglu and Restrepo 2019). Displacement
effects are straightforward: When the cost of automated task performance
at a given level of reliability falls below the cost of human labor, demand
for human labor in that task falls. And if a job consists mostly of such
tasks, the occupation will contract, and the job itself may disappear. If
only some of a job’s tasks meet this threshold, then the job shrinks or
reconfigures around the tasks that remain.
Reinstatement effects push in the opposite direction. Technological

change creates new tasks that didn’t previously exist. The specific content
of these tasks is often hard to predict in advance – for instance, “cloud
architect” would have been an unintelligible job description thirty years
ago. But the pattern is relatively robust (Autor 2015).

1 Key statements of the framework include (Autor et al. 2003; Autor and Salomons 2018;
Acemoglu and Restrepo 2017, 2019, 2020b; Autor and Handel 2013; Acemoglu and Autor
2011).

2 The framework’s decomposition of jobs into tasks already embeds normative choices –
about where to draw task boundaries and who decides which tasks are candidates for
automation. I’ll work within these choices while noting that they aren’t value-neutral.
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AI & Cognitive Work 13

Daron Acemoglu and Paul Restrepo characterize this overall dynamic
as a “race” between displacement and reinstatement (Acemoglu and
Restrepo 2018). When new task creation keeps pace with automation,
employment and wages can grow even as individual tasks are automated
away (i.e., are reassigned from labor to capital). Workers displaced from
automated tasks can then move into newly created tasks. Displaced work-
ers don’t always make these transitions themselves; often it is the next
generation that enters a transformed labor market. But, at least in the
past, new categories of work have always emerged in developed economies
to absorb labor in the aggregate: there isn’t a fixed amount (a “lump”) of
work to be done.
The framework’s central question about the relationship between AI

and cognitive work, then, is whether this “race” between displacement and
reinstatement continues apace or whether one side pulls decisively ahead.
If AI automates existing cognitive tasks faster than new tasks emerge,
or if AI can perform new cognitive tasks as readily as old ones, then
displacement dominates within cognitive work. If new cognitive tasks con-
tinue to emerge and, crucially, humans retain advantage in them, then
reinstatement keeps pace.
Before applying the framework, we need to know what existing AI

systems can actually do.

2.3 The Current State of AI for Cognitive Work

Since I’m analyzing outcomes under different capability assumptions
rather than forecasting which capabilities are likely to emerge, we can set
aside technical details.3 What matters is establishing current capabilities
as a baseline. Trends continuing apace project forward from this baseline,
and trends plateauing assume we stay roughly where we are.
So, what can these systems already do in domains that matter for cogni-

tive work? Early estimates suggested nearly half of U.S. employment faced
high risk of computerization, though this predated LLMs and focused on
routine cognitive tasks (Frey and Osborne 2017). More recent AI-specific
measures converge on a different finding: high-skill cognitive work faces
disproportionate exposure to existing AI capabilities.
The pattern appears consistently across different approaches to mea-

surement. Continuous exposure scores mapping AI capabilities to occu-
pational task requirements show that high-skill, high-wage occupations

3 For an excellent conceptual overview of the core underlying architecture of modern LLMs
(Vaswani et al. 2017), see Levinstein (2023).
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14 Philosophy and AI

in cognitive sectors are particularly highly exposed (Felten et al. 2018).
Analysis of AI-patent text and job task descriptions for highly educated
workers shows substantial overlap (Webb 2019). Eloundou et al. (2023)
assessed exposure to LLMs specifically, estimating that approximately
80% of the U.S. workforce has at least 10% of their tasks exposed to
LLMs, with exposure rising very sharply at higher wage levels.
These exposure patterns hold globally and have expanded along with

recent improvements in AI capabilities. Cognitive and analytical tasks
show high exposure across countries, with significant variation based on
industrial and occupational structure (Gmyrek et al. 2023). A recent anal-
ysis of both advanced and emerging economies finds that nearly 40% of
global employment faces high exposure to AI, with advanced economies
showing even higher rates due to their concentration in cognitive-intensive
sectors (Pizzinelli et al. 2023). AI exposure has accelerated dramatically
in recent years, particularly for professional and technical occupations
(Felten et al. 2021, 2023). Cognitive work faces substantial exposure to
existing AI capabilities, even before accounting for further improvements
in the technology or its integration into workflows.

2.4 The Simple Case for Displacement

The task-based framework identifies two countervailing forces: displace-
ment and reinstatement. The question is whether one pulls decisively
ahead. Suppose AI capabilities keep improving at roughly recent rates,
systems steadily become more reliable and general, and costs continue to
fall.
Then, the widespread displacement of humans from cognitive work

appears likely to dominate the race, since AI systems will handle new
cognitive tasks as quickly as they emerge. Meanwhile, falling costs will
intensify the economic pressure to substitute AI for human labor year by
year. For the race to end differently – that is, for reinstatement to keep
pace – something would have to change from current trajectories.
Maybe you think this is too quick. As I emphasized earlier, technolog-

ical change historically creates new tasks even as it automates old ones.
But for new task creation to preserve the distinctive character of cognitive
work specifically, such new tasks must satisfy two conditions: They must
be cognitive tasks (i.e., not care work, not physical services, not entertain-
ment), and, crucially, they must be tasks humans can perform better or
more cheaply than AI systems. Given our working assumption, it beggars
belief that new tasks will meet either of these conditions.

ht
tp

s:
//

do
i.o

rg
/1

0.
10

17
/9

78
10

09
76

60
81

 P
ub

lis
he

d 
on

lin
e 

by
 C

am
br

id
ge

 U
ni

ve
rs

ity
 P

re
ss

https://doi.org/10.1017/9781009766081


AI & Cognitive Work 15

In 2016, the ancestors of present-day frontier systems couldn’t write
a coherent sentence. Today, they demonstrate reasoning capabilities that
rival specialized professionals (Phan et al. 2025) and, as we discussed ear-
lier, can already complete a range of economically valuable cognitive tasks
to very high degrees of reliability. If we assume this trend continues, there
is little reason to believe future versions of these systems will be inca-
pable of performing whatever new cognitive tasks emerge, likely at very
low costs.

2.5 Resisting Displacement: Stalled Improvement

There are two ways to resist this conclusion. The first denies our assump-
tion that current trends continue at roughly current rates. The second
grants our assumption but argues that equilibrium effects nevertheless
preserve substantial human roles in cognitive work.
Perhaps scaling hits diminishing returns (Hoffmann et al. 2022), or

we’re approaching the limits of current techniques (Marcus 2022), or
certain capabilities require architectural breakthroughs we haven’t dis-
covered (Chollet 2019; Lake et al. 2017). Perhaps some limitations reflect
something deep about what statistical learning from text can achieve
(Browning and LeCun 2023). Perhaps available training data is nearly
exhausted (Villalobos et al. 2022). Perhaps compute constraints become
binding as energy and infrastructure costs escalate (Sevilla and Roldán
2024). Perhaps governance (in the name of workers, safety, ethics, democ-
racy, or whatever) intervenes to deliberately slow progress in capabilities
(Bullock et al. 2023).
Any or all of these may prove true! But notice what this objection does

in all its forms: It says that trends in capabilities will stall, and it thereby
shifts us toward the plateau assumption. I take up this assumption below.

2.6 Resisting Displacement: Equilibrium Effects

A different strategy for resisting displacement grants that AI capabilities
steadily improve and that costs fall (per our working assumption) but
argues that various equilibrium effects nevertheless preserve a substantial
role for humans in cognitive work. I’ll consider five.

2.6.1 Demand Expansion

First, consider demand expansion. Automation in a sector increases pro-
ductivity, which lowers prices and can expand demand for the sector’s out-
put (Autor 2022). In some cases, demand increases can actually outpace
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16 Philosophy and AI

supply increases–the “Jevons effect” (Alcott 2005). In the present case,
cheaper cognition might expand what’s worth cognizing.
This mechanism is real. But on the assumption that AI capabilities keep

improving, demand expansion likely can’t keep pace. Here’s why: As AI
gets better at cognitive tasks, productivity gains compound. For demand
expansion to prevent displacement, demand would need to grow at least
as fast. But there’s no reason to think demand for legal analysis or medical
diagnosis expands without limit simply because it gets cheaper. Instead, at
some point, we’ve presumably done all the legal analysis worth doing. Put
in economic terms: demand expansion absorbs productivity gains only if
price elasticity of demand persistently exceeds one. But demand curves for
cognitive services aren’t infinitely elastic! And at compounding rates, they
don’t need to be steep for long before reaching saturation.

2.6.2 Task Complementarity

Second, consider task complementarity. Automation of some tasks can
increase the value of complementary tasks (Milgrom and Roberts 1990).
Everyone’s favorite example is ATMs: When ATMs automated cash han-
dling, they made bank branches cheaper to operate. Banks responded by
opening more branches and hiring more workers to handle loan consul-
tations and complex account issues. Similarly, if AI handles a subset of
cognitive tasks, human judgment on the remaining cognitive tasks could
become more valuable.
There are two versions of this idea. The weaker version holds that AI

capabilities will plateau at routine cognitive tasks, while complex judg-
ment remains durably human. This would create a stable refuge. But
AI that improves on existing trends year over year is unlikely to remain
confined to routine cognitive work.
The stronger version says that even as AI capabilities expand, the

remaining cognitive tasks assigned to humans become more valuable
precisely because they’re complements to an ever-growing AI-performed
portion. This is correct as far as it goes: Complemen-tarity can technically
raise the marginal product of the remaining human contributions indefi-
nitely even under continuation. But indefinitely growing marginal product
per worker is perfectly compatible with sharply reduced demand for work-
ers overall. Indeed, it is what we would expect. This possibility is not
theoretical. It is the story of American manufacturing: output up, produc-
tivity up, and employment down by two-thirds. Indefinite complementarity
might therefore create a smaller corps of highly valuable human cognitive
workers, but this wouldn’t preserve cognitive work at scale. As I’ll argue
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below regarding O-ring effects, mechanisms that make remaining workers
more productive in general can’t explain why existing employment levels
in cognitive work would persist.

2.6.3 Wealth Effects

Third, consider wealth effects. Automation generates wealth through pro-
ductivity gains, and wealth generates demand for goods and services,
including labor-intensive ones (Autor 2022). If AI dramatically increases
productivity in cognitive work, the resulting wealth could fund employ-
ment in sectors far removed from the automated tasks themselves.
I expect economists are correct that a world where all cognitive work

is automated is a much – maybe much much – richer world. But set-
ting aside distributional questions, wealth effects are perfectly compatible
with the collapse of cognitive work as a distinctive category. For instance,
AI-driven productivity gains might create wealth that funds more massage
therapists and home health aides. But that would not be the preservation
of cognitive work as we know it! It would be the widespread displace-
ment of human beings from cognitive work into other kinds of work.
If anything, wealth effects facilitate displacement by ensuring displaced
cognitive workers can find other employment – just not in cognitive work.

2.6.4 Comparative Advantage

Fourth, consider comparative advantage. Comparative advantage says
that what matters for task allocation isn’t who performs a task best in
absolute terms but who is relatively better (cf. Buchanan 1991). Intuitively,
if a senior lawyer is 3× faster than a junior at drafting but only 2× faster at
client meetings, it is relatively costly for the senior to spend time in meet-
ings (since they could be drafting instead). Substitute AI for the senior
lawyer, and this might suggest humans might retain whatever cognitive
tasks AI is relatively less dominant at.
Comparative advantage only operates under constraints imposed by

scarcity. What would make the capacity of AI systems to accomplish
cognitive tasks scarce? A single AI system can’t do task A and task B
simultaneously. But this trivial bottleneck only helps humans if scaling
or multitasking is constrained. To make the argument for displacement as
difficult as possible, suppose there are persistent architectural constraints
on multitasking.
That leaves constraints on firms’ ability to deploy more than one AI sys-

tem. What could impose such constraints? The most obvious candidates
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are scarcity in both compute and electricity. But these constraints are
rapidly loosening, not tightening: data centers are being built at unprece-
dented scale, power infrastructure is expanding, and efficiency gains in
algorithms mean that each unit of compute accomplishes more.4

But suppose scaling does face some binding constraints in the form of
relatively scarce compute and electricity. Even so, it seems to me that
the alleged refuge offered by comparative advantage to human cognitive
workers will be cold comfort. There are two reasons for this.
First, for comparative advantage to preserve human roles in cognitive

work, humans’ relative disadvantage must be smallest in at least some cog-
nitive tasks. But why think this is likely to be true? These systems are being
deliberately designed to efficiently accomplish cognitive tasks in particular.
If anything, a very different outcome seems much more likely, given the
capabilities trajectory we’re assuming here: humans retain comparative
advantage at various not-cognitive tasks (robotics is hard) even as their
disadvantage compared to AI systems continues to grow for cognitive
tasks in particular. Worse, even if humans retain comparative advantage
with respect to some cognitive tasks, why think this much smaller subset of
cognitive tasks will be large enough to support the status quo for cognitive
work?
But suppose (what seems incredible) that human cognitive workers

retain comparative advantage with respect to most cognitive tasks. Still,
this tells us nothing specific about the wage those workers will demand
in an unrestricted market for their labor. That wage will be capped by the
opportunity cost of deploying an AI system instead. But as AI gets increas-
ingly cheaper and increasingly abundant, that opportunity cost drops.
Correspondingly, the ceiling on human cognitive workers’ wages will pre-
dictably drop, potentially far below subsistence (Korinek and Suh 2024).

2.6.5 O-Ring Automation

Finally, consider a recent proposal involving concentration effects (Gans
and Goldfarb 2026). Gans and Goldfarb show that when production
requires multiple tasks whose qualities multiply – an “O-ring” production

4 Contrary to some reporting, water does not appear to be a significant constraint on AI
scaling. Claims about AI’s water consumption often conflate cooling water circulating
(“used”) in closed loops with water actually “consumed,” or simply misreport the num-
bers. For example, Karen Hao’s (2025) widely cited reporting on this topic makes both
mistakes. Hao’s reporting in her case study was factually incorrect – off by three orders of
magnitude (Masley 2025) – and it misleadingly claimed that data centers “consumed” the
water they use, when in fact it was returned to source (or evaporated) after being used for
cooling. I briefly consider artificial constraints on scaling, such as regulation, below.
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function, following Kremer (1993) – automating some tasks can raise the
marginal product of remaining human labor. Intuitively: if a worker allo-
cates fixed time across tasks, automating only some tasks lets the worker
concentrate remaining time on fewer tasks, raising quality on each. Since
output is multiplicative in task qualities, this concentration can scale
the value of human work in remaining bottleneck tasks. But given our
assumption that AI capabilities keep improving, this mechanism fails to
preserve the status quo for cognitive work for two reasons.
First, the O-ring mechanism operates at the level of individual work-

ers, not labor markets. The model therefore explains why a certain kind of
concentration in production functions makes each employed worker more
valuable. But it tells us nothing about how many such workers an econ-
omy needs. As we noted earlier, indefinitely growing marginal product per
worker is compatible with sharply reduced demand for workers overall.
Second, Gans and Goldfarb’s model assumes that task quality equals

labor productivity times hours, with no diminishing returns (Gans and
Goldfarb 2026, 3). This is a bizarre assumption if we are trying to model
cognitive work in particular. Their model works if we relax this assump-
tion to allow for concave quality functions (i.e., we allow diminishing
returns in quality for time invested). But this doesn’t resolve the underly-
ing problem, which is that, intuitively, there’s only so much extra human
attention you can give a cognitive task before you hit a hard quality ceiling.
More carefully: Gans and Goldfarb’s model shows that when work-

ers are displaced from some (cognitive) tasks, the remaining tasks are
“performed with disproportionately high care and are, therefore, dispro-
portionately hard to replace” (Gans and Goldfarb 2026, 10).5 Suppose
that’s true. Still, most cognitive tasks intuitively face very steep dimin-
ishing returns or outright quality ceilings. The existence of these ceilings
matters for the automation “barrier” that Gans and Goldfarb identify.
The lower the quality ceiling, the lower the barrier to automation.
So, how low is the quality ceiling on cognitive tasks humans currently

perform? Put otherwise: suppose a median- or extremely high-skill cogni-
tive worker had infinite time to devote to some moderately or extremely
demanding cognitive task. How much higher quality should we expect the

5 Gans and Goldfarb have confirmed that their model can be interpreted in terms of the
cognitive automation of cognitive tasks, though they don’t think “full cognitive automa-
tion” is plausible (personal correspondence). Of course, that’s what’s at issue here! If the
dynamics their model aims to characterize govern the current round of cognitive automa-
tion, then this thereby protects cognitive workers’ wages (jobs) and, ipso facto, there’s not
“full” cognitive automation.
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output to be? Maybe twice for the median, and somewhat higher at the
extreme, depending on the kind of task. Surely not more than one order
of magnitude at any widely distributed skill level. If this is right, then an
O-ring barrier to automation is a correspondingly easy barrier to clear, at
least for the bulk of cognitive tasks.

2.6.6 Sources of Friction

The analysis so far assumes labor markets operate without major institu-
tional interference and that standard economic dynamics largely control
the outcome: firms substitute AI for human cognitive labor (almost)
whenever doing so is cheaper (controlling for the opportunity cost of
deploying the AI elsewhere). But labor markets don’t operate in a vac-
uum. Various forms of friction might slow or redirect displacement even
under continuation. Three kinds of friction are especially salient.
First, governments could restrict AI’s role in cognitive work in various

ways (e.g., via licensing requirements). This is the most immediate political
lever available for stalling the displacement of human workers from cog-
nitive work (Acemoglu and Restrepo 2020a). But regulatory intervention
requires sustained political will against prevailing economic headwinds.
Individual jurisdictions face competitive pressure compounded by auto-
mated cognitive work’s lack of geographic constraints. Restrictive nations
risk firms relocating cognitive tasks to lighter-touch jurisdictions, much
as manufacturing was off-shored (Blinder 2006). In the absence of coor-
dinated international action, regulation fragments and likely slows rather
than outright prevents displacement.
Legal frameworks potentially create a second source of friction.

Existing legal systems assign responsibility to corporations and to human
beings. When AI systems make errors, liability can be uncertain: Does
responsibility fall on the developer, the deployer, or the nominal human
supervisor (Matthias 2004)? This uncertainty may make firms cautious
about automation. But legal frameworks standardly adapt to economic
pressure. In particular, new liability regimes emerge and insurance mar-
kets can be expected to develop in ways that permit automation to proceed
(Trout 2025). Moreover, as Bayern (2016) has shown, it has been tech-
nically possible for decades to turn any instance of AI into a legally
responsible entity without changing a single law.
Third, various groups of workers might organize collective resistance.

But collective action faces significant defection problems. Individual firms
or professionals who adopt AI in cognitive work are likely to gain
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competitive advantage over those who resist. Some sectors with outsized
cultural or political influencemay hold out longer. For an example of each,
SAG-AFTRA’s recent strike provisions restricting AI use in production
and longshoremen’s decades-long resistance to port automation show that
organized labor can slow adoption in specific sectors. But organized labor
seems unlikely to be successful at halting the widespread economic trans-
formation of work this time around, just as it was unsuccessful in halting
previous technological transformations of work.
Indeed, all these dynamics have operated during earlier technological

transitions. Craft guilds resisted mechanization in the nineteenth cen-
tury. Regulatory frameworks struggled to accommodate factory automa-
tion. Liability questions slowed adoption of new industrial technologies:
Railroad accidents in the nineteenth century drove the development of
modern liability insurance. But in each case friction simply stretched the
transition without stopping it. The same pattern seems likely here.

2.7 Summing Up the Case for Displacement

The case for displacement is conditional. If AI capabilities continue
improving and costs continue falling at roughly current rates, then we can
expect displacement to win the race with reinstatement decisively. Various
equilibrium effects (may) explain why some human cognitive work will
persist in a world where AI is increasingly capable. But these dynamics do
not give us reason to think that the distinctive package of features defin-
ing cognitive work will survive an encounter with AI capable of reliably
performing most (existing and future) cognitive tasks (Table 1).
A natural way to avoid this conclusion is simply to deny the relevant

assumption: to predict that AI capabilities will plateau.

2.8 The Case for Ubiquitous Assistance

The case for widespread displacement rests on the assumption that AI
capabilities keep improving. But what if capabilities plateau roughly where
they are now?
Even under this conservative assumption, the status quo is not a plau-

sible future. Current AI systems are already capable enough to transform
cognitive work, and the forces driving adoption operate independently of
further capability gains.
More or less widespread displacement is easy to picture. A world char-

acterized by more or less ubiquitous cognitive assistance is somewhat
hazier. There’s plenty of talk about “working with AI,” “co-intelligence,”
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Table 1 Each mechanism preserves some human work. None preserves

the distinctive package of cognitive work.

Equilibrium effect Mechanism
Why it fails under
continuation

Demand expansion Cheaper cognition
expands demand

Demand saturates;
not infinitely elastic

Task complementarity Remaining human
tasks become more
valuable

Fewer workers
needed, even if each
is more valuable

Wealth effects Productivity gains
fund new
employment

New work emerges,
but not cognitive
work specifically

Comparative advantage Humans retain tasks
where AI is
relatively weaker

AI isn’t scarce; human
wages collapse
toward AI costs

O-ring effects Concentrated human
attention raises
quality

Quality ceilings are
low; barrier easy to
clear

“human–AI collaboration,” and so on, but rarely much specificity about
what’s actually happening. What exactly does cognitive assistance do?
How are we being “cognitively assisted”? Which parts of cognitive work
get offloaded, and which remain human? And what likely follows for the
package of features defining cognitive work?

2.8.1 What Is Cognitive Assistance?

In 1997, Garry Kasparov lost at chess to IBM’s Deep Blue. Thereafter,
Kasparov proposed formalizing a new format: “advanced chess,” where
human players could consult computers during matches. In advanced
chess, human–computer teams (“centaurs” or “cyborgs”) played better
chess than either humans or computers alone. They divided the cogni-
tive labor of chess: each side did what it was better at. Centaur chess
is a paradigmatic case of technological assistance in the performance of
a complex, multifactor, highly context-sensitive (though typically very
low-stakes) cognitive task.6

6 There are other examples: diagnostic decision-support systems exhibit a similar struc-
ture. But centaur chess is unusually clean: the division of labor is extremely legible, and
the outcome is measurable. It’s also instructive because of what happened next: as chess
engines improved, the centaur advantage disappeared. Today, the best engines beat the
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The centaur (“augmentation”) model has therefore become the default
frame for thinking about AI assistance in cognitive work (Acemoglu and
Restrepo 2020a; Autor 2024; Lei and Kim 2024). The vision is appealing:
AI handles the tedious parts of cognitive work while humans contribute
judgment, creativity, and oversight. But “AI handles the tedious parts” is
too vague to be analytically useful. Which parts, exactly, can we expect to
be offloaded, and which are likely to remain human?
The answer turns on what makes cognitive work difficult in the first

place: what we can think of as humans’ cognitive bottleneck. As the case
of chess nicely illustrates, humans face hard constraints on both the scale
and the intensity of their effortful cognition. For example, we can hold
only a few (dozen) items (e.g., states of the board) in working memory
at once (Baddeley and Hitch 1974). Intensity, sustained attention (e.g.,
to a game) degrades over time (Monsell and Driver 2000), and switch-
ing between tasks (e.g., between move recall and move evaluation) incurs
cognitive costs (Uncapher et al. 2016) that require recovery time to fully
refresh.
More generally – that is, beyond just chess – effortful cognition requires

exercising a cluster of related meta-cognitive capacities. This suite of
capacities is what cognitive scientists call our “executive system,” and it
comprises “executive functions” that can only do one thing at a time and
typically not for that long (though these constraints are liable to train-
ing) (Diamond 2013; Ahmed et al. 2019). For instance, capacities such
as working memory, sustained attention, inhibitory control, and plan-
ning are among those that manage and coordinate conscious thought;
these capacities all operate serially rather than in parallel (Miyake et al.
2000). Moreover, a well-functioning executive system is itself quite cogni-
tively demanding to acquire and requires explicit, deliberate training (as
compared to the implicit, informal training needed to develop cognitive
capacities like language) (Center on the Developing Child 2011; Miyake
et al. 2000).
Cognitive work is cognitively demanding precisely because it demands

serial processing through this single-channel human cognitive bottle-
neck. For example, legal reasoning, programming, medical diagnosis,
and strategic planning each require holding multiple considerations in

best human–computer teams. Assistance can be unstable: a waypoint to displacement
rather than a permanent configuration. I return to this point in Section 4.
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mind, resisting multiple distractions, searching systematically through
large information spaces, and monitoring each part of a long chain of
reasoning for error. Even the most capable, best-trained humans can only
do so much of this at once, and only for so long. (I return to cognitive
difficulty and executive functions in Section 4.)
What, then, is artificial cognitive assistance? I propose the following

functional definition: artificial cognitive assistance is assistance that aims
to route around the human cognitive bottleneck in some way.
Given this definition, whether something counts as cognitive assistance

depends on context. This variability is a feature of the definition: assis-
tance is relational, indexed to the cognitive constraints of workers (e.g.,
particular workers on particular tasks).
Such assistance can take many different forms, depending on the details

of the cognitive work in question, including the broader sector of work
in which it is embedded. This is why, increasingly, companies are build-
ing bespoke cognitive assistants for different domains (Sharadin 2026b;
Gabriel et al. 2024; Eloundou et al. 2023).
Return to centaur chess. The bottleneck framing explains why the

human–computer division of labor takes the form it does. The goal is
high-quality chess. The bottleneck is human cognition. The centaur con-
figuration is how you route around it while keeping humans in the loop.
Computers handle exhaustive search tasks that would overwhelm human
limits. Humans contribute strategic judgment. Chess engines therefore
count as cognitive assistants in our sense.
Now forget centaur chess. The same structure appears wherever AI

assistance is being deployed in cognitive work: centaur everything.
In radiology, AI processes full scans and flags regions of concern–

handling the systematic visual search that would otherwise load working
memory and sustained attention. This frees radiologists to concentrate on
evaluating the flagged candidates (Boeken et al. 2023). In legal research,
AI searches exhaustively through case law while tracking relevance cri-
teria, freeing lawyers to focus on evaluating which precedents actually
matter for the case at hand. In software development, AI generates can-
didate code, handling the working-memory load of syntax and edge
cases, freeing engineers to concentrate on architectural judgment and
verification.
The subject matter varies, but the structure doesn’t: AI takes on parts

of tasks that would otherwise tax executive function, freeing humans to
concentrate their limited cognitive resources on what remains.
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2.8.2 Why Will Cognitive Assistance Be Ubiquitous?

Cognitive assistance in cognitive work is assistance that aims to route
around human cognitive bottlenecks in some way – the human–centaur
X configuration, for whatever X is relevant. Why think this configura-
tion will be increasingly commonplace? Why expect ubiquitous cognitive
assistance?
Two forces, technological defaults and economic incentives, drive ubiq-

uity, and together they create a ratchet.
Start with defaults. Defaults will structure people’s choices about how

(and when) to use this cognitively assistive technology in exactly the same
way they systematically shape our choices in other areas.7 Assistance will
be the default. We know this because in domains where AI assistants are
most mature, assistance is already part of the default interface for cogni-
tive work. For instance, productivity suites have persistent “Help me X”
for some more or less general cognitive X (e.g., write, generate ideas, draw,
code) buttons. In some cases, users cannot adjust the default. This is in fact
how the tools most workers use to complete cognitive tasks already now
work, by default.
This emerging default status is not an accident; it is by deliberate design.

Google’s researchers are especially explicit about the future they’re build-
ing; in a recent paper, they describe AI assistants as “the main interface of
the future” (Gabriel et al. 2024, p. 15). The business models of dominant
technology companies demand that AI assistance becomes the standard
interface for cognitive work.
Moreover, defaults, as we know, can easily harden into norms (Bovens

2009; Thaler and Sunstein 2021). The social norm these companies seem
to envision is one where unassisted cognitive work marks someone as an
eccentric, like refusing to use a calculator, insisting on paper maps, or
ignoring social media.
Economic incentives, meanwhile, accelerate these dynamics. Early

adopters (driven by defaults) gain an edge; competitors adopt to keep
pace; eventually nonuse marks a worker as incompetent. This is an arms
race with a predictable outcome.

7 Defaults are a powerful lever for shaping behavior. For an overview of recent research
on this effect, see Jachimowicz et al. (2019). For a popular introduction to the use of
defaults (and other systematic biases) in order to influence choice on matters of public
policy – “nudges” – see Thaler and Sunstein (2021). For a philosophical overview, see
Bovens (2009). For a qualified defense of nudging, see Levy (2019) and the more accessible
overview in Levy (2018).
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In general, we can expect corporate actors to shape a path of least (in
this case, cognitive) resistance and set it as the default; economic incentives
will then ensure that people walk it. Some individuals will resist on princi-
ple. Some domains will remain stubbornly resistant to assistance. But the
forces are strong enough to push most cognitive workers toward ubiqui-
tous use. And as I’ll now explain, ubiquitous use is sufficient to transform
cognitive work.

2.8.3 How Will Ubiquitous Cognitive Assistance Affect Cognitive Work?

The most obvious impact of ubiquitous cognitive assistance on cognitive
work is that it will disrupt our fifth feature: limited productivity growth.
Centaur–Magnus can play many more simultaneous games at a higher
level of quality than plain old human Magnus.
This is good news! Baumol’s cost disease is a disease: nobody thinks it’s

a good thing that, for example, education and healthcare continue to grow
relatively more expensive over time. Curing the disease means productivity
can finally grow in sectors where it has historically stagnated.
Does this destabilize the other features defining cognitive work? Let’s

work through each.
High skill requirements will likely persist in an ubiquitously assisted

world, since assisted work still requires expertise. Lawyers reviewing AI
output must know law. Maybe more intuitively, I want my centaur-
radiologist to be, you know, a well-trained, highly skilled radiologist! The
specific skills will likely shift – more verification, less generation – but cog-
nitive work is unlikely to become recognizably “low” skill. If it did, why
wouldn’t the already quite capable AI be doing it?
What about credentials? This feature likely faces significant disruption.

Credentials currently strongly signal a capacity for, among other things,
generation. For example, law school exams test brief-writing, medical
boards test diagnosis, and programming interviews test code production.
But assisted work is more likely to emphasize verification: evaluating AI
output rather than producing it from scratch. For some period, creden-
tials will therefore signal the wrong (at least one much less important)
thing: skills correlated with what the assistant now handles rather than
skills required for working effectively with assistance. Eventually, filtering
and credentialing institutions such as universities will presumably adapt
(cf. Arrow 1973).
In an ubiquitously assisted world, automation resistance is, of course,

significantly weakened. But assistance might stabilize at a human-in-the-
loop equilibrium. If, for example, verification genuinely requires human
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judgment that AI cannot replicate, the centaur configuration could persist
rather than sliding toward full displacement.
As I think of things, the crucial question is what happens with wage

premiums. Productivity gains mean – potentially much – more output
per worker. If demand for cognitive output doesn’t expand proportion-
ally (I’ll say more about this below), then significantly fewer workers
will be needed to meet demand. Significantly fewer workers needed to
meet demand, same supply of trained workers, standard labor market
dynamics: significant downward pressure on wages.
So the question isn’t whether ubiquitous assistance would transform

cognitive work: it would, by enabling significantly increased productiv-
ity growth in sectors that have suffered Baumol’s cost disease for decades.
The question is whether that transformation cascades into the package’s
other features – especially wage premiums – or whether it gets absorbed
by countervailing forces. The next section considers reasons to doubt both
the ubiquity of assistance and the severity of the cascade.

2.9 Resisting Ubiquitous Assistance
2.9.1 Denying Ubiquity

One might argue that capable assistive systems will exist but won’t be
ubiquitous, reducing both their positive impact on productivity and their
negative impact on wages. I don’t have much to say about this possibility.
Some cognitive work might escape assistance entirely. Perhaps there

are some economically valuable tasks with no relevant human cognitive
bottleneck to route around. I expect there are not many such tasks that
currently exist (though see below on new tasks). Maybe tasks requiring
judgments of taste are like this. But such tasks are typically embedded in
workflows full of bottleneck-heavy cognitive tasks. Certainly, some insti-
tutions and sectors will resist adopting cognitive assistance for reasons
beyond competitive pressure, and they will pay a premium (e.g., in growth
or profits) for it. But if assistance becomes ubiquitous in most cognitive
work while artisanal cognizers hold out, this will not preserve cognitive
work as we know it.

2.9.2 Denying the Effect on Work

You might instead accept that assistance will be ubiquitous but resist the
claim that it will have the two effects I’ve claimed it will on cognitive work.
There are two salient possibilities.
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The first involves imagining worlds in which, although assistance is
ubiquitous, it simply has no positive impact on productivity. For reasons
I’ve already explained, this seems unlikely: These systems are already capa-
ble of performing a range of economically valuable cognitive tasks to a
very high degree of reliability. Admittedly, this has not yet showed up in
measures of per-worker productivity. But this is likely best explained by
diffusion dynamics and well-known problems with measuring changes to
per-worker productivity caused by changes in technology (Brynjolfsson
1993).
The second possibility is more interesting: productivity gains occur, but

wages don’t collapse. Several dynamics might produce this outcome.
First, consider the possibility of new tasks emerging. This is a standard

economist’s reply to pessimism about automation: technological change
historically creates new tasks even as it automates old ones (Acemoglu and
Restrepo 2019). But the relevant question here isn’t whether productivity
gains from automation will lead to the creation of new tasks, including
tasks that require human labor. Suppose new tasks emerge broadly and
quickly enough that unemployment stays below 10%. The relevant ques-
tion here is whether these new tasks will be cognitive tasks that can be
bundled into jobs that thereby preserve the distinctive package associated
with cognitive work. Here I’m skeptical.
The mechanism that generates new tasks – roughly, productivity gains

creating surplus, surplus funding new activities – doesn’t preferentially
create high-skill, credential-gated, wage-premium work, let alone work
with those features that involves sitting in front of a keyboard. It cre-
ates whatever work the economy demands. If that’s care work, personal
services, entertainment, or some other new difficult-to-imagine kind of
not-cognitive work, then new tasks will absorb the surplus of labor gen-
erated by ubiquitous assistance without preserving cognitive work as an
economically relevant category.
I myself think we should be agnostic about the skill content, credential

requirements, and wages of tasks that don’t yet exist. By contrast, some-
one interested in resisting the effects of assistance on cognitive work who
predicts that new tasks will emerge to absorb productivity gains needs to
explain why cognitive tasks in particular will be the ones that so emerge.
Crucially, the burden of proof is then on this person to do something that
economic history teaches us it’s extraordinarily difficult to do: they must
predict the specific skill content of new tasks (Autor et al. 2003).
Now consider the possibility of demand expansion in a world of ubiqui-

tous assistance. As we saw earlier, in worlds of displacement, expanded

ht
tp

s:
//

do
i.o

rg
/1

0.
10

17
/9

78
10

09
76

60
81

 P
ub

lis
he

d 
on

lin
e 

by
 C

am
br

id
ge

 U
ni

ve
rs

ity
 P

re
ss

https://doi.org/10.1017/9781009766081


AI & Cognitive Work 29

demand for cognitive output can simply be met with more AI. But in
a world of ubiquitous assistance, expanded demand will by hypothe-
sis require more human-AI “centaurs” – which, of course, means more
humans. For example, suppose cheaper legal analysis leads to vastlymore
demand for legal analysis that requires human verification. Then, produc-
tivity gains might translate into more assisted lawyers rather than fewer
well-paid ones. Whether this dynamic effectively preserves cognitive work
depends on two things. First, assistance must remain stable rather than
sliding toward displacement. Second, demand elasticity must remain high
enough that expanded output absorbs the productivity gains. Both of
these possibilities are very uncertain, but neither is crazy. I lack the space
to consider them in detail here.
Finally, consider the effect on cognitive work of ubiquitous assis-

tance in noncompetitive sectors. Large portions of cognitive work occur
in sectors insulated from competitive pressure to minimize labor costs.
For instance, education, healthcare, government, and nonprofits employ
substantial fractions of cognitive workers. But wages in these sec-
tors are typically set by, for example, politics, collective bargaining,
and institutional norms rather than marginal productivity calculations.
Nevertheless, it seems unlikely that these sectors can preserve cognitive
work’s wage premiums indefinitely if the broader cognitive labor market
collapses.

2.10 Against Status Quo

A status quo future for cognitive work is not a serious possibility. The only
way to preserve the existing package of features that currently defines cog-
nitive work – high skill requirements, credential-based gatekeeping, wage
premiums, historical resistance to automation, and limited productivity
growth – is to believe that AI systems that already exist won’t systemati-
cally reshape cognitive work. That looks increasingly like wishful thinking
in the face of forces already in motion (Table 2).
The most likely outcome, of course, is some mixture of outcomes: dis-

placement in some domains, assistance in others, with variation by task,
sector, and skill level. High-end cognitive work requiring judgment in
novel situations might remain human while routine analysis is automated,
or creative tasks might stay human while verification and compliance are
displaced. The precise distribution is impossible to predict. But the con-
ceptual tools developed here can help us navigate questions that emerge in
mixed worlds.
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Table 2 Both scenarios break the productivity constraint. Displacement

eliminates the remaining features; assistance shifts, distorts, or
erodes them.

Feature Status quo Displacement Assistance

Skill
requirements

High; years to
develop

Eliminated; AI
performs tasks
directly

Shifted;
generation →
verification

Credentials Gate entry;
signal expertise

Eliminated;
nothing left to
certify

Distorted; signal
wrong
capacities

Wage
premiums

High; reflect
scarcity of
skills

Eliminated;
supply vastly
expands

Eroded;
productivity
outpaces
demand

Automation
resistance

Strong;
nonroutine
work is hard
for machines

Eliminated; AI
targets
nonroutine
work directly

Eroded;
human-in-loop
may hold

Productivity
growth

Stagnant;
bottlenecked
by human
attention

Rapid growth;
bottleneck
removed

Growth;
bottleneck
routed around

In my view, the precise mixture of displacement and assistance mat-
ters much less than a point that the standard normative framing gets
backward. Widespread displacement of humans from cognitive work is
typically supposed to be a serious threat to human flourishing. Ubiquitous
assistance, meanwhile, is supposed to be the solution. The next two sec-
tions argue the reverse: displacement poses no special danger to human
flourishing, while assistance carries a distinctive developmental risk we
have largely ignored.

3 Widespread Displacement
3.1 Introduction

Section 2 argued that the widespread displacement of humans from cog-
nitive work is one of two serious possibilities for the future of cognitive
work. Displacement certainly sounds alarming. This section argues that it
may not be as bad as it sounds; it may be quite good.
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To make the argument as difficult as possible, I’ll focus on the extreme
case: near-total displacement, a world where almost all cognitive work is
performed by artificial systems rather than humans. If even this extreme
scenario poses no (special) threat to human flourishing, then less extreme
scenarios involving only partial displacement (which are more likely)
probably don’t either. I return to this inference in Section 3.5.
The argument has two parts. First, I argue for a parity claim: cognitive

and not-cognitive work are on a par with respect to the (noneconomic)
goods of work. In other words, there’s nothing special about cognitive
work from the standpoint of human well-being (again, controlling for
actual wage patterns). So, if displaced cognitive workers shift to not-
cognitive work, they haven’t lost access to whatever goods work provides.
Second, I argue for a productivity claim: displacement of humans from cog-
nitive work in particular (as opposed to work in general) enables massive,
leveraged gains in domains where such gains tend to disproportionately
enhance human welfare.
I then address three objections to this optimistic view of displacement:

that there won’t be enough not-cognitive work to absorb displaced cog-
nitive workers, that the productivity gains from displacement will be
unjustly distributed, and that displacement would entail an objectionable
loss of human control over our collective future. I’ll argue none of these is
a special worry for displacement per se.

3.2 The Parity Claim

The parity claim says that cognitive and not-cognitive work are on a par
with respect to the (noneconomic) goods of work. If the parity claim is
right, then displaced cognitive workers who shift to not-cognitive work
haven’t lost access to whatever welfare goods work provides. Instead,
they’ve merely changed the way in which they access these goods.
I’ll offer three arguments for the parity claim. The first is empirical: the

goods typically associated with work in fact appear in both cognitive and
not-cognitive work. The second is conceptual: there’s nothing about cog-
nitive work being “cognitive” that could make cognitive work specially
valuable. The third is theoretical: no major theory of well-being identifies
cognitive work as distinctively good for people.

3.2.1 The Empirical Argument

Whatmakes work good for people, assuming it sometimes is? Here, we can
safely ignore the effect of money, since there’s obviously nothing about
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cognitive work per se that guarantees better pay than not-cognitive work.
The usual (nonpecuniary) candidates for the goods of work are things
such as engagement, achievement, social connection, autonomy, and pur-
pose (cf. Crawford 2009; Danaher 2017; Gheaus and Herzog 2016; Cholbi
2023). If cognitive work had special access to these goods, that could
explain why the displacement of humans from cognitive work is a dis-
tinctive threat to human flourishing. But it doesn’t. Each of these goods
appears in not-cognitive work.
Consider engagement first. Csikszentmihalyi’s research on flow

states found deep engagement as readily in carpentry as in coding
(Csikszentmihalyi and Csikzentmihaly 1990; Csikszentmihalyi et al. 2014).
The absorption that makes work satisfying doesn’t track the cognitive
content of tasks. Instead, it tracks the match between challenge and skill
(Csikszentmihalyi 1975).
The goods associated with achievement follow the same pattern. A mas-

ter craftsman achieves as genuinely as a master analyst (Sennett 2008).
For instance, an electrician might troubleshoot a baffling fault by exercis-
ing judgment. This counts as achievement on even the most demanding
accounts (Bradford 2015; Hurka 2020).
Social connection forms around shared challenges and mutual reliance,

neither of which requires specifically cognitive tasks. Workplace bonds on
a construction site are at least as deep as those in consultancies.
Autonomy is often cited as the most important good (other than

money!) associated with work (cf. Gheaus andHerzog 2016). But cognitive
work has no monopoly on autonomy. Instead, worker autonomy varies
more by job structure than by the cognitive content of job-related tasks. A
tenured academic has autonomy; a junior associate billing hours at a part-
ner’s direction doesn’t. Journeyman plumbers have it; call center workers
don’t. Autonomy at work intuitively tracks hierarchy and independence,
not the cognitive content of job-related tasks.
What about purpose? I doubt this is a construct for which we have a

good empirical measure: purpose is woefully under-specified as an empir-
ical construct (cf. Rosso et al. 2010). (I return to this point in Section 5.)
But intuitively, purpose, if anything, favors not-cognitive work. It would
be strange to claim that plumbing or nursing involves less purpose than
consulting or copywriting.
The goods that make work good (when it is) appear across both cog-

nitive and not-cognitive work. (Notably, so do the bads: alienation and
tedium afflict cognitive and not-cognitive workers alike.)
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3.2.2 The Conceptual Argument

Perhaps the empirical argument misses something. Maybe there’s a
conceptual route to the conclusion that humanity’s displacement from
cognitive work would be a special loss.
If cognitive work is uniquely valuable for human flourishing, then some-

thing beyond its economically distinctive features must make it so. What
could that be? A natural idea: cognitive work involves thinking, and think-
ing is arguably distinctively human. So perhaps a loss of cognitive work is
a loss of an activity that’s especially human. Let’s grant that thinking is
in some way especially human. Still, this doesn’t explain why a loss of
cognitive work is distinctively bad.
This is because not-cognitive work involves a lot of thinking, too. A car-

penter deciding how to approach a tricky joint is engaged in planning;
a mechanic reasoning backward from symptoms to causes is engaged in
problem-solving. The difference between cognitive and not-cognitive work
tends to lie in the object of thought, not in the presence or absence of
thought per se.
At this point, a defender of cognitive work’s special status might try a

different move. Perhaps what makes not-cognitive jobs good, when they
are good, is precisely their cognitive elements. The carpenter’s job is good
for them, or promotes their living a flourishing life, because of the plan-
ning and problem-solving it involves – that is, the cognitive parts of the
job. The “not-cognitive” label that we apply to these jobs is in this respect
misleading; the especially valuable core of these jobs is cognitive after all.
This has a whiff of circularity. It amounts to saying: a specific kind

of cognitive activity is what makes work valuable; so, whenever we have
the intuition that allegedly not-cognitive work is valuable, that must be
because of some of that work’s (latent) cognitive components. But this
begs the question. Why think planning is what makes carpentry valuable
(pleasurable, contribute to flourishing, and so on) rather than its phys-
icality? The move also carries an unpleasant odor of elitism – as if the
philosophers and analysts get to claim the good parts of manual labor as
secretly their own, while the sawing and hammering are mere dross.

3.2.3 From Existence to Parity

The arguments so far establish that the goods typically associated with
work exist in not-cognitive work. But, one might object, existence is
strictly weaker than parity. There are at least two relevant possibilities.
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First, perhaps these goods are systematically less accessible in not-
cognitive work. Maybe flow states are rarer on construction sites than in
design studios, or the conditions for autonomous judgment are harder to
achieve when work is physical. This is an empirical question, and as we’ve
seen, the evidence doesn’t support the asymmetry (Dormann and Zapf
2001; Humphrey et al. 2007).
Second, and more interestingly, one might argue that different kinds

of work have internal goods specific to the practice (MacIntyre 2007). On
this view, what makes legal reasoning valuable for a lawyer isn’t generic
“achievement” but something intrinsic to the practice of law – a form of
excellence that can’t transfer to plumbing, however excellent the plumb-
ing. Displacement from one practice to another might therefore involve
genuine loss even if both practices offer engagement, autonomy, and the
rest.
This objection has real force, but it cuts against special treatment of

cognitive work. If internal goods are practice specific, then displacement
from any practice to any other involves losing access to the relevant
practice-dependent goods. A displaced carpenter loses the internal goods
of carpentry just as a displaced lawyer loses the internal goods of law. This
is a reason to care about displacement from specific practices generally,
not a reason to think displacement from cognitive work is distinctively
threatening. Moreover, the internal goods of a practice are goods of the
practice, not straightforwardly goods for the practitioner. The excellence
internal to law matters to law; whether it matters to the lawyer’s welfare is
a further question that the generic goods are better positioned to answer.

3.2.4 The Theoretical Argument

We can confirm the parity claim by examining major theories of well-
being directly. Hedonists care about pleasure, which, as we’ve seen,
tracks challenge–skill match rather than cognitive content (Gregory 2015;
Dormann and Zapf 2001). Preference theorists defer to what people
actually want, and preferences about work are diverse – where prefer-
ences for cognitive work exist, they typically turn out to be instrumental,
tracking wages and working conditions rather than cognitive activity as
such (Heathwood 2015; Deci and Ryan 2000). Objective-list theorists
point to goods such as achievement, knowledge, and autonomy (Fletcher
2015) – goods the empirical argument has already shown appear in both
categories. No major theory of well-being identifies cognitive work as
distinctively good for people.
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3.2.5 Summing Up the Case for Parity

Each route leads to the same place. The goods associated with work
appear empirically in both cognitive and not-cognitive work (Table 3).
There’s nothing conceptually special about “cognitive” that could plausi-
bly ground an evaluative distinction between cognitive and not-cognitive
work. And no major theory of well-being identifies cognitive work as
intrinsically better for people. The parity claim holds: cognitive and not-
cognitive work are on par with respect to the (noneconomic) goods of
work. For this reason, the widespread displacement of human beings from
cognitive work is not, as such, a loss.

3.3 The Productivity Claim

The parity claim is defensive: it shows why displacement isn’t a special loss
for human flourishing. The productivity claim is positive: displacement
could be a special boon to human flourishing.

3.3.1 Research and Discovery

Section 1 identified limited productivity growth as a distinctive fea-
ture of cognitive work. As we’ve seen, Baumol’s cost disease makes
cognitive-labor-intensive goods steadily more expensive because produc-
tivity can’t keep pace with wage growth (Baumol 1967, 2012).

Table 3 The goods that make work good for people are explained by
mechanisms indifferent to cognitive content.

Good of work Mechanism
Cognitive
example

Not-cognitive
example

Engagement Challenge–skill
match

Coding Carpentry

Achievement Competent
causation under
difficulty

Master analyst Master
craftsman

Social connection Shared challenges
and mutual
reliance

Consultancy
teams

Construction
crews

Autonomy Job structure Tenured
academic

Journeyman
plumber

Purpose Tangible
contribution to
others’ needs

Legal Aid Plumbing,
nursing
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Cost disease isn’t the only constraint on productivity growth afflicting
sectors that rely on cognitive work. Research productivity per worker has
been declining for decades: The number of researchers required to achieve
a given rate of productivity growth has increased dramatically over time
(Bloom et al. 2020; Gordon 2016; Kortum 1997). Ideas, as Bloom et al.
put it, are getting harder to find.
These two constraints compound each other. Cost disease means that

the cognitive labor required for research is expensive and trending more
so. Declining research productivity means we need even more of that
expensive labor to achieve the same results.
The widespread displacement of humans from cognitive work attacks

both constraints, though in different ways.
Replacing human cognitive labor with AI attacks cost disease directly

by massively expanding the effective supply of cognitive labor.
Displacement may also attack declining per-worker research produc-

tivity. The fact that ideas are getting harder to find arguably reflects the
increasing difficulty of navigating complex search spaces. As fields mature,
the unexplored territory that might contain breakthroughs becomes
harder to identify and reach. Human researchers, with finite careers and
cognitive limitations, can only explore so much (Bloom et al. 2020).
AI systems may be differentially well suited to this kind of exploration.

Consider drug discovery. Traditional pharmaceutical research involves
scientists generating hypotheses based on existing knowledge and intu-
ition, then testing candidates through slow (and expensive) experimental
pipelines (DiMasi et al. 2016). Systems such as diffusion models for molec-
ular design do something different: They explore chemical space in ways
humans couldn’t, identifying candidate molecules that human researchers
would never have considered (Watson et al. 2023).
These systems don’t themselves displace researchers – they don’t use

themselves! But if displacement proceeds as Section 2 suggests and capa-
bilities continue to improve, the systems doing the exploring will increas-
ingly be the ones deciding what to explore by themselves using other AI
tools.

Google’s “AI co-scientist” (Gottweis et al. 2025) offers a glimpse of
what this future might look like. Consider the example from Google’s
paper introducing the system: A team of researchers recently spent several
years piecing together the solution to a biological puzzle involving bacte-
rial parasites and arrived at their breakthrough only through what they
themselves described as serendipity. Before their results were published,
Google gave the same puzzle to co-scientist, which they had designed
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to mirror the kind of cognitive labor scientists do when developing
hypotheses about novel biological phenomena. The system’s top-ranked
hypothesis was identical to the human team’s breakthrough (Penadés et al.
2025). Importantly, this is a first-generation system: To my knowledge, it’s
the first attempt by anyone to build a system designed to displace human
beings from these kinds of complex cognitive tasks.
Breaking Baumol’s cost disease gives us more cognitive labor at the

frontier; there will be more “minds” working on problems, without the
training pipeline that currently limits supply and without the associated
costs of employing human researchers. This is CEO of Anthropic Dario
Amodei’s “country of geniuses in a datacenter” (Amodei 2024). But if the
frontier is genuinely hard, if good ideas require searching vast spaces that
human cognition isn’t well suited to navigate, then more human-style cog-
nition will also hit diminishing returns. We may need not just more cogni-
tion but different kinds of cognition. AI that explores differently, not just
faster, could steepen the curve of discovery itself (Cockburn et al. 2018).
The welfare implications of this are significant. Research generates com-

pounding returns: breakthroughs enable further breakthroughs (Jones
2005; Romer 1990). And these benefits persist through time: a new class
of antibiotics saves lives for decades. Accelerating research is about as
high leverage an intervention for improving long-run human welfare as
it’s possible to imagine.

3.3.2 Access to Justice

There’s a separate reason to welcome displacement: in many societies,
completing certain cognitive tasks is a prerequisite for fair institutional
treatment, and automating those tasks would democratize access to
justice.
Legal services are the obvious case. If legal tasks are expensive, jus-

tice is correspondingly expensive to access. The poor and otherwise
vulnerable therefore predictably get less access to justice (Rhode 2004;
Sandefur 2019). Displacement from legal labor therefore matters because
fair institutional treatment shouldn’t depend on ability to pay.
The kinds of cognitive tasks involved in tax preparation and benefits

administration illustrate the same point. The American tax code – like
many (but not all) tax codes in developed economies – is baroque (Hoppe
et al. 2023). Completing the cognitive tasks required to conform to it in
the most efficient way demands either significant expertise and the time
to deploy it or the money to hire an expert’s time. The same is true of
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applications for various kinds of government programs: They tax appli-
cants’ time and discourage eligible people from claiming what they’re
entitled to (Lowrey 2021; Herd and Moynihan 2019). And in these cases,
the largest burdens of compliance fall hardest on those with the fewest
resources to shoulder them. Intuitively, wealthy individuals have relatively
complex taxes but are eligible for fewer benefit programs with high admin-
istrative burdens; by contrast, poorer individuals have relatively simple
taxes but are eligible for relatively more high-burden benefit programs.
We could address these problems by eliminating the relevant admin-

istrative “sludge” (Sunstein 2021, 2022). But that requires a very specific
kind of political action. We could also subsidize human help, for example,
by expanding legal aid and funding “benefits navigators” or providing
free tax preparation services. But human cognitive labor is expensive and
scarce.
Assistance could perhaps ease these constraints. But even dramatically

more productive pro bono lawyers can only serve so many clients, and
even dramatically cheaper lawyers are still too expensive for many who
need help. Systems capable of displacing human cognitive workers, mean-
while, change the economics qualitatively. When AI performs these tasks
without human cognitive labor, the marginal cost of helping one more per-
son shoulder some unfair administrative burden is compute and electricity.

3.4 Objections
3.4.1 Not Enough Work

The most commonly cited worry about displacement of humans from
cognitive labor is that there won’t be anywhere for displaced cognitive
workers to go. Previous technological transitions had destinations: agri-
cultural workers moved into manufacturing, and manufacturing workers
moved into services and cognitive work. But cognitive work was supposed
by many to be the final destination – the refuge for workers displaced from
everything else (Mokyr 2011). If it’s automated too, where do people go?
There are two versions of this worry.
The first is that there simply isn’t enough not-cognitive work to absorb

displaced cognitive workers. This is very uncertain, though I’m inclined
to be optimistic. Not-cognitive work as we’ve defined it here includes
the skilled trades, personal services, entertainment, physical labor in
unstructured environments, large portions of healthcare, and much else.
Whether this sector can absorb a large influx of former cognitive workers
depends on elasticity of demand, the pace of transition, and policy choices
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about work-sharing and labor markets (Acemoglu and Restrepo 2020a;
Autor 2024).
There are hard questions about how to make the transition to not-

cognitive work easier for individual cognitive workers. But I doubt we
should be concerned that there won’t be “enough” work to go around.
The “lump of labor” fallacy is supposed to be a fallacy precisely because
new work typically emerges as old work is automated (Autor 2015).
Whether this pattern continues under the AI-driven displacement of cog-
nitive work is uncertain. But if it does, then the concern is about managing
the transition smoothly, not about displacement being bad as such. Faster
transitions mean more acute disruption, but the disruption is the same
kind previous generations faced. And we have better tools now than, for
example, nineteenth-century agricultural workers had; in particular, we
have safety nets and the resources to fund them (Esping-Andersen 1990).
The question is whether we deploy these tools adequately, which is a polit-
ical question, not a reason to think displacement from cognitive work into
not-cognitive work is uniquely threatening.
A second version of this worry is that future AI systems will eventu-

ally displace not-cognitive work too, foreclosing lateral moves by workers
entirely. This version of the worry is significantly more speculative. In
Section 2 I noted that embodied tasks in unstructured environments
remain harder to automate than those that involve pure cognition. But set
that aside. Suppose embodied AI systems (e.g., humanoid robots) eventu-
ally displace humans from not-cognitive work as well. Then the concern is
that humans have nowhere left to sell their labor. I’ll say two things about
this more speculative possibility.
First, it seems obvious to me that the mere fact that no entity is econom-

ically incentivized to purchase any human’s labor is not itself a special
moral reason for concern. Instead, this tends to be morally concerning
when, for instance, this fact attends various problematic distributions of
resources. I address such worries about distributive justice below.
Second, I’m tempted to go further. The argument for the parity claim

aimed to show that not-cognitive work offers the same menu of goods
arguably required for human flourishing as cognitive work offers. But it
also implied something stronger, namely that work (in the economic sense)
isn’t strictly necessary for human flourishing. After all, there’s no reason
to think that being paid is a necessary condition for enjoying any of the
(noneconomic) goods that we noted are typically associated with (both
cognitive and not-cognitive) work (things such as achievement, social
connection, and so on).
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In any case, notice that in this second version of the worry, the con-
cern is no longer about displacement from cognitive work specifically, but
about displacement from work as such. That concern turns on a different
question – whether performing remunerated tasks is necessary for human
flourishing. I am extremely skeptical, but addressing this issue in any detail
would go beyond the scope of the present discussion.

3.4.2 Distributive Justice

Someone might admit that displacement could be good but only if the ben-
efits associated with displacing human cognitive workers from cognitive
work are shared. Unfortunately (the thought goes), they won’t be. Capital
will predictably capture all (or most) of these benefits; meanwhile, dis-
placed human workers (and their families) will be immiserated. I’ll make
two initial comments designed to allay the concern, and then explain why
I think this is not best understood as a concern about displacement per se.
First, the natural distribution of displacement’s benefits deserves careful

attention. One of these benefits is potentially very meaningful productivity
gains in sectors currently suffering from Baumol’s cost disease. Take one
such sector: medical research. Productivity gains in medical research yield
better medicine. And the benefits of better medicine don’t flow primar-
ily to capital; they flow to patients. For example, a new cancer treatment
primarily benefits patients who have cancer, not shareholders, even if the
treatment is sold on the open market for a profit. This remains true even
if the opportunity to access the treatment is deeply inegalitarian: Welfare
gains from medical research aren’t captured by capital in the way profits
are. Similar remarks apply to other sectors afflicted by low productivity.
The sludge-clearing benefits noted above are even more clearly egalitarian:
The whole point is that administrative burdens fall hardest on those with
the fewest resources, so the immediate effect of removing them is to help
the worst-off most.
The distributive worry makes most sense for productivity gains that

show up as corporate profits. It makes much less sense for gains that show
up as, for example, cures, or as the removal of barriers to fair treatment.
Still, the concern isn’t baseless. Some of the gains from automating

human cognitive labor will almost inevitably take the form of profits, and
the distribution of those profits is arguably (Nozick 1974) a legitimate con-
cern. But, and this is my second comment, this represents a familiar prob-
lem of distributive justice. In fact, it’s almost exactly the same problem
of distributive justice that arose with industrialization, with globalization,
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and with every previous wave of automation. We have myriad frameworks
for thinking about what a fair distribution of the surplus generated by
cooperation requires (Rawls 1971; Arneson 1989; Parfit 2018; Frankfurt
2018) and many known mechanisms for achieving it (James et al. 2022;
Van Parijs and Vanderborght 2017). The question is whether we use them.
The structure of this objection is revealing. It concedes that the

widespread displacement of human beings from cognitive work plus a fair
distribution of the benefits thereof yields a good outcome. It then predicts
that for some reason we won’t achieve such a fair distribution. But that’s
a (pessimistic) political prediction, not a claim about displacement itself.
If the prediction is right, the correct response is to work harder on dis-
tributive politics, not to prefer a world where displacement doesn’t happen
and the relevant gains don’t exist to be distributed. In general, the correct
response to a bad distribution of some good is a better distribution of that
good.
So, at least as I understand things, there’s nothing about displacement

causing unjust distributions that makes those distributions a morally dis-
tinctive problem for displacement itself . Consider an analogy. Suppose a
company invents a drug that makes humans effectively immortal. Left to
natural market forces, this would presumably have very seriously inegal-
itarian effects on the already very unequal global distribution of wealth.
But it would be very misleading to put this point by saying things like:
there’s a serious moral problem with making humanity immortal. Equally,
in the case of widespread displacement.

3.4.3 Autonomy and Distribution

Suppose some distribution is adequate in material terms and meets what-
ever further evaluative standard (if any) we think an economic distribution
must meet. Still, something troubling could remain. Under wage labor,
people’s material welfare depends on their ability to sell something oth-
ers need. This arrangement has many problems. But it arguably gives
people a kind of independence. If displacement extends beyond cogni-
tive work to labor generally – or if the not-cognitive sector can’t absorb
displaced cognitive workers – then people’s welfare will depend on the
continued willingness of whoever controls productive capacity to share
it. Perhaps there’s something problematic about this kind of dependence.
I am skeptical, for three reasons.
First, the autonomy of wage labor is easy to romanticize. The freedom

to sell your labor provides little independence if you’ll starve without a
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buyer; in that case, unrestrained buyers will dictate terms. And buyers –
that is, employers – are in fact largely unrestrained (cf. Anderson 2017).
This is why most workers have a right of exit from their employment in
name only. Dependence on labor markets may therefore be no better than
dependence on distributive institutions.
Second, the worry here is really about institutional design, not (even

total) displacement as such. Concentrated ownership of AI plus weak insti-
tutions for governance could indeed leave people more vulnerable than they
are now. But that’s an argument for better institutional design and better
governance, not an argument against displacement itself. There’s no short-
age of proposals for improving governance along whatever dimension of
freedom we think matters; these face political obstacles, but they’re not
conceptually mysterious.
Third, dependence as such is arguably not worth caring about. For

example, republican political philosophers such as Philip Pettit argue that
what makes dependence objectionable is arbitrariness (Pettit 1997). The
relevant question on this view isn’t whether we depend on others (or on
institutions) but whether that dependence is structured by accountable
institutions or left to the discretion of the powerful (Pettit 2012).

3.4.4 Loss of Control

Kulveit et al. (2025) argue that even incremental AI displacement could
permanently erode humanity’s influence over systems we depend on. Let’s
grant that this result would be bad. Is this a reason to think total displace-
ment of humans from cognitive work would be bad? No. Let me explain.
Societal systems currently align with human interests partly through

explicit channels (voting, consumer choice) but more fundamentally
through their implicit dependence on human participation. For instance,
states need citizens to generate taxable income, and markets need work-
ers to produce and consumers to buy. This dependence creates alignment
between human preferences and social systems not by explicit design but
because systems that fail to support human flourishing lose the human
participation they require. Widespread displacement threatens to sever
this link. If AI generates most economic value, the historical connection
between taxation and representation weakens. If AI handles most labor,
markets optimize for AI activity rather than human preferences. The sys-
tems keep functioning – but they no longer need us, and so they no longer
need to serve us: we are, in Kulveit et al.’s evocative phrase, “like cattle in
an industrial farm – fed and housed by systems they neither comprehend
nor influence” (Kulveit et al. 2025, 5).
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Being treated the way cattle are treated in industrial food production
is, again, an admittedly very worrying possibility! (Notably, consensus on
this point is some reason to think we are failing in our moral duties to
cattle raised for slaughter.) But notice what is required to arrive at this
outcome: economic displacement broad enough that human participation
becomes completely dispensable for economic production in roughly the
same way the cattle’s preferences are treated as completely dispensable in
terms of our decisions about how to treat them. (I set aside the cultural
dimensions Kulveit et al. discuss, since economic displacement does the
argumentative work.) This is an extremely speculative possibility. In par-
ticular, it is significantly more speculative possibility than the possibility
I’m focused on here in this Element, which is (more or less) widespread dis-
placement of human beings from cognitive work in particular. Cognitive
work is roughly half of employment in developed economies, and the other
half promises to be substantially harder to automate. Displaced cogni-
tive workers who move into not-cognitive work still pay taxes and still
spend their wages on goods they want. Hence I am relatively sanguine
about the likelihood of Kulveit et. al’s extremely grim outcomes in the
case of humanity’s widespread (even total) displacement from only cog-
nitive work in particular. Again, things may look different in outcomes
where all economically valuable work is automated.
If a residual worry involving a loss of control remains, I suspect it con-

cerns accountability rather than the distribution of human-versus-artificial
cognition as such. If AI systems controlled by a narrow elite making con-
sequential judgments without democratic oversight would be troubling,
then human elites doing the same should be equally troubling. My own view
is that both these outcomes are less troubling than many think, for broadly
meritocratic-cum-perfectionist reasons (cf. Brennan 2016; Bai 2019). But
set that to one side. The controlling question, if we are worried about this
somewhat different issue, is whether crucial decision-making (human or
artificial) is subject to whatever level of accountability we think is in fact
appropriate – and if it isn’t, how we can ensure that, going forward, it will
be. That’s a question about collective governance on which reasonable
people disagree – not a reason to think displacement is per se problematic.

3.5 Conclusion

The widespread displacement of humans from cognitive labor is perhaps
not the normative disaster it first appears. Whatever makes work good
for human flourishing is equally available in not-cognitive work. And
displacement promises substantial welfare gains.
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The section has focused on near-total displacement of humans from
cognitive work to make the argument as difficult as possible. But one
might worry the relevant inference doesn’t run cleanly in reverse – in
other words, that partial displacement could be worse than total. A total
transition from driving on the left to driving on the right is fine; a par-
tial transition is carnage! Could scenarios involving displacement be like
that?
In the case of displacement, I think there’s little reason for this con-

cern. For partial displacement to be uniquely problematic, there would
have to be costs that attend partial but not total transition. These could be
of roughly three kinds: coordination costs, mismatch costs, or transition
costs.
Coordination costs arise when everyone must move together for any-

one to move in a welfare-positive way (as in the driving case). But labor
markets don’t require simultaneous action. A cognitive worker and a
former-cognitive-worker-now-plumber aren’t in the same market; nothing
forces their choices to align. Mismatch costs arise when being in differ-
ent systems creates friction or danger for those who remain. But a world
with half as much cognitive work isn’t more dangerous to the remain-
ing cognitive workers the way a road with half the cars on the wrong
side is dangerous to everyone. Transition costs are, as we’ve mentioned,
very real. But these scale with the number of people transitioning. Partial
displacement involves a smaller transition than total displacement. So, if
total displacement is acceptable after its transition, partial displacement is
acceptable after its smaller one.
If displacement dominates, human flourishing need not suffer. Indeed,

it may substantially improve. The next section argues that ubiquitous
assistance, the scenario that sounds gentler, may actually be worse.

4 Ubiquitous Cognitive Assistance
4.1 Introduction

In Section 1, I introduced the idea of cognitive work as defined by a
package of five features. Section 2 argued that even extremely conserva-
tive assumptions about the trajectory of AI systems entail that the status
quo for cognitive work is untenable. We face a future characterized by
widespread displacement or ubiquitous assistance or, more likely, some
mix of the two.
In Section 3, I argued that even total human displacement from cog-

nitive work may not be as threatening as it sounds. Whatever makes
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cognitive work good for human flourishing is available in not-cognitive
work; displacement enables potentially massive gains in research and
in people’s ability to access fair treatment under the law; and standard
reasons for pessimism about displacement identify familiar (primarily
political) challenges rather than novel moral problems.
Ubiquitous assistance, meanwhile, can intuitively seem like a welcome

alternative to widespread displacement. Workers mostly keep their jobs,
things go on largely as before, but workers’ lives get cognitively easier. It’s
natural to think this is an unalloyed improvement to the status quo. Help
is a good thing! Ubiquitous cognitive assistance from AI systems promises
help at unprecedented scale. How could that be bad?
This section argues that a world filled with ubiquitous cognitive assis-

tance may have several bad features. The argument turns on a simple
observation: cognitive assistance works by reducing cognitive difficulty
– the degree of cognitive effort required to accomplish a cognitive task.
That’s just what “help” means in this context. If an AI assistant isn’t
making cognitive tasks easier, then it’s failing at its intended purpose. But
cognitive difficulty can be good in three distinctive ways: It can be a source
of pleasure, it is arguably a constituent of achievement, and, most impor-
tantly, the experience of cognitive difficulty is necessary for the normal
development of foundational cognitive capacities.

4.2 What Is Cognitive Difficulty?

Cognitive difficulty has both a subjective and an objective component.
The subjective component is familiar: the “feeling of mental effort” that
we have when (say) doing a crossword (Bermúdez 2025; Székely and
Michael 2021). The feeling of effort is typically aversive (Inzlicht et al.
2018; David et al. 2024). This helps explain why we avoid cognitive effort
whenever possible, for instance, by preferring to rely on “fast and frugal”
heuristics (cf. Gigerenzer and Goldstein 1996) rather than slow and costly
reasoning.
But cognitive difficulty isn’t merely a feeling. It also has an objective

dimension: the degree of load on the capacities involved in effortful, delib-
erate thought. Not all cognitive processing loads these capacities. The vast
background cognition that hums along below conscious awareness – what
psychologists call “System 1” cognition (Wason and Evans 1974; Evans
2008) or Kahneman’s “thinking fast” (Kahneman 2011) – leaves them
largely untaxed. That’s why we “cognitive misers” prefer System 1 when
we can get away with it – it’s experienced as largely effortless (Stanovich
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2020). Cognitive difficulty involves “System 2” thinking: slow, effortful,
and deliberate cognition.
Effortful cognition imposes a range of managerial demands on our cog-

nitive systems. Cognitive scientists call the system handling these demands
our executive system (Baddeley and Hitch 1974; Diamond 2013). The par-
ticular executive functions that compose this system include: inhibitory
control (suppressing distractions, resisting impulses) (Munakata et al.
2011); working memory (holding and manipulating information in mind)
(Baddeley 2020, 2007); cognitive flexibility (shifting perspectives, adjust-
ing to new information) (Braem and Egner 2018; Ionescu 2012); planning
and organization (sequencing actions toward goals) (Miyake et al. 2000);
and error-monitoring (checking reasoning and action for error as it
unfolds) (Yeung and Summerfield 2012). A well-functioning executive
system enables the effortful cognition that complex thinking involves.8

This framework lets us understand cognitive difficulty more precisely as
load on the executive system. A task is cognitively difficult to the extent
it taxes these specific cognitive capacities: requiring sustained attention
(inhibitory control), demanding that you hold multiple considerations in
mind simultaneously (working memory), and so on.
This conception tracks our intuitive judgments about the cognitive

difficulty of tasks. Merging onto a busy highway is cognitively difficult
because it requires rapid attention-switching, inhibition of the impulse to
hesitate, and continuous updating of your mental model of surrounding
traffic. The same framework explains why some jobs are regarded as cog-
nitively demanding: these jobs involve bundles of tasks that load executive
functions heavily.
This conception is empirically robust: load on executive functions is

the standard opera-tionalization of task difficulty across cognitive psy-
chology, neuroscience, and educational research. When researchers assess

8 The System 1 / System 2 distinction has a long history; versions appear in James (1890)
and were formalized by Wason and Evans (1974), and it has proven productive across
cognitive and social psychology (Evans 2008). Researchers disagree about whether the
two “systems” are genuinely distinct neural substrates or merely different processing
modes of a unified cognitive system. Nothing here turns on this question. What matters
is our ability to distinguish the two kinds of processing by their hallmarks: S2 cognition
is controlled, systematic, analytic, explicit, rule-based, and reflective (Evans 2008, 257).
Second, the executive functions I focus on follow Miyake et al. (2000); see also Diamond
(2013), and Doebel (2020). Some researchers distinguish “lower-order” executive func-
tions (e.g., working memory, inhibitory control) from “higher-order” ones (e.g., planning)
that recruit them (Diamond 2013). Since nothing I say depends on this hierarchical
organization, I set it aside.
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whether one task is harder than another, they measure demands on work-
ing memory, inhibitory control, and the rest (Diamond 2013; Miyake et al.
2000).
With this conception in hand, we can ask: what could be good about

cognitive difficulty? This question admits different answers depending
on whose cognitive difficulty we’re considering. Adults, whose executive
capacities are largely formed and relatively stable (Zelazo et al. 2004), face
one set of considerations. Children, whose capacities are still developing,
face another.

4.3 Why Difficulty Matters Prudentially for Adults

Cognitive difficulty is arguably prudentially good for adults in two ways:
it can be enjoyable, and it may be partly constitutive of achievement.

4.3.1 Pleasurable Difficulty

Cognitive difficulty is typically aversive (Székely and Michael 2021). But
under the right conditions – particularly when the activity demanding the
cognition is freely chosen (Wahlers et al. 2025) – it can also be enjoy-
able. Rawls articulated a general version of this idea as the “Aristotelian
Principle”: “other things equal, human beings enjoy the exercise of their
realized capacities (their innate or trained abilities), and this enjoyment
increases the more the capacity is realized, or the greater its complexity”
(Rawls 1971, 373). The principle applies to capacities of all kinds, includ-
ing our cognitive capacities. We often enjoy the effortful engagement of
our (innate or trained) cognitive capacities.
This enjoyment appears in cognitive work when conditions permit. The

key empirically robust condition is a balance between challenge and skill
(Csikszentmihalyi and Csikzentmihaly 1990). When challenge is too low,
boredom results; when too high, anxiety. The sweet spot, where difficulty
stretches but doesn’t exceed capacity, produces the absorbed enjoyment
that Aristotle noticed, Rawls codified, and Csikszentmihalyi popularized.
How could ubiquitous cognitive assistance threaten this value? Easy:

assistance could systematically shift much cognitive work below the rel-
evant difficulty threshold for absorbed enjoyment. As a result, cognitive
work could become systematically more boring.

4.3.2 Difficult Achievement

Cognitive difficulty might also be good for a more theoretical reason.
Gwen Bradford has argued that “genuine” achievement requires two
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things: competent causation and difficulty (Bradford 2015). On Bradford’s
view, you achieve some outcome just in case you skillfully control the
causal process that produces it and it was difficult for you to do so.
A lawyer who researches, analyzes, and drafts a complex brief has

achieved something in Bradford’s sense. An assisted lawyer who prompts
an AI system, reviews its output, and approves the filing has certainly done
something. But has she achieved anything? Maybe not. If difficulty is con-
stitutive of achievement, then reducing the difficulty of some task reduces
the degree to which completing that task is an achievement. At the limit,
if cognitive assistance eliminates the cognitive difficulty associated with a
task entirely, then completing that task may not count as an achievement
at all.
Why care whether assisted cognitive workers “genuinely” or

“Capital A” (cf. Bradford 2015) achieve (as much)? Achievement
appears on nearly every plausible objective list of welfare goods (Fletcher
2015; Parfit 1984). If less difficulty means fewer achievements, then ceteris
paribus assistance makes assisted lives go worse by depriving people of a
widely recognized component of human flourishing.
There are obvious ways to resist this worry. One is to reject Bradford’s

view – to deny that difficulty is constitutive of achievement. I’m sympa-
thetic to this move on theoretical grounds: It lets us say the ubiquitously
assisted achieve just as much as the unassisted, only that they do so effort-
lessly.9 But this doesn’t dissolve the worry about value; it merely relocates
it. Even if effortless achievement counts as genuine achievement, it may
not contribute to welfare in the same way. For theorists who think achieve-
ment is a welfare good, what matters isn’t the achievement itself but the
effort behind it. Simon Keller is explicit on this point, saying that a “plau-
sible rough-and-ready” claim relating achievement to welfare is that “the
greater the effort required for an individual to achieve her goal, the more
her welfare is enhanced by its achievement” (Keller 2004, 34).
On this view, then, reducing the effort required for achievement ipso

facto reduces its contribution to welfare (whether or not it reduces the
extent to which it is an achievement). Since ubiquitous assistance will
by hypothesis reduce the effort required for a wide array of (more or
less cognitive) achievements, it will thereby reduce the contribution these
achievements make to individuals’ well-being.

9 For discussion, see Hirji (2019) and Sharadin (2026a).
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4.4 Why Difficulty Matters Morally for Children

Consider a thought experiment. Imagine parents who provide their child
with ubiquitous physical assistance. Whenever the child might have to
expend physical effort in order to accomplish a task, an adult physically
intervenes to reduce the physical difficulty associated with completing that
task. The parents are loving and attentive; they simply want to spare their
child the demands of physical effort. The result is predictable: such a child
would fail to develop normal motor control and coordination. Basic phys-
ical skills that require practice would be severely enfeebled (Adolph and
Franchak 2017; Franchak and Adolph 2024).10

Now transpose this thought experiment to cognition. Imagine a child
raised with ubiquitous cognitive assistance. Whenever the child might have
to expend cognitive effort to accomplish a task, an ubiquitously available
artificial system intervenes to reduce the difficulty. The result is just as
predictable: such a child would fail to develop normal cognitive control
and coordination, which is to say they would fail to develop robust execu-
tive function. Basic cognitive skills that require practice would be severely
enfeebled.
Developmental psychology confirms this commonsense intuition.

Contrary to popular “myth,” the executive functions “do not automati-
cally develop with maturity over time” (Center on the Developing Child
2011).11 Instead, they develop through regular use; in particular, they
develop through repeated encounters with cognitively demanding tasks
that load these capacities (Best and Miller 2010). Children learn to hold
multiple things in mind by doing things that require holding multiple
things in mind. Children learn to inhibit impulses by being in situa-
tions where impulse must be inhibited. Cognitive difficulty is a necessary
condition for normal cognitive development (Burns et al. 2026). This is
because opportunities to exercise (or develop) executive function depend
on experiencing cognitive difficulty.

10 The converse finding (that increased movement opportunities accelerate motor develop-
ment) is documented in (Lobo and Galloway 2012). For evidence of severe motor delays
resulting from extrememovement restriction in institutionalized children, see Beckett et al.
(2006); note that these latter cases involve broader deprivation beyond physical assistance
alone.

11 This claim is repeated throughout the literature on executive function and cognitive devel-
opment (cf. Best et al. 2009; Zelazo et al. 2004; Best and Miller 2010). Philosophers from
a very diverse variety of traditions make the same point about the development of the
“virtues” of practical and theoretical reason (cf. Aristotle 2014; Schapiro 1999; Giesinger
2012; Tan 2017).
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Children don’t seek out cognitive difficulty. Instead, like adults, they’re
cognitive misers who prefer the path of least resistance. But difficulty is
embedded in the environments children frequently navigate: in particular,
in schoolwork requiring sustained, deliberate cognition. A ten-year-old
doesn’t want to plan an essay; she wants to be done with the assignment.
But the only path to being done runs through actually planning it. This is
what aligns opportunity to practice cognition with the incentive to do so.
Ubiquitous cognitive assistance in educational contexts disrupts both sides
of this equation. It creates a new path of least resistance – one that routes
around difficulty rather than through it. And it thereby undermines chil-
dren’s existing incentives to engage in developmentally beneficial cognitive
difficulty.
This isn’t armchair speculation. After I drafted this section, Brookings’

Center for Universal Education released a report that puts the point
starkly:

[Students’] brains are developing, undergoing crucial processes of neu-
ral pruning and strengthening that depend on repeated cognitive effort
and struggle. They lack the metacognitive skills, critical thinking abil-
ities, and neurobiological maturity of adults. School exists precisely
to build these capacities through sustained engagement with chal-
lenging material. The productive power of AI tools, which amplifies
adult expertise, can undermine this developmental goal when placed
in the hands of learners. Cognitive development requires the effort-
ful processing, mistake-making, and problem-solving that AI too easily
circumvents and that many students are willing to bypass. Used liber-
ally, AI is not a cognitive partner; it is a cognitive surrogate. It does
not accelerate children’s cognitive development–it diminishes it. (Burns
et al. 2026, 57)

Worse, these dynamics (and the resulting developmental harms) are
unlikely to be experienced equally. Instead, like most harms to children,
they will be regressively distributed.
One might object that this concern is primarily a worry about certain

uses of technology in educational contexts rather than a concern about
this technology’s impact on children’s cognitive development as such. But
children face cognitive challenges outside school, and we already have a
model for what it looks like when a ubiquitous assistant routes around
them: the so-called helicopter parent. Helicopter parenting has been con-
sistently linked to lower well-being in children and young adults, and –
crucially for our purposes – to significantly worse outcomes specifically for
executive function (Moilanen and LynnManuel 2019; Schiffrin et al. 2014).
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The mechanism is precisely what we’d expect: The parent who plans, orga-
nizes, remembers, and intervenes is using their executive function so that
the child doesn’t have to exercise her own. Predictably, this leads to chil-
dren (and young adults) who struggle to form plans, organize their lives,
and generally get on with the business of life (McCoy et al. 2025). Of
course, even the most devoted helicopter parent faces constraints. The
enfeebling impact of her cognitive assistance is therefore limited by the
fundamental scarcity of human attention. Ubiquitous artificial cognitive
assistants face no such constraints.
Ubiquitous cognitive assistance therefore threatens children’s cognitive

development on two related fronts. First, it threatens to reduce the rate at
which children confront meaningful cognitive demands in their environ-
ments both in and outside educational contexts. If capable AI assistants
are increasingly capable of handling cognitively demanding tasks, and
these systems are ubiquitous in environments in which children would
otherwise face demands on their own cognition to complete those tasks,
then children may simply encounter fewer situations that in fact load
their executive functions. Second, it threatens to undermine the incen-
tives children have to engage in whatever cognitively demanding tasks
remain: When assistance is ubiquitously available, why bother to struggle
cognitively?
The core concern for children, then, is that this simultaneous reduc-

tion in opportunity and incentive leads to (more or less widespread)
arrested cognitive development, specifically when it comes to their execu-
tive systems. (I note that analogous concerns may also apply to children’s
emotional development [Burns et al. 2026]; here, I leave these troubling
issues to one side.) Intuitively, this is a very serious moral problem.
I’ll say more about the philosophical background for being especially
morally concerned about threats to children’s cognitive development
below.
Before that, let me anticipate an objection. Why are we suddenly talking

about children in a book about cognitive work? Children don’t typically
do cognitive work in the economic sense. The answer is that cognitively
assistive systems don’t have natural boundaries.
These tools are being deployed as the basic infrastructure for accom-

plishing cognitive tasks (Section 2), and infrastructure designed for adult
purposes routinely reshapes childhood even when children aren’t its
intended users. Cars are a nice example. Cars made suburbs possi-
ble, and car-dependent suburbs made children dependent on adults for
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mobility. One arguably bad result of this was the chauffeured child-
hood of scheduled playdates and organized activities. Smartphones are
another case in point. Smartphones were designed for adult commu-
nication and productivity, but their ubiquity has radically transformed
childhood sociality and, arguably, children’s basic attentional capacities
(Haidt 2024).
Ubiquitous AI assistance can be expected to follow this pattern, but

with a troubling difference. Cars weren’t built to be driven by children and,
thankfully, they still usually aren’t; smartphones weren’t initially designed
for use by eight-year-olds, though, unfortunately, they now increasingly
are. In both cases, the reshaping of childhood was largely incidental. With
the emergence of capable AI assistance, by contrast, things are much more
deliberate. Systems initially built to solve problems of adult productiv-
ity are already being intentionally integrated into ubiquitous educational
tools as defaults (Miller and Mervosh 2025). Schools are rushing to adopt
AI to prepare students for an AI-saturated economy (Burns et al. 2026);
public policy is pointed in this direction (cf. Trump 2025); and corpora-
tions interested in locking in the next generation of users are pushing on
this open door.
But perhaps this overstates the concern. Even if ubiquitous cognitive

assistance impedes the development of executive functions, why think this
is an especially serious moral problem? After all, these capacities are valu-
able in part because they are useful for navigating a cognitively demanding
world. In an assisted world, maybe they matter (much) less. If AI handles
planning, organization, and sustained attention, perhaps weaker executive
functions are simply an adaptation to new circumstances, much like how
we’ve outsourced memorization (and much else) to our phones without
obvious catastrophe.12 Moreover, perhaps the overall welfare gains from
ubiquitous cognitive assistance will outweigh whatever developmental
costs it imposes on children.
This response misunderstands what our executive systems are funda-

mentally for. These capacities aren’t useful tools for navigating cognitively
demanding environments that we might discard when our environments
become less cognitively demanding. They are capacities constitutive of
autonomous agency itself: They enable us to formulate, revise, and pur-
sue our “conceptions of the good” (cf. Rawls 1971). And so a person with
impaired executive function doesn’t just struggle with cognitive tasks; they
struggle, much more fundamentally, to direct their own life in accordance

12 But see Haidt (2024). I say more about the “extended mind” below.
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with a reflective understanding of their own values. The capacities at stake
are in a very real sense the psychological infrastructure of autonomous
self-governance.
Even granting this, one might reply: So what? Perhaps some people

would prefer to live assisted lives with a diminished capacity for auton-
omy. Who are we to judge? One answer would be to simply insist that
these capacities are in fact intrinsically good, even if one doesn’t care about
them (cf. Giesinger 2012; Kant 1785). A more ecumenical answer is that
whatever adults might permissibly choose for themselves, the moral sta-
tus of decisions that risk threatening the normal cognitive development of
children are fundamentally different.
Philosophers who otherwise disagree about much else converge on the

following idea: Adults owe children special duties precisely because chil-
dren are developmentally immature – beings who are in the process of
becoming autonomous agents.13 And despite their theoretical differences,
these views all share a commitment to what we can call the Open Future
Principle:

Open Future Principle: It is pro tanto morally wrong to impede a young
person’s normal development of the cognitive capacities required for
autonomous agency without substantial justification.14

Notice that this principle is very weak in three ways. First, it’s pro tanto
rather than absolute; so, countervailing considerations might justify devel-
opmental costs in particular cases. Second, it requires only “substantial”
justification, not decisive proof. Third, it protects only those capacities
foundational to autonomous agency; so, not every cognitive skill that
might be useful, or that we might value for some other reason, is covered
by it.
Yet even in this extremely weak form, the Open Future Principle has

teeth. In the present case, it explains why a world characterized by ubiqui-
tous cognitive assistance poses a very significant moral risk: such a world,
as we’ve just discussed, threatens to impede children’s development of the
cognitive capacities required for autonomous agency.

13 For a selection of views, see Gheaus et al. (2019), Gheaus (2021), Schapiro (1999),
Feinberg (1998), Brighouse and Swift (2014), Franklin-Hall (2013), Roth and Surprenant
(2012), Jaworska and Tannenbaum (2018), and Brennan and Noggle (1997).

14 Of course, I borrow the term “open future” from Feinberg’s (1998) influential defense
of children’s “right” to an open future. But the principle as stated is much weaker than
Feinberg’s view; as I say, I know of no view concerning adults’ moral relationship to
children that doesn’t accept it.
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To my knowledge, no one building or deploying these systems has
offered a substantial justification for imposing this risk on a genera-
tion of children. Equally, I am aware of no evidence that providing
ubiquitous cognitive assistance to children improves developmental out-
comes when it comes to children’s executive function. Quite the opposite.
Moreover, plausible justifications for building and deploying cognitively
assistive technology in a way that affects children are likely to con-
cern adult productivity (conceiving of children largely as future workers
who must be prepared for an AI-saturated economy) and adult conve-
nience (appealing to the efficiency of educational models that rely on
AI tutors). These may be real goods! But we’ve been given no empir-
ical reason to think a childhood characterized by ubiquitous cognitive
assistance actually produces them. And more importantly, even if it did,
these goods wouldn’t obviously outweigh the potential developmental
harms.

4.5 Objections

I’ll now consider reasons one might think these concerns with an ubiqui-
tously cognitively assisted future are less serious than I’ve suggested.

4.5.1 Extended Mind

Maybe the framing of cognitive assistance I’ve offered is confused.
Cognitive processes aren’t confined to the skull; instead, our cognition
extends into our tools and environments. On this view, AI assistance is
simply the latest extension of our minds. There’s therefore no “offloading”
(Risko and Gilbert 2016) to worry about, no substitution of external for
internal, just cognition distributed differently across a hybrid human–AI
system (Clark 2010). Steve Jobs famously described computers as “bicy-
cles for the mind” (Agrawal et al. 2025). Maybe worrying about cognitive
ease brought on by ubiquitous cognitive assistance is like worrying that
your legs are doing less work because you’re riding a bicycle. I have three
responses to this line of thought.
First, what AI assistants do looks more like substitution than exten-

sion. The paradigm cases of extended cognition involve tools that augment
capacities the agent is actively deploying: in Chalmers and Clark’s (1998)
famous example, a notebook augments the memory of an Alzheimer
patient, Otto. In this example, Otto is actively using his memory (albeit
in diminished form) to store and retrieve items from the notebook.
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AI assistance, meanwhile, often simply replaces the agent’s cognitive
engagement entirely. This is especially true when it’s being used not
by adult professionals to enhance their productivity in high-skill cogni-
tive work but by children to avoid the aversive feelings associated with
cognitive difficulty (Burns et al. 2026).
Crucially, this is not an accident: substitution rather than extension is

the stated aim of the largest companies developing cognitively assistive
technology. For example, researchers at Google explicitly disavow the
extended mind framing, saying that “we are suggesting that AI assistants
are not merely external cognitive subsystems that constitute part of the
user’s extendedmind” (Gabriel et al. 2024); later, they double down on this
characterization, saying that the AI assistants Google aims to develop and
deploy to as many individuals as possible are not properly analogized to
“the notebook in the Clark and Chalmers [. . .] example of an Alzheimer’s
patient who uses a notebook as a functional substitute for biological mem-
ory” (Gabriel et al. 2024, 15). I suggest we take the designers of these tools
at their word.
Second, even if we accept the idea that this technology “extends” rather

than substitutes for our own cognition, this doesn’t resolve the concerns
I’ve identified. The nature of our unextended cognitive capacities can still
matter a great deal! An extended cognitive system with a well-functioning
human component differs in significant ways from the same system with a
degraded human component. This is much like how a cyclist with strong
legs differs from one with atrophied legs, even if both get around equally
well in some environments. Equally, if the human substrate of executive
function simply works worse in the future, then even if a perfectly ubiqui-
tously cognitively assisted person may not experience this difference, they
will still be significantly cognitively enfeebled when unassisted. We may
care intrinsically about this fact, as many moral philosophers no doubt do
(cf. Kant 1785). Or we may care instrumentally about it, since on occa-
sions where assistance is less than perfectly ubiquitous, this may cause
significant harm.
Third, and crucially, when it comes to children, it is, as we’ve seen,

morally illicit for adults to do things that close down opportunities for
children to freely make the choice to “extend” themselves. To freely make
this choice, children must be in possession of the fundamental cognitive
capacities to make it. But the present trajectory is toward structuring the
developmental environment in ways that make it less rather than more
likely that children will in fact develop these capacities, and so eventu-
ally be in a position to freely choose for themselves whether they want to
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be “extended.” In my view, this is a bit like Clark and Chalmers giving
poor Otto early-onset Alzheimer’s, buying him a notebook, and calling it
a wash.15

4.5.2 Difficulty Is Often Bad

One might object that I’ve romanticized cognitive difficulty. Much cogni-
tive work is tedious and alienating. Why mourn its passing?
It’s correct that not all difficulty is valuable. Stressful cognitive overload

doesn’t build executive function. The kind of difficulty that develops our
cognitive capacities is appropriately challenging engagement. As I noted
earlier, this can be understood broadly as exposure to cognitive tasks that
stretch our capacities but don’t overwhelm them. Tedium and burnout fail
this condition from opposite directions.
But ubiquitous cognitive assistance doesn’t selectively remove “bad”

cognitive difficulty while preserving “good” cognitive difficulty. Capable
AI assistants that can perform cognitive tasks more or less chirpily handle
whatever cognitive tasks they can handle. This increasingly includes the
challenging, judgment-requiring parts of cognitive tasks, which are pre-
cisely the parts that constitute appropriately demanding engagement. For
adults, this may mean what remains is the residue AI can’t yet touch: for
instance, a final sign-off that carries legal liability. But this isn’t a part of
cognitive work that produces flow or constitutes (welfare-enhancing, “gen-
uine”) achievement. Of course, as we’ve noted, adults can presumably find
cognitive engagement elsewhere; so maybe this isn’t so prudentially bad,
on net.
For children, I’ve argued the moral risk is more serious: the existing

balance of opportunity and incentive for productive cognitive struggle
is poised to shift dramatically. The existing equilibrium is one where
children are regularly presented with many situations that demand cog-
nitive struggle and where they are incentivized to struggle cognitively
in those situations in part because it’s difficult to avoid a satisfactory
result without doing so. These are the cases of (developmentally) “good”
difficulty.
But what does an ubiquitously assisted future look like for chil-

dren? It’s one where by definition fewer situations in children’s cognitive

15 Extended mind theorists can of course acknowledge all this (Clark 2003). Their the-
sis largely concerns the boundaries of cognition, not whether some components of the
unextended system matter more than others for autonomy and development.
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environments meet these two conditions – there are fewer demands and
weaker incentives. Crucially, this is true even if no one optimizes for this
environment.
Consider, again, the analogy to our physical environments. Cars, ele-

vators, and suburban infrastructure weren’t designed to make children
sedentary. But they helped make childhood in developed economies sub-
stantially more sedentary nonetheless. A child in 1926 walked to school,
climbed stairs, and played in the street; a child in 2026 is driven every-
where, takes escalators, and mostly plays indoors.16 The physical environ-
ment became easier to navigate without anyone intending to reduce the
opportunity or incentive for children to engage in physical activity.
Instead, the reduction in opportunity and incentive for exerting physical

effort was a side effect of infrastructure built for adult convenience. The
same applies here. Cognitive assistants are built to make cognitive tasks
easier for adults in the same way escalators are built to make stairs easier
for adults. But a system designed to help lawyers draft briefs can obvi-
ously help a twelve-year-old write an essay. To imagine otherwise requires
imagining either that children somehow won’t have access to the defining
technology of their era (we’ll ban children from escalators) or that they’ll
systematically choose the cognitively more demanding path when an eas-
ier one is available and unstigmatized (they’ll freely choose stairs). As I’ll
now explain, neither idea is plausible.

4.5.3 Restricting Access to Children

Maybe you think the developmental concerns are serious but tractable
through straightforward policy: restrict children’s access to enfeebling
cognitive assistance until their executive functions are sufficiently devel-
oped. If ubiquitous assistance threatens childhood development, then we
should treat it like we treat alcohol or tobacco (ideally also: smartphones
and social media) and impose age restrictions, require parental controls,
and enforce robust educational guidelines.
I have four comments on this idea.
First, implementing policy in this area requires settling on a principled

age range. The developmental science points somewhere uncomfortable.
The prefrontal cortex continues developing into the mid-twenties (Fuster

16 Admittedly, children in 1926 may also have worked at a factory. The analog in the present
case would be cognitively demanding child labor–which, to be clear, I am not currently
advocating! The point isn’t that 1926 was better for children overall; It’s that physical
demands were embedded in daily life in ways that have since been engineered out.
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2002). Capacities such as impulse control, long-term planning, and cogni-
tive flexibility are still being refined when people are graduating college,
entering the workforce, and starting families (Smith and Jonides 1999).
A restriction that actually tracked executive function maturity would need
to extend well beyond what we legally or culturally consider childhood.
Of course, this is an old challenge that we’ve managed to solve for other

developmentally harmful technology. So suppose we agree on an age. Still
(my second comment), enforcement of an age restriction in this case is
extremely challenging. One natural thought is that schools are the lever:
ban cognitive assistance in educational settings and the problem is largely
solved. But this overestimates how much of children’s cognitive develop-
ment happens in school. Children spend only roughly 15% of their waking
hours in formal education (Walberg 1984); the rest is homework, play,
socializing, navigating the world, and–increasingly–interacting with digi-
tal infrastructure that contains ubiquitous cognitive assistance by default.
If executive functions develop through repeated encounters with cognitive
demands across contexts, then protecting the classroom while leaving the
rest of childhood cognitively frictionless accomplishes relatively little.
The broader point is that AI assistance doesn’t arrive as a discrete

product that can be age-gated at point of sale like tobacco or corralled
onto dedicated platforms like social media. It’s embedded in digital
infrastructure. Meaningfully restricting access would require coordinated
action across institutions on a scale unheard of in the history of technol-
ogy governance. For the record, I am largely in favor of attempting this.
But it’s a big ask!
Third, even if technically enforceable, the political economy includes a

bevy of perverse incentives. Suppose that we don’t get global coordination
on restrictions for children’s use of these systems. Then the question is how
various actors who could in principle impose meaningful restrictions are
incentivized to introduce such restrictions.
Consider first the incentives facing schools and parents. Schools adopt

AI tools because parents demand them, because governments encourage
“future-ready” curricula (cf. Trump 2025), and because the tools appear to
improve measurable outcomes such as test scores and assignment comple-
tion rates (Burns et al. 2026). Whether these gains reflect genuine learning
won’t be clear for years. Education research is notoriously slow, and
controlled studies that might reveal long-term developmental effects lag
far behind adoption curves. In the meantime, a school that restricts AI
while competitors embrace it risks losing students to districts that seem
more forward-looking. Parents, meanwhile, face their own competitive
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pressures: withholding assistance from your child when peers have access
looks like handicapping them for college admissions and career opportu-
nities. And these incentives for parents to demand more AI in schools feed
back into school policy, either directly or indirectly (e.g., through politics).
What about governments? Most municipalities lack the capacity to

set enforceable restrictions on any kind of technological diffusion; wor-
ryingly, some nations lack this capacity too. Among those capable of
restricting access to new technology, competitive pressures push in the
opposite direction. A country that limits AI in education while rivals
embrace it risks falling behind in the global contest for economic and
technological leadership. Restriction looks like unilateral technological
disarmament. Of course, it’s only childhood disarmament – sounds good to
me! But perhaps unfortunately, given the globally competitive landscape,
it seems unlikely that most governments will agree to coordinate on this
kind of restriction. This pessimistic conclusion is compatible with some
governments, following Australia’s leading moral position on a symmetri-
cal set of issues regarding social media (Nogrady 2024; UNICEFAustralia
n.d.), acting unilaterally to help their own country’s children. It is also
compatible with multi-lateral agreements aimed at reducing catastrophic
risks from advanced AI systems.
Fourth, this idea – ban AI assistance for children – isn’t really an objec-

tion to the claims I’ve argued for here in this section: it instead concedes
the core concern. If keeping cognitive assistance away from children is
a good idea, then the developmental risks identified in this section are
serious enough to warrant significant formal or informal restrictions on
children’s access to a technology currently being built and deployed at
enormous scale and in basically unrestricted fashion. To repeat: I am
myself in favor of such restrictions! But as I currently understand the pol-
icy landscape, this would be a very significant shift from current policy and
practice. Current policy and practice point toward increasing rather than
decreasing the exposure of children to cognitive assistance.

4.5.4 People Will Choose Difficult Things

In an assisted world, people can seek cognitive difficulty voluntarily, either
in cognitive work itself or outside such work. Sports, hobbies, puzzles, and
games provide cognitive challenge without economic pressure. Those who
value the goods provided by cognitive difficulty can pursue these goods
deliberately; those who don’t can enjoy the ease (cf. Danaher 2017, 2019).
What’s wrong with letting people choose? This is an optimistic picture.
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For adults, there are two problems with this optimistic picture. First,
ubiquitous cognitive assistance at work doesn’t magically free up time for
demanding pursuits elsewhere. A (full-time) job that’s been cognitively
hollowed out is still a (full-time) job. Cognitive demands may shrink, but
we’ve been given no reason to think the hours will also shrink, and eco-
nomic history suggests they won’t (Autor 2015). (Unless, of course, total
work hours shrink to zero. But that is a different concern.) Cognitive
workers won’t be liberated to spend their newfound mental energy on
challenging hobbies; they’ll simply be left with less cognitively demanding
work that fills the same hours in an assisted world as it did in an unassisted
one. Second, we can expect that in a cognitively assisted world choosing
cognitive difficulty within cognitive work will be very strongly penalized.

For children, the optimistic picture flatly misrepresents the moral situa-
tion. While it could possibly be reasonable to blame an adult for choosing
cognitive ease over cognitive effort in some contexts, this is unreason-
able when it comes to children. Instead, the amount of cognitive effort
it makes sense to expect children to exert is largely a function of the cog-
nitive demands they face in their environments. These environments, in
turn, are shaped by the choices of adults – parents and, to a much lesser
extent, schools.

4.5.5 Executive Function Won’t Matter in Assisted Worlds

If AI handles the cognitively demanding parts of life, perhaps skill at
executive function is simply less valuable than we thought. There are two
versions of this objection, depending on what kind of value is at issue.
One idea is that executive function is less instrumentally valuable in a less

cognitively demanding world. People arguably don’t need navigation skills
in a world with GPS; maybe people don’t need planning and organization
in a world with ubiquitous cognitive assistance.
To this I say: That depends on how ubiquitous the assistance is and

which other features of the world are held fixed. If we imagine a world
of extreme abundance – such as Pixar’s WALL-E, maybe – then perhaps
the cognitive demands on individuals are truly minimal, and executive
function is instrumentally worthless. If we imagine (what is more likely)
a world where although work is transformed, there’s still “moderate
scarcity” in material terms (cf. Rawls 2001), then I expect there will still
sometimes be significant instrumental returns to having robust executive
function. Here’s a simple argument: even the most capable, most ubiqui-
tous cognitive assistant can’t stop a teenager from doing something rash.
A well-functioning executive system can.
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A second, different idea is that executive function is less intrinsically
valuable in a less cognitively demanding world. But this seems confused.
Among those who think the capacities involved in executive function are
intrinsically good to possess, this is usually said to be because those capac-
ities (in whole or in part) constitute a capacity for autonomy, which is itself
supposed to be intrinsically good (cf. Schapiro 1999; Roth and Surprenant
2012). But a capacity for executive function wouldn’t cease to be a con-
stituent part of a capacity for autonomy simply because a machine could
in principle do all of our hard thinking for us. So, on the view that exec-
utive function is intrinsically good for people, it’s difficult to see how it
could be less so in an ubiquitously assisted world.

4.5.5.1 You‘re Saying This Time It’s Different

Writing offloaded memory; calculators offloaded arithmetic; GPS
offloaded navigation. Each time, critics worried about harm to our cog-
nitive capacities, and each time humanity cognitively adapted without
obvious cognitive catastrophe. Everyone always says that this time it’s
different. But why should a world characterized by ubiquitous cognitive
assistance of the sort you’ve described be significantly different from pre-
vious worlds characterized by other kinds of cognitive assistance in the
form of things such as writing, the calculator, and GPS?
I do think that the present case is importantly different from the cases

of writing, the calculator, and GPS. And because those three examples
are regularly mooted as alleged counterexamples to the claim that AI seri-
ously threatens our cognition, it’s worth spending a bit of time with this
objection. I will say two things in response, one glib and one much more
serious.
The glib thing to say is that I think, once we look at the data, the his-

toric critics of technology seem to have been correct to be concerned in
all three of these cases, for roughly the reasons they cited at the time they
were concerned. Plato’s Socrates famously worried in the Phaedrus about
how the spread of literacy would affect cognitive skills relevant to the pre-
literate tradition (including memory) (Plato 1997). He was right: People
really are measurably worse at remembering things in literate as compared
to oral societies, and new technology continues to exacerbate that effect
(Grinschgl et al. 2021; Sparrow et al. 2011; Uncapher et al. 2016). Teachers
in the 1980s worried about students’ ability to do mental arithmetic as
calculators spread to classrooms (Christian Science Monitor 1986). And
they were right: People really are worse at mental arithmetic (Ellington
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2003), and numeracy rates are steadily falling (National Assessment of
Educational Progress 2022). Finally, as someone who has long been wor-
ried about people’s spatial cognition as a result of ubiquitous GPS-enabled
smartphones (personal correspondence), I am pleased to report that I am
right. People who rely on their smartphones for navigation really are worse
at spatial reasoning of many different kinds (Dahmani and Bohbot 2020;
Berki 2022). The track record of people worried about technology’s effect
on our cognition specifically is in fact surprisingly strong.17

But the objectors’ real point is presumably that humanity adapted to
past cognitive offloading. This deserves a serious reply: the present case
poses special challenges because what’s being offloaded is categorically
different.
The adoption of earlier technologies involved offloading specific first-

order cognitive skills. But it left the meta-cognitive skills comprising our
executive system intact, sometimes even strengthened. For instance, the
spread of literacy enabled us to offload the longterm storage and retrieval
of information. But writing well in fact loads executive function heavily:
It requires planning, sustained attention, error-monitoring (Ruffini et al.
2024). This is why teaching children to write well is a large part of how
we train children’s executive systems to function well (Burns et al. 2026).
Similarly, the diffusion of calculators enabled individuals to offload
arithmetic computation, a narrow skill that’s largely automatic once
mastered. But using calculators to solve problems requires (among other
things) knowing which operations to perform and why, and strongly
loads executive function (Ellington 2003). Again, this is why learning
arithmetic is valuable even if one never does math outside the classroom:
it helps train executive function. Equally, the advent of modern GPS
(and especially ubiquitous GPS in the form of the smartphone) enabled
individuals to offload their spatial reasoning, but deciding where to go,
and adjusting plans when circumstances change, all executive functions,
remained with the user.
In each case, the management layer of cognition–the executive system–

stayed in the loop; in some cases (as with math and writing), its use
increased as we tasked other elements of our cognition to our tools. This
is no coincidence. When you offload a specific first-order cognitive skill
to a tool, you create a new coordination problem: you must manage the

17 Though it’s not without its outliers! My favorite example is that people in nineteenth-
century England were worried about something known as “railwaymadness,” which could
(allegedly) be caused simply by riding (at the time, quite noisy) trains (Hayes 2017).
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Table 4 Previous cognitive technologies offloaded first-order skills while
preserving or increasing executive function demand. AI assistance

targets the executive layer itself across domains.

Technology Skill offloaded
Executive function
demand

Writing Memory ↑ Increased
Calculators Arithmetic ↑ Increased
GPS Navigation → Maintained
AI assistance Planning ↓ Decreased
AI assistance Writing ↓ Decreased
AI assistance Research ↓ Decreased
AI assistance Summarization ↓ Decreased
AI assistance Error-checking ↓ Decreased

interface, decide when to deploy the tool, interpret its outputs, and inte-
grate them into your larger goals. That coordination work is the job of our
executive systems. The tool handles execution; you handle management.
So offloading execution often increases managerial load.
This dynamic is why our adaption to past cognitive technology has been

so successful; in some ways, it can seem inevitable that we would adapt to
these tools, given enough time.
The argument for inevitable adaptation runs as follows. Our executive

systems comprise the suite of capacities for flexibly adapting to chang-
ing environments. That is, as we’ve discussed, what the executive system
is for, in a neurofunctional sense: We cognitively adapt by engaging our
executive systems. For example, we adapted to writing by first learning
to read and write – both activities that strongly load executive function
– and subsequently, you know, actually writing and reading – both also
high-load activities. Since we weren’t offloading our capacity for cognitive
adaptation itself, adaptation was strongly favored (Table 4).
But it would be extremely foolish to take this precedent as evidence that,

this time, it’s not different. This is instead extremely strong evidence that,
this time, it’s different in a very worrying way.
In the present case we’re facing a threat to our capacity for cogni-

tive adaptation itself . That meta-cognitive capacity is obviously more
fundamental to successful adaptation than any first-order cognitive skill.
Adaption to earlier rounds of cognitive offloading to technology was,

if not inevitable, then at least extremely likely. This is because these tech-
nologies didn’t target our flexible capacity for cognitive adaptation – our
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executive system – itself. Quite the opposite: they tended to load that
capacity quite heavily. But, this time, things are different in at least two
ways. First, the technology – capable AI assistance – is directly targeting
for offloading (planning, reasoning, and so on) things we do only by exer-
cising our executive systems. And, second, there’s no corresponding extra
demand being automatically induced elsewhere on our executive systems
by the offloading (as happened in the case of literacy).
To this we can add two points. First, the track record suggests that we

typically “adapt” to the advent of cognitive assistance with respect to some
cognitive capacity (e.g., longterm memory, mental arithmetic, spatial rea-
soning) by large swaths of people simply abandoning the cultivation of
that cognitive capacity altogether. Abandoning the capacity for cognitive
adaption would be, in my view, a bad idea.
Second, an interesting analog is the case of technology’s effect on

our attention (arguably an executive function; Watzl 2011; Monsell and
Driver 2000). But the dynamic with, for example, smartphones and
attention has not been actually been a matter of our offloading this
cognitive skill; it’s been more like technology’s fracking it (Hayes 2025).
And if anything, this recent case study should make us even more worried,
since we arguably haven’t adapted to the recent technologically induced
disruptions to our attention.

4.6 Conclusion

This section has argued that ubiquitous cognitive assistance poses serious
risks to human flourishing. The severity and type of risk differ for adults
and children.
For adults, the risk is prudential and seems relatively moderate.

Cognitive difficulty can be a source of absorbed enjoyment and may be
partly constitutive of genuine achievement. Ubiquitous assistance threat-
ens both: work that’s been cognitively hollowed out may fall below the
threshold where engagement becomes absorbing, and achievements pro-
duced with substantial AI help may not count as achievements in the
robust sense that welfare theorists care about. One obvious response to
this is: Who cares? After all, the experience of cognitive difficulty and the
achievements enabled by it are just some prudential goods among many,
and anyway may also be available outside cognitive work.
For children, the risk is moral and much more serious. The executive

functions underwriting autonomous agency – capacities such as working
memory, inhibitory control, planning, and cognitive flexibility – do not
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mature automatically. They develop through repeated, deliberate encoun-
ters with cognitive tasks that load these capacities. Ubiquitous cognitive
assistance threatens to deprive children of exactly these encounters, simul-
taneously reducing opportunities for productive struggle and undermining
their incentives to engage in whatever struggle remains.
A world with ubiquitous cognitive assistance likely means that, at least

on the margins, everyone – kids and adults – can, if they want, get away
with being more cognitively lazy. Given our default incentives, I think
that’s probably not great.18

5 Further Issues
5.1 Introduction

The preceding sections defended three primary claims. First, the status quo
for cognitive work is untenable. Second, the widespread displacement of
humans from cognitive work may pose no special threat to human flour-
ishing. Third, a world characterized by ubiquitous cognitive assistance
carries distinctive moral risks we’ve largely ignored.
How might these claims go wrong? Four objections seem most serious.

I’ll take them in ascending order of threat, say briefly why each ultimately
doesn’t undermine the core argument, and then close.

5.2 The Framing

Labor economists may object that Section 2’s application of the task-
based framework oversimplifies the dynamics governing automation’s
effects on labor markets. The framework classically treats tasks as discrete,
separable units, but cognitive work often involves task bundles whose
value depends on integration rather than aggregation. More fundamen-
tally, the equilibrium effects I dismissed as likely insufficient may prove
more robust at preserving cognitive work than my analysis suggests. The
historical record certainly supports cautious optimism about labor mar-
kets’ capacity to absorb technological shocks, even dramatic ones (Autor
2015). And the mechanisms most likely to preserve cognitive work specif-
ically – new cognitive tasks emerging faster than AI can perform them,
or demand for cognitive output expanding enough to absorb productiv-
ity gains – aren’t crazy. As I think of things, the deciding questions are
how capable artificial systems get and how cheap. Equilibrium effects might

18 Peter Richerson and Robert Boyd once quipped that we humans are “under stringent
selection pressure to be as stupid as [we] can get away with” (Richerson and Boyd 2008).
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preserve cognitive work if capabilities plateau or costs stay high. But I
know of no serious analysis suggesting business as usual in cognitive labor
markets if we get human-level AI at a dollar a day.
These are empirical questions. But even if the economics for human

cognitive workers proves more favorable than I’ve suggested, the nor-
mative analyses of Sections 3 and 4 still hold. Displacement’s being less
widespread doesn’t make it threatening if it occurs; assistance’s being
less ubiquitous doesn’t eliminate developmental risks where it appears.
Getting the economics wrong would change the scale of the moral prob-
lems I’ve identified, not their character.

5.3 The Values

Philosophers of work may object that my analysis of what makes work
good for human flourishing leaves out something important. While
I’ve cataloged generic welfare goods associated with work (engagement,
achievement, autonomy, and the rest), I’ve said little about the sense
that one’s work matters in a deep sense, for instance, by expressing or
constituting one’s identity (Bradford 2022; Moriarty 2009). Perhaps cog-
nitive work provides privileged access to the good of meaningful work
in ways that not-cognitive work doesn’t. I’m uncertain how much weight
to put on this idea, partly because “meaning” in this context remains
frustratingly squishy as a concept: capacious enough to cover almost
anything someone cares about, yet specific enough to sound like a deter-
minate good. Rosso et al. (2010) provides an exhaustive overview of the
range of things people mean when they say that work has (or should
have) “meaning”: I count more than 100 senses in that review. Moreover,
whether meaning is a distinct welfare good is itself contested (Wolf
2010).
Epistemologists might press a sharper version of this worry. Scientific

research and philosophical inquiry are arguably epistemic enterprises
whose value depends partly on how the cognitive work they involve is
structured and motivated (Kitcher 2001). If what matters isn’t just whether
the tasks get done but who does them and to what end, then displacement
from these enterprises involves losses the parity claim can’t capture. It’s
true that these activities have, until now, been the exclusive domain of
human cognition. But it’s unclear whether the epistemic goods themselves
depend on human involvement or whether we’ve simply attached special
significance to activities that have for all of history happened to require
humans. In worlds where artificial systems perform the cognitive tasks
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that largely comprise these enterprises, we may be left with something
like an epiphenomenon: A halo of importance that traces to historical
contingency rather than anything essential.
Even if I’m wrong about this – even if there are goods unique to human

cognitive work that are genuinely lost in displacement – notice how nar-
row the resulting objection is. It targets the parity claim in Section 3,
not the argument about assistance in Section 4. And it establishes at
most that some displacement is unfortunate, not that it’s the grave threat
conventional wisdom often assumes.

5.4 The Developmental Evidence

Section 4’s moral argument depends on an empirical claim: that executive
functions develop through regular encounters with cognitive difficulty and
that ubiquitous assistance will deprive children of these encounters.
Developmental psychologists may find the claim both oversimplified

and underspecified. The relationship between challenge and development
isn’t linear; excessive difficulty impairs rather than builds capacity. The
“appropriately challenging” engagement I invoked requires calibration
that varies by individual and context. Perhaps well-designed AI assistance
could provide precisely this calibration, adjusting difficulty dynamically
in ways that human-structured environments never could. This is the opti-
mistic vision of tech-ed enthusiasts and entrepreneurs such as Sal Khan
(Khan 2024).
I welcome high-quality empirical evidence showing the impact of

ubiquitous cognitive assistance on long-term cognitive outcomes for
children. For reasons I’ve explained, I expect such evidence to show
that ubiquitous cognitive assistance frustrates, rather than promotes,
cognitive development. Importantly, empirical evidence that weakens
the case I’ve made here would have to go further than showing that
difficulty-preserving cognitive assistance (e.g., in the form of carefully
designed AI tutors) is good for cognitive development. The relevant
question here is what happens when assistance is ubiquitous, available
by default, and used by children with the predictable aim of avoiding the
aversive experience of cognitive effort.

Two issues aren’t objections to the core argument but suggest it extends
further than I’ve been able to pursue here.

5.5 Extensions
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First, consider political governance. Stable collective governance in
most political arrangements requires a citizenry with robust cognitive
capacities that look suspiciously like the executive functions Section 4
argued are threatened by ubiquitous assistance (cf. Barry 1995; Fumagalli
2023). If those capacities are affected population-wide, the result may be
a polity that can no longer deliberate in the way democratic governance
requires or behave stably in response to incentive structures in the way
more technocratic systems assume. How an increasingly cognitively enfee-
bled citizenry might differentially affect stability under various forms of
governance is a challenging question. The normative literature is charac-
terized by a fraught debate that pits democrats (cf. Estlund 2009) against
both epistocrats (cf. Brennan 2011) and Confucian meritocrats cf. Bell
(2015). I think alternative models of democracy, such as government by
sortition (cf. Guerrero 2024), also merit further attention in this context.
Second, consider developing economies. The argument throughout has

focused on developed economies where cognitive work already dominates.
But AI’s impact will unfold globally, and the dynamics in developing
economies may differ substantially. Development economists have raised
concerns about premature deindustrialization: economies losing manufac-
turing jobs before reaching the income levels at which wealthy nations
made the same transition (Rodrik 2016). A parallel worry is premature
de-cognitivization: economies transitioning frommanufacturing to services
may find the cognitive work they were moving toward automated before
they arrive. This, in turn, may point to increasing obligations of the global
rich to the global poor. Unfortunately, we’re arguably already failing to
meet our existing obligations on that front.

5.6 The Real Danger Might Lie Elsewhere

AI safety researchers may find the entire framing of this Element
parochial. I’ve assumed AI systems remain, fundamentally, more or less
really awesome tools that broadly serve human interests (though per-
haps not the interests of particular individuals). But the same rapid
improvements in capabilities that make displacement likely might simul-
taneously make something else likely, too: AI systems that relentlessly
pursue goals misaligned with human interests and that humanity as a
whole can no longer control (cf. Yudkowsky and Soares 2025; Bostrom
2014; Hendrycks et al. 2023).
On this view, an academic voicing concerns about cognitive work-

ers’ wages and children’s cognitive development in 2026 is a bit like
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Homo erectus grunting concerns about Homo sapiens’ campfire smoke:
They’re about to havemuch more serious sapiens-related problems on their
collective hands!
Perhaps. But existential risks, however large, remain deeply uncertain

in both likelihood and tractability (Ord 2020; Sharadin 2025; Thorstad
2023). The transformation of cognitive work, meanwhile, is happening
now, to people who already exist.
This Element has argued that conventional wisdom about AI and cog-

nitive work gets the normative valence backward. Displacement sounds
alarming but may be benign or even beneficial: Whatever makes work
good for people is equally available outside cognitive work, and dis-
placing humans from cognitive labor enables leveraged gains in research
and access to justice. Assistance sounds gentle but carries a risk we have
largely ignored: The systematic reduction of cognitive difficulty threatens
the developmental conditions under which children acquire the capacities
constitutive of autonomous agency. The most urgent practical implication
is not about labor markets at all. It is that a technology currently being
built and deployed at enormous scale, with essentially no consideration
of developmental consequences, is poised to reshape the cognitive envi-
ronment in which the next generation of human beings learns to think.
Nobody has to be complicit in this. But complicity is the default, and
defaults, as we know, tend to stick.
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