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We consider a system with heterogeneous unreliable components that requires only
one component to be turned on in order for it to oper@Epair workers may have
different skills and may be unavailable for random periods of tifine problem is

to determine a usage and repair policy to maximize system availabilgygive
conditions under which the optimal usage policy is to always aséurn on the
component with the shortest repair tinaad the optimal repair policy is to always
repair the most reliable componegmtith the smallest failure rajeWe fully char-
acterize the optimal policy when there are only two componedts system is
equivalent to a closed system with multiple single-server queutesre the objec-

tive is to minimize server idle time at one of the queues

1. INTRODUCTION

Many practical systems require a higher availability than is possible with individual
unreliable componentso redundancy is introducett may not be necessary or
cost-effective to require all of the components to be equally reliable or to train repair
workers to repair all of the possible componehit®e consider a system with hetero-
geneous components in which we must determine both usage and repair policies
The usage policy tells us which of the operational components to use at any given
time. For each repair workethe repair policy determines which of the failed com-
ponents to repaiamong the components that the worker is trained to repair

Our system requires one working component for the system to be operational
components are availabl&he component currently in the systean turned onis
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subject to failurebut other components that are in working order remain so until
they are used in the systefmold standby. When componentis turned onits up

time, or time to failure is exponentially distributed with failure ratg. We initially
assume that there is a single repair worker to repair failed compqmdthisugh we

later consider the case in which different components may be assigned to different
repair workersThe repair time of componetitis exponentially distributed with
repair ratey;. All repair and failure times are independe@omponents may be
swapped in and out of the systétarned on and off preemptively without cosand
repair of components may be preempted without.dasiny point in time we must
decide which of the working components to use and which of the failed components
to repair so as to maximize the system availability

Rabinowitz Goren and MehreZ7] studied a related deterministic probleim
their problem there are only two components and the schedule of on periods and
maintenance periods must be done on a cyclical bakmsy give references to sev-
eral applications areamcluding military applicationgsuch as operating remotely
piloted vehicles and real-time data acquisition and procegsing applications in
communicationssignal processingurveillanceand manufacturingilso, see their
article for references to other work on the deterministic problem

Earlier work on the stochastic model has assumed warm stasalbit working
components are subject to failure agdnerallythe system is a series systeso all
components must be working for the system to be worKirus is the classic sto-
chastic repairman or machine-interference problanad the only decision is which
of the failed components to repairhe SFR(smallest failure ratepolicy, which
always repairs the component with the smallest failure, fzs been shown to be
optimal for a variety of assumptions and objectives by S8 Derman Lieber-
man and Ros$2], Nash and Webdi6], Katehakis and Dermd]|, Courcoubetis
Varaiya and Walrand 1], Frostig[3], Righter[9], and Koole and Vrijenhoef&].

We show for our modein which only one working component is required for
the system to function and other working components may be turngthaffLRR
(largest-repair-rate firgis optimal for choosing which of the working components
to turn on as long as the repair policy also gives priority to components with larger
repair ratesthat is we should always turn gor use the component with the short-
est expected repair time among the working componé&iatsthe general modghe
optimal usage and optimal repair policies are more complicated and depend on both
repair and failure rate$Ve completely characterize the policy for systems with two
componentgfor both discounted and average cost optimaktyr more general sys-
tems we show that when LRR is consistent with SFERe optimal policy repairs the
component with smallest failure rate among the nonworking compoytbatss the
optimal policy is LRR for both the usage policy and the repair poli¢g also extend
our results to random environments and systems with mulfgassibly differently
skilled, repair workers

The classic machine-interference problem is equivalent to a finite-source queu-
ing system or to a closed hub-and-spoke queuing systamrepair worker can be
represented as a single-server exponential qimeehub or queue § where the
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service rate for joli at the hub isy;. When component is working it can be
represented as a customer at quela spoke with an exponentially distributed
service time with rate;, so customer is routed from queueto the hub queue and
back againCustomers wait for service only when they are at the lsotihe sched-
uling problem is to determine which customer to serve next at theMakimizing
the time that a series system is working is equivalent to maximizing server idleness
at the hub

Our model is also equivalent to a closed queuing syslermow there are only
two single-server queugsne representing the repair worker as befaii¢h service
ratesy;, and the second representing the system operatidh service rates\;.
Customers are routed from the first queue to the second and back Hgaincus-
tomers at both queues must be scheduded our objective is equivalent to mini-
mizing the idle time at the second serv&he LRR policy corresponds to SEPT
(shortest-expected-processing-time jiegtserver 1IMultiple repair workers can be
represented as multiple single-server queues

We first give some intuitively obvious properties of the optimal palith then
completely characterize the optimal policy for two-component systEmally, we
consider general systems with multiple componentsoughout we will use in-
creasinglarger and so forth in the nonstrict sense

2. BASIC PROPERTIES OF THE OPTIMAL POLICY

Itis very easy to show the following with sample path argumesitsilar properties
were shown for the deterministic two-component model by Rabinowitz. ¢7hl
Partg(i), (ii), and(iv) of the lemma hold when repair and failure times have arbitrary
distributions as preemption is permitted and costs nothengd part(iii ) holds for
exponential failures and repairs

LemMA 2.1: The stochastically optimal policy

(i) never idles the repair worker when there are nonworking components
(i) never turns on more than one working component
(iii)y never repairs a working component
(iv) and never leaves all working components turned off.

That is, for any policy that violates one of the above, there exists a policy that does
not such that the system has a stochastically larger up time, or availability, during
any time period.

3. THE OPTIMAL POLICY FOR A TWO-COMPONENT SYSTEM

When there are only two componentge can completely characterize the policy
that maximizes the long-run proportion of time that the system is workinthe
discounted time the system is workirget us denote bya, b) the policy that always
uses componera when both components are working and always repairs compo-
nentb when both components are down and is consistent with Leming/2 know
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from standard stochastic dynamic programming theory that such a stationary and
deterministic policy is optimal for this simplénite-state Markovian system

3.1. Long-Run System Availability

We first consider the problem of maximizing the long-run average time the system
is working (i.e., the long-run proportion of time that at least one component is
working).

Consider policy(1,1). We define a renewal cycle as the cycle that begins and
ends at the point when both components are workiegib be the time until the end
of the cycle when we start withothcomponents workindet d be the time until the
end of the cycle when we start with the systdawn(i.e., both components down
and letd;, i = 1,2, be the time until the end of the cycle when we start with only
component down Then we have the following system of equations

b= +d
- /\1 1
d= ! +d
My >
1 A
d, = +—2—4,
Azt M Azt g
1 Ay
d2 = + d
AT A+
with solution
b= AzHiHo + HiHo + A5 A0+ Agpa Ay + Ag Aoy + A Ho gy
A1HgHo(Ap + 1) ’
g— At ot [y
TP
d. = A1As + Ao o + AUy + Py o
! My Ho(Ap + Hy) ’
A+
d, = 1_“1
Ha M2

Similarly, letting b, d, d;, and d, be the total amount of time the system is
working until the end of the cycle for the corresponding starting statediave

AgHp + HaHa + Al + A3 A,
A1Hz(Ap + )

b=
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Thus from standard renewal thegttye long-run proportion of time that the system
is working under policy1,1) is

Hibo(Aq + A2) + Ag Aoy + pi
Hika(Ag + A2) + A1 A5( g + Hp) + UEH, + AT

(11)-—9—
p J '_b_

A similar analysis gives us

+ A
p(1,2) = Ha Mo 1H2
MiMe + A1 + A1,
and by symmetry
+A

0(2,1) = Ha M2 2H1 ,

Hilo + Aoy + A1A,
0(2,2) = HiHo(Ag + Az) + Ag Ao o + Py U3

Hiba(Ag + A2) + A0 Ao( g + Wp) + W5 + AgA5

Thereforewe prefer to use component 1 instead of component 2 when both are
up if A, = 0 andA, = 0, where

Al = p(lal) - p(271)

_ Hablo(As + A2) + As oy + ME R, B 1 CRa e
HaHa(Ag + A5) + A3 Ao(Hy + Ho) + i + A5A2  Haklo + Aoy + AgA;
W —
= AAz M1 - :

(MaHo + AgAs + Ao ) (HaPa(Ag + A2) + A Aa(Hy + Ho) + pEH, + A5 A,)
and

AZ = p(la 2) - p(za 2)

M1 — M2
(MaMz2 + A1 A2 + Agpo) (MaMa(As + Ap) + A3 A5(Hy + o) + Pa 3 + A123)°

= A1Az M1z

Thus we prefer to use component 1 if and onlyif= |,; that is we should use the
component with the fastest repair rate whenever it is workirgardless of the
failure rates(Of course wheny; = [,, we are in fact, indifferent)

Let us relabel the components so that= |y, and therefore it is optimal to use
component 1 whenever it is workingve will prefer to repair component 1 when
both components are down if and onlyAf = 0, where

A3 = p(l’l) - p(lyz)

My Mo (Mg = Ho) + (g + o) (Ao Hy — AgHp)

=\ A 5
1z (MaHz + A1As + Aqpo) (HaHo(Ag + Ap) + A3 Ao(Hy + Ho) + piH + A5 A5)
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that is we prefer to repair component 1 when

HiM2(Hy — H2) + (Ap + H2) (A2l — Ag ) = 0.
The following theorem summarizes our results

THeorEM 3.1: For a two-component system, LRR is the optimal usage policy to
maximize the long-run system availability; that is, it is optimal to use the working
component with the largest repair rate, regardless of the failure rates. Let compo-
nent 1 be the component with the largest repair rate, sal,. It is optimal to
repair component 1 when both components are failed if and only if

Moo (Mg — M) + (Ag + H2) (Ao — A p) = 0.

A sufficient condition for the latter ig; = A5, or, more generallyA ;s = A, ;.
Thus, if the repair and failure rates are agreeable in the sense that the LRR ordering
agrees with the SFR ordering, then SFR is the optimal repair policy.

3.2. Discounted System Availability

Now we suppose that we have exponential discounting withaaed we wish to
maximize the long-run expected discounted system availabilitequivalently

to minimize the long-run expected discounted system unavailabRigglefining
our earlier termglet b, d, d,, andd, represent the states when both components
are working both are downcomponent 1 alone is dowand component 2 alone

is down respectivelyLet V(x) be the discounted systeamavailability under the
optimal policy starting in statg, x = b, d, d,d,, and let us scale our rate param-
eters so thatx + Ay + Ay, + Yy + Yo = 1. Then we have the following dy-
namic programming equationshere we have used uniformization to assume there
are (possibly dummy state transitions according to a Poisson process with rate
at+ AL+ A+ U+ =1

V(b) = min{A,V(dy) + (A, + Py + 1o)V(D); A,V (dy) + (AL + Yy + 1) V(D))
V(d) = min{l+ p,V(d,) + (A1 + A5 + W)V(d);
1+ mV(dy) + (A + A + V()]
V(d;) = A,V(d) + (A1 + p2)V(dy) + paV(b),
V(dy) = A.V(d) + pV(b) + (A5 + py)V(dy).

Consider policy(1,1) of using and repairing component 1 whenever possible
We can obtain the discounted system unavailability under that pobdiyt V; 1)(x),
from the set of above equations by taking the first of the two terms in the first two
equationsLet policy (2-1,1) be the policy thatif the initial state ish, uses compo-
nent 2 until the first state transitipand thereafter follows policy1,1), and let
Vi2-1.1)(X) be its discounted system unavailabilirom the principle of policy it-
eration (1,1) cannot be the optimal policy & < 0, where
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A= Vip_11)(b) = Vg1 (b)
AV (dz) + (A + Hy + W) V(g1 (b) = A1 V(g 1)(dh)
— (A2 + Mg+ M)V (b)

A1A2(Hz — Hy)
D b

where
D= A1A5 = Al — 2A3A5 + Ay + Agpa Ao — 1+ 205 + Wy + 21, — 215 Wy
= 3l As — My Ay — M3 — A5+ WS+ o A5+ HEA + i Ho A,

and where the last equality fax comes from solving the set of four equations
for V(1,1)(X). We can rewrite the denominatd, using the fact thatr =1 — (A, +
Ay + Wy + W) as follows

D= —[a(l—2A2) + M ](1— o) = A1A,(1— Ay) =0.

Thus A < 0if and only if g, > p,. Thereforeif p, > py and it is optimal to always
repair component,lit cannot be optimal to use componentAlsimilar argument
shows that ifu, > p, and it is optimal to always repair componentt2cannot be
optimal to use component Hence as in the average system availability cases
optimal to use the component with the largest repair, ra&igardless of the failure
rates and the discount rate

Now let us relabel the components so that> u, and it is optimal to use
component 1 whenever possibleet policy (1,2-1) be the policy thatif the initial
state isd, repairs component 2 until the first state transition and thereafter follows
policy (1,1), and letV; »—1)(x) be its discounted system unavailabiliBy compar-
ing Vi1.1)(d) andV,y »—1), we have(after some algebjehat it is optimal to repair
component 1 when

(@ + A) (1= A1) = Po(X = A)] + Ma[Ma(H2 — Ag) — Ha(pp — Ap)] = 0.
Summarizingwe have the following

THeoOREM 3.2: For a two-component system, LRR is the optimal usage policy to
maximize the expected discounted system availability; that is, it is optimal to use the
working component with the largest repair rate, regardless of the failure rates or the
discount rate. Let component 1 be the component with the largest repair rate, so
M1 = Wo. Itis optimal to repair component 1 when both components are failed if and
only if

(a+ A) (1= A1) — Po(X = A)] + e [Ma(H2 — Aq) — Ha(p2 — A)] = 0.

A sufficient condition for the latter is; = A,. Thus, if the repair and failure rates are
agreeable in the sense that LRR ordering agrees with SFR ordering, then SFR is the
optimal repair policy.
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4. MORE THAN TWO COMPONENTS

We now show that whenever the repair policy agrees with LRRBn LRR is still
optimal even when there are more than two compon&ytagreeing with LRRwe

mean that components with higher repair rates have a higher priority for.réyeir

will use a sample-path argumenthich will allow us to show the stronger result that
for any policy that does not use LRR for its usage pgltbgre exists a policy that
uses LRR for its usage policy such that the latter policy has stochastically more
system up time in any time interval

THEOREM 4.1:

(i) If repairs are done according to the LRR policy, then the LRR policy is the
stochastically optimal usage policy; that is, the system will work for a sto-
chastically longer time in any finite time period under the LRR usage policy
than under any other usage policy.

(i) When failure and repair rates are agreeable in the sense that components
with larger repair rates also have smaller failure rates, sp3t --- =,
andA, = --- = A, then the LRR policy is the stochastically optimal usage
and repair policy.

Proor: Our proof of(i) is similar in structure to the proof of Theoren22n[8], so
we concentrate on the differences

We use uniformizationso that potential eventsr decision pointsoccur ac-
cording to a Poisson process with rate\; + > |, . We suppose that there are a finite
number of decision pointsl, and use induction oN, whereN = O is trivial. Suppose
the result holds foN and consideN + 1. Assume that we have a decision point at
time Q. For simplicity, we will denote the time of thih decision point after time O
by timel.

Let = be a policy that disagrees with LRR for its first decision and agrees
with LRR thereafterlt is sufficient to construct a policy’ that agrees with LRR
for its first decision and such that the system up time is stochastically larger under
7' than underr. (See[8].) We may also assume thatagrees with the properties
of Lemma 21.

Suppose thaat time Q 77 uses working componeptvhen componeritis also
working and componerit# j has the largest repair rate among all working compo-
nents Let7' use componeritat time Q If the event at time 1 is neither the potential
failure of components or j, then at that point both systems are in the same state
and lettingr’ agree withrr and coupling all the random variables directly thereafter
we have that the system up times are the same under both polibereforelet us
suppose that the event at time 1 is the potential failure of compoémecomponent
j. Becauser agrees with LRR from time 1 g1t will use component until it fails
(possibly with interruptions when components with larger repair rates are working
before it uses componeptgain Let o be the time of the first potential failure of
either component or j that occurs whiler is using componeni. If, at time 1
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componenj under policyr fails, let R; be the time at which it is repaired under
policy 7, as long as it is less thar otherwiselet it equalo. Let R, be the minimum
of o and the time at which componeinivould be repaired if it were down at time 1
and if, between times 1 anl;, the repair worker repaireidinstead of whenevej
was being repaired under polieyand did not repair wheneveilj was not repaired
undersr. Let R, be defined in the same way Rs, wherek is the component that
would repair instead dfif j does not fail undetr at time 1 until timeR;. Note that
Y = Wy, because we assume thatfollows the LRR repair policyThen because
W = = i, we can coupld;, R;, andRy so thatR; = R; = Ry with probability 1
Between times 1 ani,, let 77’ use componerntwheneverr uses componenmf and
if, attime 1 component under policyr’ fails, let ' treat componeritas if it were
componenj under the LRR policy for its repair decisiar@therwiselet 7' agree
with 7. Note that between times 0 aitl the system is up under both policies

Case 1. R< 0. In this caseat timeR; both components andj will be working
underw’, whereas under, component will be working and componentmay be
either down or upand all other components will be in the same state under the two
policies(becauser, is greater thai;, and except for componenis j, andk, both
policies repair the same componentrom timeR; on, we couple all random vari-
ables directly under the two polici¢so we no longer usB;, Ry, or o, which is all

right because our system is memoryletet 7’ agree withr (and LRR) from time

R; on, except thatr' idles the repair worker whesn repairs componerjtandj is
working underr’, and#' uses componentwhen all other components are down
and componerjtis down underr. As soon as componejis repaired undetr or it

fails underr’, the two systems will be in the same stated from then ofletting 77’
agree with LRR and coupling everything directlyey will have the same system up
times Until thattime if j fails at time 1 undefr, there may be times when the system
is up undetr’ but not undetr. The reverse will never be truBinally, a sample-path
argument shows that a nonidling LRR repair policy yields a stochastically larger
system up time thawr’ and thereforg thanar.

Case 2: 0 = R;. By definition, = was using componeitands’ was using compo-
nentj between times — 1 ando, and the event at time is a potential failure for
components or j. In this caseif either component or j fails by timeo in either
systemit will still be failed at timeo. We couple the potentialor j failures at times
1 ando under the two policies so that the same event occurs at time 1 graeat
time o underz’ and vice versalhen componeritwill be down underr at timeo
(because it fails at time) if and only if it is down underr’ at timeo (because it
failed attime 1 and has not yet been repajredd similarly for componerjt that is
at timeo both systems will be in the same stead from then opthey will have the
same system up tim8efore timeo, both systems will be working

Now let us conside(ii). The above argument f¢i) again shows that LRR is the
optimal usage policynow we can assume thatfollows LRR for repairs as well as
for its usage policy from time 1 on by inductiphe argument to show that LRR is
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also the optimal repair policy is very similar (D, interchanging the roles of “use”
and “repair’ Now we supposer repairs componeijtat time 0 when failed compo-
nenti has a larger repair ratand thereafter follows LRR for both its usage and
repair decisionsand letz’ repairi at time Q Again we may assume that the event at
time 1 is a potential repair of either componenot j, and we definer as the time of
the first potential repair event that occurs whilés repairing componelit Because

W = 1, we can couple the events at times 1 anslo that one of the following five
situations occur(i) the component that is being repaired at times lLacdmpletes
repair at both those times under both policigs the component that is being re-
paired at times 1 ana does not complete repair at either time under both poljcies
(i) a component is repaired at time 1 but not at tgnander both policies(iv) a
component is repaired at tinsebut not at time 1 under both policieand(v) com-
ponent is repaired attime 1 and no component is repaired atdimeder policyr’,

and componeritis repaired at time and no component is repaired at time 1 under
policy 7r. The argument otherwise proceeds very much &s)iand is left to the
reader u

5. EXTENSIONS

The reason we need to assume that the repair strategy agrees with LRR in our proof
of part (i) of Theorem 41 is so that “componerit” could be assumed to have a
stochastically larger repair time than componieint Case 1If there are only two
componentgor if all components are workinghat assumption is unnecessaiso,

if there aren — 1 ornrepair workersthen we can couple the repairs of all the other
components exceptandj so that they are the same under both policée®l again

the assumption is unnecessdndeed the case of repair workers is analogous to

the classic machine-interference problem

CoroLLARY 5.1: For two components, or when there are at least-ri repair
workers, regardless of the repair strategy, LRR is the stochastically optimal usage
strategy. For more than two components and one repair worker, it is stochastically
optimal to always use the component with the largest repair rate whenever all com-
ponents are working.

A careful look at our proof of Theorem#shows that the results also hold in a
Markov random environmenin which the failure and repair rates depend on the
state of the environmenas long as the LRR ordering of components is the same
regardless of the stateet the environmental statéchange according to a Markov
processand assume that whet= x, component has failure rate\; (x) and repair
rate; (x). For (i) to hold we need that the order of the repair rates for the compo-
nents does not change in different environmgin{ex) = py(X) = --- = H,(x) for all
X, so the LRR policy is the same policy in all environmental stafes (i) to hold,
we also need 1(X) = A,(X) = --- = A, (x) for all x. In particular our results hold
when the system may not need to operate for certain random periods déitinireg

https://doi.org/10.1017/50269964802163054 Published online by Cambridge University Press


https://doi.org/10.1017/S0269964802163054

OPTIMAL MAINTENANCE AND OPERATION 349

which times all failure rates are zerand when the repair worker may be unavailable
for random periods of time

We can also have multiple repair workgnsth differing abilities For example
components 1 and 2 may have their own dedicated repair woikedscomponents
3 and 4 may be repaired by a third repair worKdren the LRR policy is optimal for
choosing between using components 3 and 4 and for choosing between using com-
ponents 1 and.2Moreover components 1 and 2 should have priority over other
components with smaller failure ratdégecause for components with the same repair
rates those with dedicated repair workers will generally be repaired more quickly
More generallywe have the following theorents proof is an easy extension of the
proof of Theorem 4, and is left to the reader

THEOREM 5.2: Suppose there are multiple repair workers and each worker can
repair a subset of the components, where the subsets are mutually exclusive and
exhaustive. Also, suppose that repair workers that are responsible for more than two
components decide which to repair according to LRR. Then, among working com-
ponents that are assigned to the same repair worker, it is optimal to choose which
one to use according to LRR, and components with dedicated repair workers should
have priority for usage over all other components with smaller repair rates.
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