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Abstract

While deep learning (DL) methods have expanded the approach to solving state estimation problems in data
assimilation (DA), a robust approach requires extending them for uncertainty quantification. In this work, we
propose a method to represent location-based uncertainty through random, spatiotemporally coherent displacements
in physical space, which are used to sample states in the vicinity of a given reference state. We integrate this strategy
into an end-to-end variational DA framework, termed 4DVarNet-LU, and compare its performance with a UNet
baseline, demonstrating improved reconstruction skill through the explicit use of prior state information. Trained
deterministically in output and stochastically in input, we demonstrate that at inference, we see improvement in skill
when using information from initial conditions. Using observation system simulation experiments based on a single-
layer quasi-geostrophic model with sparse pseudo-nadir altimetry observations, we evaluate reconstruction mean and
ensemble skill. Results show that 4DVarNet-LU consistently outperforms the UNet baseline in terms of root mean
square error (RMSE) and continuous ranked probability score (CRPS), with increased robustness to initial condition
bias and improved temporal stability. While the method does not propose to account for all different uncertainty
sources in DA, it provides a structured way for modeling and training DL models for dealing with location-based
uncertainty. Future work may extend this approach to account for additional sources of uncertainty and end-to-end
ensemble generation.

Impact Statement

This research paper discusses a method for uncertainty quantification via ensemble generation for training an
end-to-end data assimilation (DA) model under the 4DVarNet framework and UNet. To this end, this paper
describes a novel method for ensemble generation for spatiotemporal data in the context of geosciences. It
demonstrates the approach to two neural network models, 4D VarNet and UNet, that are trained for reconstruction
tasks in training and shows the utility in producing ensemble outputs for uncertainty quantification. Its primary
goal is to show how such structural choices that are inspired by the problem domain at hand are not only better at
hidden state estimation problems but also pave the way for uncertainty quantification. The broader community
may find this desirable for application and research in DA and geosciences.
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1. Introduction

In geosciences, deep learning (DL) has emerged as a new way of approaching state reconstruction and
forecasting problems. Through a training phase, deep neural architectures capture complex nonlinear
relationships within a vast amount of spatiotemporal data (LeCun et al., 2015). By contrast, traditional
physically based methods rely on data assimilation (DA) frameworks (Trémolet, 2007; Carrassi et al.,
2018). They explicitly leverage physical knowledge, but they are often computationally expensive for
multiple runs. They also generally rely on simplified models and assumptions to remain tractable (Blum
et al., 2009; Asch et al., 2016; Bannister, 2017; Carrassi et al., 2018).

The DA community has also witnessed a continuously evolving landscape of model architectures for
developing applications with a focus on improving different components and algorithms in the DA
pipeline (Cheng et al., 2023). End-to-end neural architectures tailored to the structural knowledge of the
underlying DA problem have seen new architectural discoveries and refinement of those suited best to the
task (Fablet et al., 2021; Beauchamp et al., 2023a; Farchi et al., 2023; Martin et al., 2025).

However, the application of DL in DA is not without challenges: a critical challenge lies in uncertainty
quantification and the model’s generalization ability to unseen data. It is thus important to obtain both the
best estimate and to quantify the associated uncertainty in DA (van Leeuwen et al., 2025). Ensemble
methods in particular have been the cornerstone of physics-based operational DA systems (Palmer and
Zanna, 2013; Carrassi et al., 2018). They rely on stochastic perturbation of physical parameters and
perturbed initial conditions that are used to initialize the model (Palmer and Zanna, 2013; Bannister,
2017). In DL, modern methods have gained importance to generate new states from noise, such as
probabilistic diffusion models (Ho et al., 2020). Their ability to sample physically consistent states in
inverse problem setting remain a scientific challenge (Cheng et al., 2023; Martin et al., 2025).

Here, we investigate how to embed uncertainty quantification in end-to-end neural DA schemes, namely
4DVarNets introduced by Fablet et al. (2021). Leveraging physically consistent random perturbation
schemes, we introduce a novel ensemble neural DA scheme, 4DVarNet-LU, extending 4DVarNets
(Fablet et al., 2021) to uncertainty quantification issues. The considered random perturbations model
location-based uncertainties through spatiotemporal coherent displacements in physical space using Gauss-
ian random fields. We demonstrate that training with an initial state that reflects both prior knowledge and
positional error can be used to obtain an ensemble of reconstructions from a given set of partial observations
at inference. We exploit the approach to explore how such schemes could help in reducing reconstruction
biases and uncertainties of DA systems. We report for one-layer quasi-geostrophic dynamics (Frezat et al.,
2022) with sparse observations, seen as an intermediate-complexity testbed representation of sea surface
dynamics (Le Guillou et al., 2023). Our results support the relevance of the end-to-end neural DA to enhance
ensemble reconstruction when dealing with partially observed systems.

2. Methodology

We briefly introduce the problem of variational DA that we focus on in this work, called the weak-4DVar.
This is the most general form of variational DA since the underlying physical model is rarely perfect
(Trémolet, 2007; Fletcher, 2017). The objective here is to find the state sequence over a time window,
denoted by X’ ={x,x5,..,x,} that fits the sparse and noisy observations Y’={y,,y,,...y, } over a time
window 7 : 1, observed on some domain Q= {Q,,Qy, ..,Q, }. This translates to an inverse problem solved
by the minimization of the weak-constraint 4D Var cost J, given by

T (XY =2 lIX =Yl +ANX — M (X))l 2.1)

While Equation (2.1) is minimized, it is computationally expensive for large-scale optimization using
adjoint computations. The computational complexity obviously increases to ensemble DA with such
model-based variational schemes.

End-to-end trainable DL methods present an alternative approach for such inverse problems in space—
time dynamical systems. It reformulates the inverse problem as learning a neural operator Wy to predict the
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target state X’ directly from observations and partial state information. This results in the optimization
problem (2.2):

minBy. .y {ux’ —)?ﬂ s.LX =%y (X', Y. 2.2)

While generic architectures such as UNets can be used for this purpose, recent work has shown that
embedding variational DA principles within neural architectures improves physical consistency and
generalization (Fablet et al., 2021; Beauchamp et al., 2023a). Building on this perspective, we now
introduce the two end-to-end DL models that we use in this work.

2.1. 4DVarNet

4DVarNet is an end-to-end, data-driven neural network approach that learns both the 4D Var variational
cost and its solver together (Fablet et al., 202 1). It has a neural-network-parameterized 4D Var cost as part
of the architecture given by

Uo(X,Y)=H(X) = Y|I*+A|1X — D(X)|I%, 2.3)

where the first term contains the observation operator H and measures the misfit between the estimated
state X and the observations Y. The second term is a regularization term A||X — ®(X)||, which is an
autoencoder that can be interpreted as a learned representation for the state sequence in a low-dimensional
manifold. A trainable, long short-term memory (LSTM)-based gradient-based solver is used to minimize
this cost iteratively as

X"=X""'— ConvLSTMr(VxUo (X" .Y)). (2.4)

The end-to-end training of 4DVarNet leads to a bi-level optimization problem (Da Li et al., 2018;
Schwartz et al., 2019). The objective is to solve the inner minimization problem, which is achieved by
minimizing the reconstruction performance criterion defined in Equation (2.2) during training.

2.2. 4DVarNet-LU: position-based uncertainty via coherent random displacements

In DA literature, it is known that the quality of initial prior state information is reflected in the quality of
reconstruction for the unknown state (Carrassi et al., 2018). Hence, we propose the modified 4DVarNet
architecture to output the reconstructed state by taking both the initial guess and the observations (X 0, Y)
as input to predict the true state X, which we refer to as 4DVarNet-LU, which we describe in Section 2.2. It
differs from the standard 4DVarNet (Fablet et al., 2021; Beauchamp et al., 2023a) where the state X° is
initialized directly from the sparse observations. A conceptual overview of the modified architecture is
illustrated in Figure 1, where the initial state estimate X° is obtained by randomly sampling states around
the true state via coherent displacements in position.

Position-based errors are well known in operational DA, where dynamically consistent structures (e.g.,
eddies or vortices) may be correctly represented but displaced in space and/or time. Such misalignment
errors lead to the well-known double-penalty issue in DA (Lawson and Hansen, 2005; Nehrkorn et al.,
2015; Bocquet et al., 2024).

Motivated by this, we propose a method to generate an ensemble of initial states by coherently
perturbing a reference state, tailored to reconstruction problems in DA. To preserve physical consistency
over the assimilation window, the induced errors are required to be both spatially and temporally
correlated. This motivates the use of a Gaussian random field to sample a coherent displacement field,
in contrast to diffusion-based probabilistic approaches (Ho et al., 2020), which rely on unstructured
random noise that is subsequently mapped to physical space.

To generate a new perturbed state X” from the true state X, we sample a coherent random
displacement field §'(x,7) from a GRF, denoted by GRF (0isp,L,T) and use it to displace the field X
in space and time, given by
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Figure 1. Schematic of 4DVarNet-LU showing the adaptation of original architecture (Fabletetal., 2021)

to include an initialization method based on a random coherent displacement model.
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Figure 2. The top row illustrates the true stream function field. The second row shows the perturbed
stream function field obtained using the coherent random perturbations with L=5.0,7 =20.0, and
04isp =1.0. The contour lines show iso-curves at five levels.

X (}’t) =X(E’ +5 (Y,t),t)
2.
$(50) = (52 (5.3 (5.0)) ~ R (o 7). =

The parameter 645, controls the standard deviation of the field. L and 7 are the spatial and temporal
correlation lengths, and together control the spatiotemporal consistency of S' (?,t) across the DA
window. An illustrative figure of the stream function field is shown in Figure 2. As the displacement is
spatially nonuniform, the mean displacement magnitude at any position x is given by

Er, [IS(%.0)1] =Ex, l\/ S, (}’,t)z +S,(}’,t)2] = V2. 2.6)

We refer to the obtained state X" (X,7) as a perturbed state corresponding to the true state X (X, 7).
For a given observation sequence Y, Equation (2.5) enables sampling different initial state realizations X°
from the true target state X to train 4DVarNet-LU. In training, we sample o, from a uniform distribution
2%(0, 0,4, ) s0 that the model learns to adapt to the quality of the initial state. As in traditional ensemble DA,
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this approach generates the ensemble by running the models with multiple initial states independently
with the same set of observations, rather than from stochasticity in the model parameters or training
procedure. More details about the training and inference configurations can be found in the Supplementary
Material.

2.3. UNet

We now briefly describe the UNet architecture that is used in this work. We use a standard convolutional
UNet (Ronneberger etal., 2015) as a feed-forward baseline to provide a direct mapping from observations
Y to the target stream function X, each of shape [T, H, W]. Next, we modify the input for UNet where we
concatenate (Y L xpt ) along the channel dimension. The architecture follows an encoder—decoder
structure with skip connections and produces a single output tensor of shape [T, H, W]. This model is
trained end-to-end in the same training configuration, training data, and loss function as 4DVarNet-LU.
This UNet performs a single-pass feed-forward prediction and does not incorporate an explicit variational
formulation or iterative solver structure.

3. Result

Performance is evaluated in an observation system simulation experiment (OSSE) framework based on a
single-layer quasi-geostrophic model with periodic boundary conditions on a 128 % 128 grid. Sparse
observations are generated by applying a pseudo-nadir altimetry track mask to the stream function fields. An
example of the inputs, reconstructions, and reference states is shown in Figure 3. We present results for
4DVarNet-LU and UNet using identical training and testing configurations, where the training is restricted
to sample gisp ~ U(0,0max), Tmax =15.0, and tested systematically for different levels of perturbations
O4isp- This value of o, i3 chosen empirically to be commensurate with the radius of the eddy features,
thereby constraining perturbations to a physically plausible range of spatial variability in this system.

Day 20 Day 21 Day 22 Day 23 Day 24 Day 25 Day 26

Ground Truth

Observations

4DVarNet

UNET

Figure 3. The first row shows the true stream function X for 7 consecutive days in the test period of
81 days, starting from day 20. The second row displays the sparse pseudo-nadir altimetry tracks as
observations Y. The third and fourth are the 4DVarNet-LU and UNet mean obtained from ensemble of size
25, respectively.
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We first consider an unbiased ensemble, obtained by sampling the first-guess state at inference around
X', followed by a biased initial ensemble, where a biased state X”* is constructed from the true state and
ensemble members are sampled around Xxbs for different values of o4isp- Reconstruction quality is
assessed using RMSEs score of ensemble mean reconstruction X (¢) over the test period of 81 days. We
compute its mean y and standard deviation 6[RMSEs(t)], where

RMSE(X (1))

RMSEs(1) =1 -~ X

1=RMSEs(t), o[RMSEs(t)]. 3.1)

To evaluate the ensembles, we use the spatially averaged continuous ranked probability score (CRPS),
which penalizes both b1as and overconfidence in the ensemble (Hersbach, 2000). For an ensemble of size
N with members {xj} _, and reference truth (or analysis) x’, the CRPS is defined as

CRPS ({x; },x ch, x|f ZZW xel- (3.2)

jlk

Importantly, we evaluate the model beyond a,,,, at test time to assess its ability to generalize to more
extreme perturbations. At inference, each ensemble member is conditioned on an independent observa-
tion noise realization, analogous to the perturbed-observation approach in the ensemble Kalman filter
(EnKF) (Burgers etal., 1998). Notably, we also consider the cases where both 4D VarNet and UNet models
are trained directly on observations to the ground truth.

3.1. Reducing reconstruction uncertainties from a first guess
To illustrate the mean state from 4DVarNet-LU & UNet, we plot the mean reconstruction of 25 ensemble
members in Figure 3. From the left panel of Figure 4, we see that even if individual initial conditions are
away from the true state, the ensemble mean obtained from these models learn to correctly reduce the
errors beyond those seen in training, notably o, =20,25. Here, the spread represents the standard
deviation o[RMSEs(1)] of the ensemble mean over the test period. We also notice a threshold for both
models as o4, approaches 0, where location errors smaller than this do not gain improvement. For UNet,
this threshold is between o4y, =5ando gy, =10.0, whereas for 4DVarNet-LU it is observed below
Odisp = 5.0.

While 4DVarNet-LU consistently performs better than UNet at all perturbation levels, both models
show similar trend: we see that their reconstruction scores are fairly stable with a slight but gradual
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Figure 4. Ensemble mean performance u for 4DVarNet-LU and UNet as a function of test-time
perturbation amplitude 6 4isp. The plot highlights the robustness of 4DVarNet and UNet to increasing
perturbations in the initial state.
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decrease in the accuracy for higher displacement levels o;p, indicating the impact of error in the initial
guess. This behavior is expected since, given a sequence of observations, a better initial condition should
need less correction.

The second panel for CRPS in Figure 4 shows the temporal structure of CRPS, which also comple-
ments the stability of the ensemble for both models. The CRPS value is not affected by the level of
perturbation, although it degrades by a very small amount, which is not visible in the plot. For the exact
value of these details, we include a separate tables in the Supplementary Material for both metrics. Figure
11 in the Supplementary Material illustrates the visual difference across the ensemble for reconstruction.

3.2. Biased DA ensemble as first guess: out-of-distribution generalization

To assess the robustness of this approach outside the training distribution, we look at the performance of
both 4DVarNet-LU and UNet when the initial ensemble mean is biased. We introduce it by imposing a
constant spatially coherent displacement on the true state consistent across all assimilation windows,
yielding the average positional shift value b. Figure 5 shows the ensemble mean performance over the
(adisp, b) in parameter space. We see a gradual decrease in performance for both models, highlighting the
joint sensitivity to initial ensemble bias and spread. We observe that the performance is highest for zero
bias in the initial ensemble. Whereas if the initial ensemble is biased, there is a gradual decline in the
reconstruction performance. This expected behavior points to the fact that training was entirely in the
unbiased initial state scenarios. Further increases in bias magnitude result in limited additional degrad-
ation, indicating the impact of observations compensating for the error in the initial condition.

Figure 6 shows the spatially averaged CRPS for 4DVarNet-LU and UNet as a function of time for
different levels of biased initial ensemble. While 4DVarNet-LU is better than UNet, for any fixed bias,
both show a gradual increase in CRPS with increasing o4;sp. Here, we observe that the displacement bias in
the initial ensemble mean has more pronounced effect, while the ensemble spread around this biased mean
does not necessarily compensate for the bias (Figures 7 and 8). While smaller o4is, ensembles achieve
slightly lower CRPS, it has limited impact on the overall score, suggesting that the temporal trend is
largely dominated by the bias component of CRPS (Figure 6).

Although CRPS is known to favor increased uncertainty for biased Gaussian forecasts, the ensemble in
this case (Figure 7) represents coherent, non-Gaussian uncertainties associated with structural and
position errors (Lawson and Hansen, 2005; Nehrkorn et al., 2015). As a result, increasing the positional
displacement o4, does not necessarily improve reliability and instead leads to higher CRPS (Figure 6).

4DVarNet-LU UNet

28.28 0.95
21.21 0.94
0.93
14.14 =
0.92
7.07
0.91
0.00
0.90
. y

T T T T T T
0 5 10 15 20 25 0 5 10 15 20 25
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0.860

Bias —
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0.850
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Figure 5. Mean performance u over the ensemble bias and ensemble spread parameter space for
4DVarNet-LU (left) and UNet (right).


http://doi.org/10.1017/eds.2026.10058
http://doi.org/10.1017/eds.2026.10058

e36-8 Shashank Kumar Roy and Ronan Fablet

Displacement Bias b=7.07 Displacement Bias b=14.14 Displacement Bias b=21.21
0.55 Tgisp=5.0 —— 4DVarNet-LU 1 O4isp=5.0
0.50 0Odisp=10.0 —— Unet 4 0O4isp=10.0
o045 —— Oai=15.0 1 —— Ouisp=15.0
—— 04isp=20.0 —— 0usp=20.0
0.40 — 04p=25.0 1 —— O4ip=25.0

0.35

CRPS

0.30
0.25

0.20

0.15

0 10 20 30 40 50 60 70 80 0 10 20 30 40 50 60 70 80 0 10 20 30 40 50 60 70 80
Time(Days) Time(Days) Time(Days)

Figure 6. Continuous ranked probability score (CRPS) as a function of time, averaged over spatial
dimensions. Lower values indicate improved probabilistic performance.
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Environmental Data Science e36-9

4. Conclusions

DA methods combine observations with some prior estimate or background knowledge to solve inverse
problems. We explore how initial conditions information could be used in neural DA methods, by
primarily focusing on two DL models that can be trained to solve the DA task, 4DVarNet-LU and UNet.
Using the ideas of position-based uncertainty in DA, we propose a method to systematically sample states
around a given true state in a controllable manner using coherent random displacements in physical space.
The proposed strategy provides a physically plausible mechanism to generate structured variability using
a Gaussian random field model that preserves continuity and enforces spatiotemporal coherence, a key
characteristic of physically realistic fields. The proposed scheme becomes a part of the new learning
strategy where it preserves the large-scale coherent structures while generating randomness for ensemble
generation. During inference, the trained model can be used to obtain an ensemble of reconstructions
when used with an ensemble of initial conditions for the same set of observations. Our experiments on a
quasi-geostrophic model show that 4D VarNet-LU consistently outperforms UNet as quantified by RMSE
and CRPS metrics. The performance gap between 4DVarNet-LU and UNet can be attributed to the
former’s DA-based variational-formulation-aware architecture (Fablet et al., 2021; Beauchamp et al.,
2023a). Importantly, even for biased initial ensembles not seen during training, 4DVarNet-LU maintains
superior reconstruction skill over UNet, demonstrating good skill in correcting the bias in reconstruction
to some level and generalization beyond the training distribution. While global quantities such as mass or
mean field value remain preserved under our proposed scheme, local gradients and fine-scale structures
may be modified due to interpolation, and further study of the effects on conservation of higher-order
derived quantities such as energy and vorticity is required. This work is a step toward robust methods and
strategies for understanding and further developing uncertainty-aware DL-based neural DA models.

Supplementary material. The supplementary material for this article can be found at http://doi.org/10.1017/eds.2026.10058.
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