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Abstract

Neurosymbolic Al combines neural networks with symbolic programs to create robust and
explainable predictions. One such framework is NeurASP, which trains a neural network to
predict concepts and reasons over them using rules written in answer set programming (ASP)
to solve downstream tasks. Crucially, labels are only provided for the downstream prediction
produced by the symbolic rules, not for the latent concepts themselves. Backpropagation through
the non-differentiable ASP component requires expensive probability and gradient calculations,
which has hindered scalability to more sophisticated tasks. In this paper, we address the cur-
rent limitations of NeurASP by improving its computational performance through vectorization,
batch processing, and caching of intermediate computations during training. We compare compu-
tation speeds between the original and our new implementation of Neur ASP and report speedups
of multiple orders of magnitude for larger tasks. To this end, we propose a new dataset of diffi-
cult tasks involving playing cards, which we use to test the capabilities of NeurASP’s enhanced
learning function.

KEYWORDS: answer set programming, neurosymbolic A, NeurASP

1 Introduction

In neurosymbolic artificial intelligence (AI), neural networks are combined with symbolic
languages to harness the strengths of both. Neural networks excel at handling real-world
data and learning autonomously using backpropagation, while symbolic specifications are
explainable and capable of robust reasoning with safety guarantees. Their combination
has the potential to create frameworks that are transparent, trustworthy, and capable of
solving real-world problems (Garcez and Lamb 2023).

One symbolic language is answer set programming (ASP), which belongs to the family
of logic programming. ASP consists of rules that model complex problems and uses
automated reasoning to find solutions (Lifschitz 2019). Thanks to its expressivity, it is
a popular choice for neurosymbolic systems. There are a wide variety of frameworks
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that combine neural networks and ASP in different ways: Some hard-code the ASP
component (Aspis et al. 2022; Skryagin et al. 2024; Geh et al. 2024), others use pre-
trained networks, such as large language models, to generate ASP (Cunnington et al.
2024; Wang et al. 2024; Kalyanpur et al. 2024). The framework NeurASP (Yang et al.
2020) belongs to the former category. It uses a neural network to process input data
and predict latent concepts. A hard-coded ASP specification takes in these concepts and
arrives at a downstream prediction.

Typically in neurosymbolic reasoning, no labels for the latent concepts are available,
only for the downstream labels. In order to backpropagate through the non-differentiable
ASP component, NeurASP makes use of semantic loss (Xu et al. 2017). It first generates
all possible latent combinations, called answer sets, that lead to a correct downstream
label. Next, it assigns a probability to each answer set and calculates gradients based on
them. All three of these computations are expensive and therefore present bottlenecks
for NeurASP. In a number of existing works, NeurASP has been shown to time out when
applied to more challenging datasets (Aspis et al. 2022, 2024; Cunnington et al. 2024).

In this paper, we address these limitations and present improvements to every step
of the NeurASP algorithm. Our enhanced framework substantially accelerates learn-
ing performance, improving scalability to more complex problems. It employs caching
of answer sets, ensuring that they are calculated only once per downstream label, and
uses vectorized operations in place of naive loops for probability and gradient calcu-
lations. To improve usability, we have included support for data loaders and batch
processing, comprehensive logging, seeding for reproducible results and validation sets
for hyperparameter tuning.

We run performance tests on synthetic data and a variety of benchmark tasks. Since
existing neurosymbolic datasets contain simple perception inputs with few latent con-
cepts, we introduce Card arithmetic, a new set of tasks with a higher complexity using
playing card images. The results show that our improved version achieves speed gains of
multiple orders of magnitude compared to NeurASP and SLASH (Skryagin et al. 2024), a
recent extension of NeurASP. Moreover, we demonstrate that NeurASP can successfully
solve Card arithmetic tasks, achieving high accuracies even with dozens of concepts and
tens of thousands of answer sets. It outperforms Embed2Sym (Aspis et al. 2022), another
ASP-based learning framework, which times out.

Our paper is structured as follows: Section 2 provides an overview of neurosymbolic
frameworks similar to NeurASP. Section 3 introduces the basics of ASP and NeurASP.
Section 4 outlines the technical enhancements we have made for our improved framework.
Section 5 showcases computation time speedups on synthetic data. Section 6 describes
benchmark tasks and introduces the Card arithmetic dataset. Section 7 presents the
accuracy results of NeurASP and Embed2Sym. Section 8 provides concluding remarks
and open research directions.

The improved implementation, along with the new Card arithmetic dataset, can be
found at https://github.com/azreasoners/Neur ASP.

2 Related work

In this section, we describe key neurosymbolic reasoning frameworks in the field. We
start with NeurASP (Yang et al. 2020), as it is the framework we improve in this paper.
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NeurASP integrates neural networks with answer set programs such that the network
predicts latent concepts and the program calculates a downstream prediction using these
concepts. It employs semantic loss (Xu et al. 2017) to propagate the learning signal from
the downstream labels to the network, since latent labels are not available. The framework
SLASH extends NeurASP by replacing the neural component with probabilistic circuits,
which can estimate more complex probability distributions for latent concepts (Skryagin
et al. 2022). A further extension improves the scalability of SLASH by pruning insignifi-
cant latent concepts during learning (Skryagin et al. 2024). We will compare our improve-
ments with both of these frameworks, as they have the core architecture in common.

NeurASP and SLASH belong to the category of neurosymbolic systems that train
a neural network with a hard-coded answer set program. Another framework in this
category is dPASP, which enables neural predicates to be interval-valued and facts
to be annotated with probabilities (Geh et al. 2024). A different approach is used by
Embed2Sym, which first trains a neural network end-to-end on downstream labels and
then utilizes clustering of the embedding space to extract latent concepts. The ASP
program is used to match clusters with concepts in a way that maximizes downstream
performance (Aspis et al. 2022).

Stepping beyond ASP, there are other frameworks that integrate neural and sym-
bolic knowledge in a similar manner. DeepProbLog (Manhaeve et al. 2021) extends the
ProbLog language with support for neural predictions, which act as probabilistic facts.
MetaABD (Dai and Muggleton 2021) goes a step further and trains a neural network
while learning a definite logic program at the same time.

3 Preliminaries

Here we introduce the basic concepts used throughout the paper. We outline the basics
of the logical language, ASP, and detail how NeurASP works.

3.1 Answer set programming

We give a succinct account of all the concepts in ASP that are relevant to this paper,
adapted from Law et al. (2019). For a thorough description, please refer to Lifschitz
(2019).

An answer set program consists of a set of rules. We typically deal with normal rules,
which are made up of atoms in the following manner:

h:—by,...,by,not bytq,...n0t by.

where the atom h represents the head and by, . .., by, not by, not b, make up the body
of the rule. The symbol not is called negation as failure and is true if its corresponding
atom cannot be derived from the rules in the program.

A solution of an answer set program P is a set of ground atoms I, that is atoms that
do not contain variables, and is defined in terms of the reduct of P. I is a subset of
the Herbrand base H Bp, which is the set of ground atoms that can be formed from the
predicates and constants in P. Given such an interpretation I C HBp, the reduct P’
is constructed as follows: First, the grounding of P is constructed. Second, all rules are
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Fig. 1. The inference procedure of NeurASP exemplified with an MNIST addition example.
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~ digit(2,9). [9]

removed from the grounding that contain an atom of the form not b, where b € I. Third,
all remaining negation as failure atoms are removed. This results in a definite program,
and [ is a model if it makes every rule in it true. If I is the smallest possible model, it is
minimal. I is a solution of P if it is a minimal model of the reduct P! and is called an
answer set or stable model of P. A program might have multiple answer sets.

The language provides many constructs to facilitate modeling, two of which are relevant
for NeurASP. A choice rule has the form

1{hy,...,hg}1l:—Dby, ..., by, n0t byyy,...,n0t by.

Whenever the body holds, exactly one of the head atoms has to hold. Since there is a
choice between head atoms, each decision can create an additional answer set. A weak
constraint provides an ordering of answer sets and has the form

i~biy,...,by, 00t byti,...,n0t by.[WQL ty, ..., 1]

w and 1 specify the weight and optional priority level of each constraint, while ¢y, ..., %,
are identifiers. Optimal answer sets minimize the sum of the weights of all weak
constraints whose bodies are true, starting at the highest priority level.

3.2 NeurASP

We provide an overview of the structure of NeurASP and its learning mechanism. For a
detailed explanation, please refer to the original paper from Yang et al. (2020).

NeurASP combines neural networks with ASP in a cascading fashion: A neural network
takes in data and predicts latent concepts, which in turn are integrated into an answer
set program and processed by a solver to create a downstream label.

We illustrate the workings of NeurASP with an example task: In MNIST addition,
each datapoint consists of two MNIST (Deng 2012) images depicting handwritten digits
and a downstream label representing their sum. Crucially, no latent labels of the digits
themselves are available, only of their sum.

The inference procedure of NeurASP is shown in Figure 1. First, the framework runs
each image through a neural network, yielding prediction vectors. Each entry in the
vector represents a symbolic concept, known as a neural atom, and is encoded as a weak
constraint. Entries with higher probabilities are given lower weights and are therefore
preferred in the minimization task. We omit the identifiers for the sake of conciseness.
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The weak constraints are added to the hard-coded answer set program, which in this case
calculates the sum of the two neural atoms. The answer set solver Clingo (Gebser et al.
2017) then computes the optimal answer set of the program and the result is extracted
from it.

While inference is straightforward, training the neural network to predict the correct
neural atoms is challenging, as no latent labels are provided. Instead, the learning signal
has to be propagated from the downstream label through the non-differentiable answer
set program to the neural network. NeurASP solves this challenge by utilizing semantic
loss, which rewards the neural network for all latent predictions that lead to a correct
downstream prediction (Xu et al. 2017). The authors adapt semantic loss to ASP by
computing all possible answer sets that yield a correct downstream prediction and train-
ing the neural network to predict concepts that are present in these answer sets. This
process involves three major steps:

1. Answer set computation: Given a downstream label, all possible answer sets are
computed that predict that label. Each answer set contains a unique combination
of neural atoms.

2. Probability calculation: Each answer set is given a probability based on the
neural network confidences of neural atoms within it.

3. Gradient calculation: The gradient of the semantic loss with regard to the neural
network outputs is computed and propagated through all parameters.

Before we explore each step in more detail, we introduce the necessary notation. Let
I1%P denote the hard-coded ASP program and II"™" be the set of neural atoms. A neural
atom ¢ can take on a value v € {v1,...,v,}. The probability P(c=w) is given by the
corresponding entry of the output vector of a neural network N that has processed
input x. N has parameters 0 that are learnable. The downstream label is an observation
O and a set of neural atom values form an interpretation I.

3.2.1 Answer set computation

The program II is composed of 11%*P| the downstream label O and the neural atoms I1™".
O is encoded as a constraint, ensuring that each answer set must prove O. Each neural
atom ¢; is encoded as a choice rule 1{c(i,v1);...;c(i,vy)}1, which instructs Clingo to
choose exactly one value for the atom per answer set.

Figure 2 illustrates the answer set computation for an example in MNIST addition.
In this case, Clingo computes five valid answer sets with neural atoms that sum to 4:

{(0,4),(1,3),(2,2),(3,1), (4,0)}.

3.2.2 Probability calculation

The probability of a set of neural atom values I is determined by its neural network
confidences:

P(I)= ] Plc=v) (1)
c=vel
Answer sets that contain neural atom values with higher confidences thus attain higher

probabilities. Figure 2 illustrates a probability calculation with the green arrows leading
from the neural prediction to the answer set. Since the neural network confidences are
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Fig. 2. The learning procedure of NeurASP exemplified with an MNIST addition example.

highest for the values 1 and 3, this particular answer set will have the highest probability.
The probability of an observation O is the sum of the probabilities of all interpretations
that model O:

P(O)=) P(I)

I=0
3.2.83 Gradient calculation

The learning goal of NeurASP corresponds to finding neural network parameters that
maximize the log likelihood of all observations in the dataset. The gradient of this goal
with regard to neural parameters 0 is given by:

5~ 0s(P(O) | O

. op 90

where p represents the output vector of the neural network for the example relevant to O.
The second part of the multiplication is processed automatically by backpropagation
frameworks. The first part is calculated explicitly for each entry of the vector, where p,
denotes the vth entry of p.

P(I) P(I)
Z P(c=v) E P(c=v")
I:1|=0 1,v":1=0
0 log(P(O)) . I=e=v IEc=v" v#v’ (2)
Opy E P(I)
I:1=0

Intuitively, each time an answer set includes the current prediction, the gradient is
increased (left-hand side) and if it includes another value for this atom, it is decreased
(right-hand side). Using gradient ascent, this calculation encourages predictions that
agree with more answer sets. Figure 2 illustrates the two-step gradient calculation with
the blue arrows leading from the answer sets to neural predictions and into the network.
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1 def prob_of_interpretation(I):
2 prob = 1.0
for ruleldx, list_of_atoms in
enumerate (prob_choices):
| for atomIdx, atom in enumerate (
list_of_atoms):

if atom in I: def prob_of_interpretation_new(Is):
6 prob = prob * parameters[ruleldx mnet_confs = torch.stack(parameters) =
J[atomIdx] concept_indices = torch.arange(len( s
7 return prob net_confs)) .repeat (len(Is), 1)
8 probs = net_confs[concept_indices, 4
o probs = [prob_of_interpretation(I) Is].prod (1)
for I in Is] return probs

(a) Original NeurASP code for the probability (b) Vectorized code for the probability calcu-
calculations lations

Fig. 3. NeurASP probability calculation function.

4 NeurASP improvements

While the original NeurASP paper reported good results on a variety of simple tasks
(Yang et al. 2020), subsequent papers have reported timeouts and scalability issues for
more complex datasets (Aspis et al. 2022, 2024; Cunnington et al. 2024). This poses
an issue, as the negative results occur due to an imperfect implementation rather than
theoretical limits of the framework. In this section, we outline improvements to the
implementation of NeurASP to alleviate such bottlenecks.

4.1 Vectorization

NeurASP spends a considerable amount of time on calculating answer set probabili-
ties (Equation 1) and gradients (Equation 2). These calculations are slow due to the
use of nested loops. We provide an illustrative example for the probability calculation
in Figure 3a. The original NeurASP code iterates through each interpretation I in a
list comprehension, calling prob_of _interpretation. That function consists of two for-
loops. The outer loop iterates through the entries ¢ = v of the answer set, while the inner
loop iterates through all neural atoms. The if-statement checks whether the current atom
is in the interpretation I, which is a list of all atoms in the answer set, including non-
neural atoms. If the check is true, the neural net prediction is multiplied with the running
probability.

Our improved implementation replaces the loops with Pytorch tensor operations, as
shown in Figure 3b. To begin with, all interpretations are stored as a tensor of numbers,
rather than strings, and only include neural atoms. The function processes all interpreta-
tions at once, rather than looping through each I individually. Similarly, all vectors p are
stacked into a single 2D tensor. The probability function then retrieves the probability
value of each atom from this tensor using indexing and multiplies it with each answer
set using the Pytorch prod function.

Similarly, the gradient calculation for Equation (2) uses four nested loops in the original
code. A list comprehension calls the gradient function for each input x and its corre-
sponding prediction vector p. The gradient function first iterates through each entry
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py- For each entry, a loop iterates through all answer sets I for that example. For each
answer set, a loop iterates through all possible atoms until the atom ¢ = v is reached that
is within the answer set. At this point, its probability is either added or subtracted to
the running sum.

Our improved code again replaces all loops with Pytorch operations. In short, it weights
all answer set entries at once by their network confidences. Then, it multiplies each entry
using a tensor of 1/-1 entries depending on whether their value is present in corresponding
the answer set. Last, the entries are summed together using Pytorch’s sum function to
arrive at the gradients.

4.2 Answer set caching

Answer sets are computed using the third-party library Clingo, leaving little room for
efficiency improvements. Instead, we avoid as many Clingo calls as possible by making
use of caching. The original NeurASP implementation already has a version of caching
built in, but it is suboptimal. Given a dataset, NeurASP calculates the answer sets of
each example once and then stores them. After the first epoch, the answer sets for the
same example can be retrieved from storage. However, this still results in a Clingo call
of every dataset entry, and most datasets include tens of thousands of examples.

We make use of the observation that the answer sets of an example only depend
on its downstream label, not its inputs, as Figure 2 illustrates. Thus, we only have to
calculate answer sets once per unique label, rather than once per example. This leads to
significantly fewer Clingo calls and substantially reduces the size of the answer set cache.
In the case of MNIST addition, the dataset contains 30,000 entries, but only 19 unique
labels (all possible two-digit sums, i.e. the numbers 0 to 18). This allows us to skip 29,981
out of 30,000 Clingo calls! We also store the answer sets in a file, so that we can reuse
the cache for subsequent experiments with the same dataset.

4.3 Other improvements

We have introduced further improvements to the NeurASP code that enhance the
experience of running experiments on larger datasets.

e Batch processing: The original code requires two separate lists for inputs and
observations. This setup requires you to load all input data into the list first, which
is very memory-intensive. Moreover, it processes each entry one at a time, which is
slow. We have refactored the code to support batched data from data loaders, which
can load data on the fly and run it through the neural network in batches.

e Validation sets: We include the ability to use validation sets for hyperparameter
tuning.

e Seeding: To ensure reproducible results, you can provide seeds to fix the random
number generators.

e Logging: Instead of just printing accuracy results, we have added more exten-
sive logging capabilities. The code calculates latent and downstream accuracies
every specified step and stores them in JSON files. Model parameters with the
best accuracy are saved in a file as well.
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Fig. 4. The computation times (seconds) for the probability and gradient calculations on syn-
thetic data, comparing the original and improved NeurASP, as well as SLASH. Each point
represents the average value over five runs and the shaded area represents the standard deviation.
Note the logarithmic scale on both axes.

e Unit tests: We have written unit tests for every function that we changed, ensuring
that the new implementation is functionally correct.

Overall, these additions modernize the code and make it usable for extensive
experimentation with large datasets.

5 Synthetic speed tests

This section compares the computation times of the gradient and probability calculations
on synthetic data characterized by the number of answer sets. We compare the times of
the original and improved NeurASP implementations, as well as the SLASH framework
(Skryagin et al. 2022), which is an extension of NeurASP and supports the same func-
tionality. All experiments were run on a 2x 28-core Intel Xeon Gold 6348 CPU with an
NVIDIA AD102GL [RTX 6000 Ada Generation] GPU running Ubuntu.

The synthetic data consists of randomly generated values for the network predictions
and answer sets. We set the number of inputs to 10 and the number of concepts to 50,
which are realistic values when considering existing datasets. Using higher numbers has
lead to probabilities rounding down to 0 in our testing, making the calculations trivial.
The number of answer sets forms the main point of variation between tasks. Therefore,
we ran our experiment for different numbers of answer sets, between one hundred and
one million, to study their effect on execution times.

The results of our synthetic speed tests are shown in Figure 4. Our improved NeurASP
implementation is consistently two orders of magnitude faster than the original for prob-
ability calculations, and three orders of magnitude for gradient calculations. For example,
NeurASP used to take 0.4s to calculate the probabilities of 10,000 stable models and 24 s
for their gradients. With the new implementation, it takes 0.004 s and 0.03 s, respectively.
While SLASH takes as much time as the original NeurASP on probability calculations,
it is an order of magnitude faster for gradients. This is because it makes use of vector-
ized Pytorch einsum functions for the gradients. However, it still loops through splits
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of 10 answer sets at a time, limiting its scalability. Therefore, our implementation still
improves upon SLASH by 100x times on average.

Overall, the synthetic tests show significant scalability improvements compared to both
existing frameworks. Since these tests look at the functions in isolation, we introduce
benchmark datasets in the next section, which we use for full-scale experiments.

6 Benchmark datasets

A variety of benchmark datasets exist for neurosymbolic reasoning, but they contain
simple inputs with a limited number of concepts. We describe two of these standard
tasks in this section, both of which use MNIST images and have 10 concepts. To address
the lack of challenging benchmarks, we introduce Card arithmetic, a new set of tasks
with more difficult perception inputs and a larger latent space.

6.1 MNIST addition and member

Both datasets use MNIST images as their inputs, which are 28x28 grayscale images
of handwritten digits (Deng 2012). In MNIST addition, the reasoning task consists of
calculating the sum of the two input digits. In Member, a symbolic number is given with
a list of MNIST images. The reasoning task consists of checking whether the symbolic
number is contained in this list. The downstream label is 1 if the digit is contained in
the list and 0 otherwise. Member can be configured by changing the number of images
in the list, we investigate lengths of 3 and 5.

6.2 Card arithmetic

In Card arithmetic, the input consists of real photos of playing cards with a resolution of
174 x 274 pixels, which we have taken from Cunnington et al. (2023). There are 52 latent
concepts, one for every combination of rank (2-10, Jack, Queen, King, Ace) and suit
(Diamonds, Clubs, Spades, Hearts). Both the resolution and number of concepts represent
a significant increase in challenge compared to the MNIST (28 x 28, 10 concepts) or
CIFARI10 (32 x 32, 10 concepts) (Krizhevsky and Hinton 2009) datasets commonly used
in the literature.

The reasoning component can be freely configured to create problems with different
levels of complexity. For this paper, we have created two tasks with three levels of diffi-
culty each. Both tasks assign each rank a value from 2-14 and calculate the downstream
result by summing up card values:

sum(1,V) :- card_value(1,V).
sum(P,V1+V2) :- sum(P-1,V1), card_value(P,V2).
result (X) :- sum(num_cards,X).

The Card sum task assigns the values 0, 13, 26, and 39 to the suits and computes the
card_value as the sum of its rank and suit value. The Card prodsum task assigns the
values 1, 2, 3, and 4 to the suits and computes the card_value as the product of its rank
and suit value.
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Table 1. Complezity of different tasks in terms of the average number of
answer sets, the number of distinct downstream labels, the number of input
images per example and the number of latent concepts per input

Task Answer sets Labels Inputs Concepts
MNIST addition 5 19 2 10
Member 3 30,000 20 3 10
Member 5 50,000 20 5 10
Card sum 2 27 101 2 52
Card sum 3 950 154 3 52
Card sum 4 40,130 182 4 52
Card prodsum 2 28 95 2 52
Card prodsum 3 1,048 134 3 52
Card prodsum 4 58,580 174 4 52

6.3 Dataset complexities

Table 1 provides an overview of the complexity of each task in terms of different prop-
erties. Both Member and Card tasks reach tens of thousands of answer sets, but they
differ in the number of labels and concepts. Member always has 20 distinct downstream
labels, one for each combination of label (true or false) and symbolic input (0 to 9). The
Card tasks include distinct labels for each possible result of the arithmetic operation,
and their number increases with the number of inputs. While MNIST digits include ten
concepts, there are 52 different playing cards.

7 Experiments

We analyze the performance of the improved NeurASP implementation on benchmark
datasets. In the frst section, we measure the execution times of the NeurASP versions
on learning each task from scratch. In the second section, we compare the performance
of NeurASP with the neurosymbolic reasoning framework Embed2Sym.

7.1 Benchmark speed tests

The actual running time of NeurASP depends on more factors than just probability and
gradient calculations, such as data loading, processing and answer set computations. This
section summarizes the execution times of the original and improved NeurASP, as well
as SLASH, on real datasets. Each task was run for the number of epochs necessary to
achieve at least 90% accuracy, emulating a real training run-through. For the hardest
task, we had to extrapolate the times for the original NeurASP and SLASH, as they
would have taken days or weeks.

Table 2 presents the results of our speed tests. Our implementation exhibits sub-
stantially lower execution times than both the original NeurASP and SLASH. The
harder the tasks become, the larger the gap grows. The time breakdown illustrates which
enhancements save the most time.
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Table 2. Average execution times (seconds). Bold values indicate the fastest time. * Times
with an asterisk were extrapolated as follows: We ran the framework for three epochs and
summed together the first epoch statistics with the average of the second two epochs multiplied
by the number necessary to match the final number of epochs. t For times with a dagger, both
NeurASP and SLASH took multiple hours to process a few hundred datapoints. Therefore, no
meaningful extrapolation of individual times was possible

Time breakdown (s)

Task Algorithm Total Time Model Prob Grad
MNIST addition NeurASP original 10m6s 55 0.5 4
SLASH 50s 26 0.9 8
NeurASP improved 27s 0.03 1 3
Member 3 NeurASP original 2m7s 50 4 33
SLASH 2m20s 37 20 76
NeurASP improved 30s 0.4 0.3 5.2
Member 5 NeurASP original 4h12m39s 8587 632 5879
SLASH 6h22m22s 14077 4126 4256
NeurASP improved 12m1l2s 319 1 407
Card sum 2 NeurASP original 46m10s 225 23 1044
SLASH 30m14s 99 2 9
NeurASP improved 5m45s 0.7 0.6 3
Card sum 3 NeurASP original® 3d21h12m 2540 6350 318650
SLASH 10h20m10s 15240 1200 4820
NeurASP improved 2h5m30s 16 33 405
Card sum 4 NeurASP original® >100d - - -
SLASH' >30d - - -
NeurASP improved 17h51m40s 1886 485 19700

The answer set caching results in the largest overall speed up. NeurASP calls Clingo
30,000 times for MNIST addition and 10,000 times for Card sum and Member before it
makes use of its cache in epochs 2 and 3. SLASH does not cache answer sets at all, result-
ing in 90,000 and 30,000 calls respectively. It does employ the SAME method (Skryagin
et al. 2024) to reduce the size of choice rules as training goes on. While this speeds up
answer set computations, it is still slower than caching. In contrast, our improved code
only calls Clingo once per unique label, that is, 19, 20, and 101-182 times, leading to vast
improvements in model computation speed.

Probability and gradient functions also take up much less time thanks to vectoriza-
tion. Only for the easiest task, MNIST addition, is the overhead of loading data into
tensors slower than NeurASP. The larger the dataset is, the more substantial the time
improvements get.

We have shown that our improvements do not just exist in isolation, but significantly
speed up training on real datasets. For the largest tasks, runtimes reduce from months
to hours, making them feasible to learn.
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Table 3. Test accuracies for various tasks. Values indicate downstream
and latent accuracy averages and standard deviations over five runs. We
compare our improved NeurASP implementation and Embed2Sym. T/0O
indicates a time-out after 24 hours

NeurASP Embed2Sym
Task Downstream Latent Downstream Latent
MNIST addition 97+£0.1 98 +£0.1 97+0.2 99+0.1
Member 3 98+0.3 96 + 0.5 98+0.3 95+1.3
Member 5 98 +0.7 96 + 0.9 97 +£0.8 93+1.3
Card sum 2 97+ 1.8 98+0.9 T/O T/O
Card sum 3 83+6.7 94+2.6 T/O T/O
Card sum 4 60+9.1 86 +4.3 T/O T/O
Card prodsum 2 98+ 0.7 67+4.5 T/O T/O
Card prodsum 3 90+54 66 £2.7 T/0O T/O
Card prodsum 4 74+ 10 58 +4.2 T/O T/O

7.2 Performance tests

The improved implementation opens up the possibility of running NeurASP on tasks it
previously timed out on. In particular, NeurASP was reported to time out on Member
5 (Aspis et al. 2022) and the Card arithmetic tasks are even more challenging. We com-
pare the performance of our improved NeurASP implementation with the neurosymbolic
framework Embed2Sym. The experimental setup and instructions on how to run them
can be found in the supplementary material.

The test accuracies are shown in Table 3. Notably, NeurASP now matches accuracies
with Embed2Sym in MNIST addition and Member, even though it timed out in the orig-
inal Embed2Sym paper. Moreover, with the Card arithmetic tasks, the opposite occurs:
NeurASP is able to finish running, while Embed2Sym times out. The reason is that
Embed2Sym clusters the latent space of the neural network and assigns symbolic labels
with an ASP optimization task. The answer set program finds assignments of clusters to
latent concepts by computing whether the assignments optimize the downstream labels.
This is manageable for 10 clusters, as is the case in the MNIST-based tasks. However,
there are 52 clusters with playing cards, so the optimization task has up to 52! solutions,
timing out after 24 hours. Embed2Sym scales better in terms of input numbers, as it
was able to solve Member 20, which NeurASP cannot solve due to millions of possible
answer sets. However, we have shown that it scales worse than NeurASP in the number
of latent concepts.

Analyzing the performance of NeurASP on Card arithmetic, it becomes apparent that
the accuracy decreases as the number of cards increase. For Card sum 4, each label
yields more than 40k answer sets on average, yet NeurASP still manages to achieve a
latent accuracy of over 80%. Interestingly, the standard deviation of results becomes
quite large as the input size increases, reaching levels of 9-10% for the 4-card tasks. This
is much higher than we would expect for fully neural models and showcases the volatility
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Fig. 5. Differences between downstream and latent validation accuracies for card prodsum 2
over H runs.

of semantic loss. The network can minimize the semantic loss of a single example by
matching any of its answer sets. This leads to a large number of suboptimal local minima,
since the neural network can achieve significant loss decreases by fitting to answer sets
that do not match the true latent labels.

7.2.1 Reasoning shortcuts

Networks trained on Card prodsum exhibit signs of reasoning shortcuts, where they learn
to model the downstream task with incorrect latent labels (Marconato et al. 2023). As
Table 3 shows, NeurASP achieves higher downstream accuracies than latent accuracies
for all input sizes of Card prodsum. The network is able to predict the correct end result
with incorrect latent labels. This is possible because different cards are assigned the same
values: For example, the 3 of Clubs has the value 3 x 2 =6, which is the same as the 2
of Spades with 2 x 3 =6. The network either learns to assign these labels arbitrarily, or
collapses two card labels with the same value into one. Such reasoning shortcuts do not
occur with Card sum, as each suit/rank combination has a unique value.

Figure 5 illustrates the reasoning shortcuts for Card prodsum 2. Even though the
downstream accuracies all converge to the same value, the latent accuracies settle at
vastly different values. For each run, the network learns different assignments to latent
concepts and collapses a different number of them. Card prodsum is therefore a good
dataset for investigating reasoning shortcuts and possible mitigations in the future.

8 Conclusion

In this paper, we implemented a variety of improvements to the NeurASP framework,
facilitating its usability for research and speeding up its execution time from hours to
minutes on complex neurosymbolic tasks. With the improved framework, we stepped
beyond the MNIST and CIFAR datasets typically seen in this research field and ran it
on increasingly challenging tasks using playing cards as inputs. Not only is the improved
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NeurASP framework able to run tasks with tens of thousands of answer sets, its seman-
tic loss learning function achieves high accuracies. It outperforms the neurosymbolic
framework Embed2Sym when the number of latent concepts increases.

Our improvements pave the way for future work to investigate the strengths and lim-
its of NeurASP and semantic loss. With the Card arithmetic dataset, we have created a
basis for a variety of tasks with different complexities that feature a latent space of 52
different playing cards. A clear next step is to compare NeurASP to other neurosymbolic
frameworks on this dataset and beyond. Another interesting avenue is the investiga-
tion of reasoning shortcuts, where incorrect latent predictions can still incur a correct
downstream prediction. Techniques like regularization have shown promising results to
mitigate shortcuts and could be applied to NeurASP as well.

Supplementary material

To view supplementary material for this article, please visit https://doi.org/10.1017/
S51471068426100611
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