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Abstract

In current meta-analytic methods, researchers must choose which model to use—the common effect (CE), fixed
effects (FES), or random effects (RE) model. The CE and FES models allow for estimation of the person-average
effect size while conditioning on the studies included in the analysis, while the RE model allows for generalizations
to a broader population of studies, yet may estimate the study-average effect rather than the person-average effect.
These meta-analysis methods (CE, FES, and RE) do not always allow for both estimation of the person-average
effect and generalizations beyond the studies included in the analysis. In this article, we consider situations in
which the person-average and study-average effect size can differ. Then, we propose a new framework that
models directly how studies are sampled into a meta-analysis. We consider three different sampling designs—
simple random sampling (SRS), stratified SRS, and cluster sampling—and investigate how a meta-analysis could
be conceived under these design frameworks. Through this new framework, we introduce assumptions, estimators,
and weights that can be used to estimate person-average effects with inference that is no longer conditional on
the observed studies. We then illustrate how these new models and estimators differ using examples based upon
data in the What Works Clearinghouse and a pre-existing systematic review. We conclude with a discussion of the
implications of these differences in the context of the proposed sampling estimators, as well as suggestions for
using these models and future research.

Highlights
What is already known?

e Common effect (CE) and fixed effects (FES) models in meta-analysis estimate the person-average effect
size using inverse variance weights, while limiting generalization to those studies included in the analysis.
Random effects (RE) models allow for generalization to a broader population, yet the person-average effect
size is not always the estimated parameter.

e The current practice meta-analytic models all include assumptions on the study effect sizes: they are common
across all studies (CE), there are multiple, fixed, effect sizes (FES), or the observed effect sizes are a random
sample from a distribution of effect sizes (RE).

What is new?

e Estimators that are rooted in sampling theory are presented, that allow for generalization to a defined
population while estimating the person-average effect size.

O This article was awarded Open Data badge for transparent practices. See the Data availability statement for details.
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e New estimators require assumptions that are different from current practice meta-analytic models that can
be verified with covariate and population data.

e The person-average and study-average effect sizes can differ due to two correlations: correlation between
estimated weights and effect sizes, and correlation due to true weights and effect sizes (which may be due to
study design).

Potential impact for RSM readers

e Researchers are introduced to new meta-analytic estimators to estimate person-average effects while
generalizing to a broader population, as well as guidance on how to decide between possible models.

e An emphasis on separating the design and analysis of a meta-analysis is presented to allow researchers to
decide a model that aligns with research goals.

1. Introduction

Inverse-variance weights have been part of meta-analysis since its origin (e.g., see Hedges and Olkin')
and were originally selected for efficiency, ensuring the meta-analytic average 7 to have the smallest
standard error possible. For example, in the common effect (CE), also known as fixed effect, model,
weights are inverse to the sampling variance v;, leading to weights that are proportional to the sample
size n;. In comparison, in the random effects (RE) model, the weights are inverse to the unconditional
variance, v;+72, where 72 is the between-study variation. This case, especially when 721s large, leads to
closer to equal weights. Importantly, under the assumptions used to derive these weights, any weighted
estimator—including CE and RE—produces an unbiased estimate of the true effect 6, so long as it is
assumed the weights are fixed.

As a result, the choice between the CE and RE models has largely been framed as a question of
generalization: if 6 is specific to the studies included (conditional), then a CE model is appropriate,
whereas when 6 is for a broader population than those included studies (unconditional), then RE is
appropriate. Tied to the CE model is the CE assumption, an assumption that “all studies in the meta-
analysis share a common (true) effect size.”” As this assumption is tied to only those studies observed
in the analysis, conclusions gained from the effect size estimate can only be applied to those observed
studies. One may argue that conclusions can extend to any “similar” studies (i.e., ones where the CE
assumption would apply had they been observed), but there is no way to determine a population of these
studies beforehand (see Hedges and Vevea® and Hunter and Schmidt*). The RE model, on the other
hand, considers the observed studies to be a random sample of a larger population of studies. Rather than
estimating the true CE, the RE model attempts to estimate the mean of a distribution of true effect sizes.
Since the results of meta-analyses are clearly intended for use beyond the studies included, this suggests
that RE models should nearly always be appropriate. For example, in medicine, meta-analytic results
are provided in the Cochrane Library, intended for physicians to turn to when choosing treatments for
their patients; similarly, in education research, results are provided in the What Works Clearinghouse
(WWC), intended for school leaders and decision-makers to turn to when selecting curricula for their
schools.

The question of generalization in meta-analysis is not just whether results can be generalized, but
how and to whom they are generalized. If we accept that the RE model allows for unconditional
inference to a population—what does this population look like? Moreover, are we generalizing to other
studies or individuals? Consider a population of 100 people, divided into two studies. In Study 1, we
have a sample of 90 of these people, where the true effect size for these 90 people is 1. In Study 2,
we have a sample of the other 10 people, where their true effect size is 0. Therefore, the true average
individual effect size in our population is 0.9. Moreover, assume each study estimated their respective
effect sizes accurately, with variance inversely proportional to each sample size. Then, a CE model
would lead to an effect size estimate of 0.9, while an RE model would lead to an effect size estimate
of 0.5. This example illustrates the fallacy of applying group-level findings to individuals. The RE
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model, while providing unconditional inference, may estimate the study-level average rather than
person-level average, especially in cases of high heterogeneity.

Therefore, meta-analytic issues with generalization do not only concern the question of if we can
generalize, but also of how to generalize conclusions to individuals. In this article, we thus ask: What
if the goal of the meta-analysis is to provide an estimate of the person-average effect (like CE) for a
population of people broader than those included in the studies sampled (like RE)? To our knowledge,
no current meta-analysis model exists to handle this situation—in which effects vary and unconditional
inferences are desired for individuals, not studies. To do so, we re-frame meta-analytic models in terms
of person-specific effects (instead of study-specific effects) and examine different possible sampling
processes that could lead to the data observed in a study and meta-analysis.

In this article, we focus on small meta-analyses for a clearly defined intervention, where we consider
only the standardized mean difference (SMD) as the effect size. These types of meta-analyses are
common in research clearinghouses—for example, the WWC in education. In Section 2 of this article,
we begin by providing an overview of current meta-analytic models. In Section 3, we highlight the
fallacy of applying group-level findings to individuals in the context of meta-analysis, as well as
explore conditions under which differences between the two arise. Building off of Shuster,” we show
that these differences occur when both the weights and the effect sizes can be conceived of as random
variables. When these are correlated, the exchangeability assumption in the RE model is violated. By
examining the weights used in both the CE and RE models, we show that there are two separate types of
correlation that can occur here—one of which is an artifact correlation often discussed in the selection
bias literature,” while the other is a correlation induced by the relationship between true weights and
effect sizes. The latter has received less attention in the meta-analytic methods literature, though it has
been discussed in applications.

In Section 4, we focus on person-specific effects and introduce new meta-analytic models based off
standard sampling frameworks—namely, simple random sampling (SRS), stratified SRS, and cluster
sampling—and argue that in general, the cluster sampling framework is most appropriate given how
recruitment occurs in most studies. These frameworks start with the conceptualization of a defined,
finite population of individuals for which inference is desired (e.g., high school students in California,
diabetes patients in the United States, etc.). We show how weights under these models could be derived
and compare and contrast these resulting estimators with those of current meta-analytic methods.
Section 5 discusses the usefulness of these models and how to use them in practice, followed by Section
6 where we illustrate this choice of weights in a few different meta-analytic examples. These examples
are focused on small meta-analyses of clearly defined interventions and on the SMD effect size. Holding
the intervention fixed allows us to examine other sources of variation in effects—for example, based
upon persons and settings. We conclude with a discussion of limitations and further directions for this
research in Section 7.

2. Current practice

In this section, we begin by briefly reviewing three common meta-analytic estimators and weights. In
general, meta-analytic models begin by relating the estimated effect size 7; to the true effect size 6; in
study i = 1, ..., k via the model:

T, =0; +€ EiNN(O,Vi).

Here, the 7; are assumed to be unbiased estimates of the parameters #; with known sampling
variance v;. For example, 6; could be the SMD §;, estimated by Hedges g.

There are three common meta-analytic models, and each of these conceptualize and model 6;
differently. In the CE model, it is assumed that 6; = @ for all studies; typically, in this framework, the
studies are considered “fixed” and inferences are conditional only on the studies included in the meta-
analysis, all of which are assumed to be estimating the same parameter. In the RE model, the 6; = 6 +n;

Downloaded from https://www.cambridge.org/core. 16 Nov 2026 at 20:19:26, subject to the Cambridge Core terms of use.


https://www.cambridge.org/core

4 Matthew Forte and Elizabeth Tipton

are assumed to be random draws from a larger population of studies, where 6 is the average effect,
ni ~ N(0,7%), and 72 is the degree of variation in effects. The RE model thus provides unconditional
inferences, enabling clear generalizations beyond the sample of studies in the meta-analysis. Finally,
the fixed effects (FES) model offers a middle ground by assuming that the 6; = 8 + n; differ, like the
RE model, while treating the studies as “fixed,” thus focusing on conditional inferences to the included
studies, like the CE model.

The simplest goal in a meta-analysis is to estimate the parameter 6, and a measure of its precision,
such as its variance or a confidence interval. In general, each of these models provides an estimator of
0 of the form:

T= 25’11 w;T;

= - .
Zi=1 Wi

Typically, inverse variance weights are used, where the form of the variance depends upon the model
(CE, RE, and FES) selected. More specifically, in the CE model, w; = v% is used, whereas in the

RE model, w; = v,«iﬂ is used; in the FES model, different weights have been proposed, with some
suggesting CE weights and others equal weights, w; = % (e.g., see Bonett,” Rice et al.,” and Laird and
Mosteller”). Under the assumption that the weights are fixed (known), it is easy to show that for any set
of weights 7'is an unbiased estimator of 6, so long as E[6;] = 6. This condition also holds if the weights
are considered random, and it is assumed that Cov(w;, T;) = 0; this is referred to as an exchangeability
assumption in the RE model.’

If the weights are indeed inverse variance, the resulting model-based sampling variance estimator
can be written

1

k
i=1 Wi

Var(T)M =

Alternatively, for any general weights, the sampling variance can be estimated using robust variance
estimation (RVE),'" resulting in the estimator,

k 2 2

AW (T, =T

Var(T)R = L=l ‘( ! 5 )
(Z,]'Czl Wi)

where A; is an adjustment value that is intended to improve coverage and reduce errors in small
samples. For the general RVE estimator, Tipton'' investigates three possible adjustments—HC1, HC2,
and HC3—and shows that the HC2 adjustment generally contains Type I error appropriately when
there are at least four studies. Zejnullahi and Hedges'” further investigate these adjustments in smaller

samples (including just two studies) and when the focus is on the average estimator 7. They show that,
-1
in this case, the HC2 estimator results in the adjustment A; = (1 —-w;/ Zf.‘zl wi) and also verify that

s

this works well with four or more studies. When fewer studies are included, they show that the HC3

-2
adjustment, A; = (1 - w;/ Z;"(:I wi) , performs better. Table | shows a summary of the current practice
models.

2.1. Choosing between models

Much has been written about the choice of meta-analytic model, particularly the choice between the
CE and RE models (see Borenstein et al.,” Hedges and Vevea,” and Erez et al.'?). Theoretically,
these choices boil down to answering two questions: (1) Could average-effects vary across studies?
(2) Should the studies be considered fixed or random?
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Table 1. Current practice meta-analytic models.

CE FES (Unweighted) FES (Weighted) RE
1 k 2:'(—1 L 0;
Parameter Common 6 0=1 2 0 0= ﬁ 0 =E(;)
. 1 . . 1 i 1
Weights o Multiple options v—[ "
Variance Z+ Weight dependent 5 - 5 -
i=1 Wi i=1 Wi i=1 Wi
Generalization Conditional Conditional Conditional Unconditional
Assumptions Vi,0; =0 None None w; =6;

2.1.1. Could average-effects vary across studies?

A first consideration for selecting the appropriate model has to do with the degree of variation expected
in the true study-specific effect sizes 6;. If they are expected to vary, then an FES or RE model is
more appropriate, whereas if they can be assumed to not vary, a CE model is appropriate. Importantly,
Hedges and Pigott'* note that the choice of model due to observed heterogeneity should 7ot be based
upon a formal statistical test, since this test (particularly with £ < 10) is under-powered. For a specific
intervention, in the CE model, 6€F is the treatment effect for all individuals. Yet, this treatment effect
applies only to those studies (and thus people) included in the meta-analysis, with no extrapolation to a
defined population.

2.1.2. Should studies be considered fixed or random?
If it cannot be assumed that effects are the same across studies, the next consideration is if the studies
included in the meta-analysis should be considered as “fixed” or “random.”

Fixed effects. In the FES model, the studies are considered “fixed,” and the inferences are considered
conditional on the studies included in the meta-analysis. In practice, however, this is a restrictive
assumption, since a primary goal of substantive research is to discover conclusions that can be
generalized beyond the samples included in studies.*'”

In the FES model, it is not obvious how to weight the studies, since each effect size is assumed to
differ. One approach is to weight the studies equally, w; = %, whereas another instead uses the same
inverse-variance weights as in the CE model, w; = vl, Importantly, the average effect size parameter

6FES thus depends upon the choice of weights, and much of the literature has focused on how to make
this decision (see Bender et al.,'® Bonett,” Laird and Mosteller,” and Rice et al.®).

Random effects. In the RE model, the included studies are considered to be a random sample of a
larger population of studies. This distinction between the sample and population can be conceptually
difficult in a meta-analysis, especially given the focus on a thorough review. Hedges'' noted in
introducing the RE model that

One explanation for the elusiveness of these relations derives from a proposal by Cronbach.'® He
suggests that evaluation studies should consider a model in which each treatment site (or study) is a
sample realization from a universe of related treatments. Thus, when evaluators look at
“replications” of a treatment across sites, they observe many different treatments, each sampled
from some universe of possible treatments.

This suggests that in its original conception, the RE model was an extension to the RE ANOVA
model, with the RE representing variation in versions of a treatment, therefore originally considering
the treatments as random yet study samples as random samples from the same population. Later
conceptualizations have added to this additional sources of variation, for example, different groups of
participants, or different designs, dosages, and interventions.”

A question in the RE model is how to characterize the “population.” Hedges and Vevea® have argued
that in RE, the population from which the studies (or effect sizes) are sampled can be defined in terms
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of the observed study characteristics. Laird and Mosteller’ offer a similar conceptualization, noting that
“each study corresponds to a population selected from the universe of populations (many of which have
not been conceived, let alone carried out).” Importantly, in both conceptualizations, the population is
defined in relation to the studies that have been sampled, not the reverse. Alternatively, Erez et al."’
suggest getting around this by using the RE model to generalize to a hypothetical population of studies
rather than a concretely defined one.

Note that in the RE model, % is the mean of a distribution of true effects in the population:

1
gRE _ _
K4

M=

0;,

1l
—_

where K represents all studies in the defined population. These 6; represent single studies or effect sizes,
and therefore we can see that 9% is an average of study-specific effect sizes.

Finally, note that the use of the RE model is often limited by technical requirements of the model.
In particular, estimation of 72, the between-study variation, requires a minimum of around 8-10
studies.'” Thus, when an unconditional inference via RE is not possible, analysts may instead turn to
the conditional FES model, keeping in mind the limitations on generalization.

3. Individual versus study average effect

In the previous section, we reviewed the standard literature and approach to model selection in meta-
analysis. But sometimes the decision between these models is not obvious. For example, what if it is
reasonable to expect that effect sizes vary across studies (ruling out CE), but the goal is to estimate
the average effect size for individuals, not studies (ruling out RE), in a broader population (ruling out
FES)? This goal of developing an approach to estimate a generalizable, person-average effect size is
the focus of this article.

In this section, we examine more carefully properties of the estimators of the person-average effect
(CE and FES) and compare these to properties of the estimator of the study-average effect (RE) in order
to understand when they are the same and when they differ. To do so, we focus on estimators of the
form:

k
T = Zw;‘Ti,

i=1

where w7 is an estimate of a true weight xr; (where here both are relative weights, i.e., 2, wi = > m; = 1),
and 7; is an unbiased estimate of a study average effect size 6;. Throughout this section, we further
assume that the true sampling variance is V(7;) = V;, which is estimated by v;, that the true study
average effects have E(6;) = 6 and V(6;) = Tf). Notice that 6 is thus an unweighted average of the
study-specific 6; values.

Here, we compare properties of two estimators. The first is the CE/FES estimator, , where
wi = wEE* = 1/v;, and where these weights estimate 7€ = 1/V;, where V; is known. Note that we
use CE in the superscript here, but the weights are the same as those used in the FES model. The second
is the RE estimator, TR, where wi = wRE* = 1/(v; + £7); these weights estimate 755 = 1/(V; + 1)
which are also known.

TCE

3.1. When all studies are observed (conditional)

When the sample S of k studies in the meta-analysis represent all of the studies in the population, or
when results are conditioned on these studies, the expected values of T€F and TRE are as follows:

E(TE|S) =65 + puepiAcE (1)

Downloaded from https://www.cambridge.org/core. 16 Nov 2026 at 20:19:26, subject to the Cambridge Core terms of use.


https://www.cambridge.org/core

Research Synthesis Methods 7

E(TRE|S) = 0RF + pyppt ARES 2)

and are defined as

where §CE ORE

ol =Z7r?9,-.

The proofs of these equations can be found in the Appendix. Notice that since wl.CE* o n;, the CE
parameter OfE is often interpreted as the person-average eftect size for those individuals included in
the meta-analysis, since studies are weighted proportional to their sample sizes.

Here too, for a general 4,

A (1 - m;)V; >0

i=1

and py; = corr(w},T;) is a correlation between the estimates of some weights and the estimates
of the effect sizes. For example, Pustejovsky and Rodgers’’ show that when using CE/FES weights,
when the SMD effect size d is large, correlation between d and inverse variance weights is nonzero.
This correlation is also nonzero, though smaller, when using RE weights, particularly when ‘f'g is large
(producing weights that are less variable). Similarly, this correlation may be nonzero as a result of
publication bias; for example, PET-PEESE methods look for a relationship between CE weights and
the effect size estimates 7;.”' Moreover, other methods have been suggested in order to remove this
correlation.”””?

To conclude, when conditioning on the & studies in the meta-analysis, the CE/FES and RE estimators
are thus only estimating the same parameter when (a) §; = 6Vi (the CE assumption holds) and

(b) pWRt = pWCEt = O

3.2. When a random sample of studies is observed (unconditional)

We now consider the case when the £ studies in the sample S are instead conceived of as a random
sample from K studies in the population, that is, then 6y, itself is a random variable. Now the expected
values of 7€ and TRE are as follows:

E(TCF) = E(6{F) + pwert E(AcE)
= [kpﬂ'CE(‘)TﬂCETH + 9] +pWCEtE(ACE)
E(TRE) = E(0FF) + prpst E(ARE)

= [kpﬂREHTﬂRETO + 0] +prEzE(ARE)-

3)

“)

Again, the proofs of these equations can be found in the Appendix. These equations reveal a few
insights, though they might not be immediately obvious. First, if the goal is indeed to estimate the
(unweighted) study-average effect size 6, neither the CE/FES or RE estimators are guaranteed to do so
without further assumptions. Again, like in the conditional inference case, since E(A) > 0, there can be
no estimation-induced correlation (p,,, = 0). Additionally, since weights typically vary (r, > 0), then
(a) either there needs to be no variation in effect sizes (79 = 0) or (b) an exchangeability assumption
must hold (¢ = 0).

When this correlation p,¢ is nonzero, then there is a relationship between the true weights and
true effect sizes, akin to an exchangeability assumption in the RE model. Importantly, in standard
texts, this exchangeability assumption is a requirement for the development of properties of the RE
estimator, though it is rare for meta-analysts to check the validity of this assumption in their analyses.
One way this correlation can arise is if the designs of primary studies are based upon power analyses,”
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where the sample size (and thus the true weights) are related to the magnitude of the true effect size.
Importantly, the problem that is produced when this assumption fails—of estimands depending upon
weights—is not specific to meta-analysis. For example, in cluster-randomized trials, Kahan et al.”’
discuss the conditions under which the person- and cluster-average effect can differ. When they differ,
this is referred to as “informative cluster size,” which occurs when there is a relationship between the
size of treatment effects and of cluster sizes.

Second, if the goal is to estimate the person-average effect size—which the CE models estimates
(since it weights the studies proportional to their sample sizes)—then it can be shown that the RE
estimator is biased where

bias(TRE10F) = ([kp g 0TnrsTo +0] + Pwrpt E(ARE)) = ([kPrer 0TrerTo +0]+Pwert E(ACE))

= kT(') [pﬂREHTﬂRE _pﬂCEHTﬂCE] + [pWREtE(ARE) _pWCEtE(ACE)] .

Notice that, again, assuming there is variation in effect sizes and weights across studies (i.e.,
Tg > 0,7, > 0), then this bias is only zero when (a) P 6 Trer = Prgp 6 Trge ANA () pwept E(AcE) =
Pwrit E(ARE). One way for this to be true, of course, is for prrp0 = Prrro = Pwert = Pwret = 0,
that is, for the exchangeability and estimation-error assumptions to both be met. But importantly, when
either (or both) of these assumptions fails, the RE estimator does not provide a means to estimate a
generalizable, person-average effect size for the population (which is the goal of this article).

4. A population-based perspective

Often in meta-analysis, the desire is to be able to interpret the estimated effects in terms of a
population of individuals—for example, patients, students, etc. As shown in the previous sections,
the three available models in meta-analysis—CE, FES, and RE—are either based upon models of
studies, not individuals, or do not generalize to a population of individuals. In this section, we begin
by reconceptualizing meta-analysis from an individual unit perspective. We show that this is more
consistent with how primary study results are parameterized and interpreted.

Instead of starting with the data in hand, we begin with considering a population P of individuals
and then examining the possible processes through which samples (studies) could be generated. To do
so, we conceive of three different types of samples: simple random samples (SRSs), stratified SRSs
(SSRSs), and cluster samples (CSs), notably showing that SRS and SSRS are special cases of CS. We
also note that a meta-analysis may not fit perfectly into any of these setups outside of ideal conditions,
yet they provide a good framework for theoretical discussion.

The three sampling procedures all have inference goals related to all individuals in the conceived
population. Figure 1 shows a generic makeup of j = 1,.. ., N different individuals in a finite population
P, each with individual treatment effect 8p ;. Note that 6 p; itself cannot be observed. Our parameter of
focus is now

1 N
azﬁjz_;epj.

This differs from both the CE and RE parameters—it is an individual level parameter, but it is also on
the population level. Also, this parameter has an explicit construction, removing any ambiguity about
what exactly is being estimated in a meta-analysis. Within the population, any use of stratification or
clustering is considered part of the design, but does not affect the parameter. In each case, we discuss
how we might conceive of a meta-analysis being sampled in this framework, as well as provide the
resulting estimators. Throughout, we focus on the resulting weights that arise under each model, where
the shift from model-based estimators (as seen in CE, FES, and RE) to a design-based framework will
impact the choice of weights that are used, with weights that are dependent upon the design rather than
chosen for efficiency purposes.
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Figure 1. Finite population of individuals.
Note: Each icon/color combination represents different types of people in our population, with different sets of observable characteristics related
to outcomes.

The goal is to estimate 8 from a series of i = 1,..., k samples (studies). We will refer to these
interchangeably as samples and studies throughout. In this framework, each sample comes from a
population cluster, where the combination of all clusters makes up the entire finite population. Each
sample 7 provides an unbiased estimate 7; with variance v; of a cluster average effect size 6; where

1
0;=— > 0, )
N,-JZ_; ’

where N; is the population size of cluster 7, and 6;; is the individual effect size for individual j in
cluster i. Notice now that how these 6; relate to 6 will depend upon how the samples included in the
studies are gathered. For simplicity, we will assume that the samples are selected with replacement (or
equivalently, that the population »; is much larger than the study sample sizes n;).

4.1. Cluster sampling

We begin with a cluster sampling framework, as the other sampling methods will then be shown to be
special cases of this framework. Here, assume that P is partitioned into i = 1, ..., K non-overlapping,
independent clusters, each of size N;, where N = Zilil N;, as seen in the top of Figure 2. In typical
cluster sampling, the clusters are intact groups—for example, hospitals and schools—Ieading to groups
of individuals that are more similar to one another than a random sample from the full population would
be, although it is not a requirement that the clusters are intact groups. Within each cluster, the average
effect size is 6;, and thus the average effect size in P is related via

1 K N; K Ni
QZN;;Q,‘J'IZN@'.

i=1

In cluster sampling, the sampling proceeds in two stages. First, an SRS of £ of K clusters is selected,
and then, an SRS of n; individuals is drawn within each cluster. Note that the n; individuals are those
that participate in a study which is a part of a cluster, and that a cluster’s N; value is not equal to a
study’s n;. The bottom of Figure 2 illustrates this, where the red boxes are the clusters selected in the
first stage, and then all units contained in the circles are selected into the samples. Here, we make the
assumption that samples within clusters are exchangeable, but the clusters themselves are not.
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Figure 2. Cluster sampling.
Note: Each icon/color combination represents different types of people in our population, with different sets of observable characteristics related
to outcomes.

In this framework, each study will represent a specific cluster of P, and thus there may be varying,
true average effect sizes across these clusters, depending on the true mechanism defining the clustering.
That is, each cluster has a true average effect size defined in Equation (5). We assume that as a result of
the second stage SRS, the estimated average effect size from study i, 7;, is an unbiased estimate of 6;.
Thus, 6 can be estimated using

k . .CST

7CS _ Sies NiTi 2oy wi°Ti

- - k)
2ies Ni K wes

where the sum is over all i clusters observed in our sample of clusters (S). The weights used are
WS = N, (©)

This version of T is referred to as the “ratio estimator,” as the denominator includes only the total
number of individuals included across the k studies, rather than included in the full population.”® While
this estimator is not unbiased, an unbiased estimator for the cluster sampling framework does exist
(see the Appendix). This unbiased estimator, however, requires knowledge of the number and sizes
of all clusters in the population, which is likely infeasible under the conceptualization of “potential
study” clusters in meta-analysis. The choice of weights as seen in Equation (6) comes directly from
estimating population averages in sampling theory. The design-based variance of this estimator requires
the number of clusters in the population, K, to be known.”® By defining clusters abstractly as possible
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study clusters, this value of K cannot be known (or does not entirely exist). Instead, the sampling
variance can be estimated using RVE. As discussed previously, RVE results hold for any set of weights,
so the use of N; as weights is valid in variance estimation through RVE.

There are a few comments to make about this framework. First, notice that P is divided into clusters
of individuals, where some of these clusters of people may participate in studies. In the meta-analytic
case, this means that even if we have correctly identified every study that has been completed, there
may still remain “potential studies” in parts of the population that have not been studied. In essence,
we are defining our clusters as portions of the population where studies may take place. This abstract
approach is more flexible and doesn’t require statements such as “a population of studies,” and rather
assumes that there are clusters of individuals that could make up a study.

Second, we have so far assumed that clusters have equal selection probability of % Similar to
Dahabreh et al.,”” this work considers the role of sampling in meta-analysis, but with a focus on a finite
population that extends to cluster sampling, rather than the role of unequal selection probabilities within
a superpopulation approach. Our framework can, of course, be generalized to account for unequal
probabilities. Because of these different selection probabilities, it may be of use to relax this assumption
and consider two-stage cluster sampling estimators that do not require this equal selection probability.
To do this, we must define 7; as the probability that cluster i will be selected into the sample. Note that
we will still assume that within each selected cluster, we have a random sample of individuals. Using
these unequal selection probabilities, we can apply the Horwitz—Thompson estimator,”® which results
in our estimator 7 but with weights

where 7; is the probability that cluster i is randomly sampled. Further development of this approach,
however, is beyond the scope of this article.

4.2. Stratified sampling

The stratified sampling case is a special case of cluster sampling where all clusters (interchangeably
referred to as strata now) are observed. That is, while in CS we first sample clusters, then individuals
within clusters, here we sample individuals from all k = K clusters. Figure 3 illustrates this. Like
clusters, the strata in this case could be created to be very different or more similar to one another. While
in sampling theory these are typically defined in relation to one or two variables, this is not required.

We assume that P is partitioned into i = 1,..., k non-overlapping, independent strata, each of size
N;, where N = 3, l]le N;. Within each stratum, the average effect size is 6;, and thus the average effect
size in P is related via

OZN
=1 7

~
Il

—_
Il

—_

Notice that this is exactly the same relationship found in cluster sampling (except here we use & as
k = K).

Within each stratum, assume that a sample of n; individuals is drawn from the stratum population
of N; individuals via an SRS. Thus, the stratum-specific effect size estimate 7; provides an unbiased
estimate of 6;. As a result, the general weighted estimator 7' will use weights identical to that of cluster
sampling:

WSSES = . ™)

12
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Figure 3. Stratified simple random sample.
Note: Each icon/color combination represents different types of people in our population, with different sets of observable characteristics related
to outcomes.

where the full estimator is

Z{_CZ:IK N;T; Zk K ;_S’SRST

k=K - k=K ’
2[:1 N; Z SSRS

TSSRS _

The weights are chosen as in Equation (7) as they are the only weights (or any weights proportional
to these) that lead to an unbiased estimator of 6 under this design (see the proof in the Appendix).
This assumes that the true effect sizes vary, meaning the 6; are not all equal. The difference between
the SSRS and CS frameworks is shown in the variance. As a sample from every stratum is obtained,
there is no concern for between-strata variation, and thus the variance of the estimator can be
estimated by

k
V(TSSRS) — i=1
(2L, W_ssRs)
= 12

(WSSRS)

There are a few important caveats to this design. First, at least one study from each of the &
strata needs to be observed (if multiple studies are provided from the same stratum, these can first
be aggregated using the SRS method presented in the next section to obtain the stratum average). For
example, it could be that there are 12 strata, but studies are observed from only 10; this is referred to
as undercoverage in the sampling literature. In this case, our inference would change and we would no
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Figure 4. Simple random sample.
Note: Each icon/color combination represents different types of people in our population, with different sets of observable characteristics related
to outcomes.

longer be estimating the average effect for all individuals in the population P. Instead, we would need to
redefine P to only include those strata that we have, that is, condition on our studies (strata) we observe.

Second, because of stratification, the strata (and resulting SRS samples) should differ from one
another with regard to one or more characteristics. For example, this might mean that the average age
differs across strata. Sampling theory tells us that the ideal strata are maximally different from one
another with regard to covariates that explain variation in the outcome (here stratum specific effect
sizes 6;). However, while this is optimal for variance reduction, it is not required. Thus, clearly strata
will differ, but they may differ in more minimal ways. That is, instead of all individual ages 5—11 in
one stratum and those ages 12—18 in another, it could be that both contain individuals with ages 5-18,
but those in one stratum are younger, on average, than those in the other. The only requirement here is
that the k strata, taken together, fully cover the population P.

4.3. Simple random sample

The final special case of cluster sampling is SRS. Here, we can imagine that the cluster assignments are
assigned randomly—Ieading to no true clustering at all. Thus, any random sample within a randomly
assigned cluster will also be a random sample from the entire population, as illustrated in Figure 4.

Assume that each of & studies includes an independent, SRS of individuals in P. This means that
the & studies will have samples that are similar to one another on both measured and unmeasured
characteristics—for example, average age of participants, average baseline health, and so on. This
situation may arise in replication studies, where the population of participants, intervention, and other
study characteristics are attempted to be held constant. Because they are SRSs, each study average
effect size estimator, 71, . . . Tx, alone provides an unbiased estimate of 6.

Thus, since every estimate is unbiased and there is no inherent grouping of individuals, any weighted
combination of these estimates is unbiased, so long as the weights are not related to the effect sizes.
There is a parallel here to the CE model, where any choice of weights (that sum to 1) will lead to
an unbiased estimate, so the weights can be chosen to minimize the variance of 7, leading to inverse-
variance weights

1
wikS = — (8)
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that produce the most efficient estimate of 6. Notice that this means that wfRS ~ n;. Note that the full

estimator has the same form as both 7€ and 755RS.
k . SRS
TSRS _ izl w; T,
T vk . SRS °
st Wi

Finally, the resulting variance is the same as that found in CE

1 1
V(T*9) = k SRS vk 1°
i=1 Wi i=1 v

5. Why and how to use these models?

By considering meta-analysis from a sampling lens, a few questions arise. First, how do these models
differ from current practice models? Second, how should researchers use and decide between these
models? As previously mentioned, under current practices, there is no suitable model that allows for
generalization to a population while also focusing on an individual, not study, average effect size.

The sampling estimators proposed here offer an alternative to both CE and RE models by considering
how study samples are drawn. In standard sampling theory, we take a sample of units from a population,
calculate the average for that sample, and generalize the inference to the population. The same logic
applies here, while taking into account more complex possible designs (i.e., SSRS or CS). Second, the
parameter 6 that these sampling models estimate is constructed based on the consideration of a finite
population of individuals. In other words, the parameter 6 as used in Section 4 has an explicit functional
form and is constructed as an average effect size for all individuals in the defined population. Therefore,
by starting with a population and the data-generating process, the sampling estimators meet both goals
that current meta-analytic models do not.

As with all models, the sampling frameworks proposed here require assumptions about the design
and sampling schemes of studies and samples. In practice, it may not be entirely true that the observed
studies are a random sample of a population of studies. That being said, current practice meta-analysis
models (such as the RE model) also hinge on this assumption. Moreover, while samples within studies
may be convenience samples rather than random samples, this feature would have implications on
both the proposed models as well as current practice models. By being explicit about the required
assumptions, analysts can use the feasibility of these assumptions as well as the guidelines presented
next to thoughtfully decide the correct model within the context of their design, data, and research aims.

5.1. How to decide the correct model?

When deciding on which sampling framework fits a particular analysis, there are a few questions that
can be considered:

1. What is the population these studies (or individuals) were sampled from? First, the definition of
the population P needs to be decided. This can be based on research goals in general, clearly defined
inclusion/exclusion criteria, or on the characteristics (location, covariates, etc.) of the observed studies.

2. Is there clustering or grouping in the way study samples were drawn? This can be assessed
qualitatively—for example, checking if studies are conducted in different locations, on different age
groups, etc. Alternatively, aggregate data from the studies can be used to evaluate if there is grouping
or if the samples are each an SRS of the same population P. When the assumption that each sample is an
SRS of P holds, then on average, the covariate distributions in the studies should be the same—that is,
for a general vector of covariates E(x;|i = 1) = E(x;|i =2) = --- = E(x;|i = k). This can be examined
on the observed data in a meta-analysis using a y? test or ANOVA. Furthermore, when data are directly
available from the population P, this would mean that E(x;|i) = E(x;|P) Vi. Importantly, this means
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that the assumptions for the SRS model can be verified based upon descriptive information (moderators)
about the studies alone, instead of being based upon the observed variation in the outcomes.

If this assumption can be properly verified and there is no evidence of clustering, then the SRS model
is appropriate. Importantly, there is a clear parallel between the SRS and CE models. Specifically, we
can see that both the CE and SRS model will use the same weights (wCE = wSRS) and that the choice
of these weights are guided only by efficiency, since bias will not be a concern with any weights. There
is a difference, however, from the CE model in how the parameter is constructed. In the CE model, we
claim 6 is “the” effect that is common across all included studies. In the SRS case rather, we specifically
construct 8 to be the average effect among all individuals in P. This difference highlights that, in this
framework, there is little ambiguity that we are estimating a parameter that is tied to the individuals in
our population. In addition, the differences in assumptions between these methods lead to differences in
inference and generalizability. While in CE the common effect assumption holds only for those studies
that are observed, and thus leads to the need to condition our inference to those studies, here we make no
such assumption. Rather, the assumption of multiple random samples allows us to estimate a parameter
for the entire population and generalize any inference to said population.

3. If it is determined that there is clustering, have samples from all population clusters been
observed? In order to verify this assumption, we can check if our sample matches our population on
observed characteristics to evaluate if there is undercoverage. When population data are available on
covariates, this information and that available in the studies can be leveraged to evaluate if there is no
undercoverage. To do so, for a covariate x, we can define the estimated average value across our sample
of studies:

3 S Nix;
Xs = 2 N .
i=11Vi

This can then be compared to known values from the population P, using the SMD,

Xs — Ep(x)

SMD(x) = SDr ()

Of course, for any variable this may not be exact, but ideally these SMDs are small (e.g., < 0.25),
indicating a high degree of similarity between the population and our overall sample. If participant data
were available from all studies, it would be straightforward to verify that we have full coverage of the
population.

4. If there is clustering/grouping, are the relative sizes of clusters/strata in the population known?
While in prospectively designed studies, these values may be obtainable, in meta-analysis these NV; are
likely to be unknown. If they are unknown, one option would be to use sample size weights n; in place
of population sizes N;. This approach is valid if it can be assumed that the sampling probability in each
cluster is the same—that n; oc N;. This question must carefully be considered—for example, is a study
large because it reflects a large proportion of the population, or is it simply a large study?

If this assumption is reasonable, since v; o nli, then notice that the use of sample size weights will
be very close to CE weights. In the CS case, this is analogous to a model with CE weights but one that
uses RVE for variance estimation. In the SSRS, this would be analogous to a CE model that allows for
generalization, or the weighted parameter in the FES model proposed by Rice et al.,” albeit with a much
clearer interpretation.

6. Examples

To better illustrate the concepts proposed, we will present two examples. The purpose of these examples
is to walk through how and in what ways researchers can consider the data-generating process and
proposed sampling estimators in a meta-analysis before performing the analysis. That is, our examples
will examine the studies and samples included and attempt to conceive of the overall meta-analysis
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Table 2. Example 1 studies.

Weight% Weight%

Study Citation State Grade(s) n; N; T; 2 ( Vil_) (N))

1 Borman et al.*” MD 2 118 127,771 -0.12 0.034 33.50% 14.26%

2 Overbay and NC 3 142 223,706 -0.32 0.028 40.68% 24.97%
Baenen™

3 Scientific Learning ~ FL 2-3 38 430,896 0.49 0.100 11.39%  48.09%
Corporation™

4 Scientific Learning ~ SC 3 50 113,671 034 0.079 14.42% 12.69%
Corporation’®

Note: N; is the number of public school 2nd and 3rd graders in the state as of Fall 2022.%7

through one of the proposed sampling frameworks. All data and code used to analyze these examples
can be found at https://github.com/MatthewForte/MA Reconceived Code.

6.1. Example 1—What works clearinghouse

Over the past 20+ years, the WWC has reviewed over 1,700 education studies, cataloging effect sizes
for 189 interventions. Some 56% of these interventions include results from multiple, independent
studies; on average, these include results of ~3 studies, though some include as many as 32 results.
One approach to combining these studies—known to be problematic, but common in the early days
of the WWC—is to “vote count”; this involves reporting the number of independent effect sizes that
are statistically significant. Another approach more recently implemented in the WWC is to meta-
analytically combine these effects, where the WWC meta-analyses use the FES model with inverse-
variance (CE) weights, w; = VLIN For the purpose of this example, we will explore model selection
between our proposed sampling models. Table 2 shows four studies conducted on the effectiveness of
the Fast ForWord intervention, a computer-based product used to improve reading skills. The table also
shows the location, grades, sample sizes, population sizes, effect sizes, and variances of these studies,
where the data were obtained through the WWC.”” Next, we illustrate the process through which an
appropriate model might be selected using the steps we described in Section 5.1.

1. What is the population these studies (or individuals) were sampled from? One option would
be to define the population as all 2-3 graders in the United States. Another definition may be more
narrow, such as all 2-3 graders in states on the Atlantic Coast. In either case, defining the population
before conducting the analysis is vital, as it pre-defines what individuals we will be generalizing to and
determines the sampling design of the meta-analysis.

2. Is there clustering or grouping in the way study samples were drawn? Examining Table 2, we can
see that each study took place in a different state, suggesting that each study sample is not a random
sample from the same population. We can also explore this by examining aggregate study data on
covariates to test whether E(x;|i = 1) = E(x;|i = 2) = E(x;]i = 3) = E(x;]i = 4) for all suitable
covariates. Table 3 shows the covariate means for four different covariates for the included studies. This
table also provides results of y? tests for each of the four covariates, as well as a joint test for comparing
the distribution of racial/ethnic categories across studies. Each of these is rejected, indicating that the
true proportions are not equal in the four studies, and thus that we cannot conceive of the four studies
as SRSs from the same target population (note that if the available covariates were continuous instead
of binary, ANOVA could be used instead to test for these differences).

3. Have samples from all population clusters been observed? 1f we define our population to be all
2-3 graders in the United States, then we clearly do not have a sample from each cluster (states in this
case), and would rule out the SSRS model and consider the CS model to be the most appropriate. On
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Table 3. Example 1 covariate data.

Study %PFree-reduced lunch %Black %White %Other

1 74.0 89.0 10.0 1.0

2 35.0 35.0 47.5 17.5

3 57.0 21.0 56.0 23.0

4 36.0 35.0 63.0 2.0

x> tests 43.78(3), p <0.0001 100.41(3), 63.07(3), 30.59(3),
p <0.0001 p <0.0001 p <0.0001

Joint y? test 114.78(6), p<0.0001

Note: Demographic information for Studies 1 and 2 came before attrition.

the other hand, if we define our population to be states on the Atlantic Coast (specifically just these
four states), then the SSRS model is appropriate. This highlights the importance of determining the
population before any analysis is done, as the population definition determines which model is valid.
In either case, we would need to assume each of the studies to be conducted in a random sample of
schools and students in its state.

Importantly, there could be a situation in which the studies are conducted in different populations
(i.e., not SRS of the same population) yet all are conducted in the same state. In this case, the population
clusters might be defined instead as communities or “potential studies”—grouping of schools and
students that are more similar to one another than they would be at random. The point here is that
clearly defined clusters are not required to proceed with this line of reasoning.

4. Are the relative sizes of clusters/strata in the population known? Continuing on with the
population definition of the entire United States, the CS model fits best. This means that we observe
samples (studies) from some but not all of the clusters. This model uses population sizes (N;) for
weights. One option is to rely on external data sources to determine these population sizes. By turning
to the Common Core of Data—an annual census of public schools in the United States—we are able to
determine these population sizes, as shown in Table 2. In this example, we use the combined number
of both 2nd and 3rd grade students in each state as our N; values. By combining both 2nd and 3rd
graders together, this adds the assumption that the effect of the intervention does not vary across grades.
The availability of these data is strongly dependent on the research question and context, and when
unavailable other weights can be used (i.e., sample size weights and equal weights) but they will require
new, more restrictive assumptions.

Table 4 shows the meta-analytic estimates and variance using three different approaches: (1) the
WWC approach (FES); (2) the CS model using population (N;) weights; and (3) the CS model with the
added assumption that sample sizes are proportional to the population sizes (n;) weights. Clearly, in this
case, as we have access to the population values, we can see that this added assumption of sample sizes
being proportional to population sizes is flawed, yet we include this version for illustrative purposes.
For both choices of weights in the CS model, the variances were calculated using RVE with an HC3
adjustment due to the small number of studies,'” while the FES method uses the standard model-based
variance calculation. As seen in the table, clearly the choice of weights matters, both in terms of the
average effect size estimate and the standard error. First, notice that 7" W € and 7" are quite similar; this
is not surprising since the inverse variances are proportional to the sample sizes, 1/v; o« n;. Notably,
however, the robust variance estimate from the CS model is approximately 2.7 times the magnitude
of the variance estimate from the FES model. Examining Table 2, we can see this is because there is
extreme variation in effect size estimates.

Second, the population weighted effect size from the CS model (TV) provides an estimate that is
very different (larger in magnitude and different direction in this case) than either the use of sample size
weights (T™) or inverse-variance weights (7" "W €). Examining Table 2, it is clear that this is because
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Table 4. Example 1 estimates.

Model framework Weights T Var(T)
Fixed-effects (WWC) vl, -0.067  0.011
Cluster sampling (population weights) N; 0.183  0.113
Cluster sampling (sample weights) n; -0.069  0.040

Table 5. Example 2 studies.

Study Citation Location n; N; (millions) T; vi  Weight% (vli) Weight% (N;)

1 Letourneau USA 124 74.1 —-0.028 0.032 15.77% 80.72%
etal’®

2 Ogden and Norway 67 1.1 —-0.260 0.063 8.03% 1.20%
Halliday-
Boykins®’

3 Sundell et al.*’ Sweden 156 2.2 —-0.085 0.025 19.86% 2.40%

4 Fonagy et al.*! UK 446 14.4 0.085 0.009 56.34% 15.69%

Note: N; represents the national population of youth under age 18.

the weights are allocated very differently between these approaches. For example, using FES weights,
Study 3 receives the smallest weight, whereas with population size weights Study 3 receives the largest
share.

6.2. Example 2: Large study

Our second example comes from a systematic review on the use of multisystemic therapy (MST)
for youth with social, emotional, and behavioral issues. The review describes MST as “an intensive,
home-based intervention for families of youth with social, emotional, and behavioral problems. MST
therapists engage family members in identifying and changing individual, family, and environmental
factors thought to contribute to problem behavior.”*’ This systematic review includes 23 studies and
34 different outcome measures across nine outcome categories for youths ranging from 10 to 17 years
old. For the purpose of this example, we will focus on one of the meta-analyses conducted, with the
outcome of self-reported delinquency 2.5 years post treatment, which included four different studies.
Table 5 shows information on these studies.

Again, the first question to consider is how to define the population these study samples are drawn
from. Here, since we have studies from four different countries, it does not seem feasible to narrow
the population by location. Instead, we can broadly define our population as all youths with social,
emotional, and behavioral issues. We will also immediately assume that CS is the correct model
here. This is because the four studies are each in different countries, indicating that there is at least
geographical grouping. Therefore, instead of using this example to walk through how to decide the
correct model, we instead intend to illustrate issues that arise when one study’s weight dominates that
of the others.

Table 5 shows the studies, estimates, sample sizes, population sizes, and proportion of total weight
for each study. In the original meta-analysis, the authors used an RE model, yet estimated 72 to be 0,
meaning both CE and RE weights are identical. As seen in Table 5, using these original weights, Study
4 receives over half of the weight for the overall summary effect size, as it was the most precisely
estimated observed effect size of the four studies. But from a sampling perspective, instead of using
observed heterogeneity in effect sizes to guide the choice of weights (and model), we consider the
population sizes of the clusters each study represents. Thus, the guiding question becomes: does Study 4
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Table 6. Example 2 estimates.

Model framework  Weights T Var(T)
Original MA vl 0.0057  0.0050
Cluster sampling N; —-0.0144  0.0036

have such a large sample (and thus weight) because it represents a large share of the population, or is
it just a large study? In the CS framework, the weights are the population values of the cluster which
the sample represents; for Study 4, for example, this is the number of youths with social, emotional,
and behavioral problems in the UK. Clearly, across these four countries, it is unlikely that about 56%
of all youths with social, emotional, and behavioral problems reside in the UK. Thus, the use of sample
size weights (i.e., CE weights) over-weights Study 4. If the focus is on the person-average effect size,
these weights need to account for the population size of each of the four clusters.

Unlike in Example 1, access to the true population values here seems infeasible. That is, we are
unlikely to be able to find the number of youths with social, emotional, and behavioral problems in each
of the four countries represented in this example. Instead though, we might make a new assumption
that the prevalence of these types of mental health issues is constant across the four represented clusters
(here countries). That is, we assume that the relative weight of each country in terms of the total number
of youth with mental health issues is the same as the relative weight in terms of the total population of
youth. Furthermore, we assume that the relative weight of each country in terms of youth aged 10-17
is the same as in terms of youth under 18; this latter assumption allows us to use data from UNICEF’s
“How Many” data tool to develop these weights, as found in Table 5.°' The estimates of the summary
effect size using the authors’ method and our method with estimated population size weights can be
seen in Table 6.

Comparing the results, we see large differences in both the average effect size estimates and
corresponding variances. Our estimator using population weights (77V) leads to an estimate that is
approximately 2.5 times larger in magnitude, as well as in the opposite direction as the CE weights.
Moreover, the variance for this estimator is approximately 0.72 times as large as the variance estimated
from using CE weights. Thus, while the choice of weights has a large impact on the generalizability
and inference on our parameter of interest, it can also have a substantial impact on the results of the
analysis itself.

These results bring about a puzzle in deciding what the correct choice of weights should be. In
using population numbers, we were required to make a new assumption that the prevalence of social,
emotional, and behavioral problems was constant for youths across our four clusters (here countries).
On the other hand, the use of CE weights requires that we condition on the studies. That is, using the CS
model allows us to estimate a person-average effect for a population, whereas the CE model estimates
a person-average effect in the studies. This highlights that there is a difference in the parameter we are
estimating and has implications if the goal is to understand the expected impacts of the intervention in
the world. If the results of the analysis are used to inform research for all youths with mental health
issues—that is, if the results are intended to generalize—then the use of CE weights also inherently
makes the assumption that Study 4 represents the largest portion of the population.

Importantly, assumptions about weights are required in all of these estimators, and these assumptions
affect both the parameter estimated and the estimator involved. For example, with the CS model with
population size weights, we see that now Study 1 receives a very large share of the overall weight at
80.7%. Depending on the definition of the population and how researchers plan on disseminating their
results, the use of these weights may be more in line with the research goals, even if there is still large
disparities in weight proportion. The use of equal weights, on the other hand, changes the parameter
that is being estimated. Therefore, the choice of weights needs to be in line with the research questions
and assumptions regarding this choice should be clearly stated.
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7. Discussion

Often meta-analysts are interested in estimation of a person-average effect size for a broader population
than those included in the studies in their meta-analysis. Existing approaches require researchers to
choose between person-average effects (CE and FES) and unconditional inferences (RE). Furthermore,
these estimators are all built upon an approach that models study-average effect sizes, making
connections to individuals difficult. Lastly, this article focuses on standard, inverse-variance weights
used in the CE/FES and RE models, but there are of course other choices of weights that researchers
may use.

In this article, we develop a new approach and set of models for meta-analysis. We do so by
first showing that stark differences between the person-average effect and study-average effect can
exist in all meta-analyses, even beyond the presence of publication bias. These differences are due
to relationships between weights and effect sizes, opening up situations in which the person- and
study-average effects can differ markedly, and making interpretation of the average effect size more
complicated than often conceived.

Then, we begin with a defined population of individuals and explore different data-generating
mechanisms via three common sampling designs (SRS, SSRS, and CS). In all cases, we focus on
estimation of the person-average effect. We show that this approach helps address common problems in
meta-analyses. For example, in the CS case—the model we expect will be most common in practice—
even if there are clusters that are in the population but not represented by a study, we are still making
inference to those units through a full population average. Furthermore, while when the RE model is
used, it is common for researchers to say that results generalize to other studies, in the CS framework,
we would not say that we generalize to other studies (or potential studies) but instead that we are
generalizing to a population of individuals. We also show that there are instances when the sampling
models proposed align with the current practice models. For instance, in the SRS model, we can
estimate the average effect size using inverse-variance weights as we would in the CE model. The
shift is that the assumption is now about our samples being random from the population, rather than
assuming a common parameter within each study.

The results of meta-analyses are often used in decision making processes to answer questions, such
as if a curriculum should be used in schools or if a new drug should be approved for patient use. When
these decisions are made, they impact not only the individuals that have already taken part in studies,
but also a broader population of individuals who might be different than those participating in studies.
Therefore, the importance of estimating a person-average effect for a population is paramount. Study-
averages and person-averages are not always equal, and when studies vary in the types of participants,
sample sizes, and other unobserved characteristics, as often is the case in meta-analysis, we may
have a hard time deciphering what it is we are actually estimating. The new models and estimators
proposed here remove that issue, focusing on the individual on a population level. Individual participant
data meta-analysis would be another way where researchers would be able to estimate effects on the
individual level, but requires access to data from each observed study. In this case, however, access to
that data is not required—what is instead required is careful thought about design and populations, as
well as information on population sizes. While not practical in every setting one may perform a meta-
analysis, these new methods improve upon the analysis options and have clear inference applications.

7.1. Limitations and practical challenges

The proposed approach to meta-analysis is not without complexities, however. Implementing this
approach requires information on the relative size of different population clusters; in nearly, all meta-
analyses we expect that this information will not be readily available. This means that weights will need
to be defined by the analyst; these might be based upon an assumption that sample sizes are proportional
to population sizes (use of n; weights), an estimation of the relative size of each cluster, or might be
selected based upon other reasons (e.g., to reduce an extreme sample size weight in one study). If it is
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the case that population cluster sizes are not available and weights need to be decided, the analysis is
not invalidated, but it is more restricted due to the necessary addition of more assumptions.

We expect that to many, this may feel like we are opening up new researcher degrees of freedom,
that is, ways in which analysts can play with their data to get the results they desire. To this critique we
emphasize, however, that this problem is not unique to meta-analysis. In many observational studies,
weights are used in order to obtain an average treatment effect that is unbiased. Since there are a variety
of possible weighting strategies, in this literature, a common approach is to determine the weights before
looking at any outcomes. In essence, this separates the “design” of the study from the “analysis.””
A clear parallel can be drawn here, where the definition of the population, design of the meta-analysis,
and decisions on weights can and should be made before examining study specific effect sizes. For
example, the strategy for choosing weights could be defined in a pre-registration plan or in a study
protocol.

Additionally, each of the sampling models in this article requires assumptions that samples within
studies are random samples from either the full population, or a specific cluster of said population.
We know from practice that random sampling is exceedingly rare in the intervention studies we frame
this article around. Again, this is a problem we often encounter in statistical modeling. For example,
the current RE model assumes that the sample of studies in the meta-analysis is a random sample of
such studies, even when extensive efforts have been made to include all studies. Similarly, in cluster-
randomized trials, the hierarchical modeling structure commonly used in the analysis assumes that
clusters and samples within clusters are random, even in studies where units are explicitly recruited
based upon convenience (e.g., randomized trials).

We want to emphasize that a main take-away from this article is that meeting all these assumptions
and properly estimating a person-average effect that generalizes in a meta-analysis is very hard to do.
Yet, we believe that many researchers’ goals are to obtain such an effect and make inferences about
more general populations than the one examined in their study or meta-analysis. To do so requires a lot
of heavy assumptions, and a goal of this work is to highlight the required assumptions and encourage
analysts to critically contemplate the validity of said assumptions. Moreover, current meta-analytic
models already require quite heavy assumptions that are often overlooked. This work aims to bring
about a discussion on what researchers really want to estimate and what assumptions are required to
reach those aims.

7.2. Future work

Finally, we close by highlighting future directions for this research. First, we have focused only on
the implications and results for the SMD effect size. A future area to explore would be the statistical
properties and results for other non-collapsible effect sizes, such as the odds ratio or correlation
coefficient. Specifically for the odds ratio, both the effect size and its variance are both dependent on the
cell frequencies of a 2 X 2 table. Second, our article has assumed that we have one independent effect
size per study, and further research should explore the impacts of the proposed sampling models in cases
where studies provide multiple dependent effect sizes. We hope to continue to investigate more complex
design scenarios in future work, with a focus on the implications of violating assumptions. Lastly, we
have considered the types of treatments that are fixed, or varying but explainable by covariates. In
future work, we hope to investigate the more general case—when both treatments and individuals are
sampled.

Author contributions. Conceptualization: E.T.; Data curation: M.F.; Formal analysis: M.F.; Methodology: M.F. and E.T,;
Resources/funding acquisition: E.T.; Software: M.F.; Visualization: M.F.; Writing—original draft: M.F. and E.T.; Writing—
review and editing: M.F. and E.T. Both authors approved the final submitted draft.

Competing interests. The authors declare that no competing interests exist.
Data availability statement. All data and code are available at https://zenodo.org/records/21298746.

Funding statement. This research is supported with funding from the Institute of Education Sciences (No. R305B220007).

Downloaded from https://www.cambridge.org/core. 16 Nov 2026 at 20:19:26, subject to the Cambridge Core terms of use.


https://zenodo.org/records/21298746
https://www.cambridge.org/core

22 Matthew Forte and Elizabeth Tipton

References

[1] Hedges LV, Olkin I. Nonparametric estimators of effect size in meta-analysis. Psychol Bull. 1984;96: 573-580.

[2] Borenstein M, Hedges LV, Higgins JPT, et al. Introduction to Meta-Analysis. John Wiley & Sons, Ltd; 2009.

[3] Hedges LV, Vevea JL. Fixed- and random-effects models in meta-analysis. Psychol Methods. 1998;3: 486-504.

[4] Hunter JE, Schmidt FL. Fixed effects vs. random effects meta-analysis models: implications for cumulative research
knowledge. Int J Sel Assess. 2000;8: 275-292.

[5] Shuster JJ. Empirical vs natural weighting in random effects meta-analysis. Stat Med. 2010;29: 1259—-1265.

[6] Rothstein HR. Publication bias as a threat to the validity of meta-analytic results. J Exp Criminol. 2008;4: 61-81.

[7] Bonett DG. Meta-analytic interval estimation for standardized and unstandardized mean differences. Psychol Methods.
2009;14: 225-238.

[8] Rice K, Higgins JPT, Lumley T. A re-evaluation of fixed effect(s) meta-analysis. J R Stat Soc Ser A Stat Soc. 2018;181:
205-227.

[9] Laird NM, Mosteller F. Some statistical methods for combining experimental results. Int J Technol Assess Health Care.
1990;6: 5-30.

[10] Hedges LV, Tipton E, Johnson MC. Robust variance estimation in meta-regression with dependent effect size estimates.
Res Synth Methods. 2010;1: 39-65.

[11] Tipton E. Small sample adjustments for robust variance estimation with meta-regression. Psychol Methods. 2015;20: 375—
393.

[12] Zejnullahi R, Hedges LV. Robust variance estimation in small meta-analysis with the standardized mean difference. Res
Synth Methods. 2024;15: 44—60.

[13] Erez A, Bloom MC, Wells MT. Using random rather than fixed effects models in meta-analysis: implications for situational
specificity and validity generalization. Pers Psychol. 1996;49: 275-306.

[14] Hedges LV, Pigott TD. The power of statistical tests in meta-analysis. Psychol Methods. 2001;6: 203-217.

[15] Overton RC. A comparison of fixed-effects and mixed (random-effects) models for meta-analysis tests of moderator variable
effects. Psychol Methods. 1998;3: 354-379.

[16] Bender R, Friede T, Koch A, et al. Methods for evidence synthesis in the case of very few studies. Res Synth Methods.
2018;9: 382-392.

[17] Hedges LV. A random effects model for effect sizes. Psychol Bull. 1983;93: 388-395.

[18] Cronbach LI. Toward Reform of Program Evaluation. Jossey-Bass; 1980.

[19] Langan D, Higgins JP, Jackson D, et al. A comparison of heterogeneity variance estimators in simulated random-effects
meta-analyses. Res Synth Methods. 2019;10: 83-98.

[20] Pustejovsky JE, Rodgers MA. Testing for funnel plot asymmetry of standardized mean differences. Res Synth Methods.
2019;10: 57-71.

[21] Stanley TD, Doucouliagos H. Meta-regression approximations to reduce publication selection bias. Res Synth Methods.
2014;5: 60-78.

[22] Nakagawa S, Lagisz M, Jennions MD, et al. Methods for testing publication bias in ecological and evolutionary meta-
analyses. Methods Ecol Evol. 2022;13: 4-21.

[23] Spake R, Mori AS, Beckmann M, et al. Implications of scale dependence for cross-study syntheses of biodiversity
differences. Ecol Lett. 2021;24: 374-390.

[24] Open Science Collaboration. Estimating the reproducibility of psychological science. Science. 2015;349: aac4716.

[25] Kahan BC, Li F, Copas AJ, et al. Estimands in cluster-randomized trials: choosing analyses that answer the right question.
Int J Epidemiol. 2023;52: 107-118.

[26] Lohr SL. Sampling: Design and Analysis. 23 ed. Brooks/Cole; 2010.

[27] Dahabreh 1J, Robertson SE, Petito LC, et al. Efficient and robust methods for causally interpretable meta-analysis:
transporting inferences from multiple randomized trials to a target population. Biometrics. 2023;79: 1057-1072.

[28] What Works Clearinghouse. What works clearinghouse procedures and standards handbook, version 5.0. U.S. Department
of Education, Institute of Education Sciences, National Center for Education Evaluation and Regional Assistance. 2022.
https://ies.ed.gov/ncee/wwc/Handbooks.

[29] What Works Clearinghouse. Data from study reviews. U.S. Department of Education, Institute of Education Sciences,
National Center for Education Evaluation and Regional Assistance. 2024. https:/ies.ed.gov/ncee/ W WC/StudyFindings.

[30] Littell JH, Pigott TD, Nilsen KH, et al. Multisystemic therapy® for social, emotional, and behavioural problems in youth
age 10 to 17: an updated systematic review and meta-analysis. Campbell Syst Rev. 2021;17: e1158.

[31] UNICEF. How many? UNICEF data. 2023. https://data.unicef.org/how-many/.

[32] Rubin DB. For objective causal inference, design trumps analysis. Ann Appl Stat. 2008;2: 808—840.

[33] Borman GD, Benson JG, Overman L. A randomized field trial of the fast ForWord language computer-based training
program. Educ Eval Policy Anal. 2009;31: 82—-106.

[34] Overbay A, Baenen N. Fast ForWord Evaluation. 2002-2003. Wake county public school system. Eye on evaluation. E&R
Report No. 03.24. 2002.

[35] Scientific Learning Corporation. Improved reading skills by students in Seminole County School District who used fast
ForWord to Reading 1 and 2. MAPS for Learning: Educator Reports. 2005;9: 1-6.

Downloaded from https://www.cambridge.org/core. 16 Nov 2026 at 20:19:26, subject to the Cambridge Core terms of use.


https://ies.ed.gov/ncee/wwc/Handbooks
https://ies.ed.gov/ncee/WWC/StudyFindings
https://data.unicef.org/how-many/
https://www.cambridge.org/core

Research Synthesis Methods 23

[36] Scientific Learning Corporation. Improved reading skills by students in the Lancaster County School District who used fast
ForWord to reading 2. MAPS for Learning: Educator Reports. 2005;9: 1-4.

[37] U.S. Department of Education. National center for education statistics. Common core of data: state nonfiscal survey of
public elementary/secondary education, 2022-23. 2023. Includes Department of Defense Education Activity enrollment
data. Retrieved December 12, 2023.

[38] Letourneau EJ, Henggeler SW, Borduin CM, et al. Multisystemic therapy for juvenile sexual offenders: 1-year results from
a randomized effectiveness trial. J Fam Psychol. 2009;23: 89—102.

[39] Ogden T, Halliday-Boykins CA. Multisystemic treatment of antisocial adolescents in Norway: replication of clinical
outcomes outside of the US. Child Adolesc Ment Health. 2004;9: 77-83.

[40] Sundell K, Hansson K, Lotholm CA, et al. The transportability of MST to Sweden: short-term results from a randomized
trial with conduct disorder youth. 2006. Unpublished report.

[41] Fonagy P, Butler S, Cottrell D, et al. Multisystemic therapy versus management as usual in the treatment of adolescent
antisocial behaviour (START): a pragmatic, randomised controlled, superiority trial. Lancet Psychiatry. 2018;5: 119-133.

Appendix
A.1. SRS weights

The weights used in the SRS framework are seen in Section 4.3. If we are able to assume that 71, . . ., T
are all unbiased estimators of 6, and that the weights and estimated effect sizes have no correlation, then
any weights will give us an unbiased estimate of 6, as

k k k
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A.2. SSRS weights

The weights used in the SSRS framework are seen in Section 4.2. Unlike the case of simple random
sampling, under the stratified simple random sampling framework, we have a requirement on what our
weights must equal in order for our meta-analytic estimator 7 to be an unbiased estimator of 6. Notice
that
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Now assume that the estimator is unbiased and that the weights are independent of the effect sizes.
Also assume that the true effect sizes vary. That is, the 6; are not all equal
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And thus, the weights must be N; (or anything proportional to N;) in order for the estimator to be
unbiased, meaning this is the only unbiased estimator under this framework.

A.3. CS weights

The ratio estimator presented in Section 4.1 is a biased estimator of . The unbiased estimator of  will
have the same weights, but also be multiplied by the inverse of the proportion of clusters sampled. Let
the unbiased estimator be
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Then, E[TYB] = E|[E,[TY5]] first taking the expectation over the clusters then over units within
clusters. Thus,
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where S indicates the sample of selected clusters. Then,
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While this estimator is unbiased, it is required we know K, the true number of clusters in the
population, to estimate it. In the context of this article, where clusters are defined as “possible study
clusters,” knowing K and thus using this estimator may be infeasible in many situations. Rather, we
present the ratio estimator in this article, which is known to have bias but is in a similar form to meta-
analysis estimators by being a weighted average of observed effect sizes.

A.4. Proof of Equations (1)—(4)
A.4.1. Equations (1) and (2)

Note that here we will show the full proof for Equation (1), yet the proof for Equation (2) follows
exactly the same, and these equations are shown in Section 3.1. We have that wlCE* ~ Dir(ﬂiCE ),
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A.4.2. Equations (3) and (4)

Again, we will show the proof for Equation (3) but Equation (4) follows directly, where the equations
are presented in Section 3.2. Taking the expectation further, we have
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