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Political knowledge research faces a problem, perhaps even a crisis. For two decades, the American
National Election Studies asked open-ended questions about political knowledge and coded answers
using procedures that are neither reliable nor replicable and that were never shown to be optimally valid.
Consequently, conclusions based on these widely used measures of the public’s competence are in doubt.
This article presents several new and overdue methodological improvements: coding knowledge data
using formal and specific coding rules based on a substantive rationale for the validity of the codes,
recognizing partially correct answers, using multiple coders working independently, using machine
coding, and testing reliability and validity. The new methods are an improvement because they are trans-
parent and replicable and they produce valid and extremely reliable knowledge data. Further, machine
coding produces codes nearly identical to those from a team of human coders, at much lower cost.

1 Introduction

A new set of open-ended political knowledge questions debuted on the American National Election
Studies (ANES) Time Series survey in 1986. These questions asked “what job or political office” is
now held by various prominent officials. The questions were repeated on subsequent ANES studies
and in recent years have regularly named the Vice President, the Chief Justice of the United States,
the Speaker of the US House of Representatives, and the Prime Minister of the United Kingdom.
At times, other offices were used, including Secretary of State and Senate Majority Leader. Answers
were coded as correct or incorrect by ANES staff or University of Michigan Survey Research
Center staff, and the codes were released on the public-use ANES data files. Quite a bit of literature
has used these variables in the quarter century since their debut (e.g., Karp 1995; Delli Carpini and
Keeter 1996; Mondak 2000; Barabas 2002; Brewer 2003; Ladd 2007; Luskin and Bullock 2011). The
questions have been a model for similar questions on other surveys, but the ANES remains a
leading provider of such data.

Optimal practices for coding open-ended responses to questions such as these include the
following requirements intended to promote the transparency and validity of research methods
(cf. Krosnick et al. 2008; Lupia 2008):

e Coding rules are substantively correct.
e Codes are tested for criterion validity.
e A substantive rationale is articulated for the construct validity of the coding rules.

Author’s note: 1 thank Catherine Wilson, Lucila Figueroa, and Mackenzie Israel-Trummel for accurately coding
thousands of data points, Skip Lupia and Jon Krosnick for leading by example and for their helpful comments on an
earlier draft of this paper, and Catherine Warrick and anonymous reviewers for more recent feedback. For materials to
replicate the statistical analysis in this article, see DeBell (2013). Supplementary materials for this article are available on
the Political Analysis Web site.
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e Coding rules allow nuanced codes to reflect partially correct answers.

e Coding rules are formal, specific, and comprehensive.

e Coding rules are documented and publicly disclosed.

e Coding rules and methods are consistent over time so that statistics are comparable.
e Source data (open-ended responses) are publicly disclosed.

e Coding is performed by coders working with records of the open-ended responses, rather
than on the fly by interviewers during the interview.

e Coding is performed by multiple coders, with inter-coder reliability reported.

Prior to the ANES 2008 Time Series study, none of these practices were consistently followed.
Problems in previous coding practices came to light because of Gibson and Caldiera’s (2009)
investigation of public knowledge of the Supreme Court and were documented by Krosnick
et al. (2008). For example, in 2004, instructions said that “Prime Minister of the United
Kingdom” is not the correct answer for the office held by Tony Blair, though that answer was
(obviously!) correct. No peer-reviewed criterion validity tests have been published. Codes have
always used dichotomous values for correct or incorrect answers, making it impossible to discrim-
inate between completely incorrect answers and answers that are correct but not as specific as an
ideal answer (e.g., saying that William Rehnquist was on the Supreme Court, but not that he was
Chief Justice). Coding instructions have variously been vague or undocumented or both. No
written records of instructions exist for coding done between 1986 and 1998. Between 2000 and
2004, some coding criteria changed. Coding has relied on open-ended data that were never released
to the public before 2008. In 2004, coding was performed by interviewers during the interview,
and no systematic record of the actual answers was made. Typically, the coding was performed by
just one person, and reliability has never been reported for any ANES knowledge codes.

These weaknesses mean we have no way of knowing that the knowledge codes produced from
1986 through 2004 are accurate or consistent. The codes have been described as “so problematic
that we conclude that they support only the simplest and grossest inferences” (Gibson and Caldiera
2009, 432). We also have no blueprint for optimally coding these answers in the future. This has
created a data quality crisis, with analysts unable to proceed with desired research until the coding
methods are fixed (Luskin and Bullock 2011). ANES needs a new and better coding system for
open-ended political knowledge questions—a transparent and replicable system (Lupia 2008)—so
that analysts can believe the results and benefit from more reliable and valid data.

The preceding observations point to an opportunity to substantially improve ANES practices,
of course, but the opportunity is much broader. Survey research practitioners more generally have
not placed a high priority on rigorously handling open-ended data for simple questions, even on
high-visibility, big-budget studies. Attempting to find publicly released open-ended responses, inter-
coder reliabilities, criterion validity analysis, and comparisons of alternate coding schemes for data
from other major infrastructure surveys is largely an exercise in frustration. This sort of work has
not been under the scrutiny of peer review. Clearly it needs to be, for it took more than twenty years
for these problems with political knowledge to come to light.

This article fixes these problems with the political knowledge data. In the initial sections,
I describe a new coding process using multiple coders working independently as well as a
computer algorithm to automatically implement practically identical codes. In the later sections,
I evaluate the codes produced by this new process. I argue that the codes should be evaluated in
terms of inter-coder reliability, scale reliability, criterion validity as expected main-effect associ-
ations with other variables, and criterion validity as expected moderating effects in relationships
between other variables. By all of these tests, the new method gives reliable and valid data. The
article concludes with recommendations for further improvement of political knowledge measures
and of open-ended coding of such questions in political science.

2 Coding Schemes

A “coding scheme” is a set of rules for how text should be described with numbers that represent
the text’s content. This section discusses such rules.
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2.1 Lessons from Prior Work

One of the weaknesses of prior coding practices has been the use of only one set of dichotomous
coding criteria in which answers were coded as correct or incorrect based on fairly demanding
standards. For example, the Chief Justice of the United States, more popularly known as the
Chief Justice of the Supreme Court, is one of nine judges on the highest federal court, yet
answers identifying this person as “a judge” or as “on the supreme court” were marked wrong
(Mondak 2001). An important disadvantage of a single dichotomous coding scheme such as this
one is that it cannot discriminate between answers that are entirely incorrect and answers that are
correct but not thorough. Moreover, depending on the research questions with which particular
investigators approach the data, one coding scheme may be better than another. Therefore, the
research community should have more than one set of codes that describe the responses so that data
users can choose the codes best suited to their particular research questions.

Delli Carpini and Keeter (1996) and subsequent researchers (e.g., Mondak 2000) distinguish
respondents who are misinformed, uninformed, partially informed, and fully informed. An optimal
coding scheme would be flexible enough to allow analysts to distinguish all these types of responses.
To that end, Martinez and Craig (2010) developed a coding scheme that ranked answers to all four
office identification questions as clearly correct, leadership, accurate, party only, ballpark, or in-
correct, with separate codes for do not know and refused. This represents the only completed
systematic attempt of which I am aware to develop a comprehensive coding scheme for the
ANES office recall questions.! The key instructions were as follows (and the entire coding descrip-
tions are in supplementary appendix 1):

e Clearly correct: responses identify the exact leadership position held by the person, though
they may also include some additional extraneous correct or incorrect information. . ..

e Leadership: responses do not cite the specific office held by the political figure, but identify her
or him as a political leader in the appropriate branch of government or as a party leader.

e Accurate: responses identify the branch or locale of the officeholder, but fail to specifically
note his or her leadership role.

e Party only: responses only name the party the figure belongs to or, in a few cases, mention a
political ally of the figure without any reference to an office that the person holds.

e Ballpark: answers here indicate some leadership role or policy with which the figure is asso-
ciated, but the specific office is lacking or misplaced and the response is technically inaccurate.

Martinez and Craig should be commended for transparency in their coding methodology,
because they have published both their code descriptions and the codes themselves. As they
note, classification judgments can be difficult. For example, consider how a few answers, shown
in Table 1, were scored for the Pelosi and Cheney questions.

Reasonable researchers can disagree about these codes. Applying Martinez and Craig’s rules,
“ranking senator” identifies Pelosi as a leader in the legislative branch and so might be coded as
“leader” instead of “incorrect.” One might prefer to say that “senate majority leader” qualifies for
the “leader” code just as well as “democrat majority leader of the senate” or “she’s head of some-
thing in Washington.” The latter response identifies neither Pelosi’s branch of government nor a
party leadership position, so the rules do not seem to warrant the “leader” code. For Cheney, one
answer mentioned “secretary of state” but was not coded like the other answers naming the same
office, and one said only “secretary, not sure,” which might be too vague to qualify for the ballpark
code. Moreover, the “secretary of state” responses (coded as “ballpark’) might be interpreted as
meeting the “leadership” coding criteria because they identify him “as a political leader in the
appropriate branch of government”—assuming the Vice President is in the executive branch,
which has been a point of contention (Subhawong 2008).

Jon Krosnick and Arthur Lupia have announced at ANES public meetings that they intend to produce comprehensive
new coding schemes for ANES open-ended questions, but results of this effort were not reported before this article was
completed.
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Table 1 Examples of judgment challenges in coding

Martinez and Craig code

Pelosi response

Ranking senator Incorrect
Congresswoman in Ca. 8th district Accurate
In charge of the senate floor Ballpark
Senate majority leader Ballpark
Democratic head of the senate Ballpark
Chairman of congress she presides over it Ballpark
Democrat majority leader of the senate Leader

Big wig in congress Leader

She’s head of something in Washington Leader

Head of house Leader

Cheney response

Senate Incorrect
Chairholder to the senate Incorrect
I don’t know. Republican senator Incorrect
I know the name but not office//can’t think.secretary of state Incorrect
Secretary of state Ballpark
Secretary, not sure Ballpark
Chancellor of foreign affairs Ballpark

Martinez and Craig acknowledge the difficulty but do not quantify how often such difficulties
might lead different researchers to different decisions. These difficulties are inherent in most coding
schemes, which require coders to exercise a moderate degree of judgment.

Apart from the judgment calls about application of the rules, one may question the rules them-
selves. If the rules give “ballpark” to a claim that Dick Cheney was “chancellor of foreign affairs,”
one might find this too generous. And if one does not find this too generous, one might want to give
some ballpark credit to “chairholder of the senate,” since the Vice President is the President of the
Senate and Cheney did preside over the Senate and cast ticbreaking votes. One might say that
calling Pelosi “senate majority leader” is just plain wrong. One might say “head of house” is a
substantially better answer than “big wig in congress” and “democrat majority leader of the
senate,” because the “big wig” answer is vague and does not specify the chamber, and the
“senate” answer specifies the wrong chamber and the wrong office. These difficulties are a persistent
conundrum of coding partial credit for the office recall questions.

2.2 New Coding Rules

These observations reinforce two conclusions. First, it is important to calculate and report inter-
rater reliability so that we are transparent about the extent to which subjective judgments by
particular coders affect the data. When reliability is extremely high, a reader can be more confident
that he or she would reach the same conclusions as the coders. When reliability is not high or is not
reported, we have no such confidence, and the review of Table 1 shows why.

Second, it is important to develop and disclose coding rules that are as precise and comprehen-
sive as possible. This does not eliminate subjectivity from the codes. Instead, it moves subjectivity
from behind the curtain of the coder’s mind into the sunshine of peer review, in publicly disclosed
precise rules for the coding. Once transparency is achieved through disclosure of highly specific
rules, the subjective judgments that were the basis of those rules can be scrutinized and improved
upon. This is impossible when subjectivity is bound up in the undocumented process by which
coders make difficult judgment calls on their own. With transparent and comprehensive rules, the
judgments that drive the coding are in the rules themselves and can be readily evaluated and,
hopefully, revised for the better by other scholars.
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One of the primary goals for the present project was to write rules that are clear enough to
achieve extremely high inter-rater reliability. Skeptics” attention can then be fruitfully aimed at the
rules they see instead of the coding process they cannot see.

To these ends, code development proceeded in two stages. The first product was a conceptual
ranking of response quality for the knowledge items, and the second was a set of codes that would
allow researchers to map responses to these response quality ranks but be flexible enough to be
mapped to other indices of quality based on different judgments about what it is meaningful for the
public to know.

The conceptual ranking of answer quality places the office title first, a description of the titular
office second, and a looser but accurate description of the position third. The rationale for this
approach is that it favors more specific and demanding but meaningful reports of knowledge. For
the Speaker, the ideal answer would name the office, a lesser answer would indicate a leadership
position in the House, and a minimally useful answer would identify her as a member of Congress.
For the Prime Minister of the United Kingdom, the ideal answer would name the office and the
country, a lesser answer would identify him as a national leader of the United Kingdom, and a
minimally useful answer would identify his nationality or identify his office without specifying the
country. For the Vice President, knowledge of the office is so discrete and the actual answers have
so little variance that the only answer it seems necessary to recognize is “Vice President” (or an
abbreviation or nickname such as “VP”). For the Chief Justice, the ideal answer would name the
office, a lesser answer would identify him as the head of the Supreme Court, and a minimally useful
answer would identify him as a judge or a member of the Supreme Court.

The codes and associated coding rules were developed to fit three criteria: (1) to differentiate the
types of responses just described, (2) to allow analysts to test alternative methods of converting
codes to scores, and (3) to minimize the amount of coder judgment required and therefore maximize
inter-coder reliability. The coding instructions are in supplementary appendix 2. The instructions
are designed to promote inter-rater reliability by being as brief, simple, and specific as possible.
For most codes, the tenor of the instructions is that of an algorithm rather than a guideline. For
instance, Pelosi scheme 1 calls for identifying the simultaneous presence of the words “house” and
“speaker,” and nothing else matters. This sort of task can be completed with greater reliability than
coding rules that call for nuanced judgment.

Coding decisions are generally dichotomous, but by assigning more than one code per answer,
codes allow researchers to account for partially correct answers. There are twelve substantive
coding variables for the four questions: three codes for the Speaker, three for the Prime
Minister, five for the Chief Justice,” and one for the Vice President.

3 Data

Data were from the ANES 2008 Time Series study, including redacted open-ended responses. The
survey was representative of adult US citizens. It was conducted using face-to-face interviews in two
waves, immediately before and after the November 2008 election. Knowledge questions were asked
on the postelection wave, which had 2102 respondents and an estimated overall response rate of
58%. Lupia et al. (2009) gives methodological details. The data are at www.electionstudies.org. In
this article, parameter estimates are weighted and use design-consistent calculations of sampling
errors (DeBell 2010).

4 Coding Procedure

Coding was performed independently by four coders: myself, a second social scientist with a doc-
torate, and two doctoral students. I developed the coding rules. I had prior experience coding open-
ended survey data, but the other coders had none.

2John Roberts became Chief Justice in 2005. Another John Roberts was the chief White House correspondent for CBS

from 1999 to 2006 and was with CNN at the time of the 2008 survey. The dozen respondents in 2008 who identified
Roberts as a journalist were, therefore, correct. I created a separate variable to identify answers that identified Roberts
this way, but the answer is so rare that doing so makes little difference and those results are not discussed here.
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Each coder individually made 25,224 coding decisions for the twelve substantive coding vari-
ables, a process that averaged approximately 18 hours per coder. This is several codes per minute,
or approximately 2.5 s per code, which is fast but practical because many responses are short, the
coding rules are simple, and the coding decisions under most of the coding rules can be made
almost instantly. An additional 8408 decisions were made by each coder to identify the “don’t know
and nonresponse” items, for a total of 31,530 decisions per coder.® Collectively, we assigned
126,120 codes.

After independently completing the coding, we assembled a list of every code assignment for
which the four coders were not unanimous in their independent decisions and we met to resolve
these differences. There were 182 cases of disagreement (where a case is one respondent’s answer to
one knowledge question, and may include one or more disagreements among the coders) out of the
8408 answers that were coded; coders were unanimous in their coding decisions for 98% of the
respondents’ answers. After meeting, of the 25,224 substantive codes we assigned, we reached
unanimity for 25,221 answers and did not reach unanimity for the remaining three. For the 8408
answer/nonresponse codes, we reached unanimity for all but five. The nonunanimous cases are
shown in supplementary appendix 3.

Review and discussion of the initially nonunanimous decisions revealed three sources of differ-
ences: careless mistakes, differing interpretations of the coding rules, and differing interpretations of
interviewer misspelling. Careless mistakes were coding differences where the correct code was
obvious to all coders, yet a decision was initially incorrect. This occurred, for example, six times
in 8408 coding decisions for the Vice President item. Interpretation of the coding rules was usually
not difficult, but some clarifications to the rules were made (shown in italics in supplementary
appendix 2) to cure ambiguities. For example, in Pelosi scheme 2, it was unclear how much
latitude to give to “the response means Speaker,” so this was corrected to “if the response
means Speaker or head or leader.” Interviewer spelling caused problems by making it unclear
what the respondent actually said. For example, coders were divided on the interpretation of
“hold a conseaa seat,” with some preferring to credit “conscaa seat” as meaning “Congress seat”
and others disagreeing.*

Final codes were assigned in three ways. The consensus code was the code that all four coders
independently assigned when they did so unanimously, or the code the four coders agreed upon in
conference when they reviewed all cases where their independent decisions were not initially unani-
mous. For the few cases of nonunanimity, a plurality vote was used. I treat the consensus codes as
the “correct” or at least the best available decisions and use them as the benchmark for evaluating
individuals’ decisions and other codes. The modal or plurality code was the decision made most
often by the independent coders. By comparing the results from the consensus and modal codes, we
can assess the value of the conference. Finally, as described in the next section, a script code was
produced by a computer algorithm.

5 Computer Coding Algorithms

Machine coding can reduce labor costs and make code assignments perfectly reliable in the sense
that any researcher can apply the algorithm to the data and produce identical results. It can also be
completed in moments instead of days. Moreover, because computers implement algorithms in a
rote fashion, developing coding rules for computers to follow has the virtue of demanding that the
researcher formalize all coding rules.

*Respondents may be resistant to guessing because they prefer appearing uninformed to appearing misinformed or
because guessing requires mental effort and saying “don’t know” is easier. I created a variable to distinguish
answers from nonresponse to allow researchers to attend to these issues. In practice, this primarily means distinguishing
“don’t know” answers from answers that include a guess. Interviewers were trained to “probe” “don’t know” answers to
encourage a guess, so every “don’t know” answer constitutes a refusal. Therefore, all refusals were collapsed into the no
answer category.

*ANES has audio recordings of most of these interviews, so it would be possible for ANES staff to review and correct at
least some of these errors.
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Machine coding of ANES open-ended data is experimental. There have been forays (Fan
2008; Skalski 2008; Esuli and Sebastiani 2010), but without validity tests or comparison to
other methods. To compare results to human coding, I developed coding algorithms for
each coding scheme for each knowledge question. The syntax is in supplementary appendix 4.
It aims to make the same code assignments as humans who follow the instructions in supplemen-
tary appendix 2.

6 Analytic Approach

The rest of this article evaluates the quality of the new knowledge codes and considers whether it
is likely to matter if researchers choose one or another. Before presenting the results I outline the
evaluation methods and criteria.

Good data are reliable and valid. Reliability means consistency: repeating a procedure should
produce the same result. Validity means correctness: the variable actually measures what it is
supposed to measure. To evaluate the quality of the knowledge codes, I examine inter-coder reli-
ability, scale reliability, and criterion validity. The aim is to discover whether the measures are
reliable and valid, and if so, which coding approach maximizes these properties.

Inter-coder reliability, also known as inter-rater reliability, is a measure of the reproducibility of
the coding judgments. High reliability indicates that codes are being applied consistently and that
independent coders agree; imperfect reliability means errors cloud the data. Several measures of
reliability are available. The rate (percent) of agreement between coders has the virtue of being easy
to interpret, but it does not account for the rate of chance agreement and can therefore be mis-
leading. Cohen’s kappa (k), a widely used conservative measure of inter-coder agreement that is not
inflated by chance agreement (Cohen 1960), is therefore also helpful. Kappa gives the proportion of
agreement between raters after the agreement attributable to chance has been removed from both
the numerator and denominator. Some researchers have interpreted kappa values above 0.75 as
excellent (Fleiss, Levin, and Palik 2003) and others have interpreted values above 0.80 as acceptable
(Krippendorff 2004). The goal is reliability approaching 100% and « =1.0.

Scale reliability is important when multiple items are interpreted as measuring the same thing
and are combined into one scale variable. Analysts routinely interpret knowledge questions as
measuring a single latent construct of general political knowledge (though this is often a problem-
atic practice; Lupia 2006). The reliability of such scales is commonly measured with Cronbach’s
alpha, and I do so here for all possible combinations of the knowledge codes for a four-item
knowledge scale. There are no firmly established standards for interpreting Cronbach’s alpha,
but values below about 0.6 are usually judged to imply the items do not consistently measure a
single latent construct.

I examine the criterion validity of the recall scores by testing their association with four other
measures of political knowledge: correctly identifying the party with a majority of seats in the US
Senate, identifying the majority party in the US House of Representatives, correctly placing the
Democratic Party to the left of the Republican Party on a left-right ideological placement scale, and
correctly placing Barack Obama to the left of his Republican opponent in the 2008 campaign for
president, John McCain. The rationale for these validity tests is the assumption that, for example,
the ability to recall Nancy Pelosi’s office should be related to knowing the majority party in the
House. This does not reflect an assumption that the office recall questions are good measures of
general political knowledge, which they probably are not (Lupia 2006). Nor does it reflect an
assumption that both sets of knowledge items measure the same latent trait of general political
knowledge. Rather, it reflects the tame assumption that knowledge of these particular facts is
correlated.

The reliability and validity analyses presented below use the codes that the four coders reached
in consensus.’ To reflect the potential for the coding schemes to be combined into a scale, I also

5In the interest of space, only results from the consensus codes will be shown. Results from the mode and script codes
are essentially the same, which is to be expected because both alternate methods of producing final codes yielded nearly
identical results most of the time.
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computed four-point scales for Pelosi, Brown, and Roberts, respectively, reflecting the conceptual
ranking of response quality discussed earlier. The Pelosi variable is coded as follows: Speaker of the
House 1, head of Congress 0.67, member of Congress 0.33, not correct 0. Brown: Prime Minister of
the United Kingdom 1, leader of the United Kingdom 0.67, foreign leader or Briton 0.33, not
correct 0. Roberts: Chief Justice of the Supreme Court or Chief Justice of the United States 1, head
of the high court 0.67, judge 0.33, not correct 0.°

7 Descriptive Results

The different coding schemes produce somewhat different results, but all versions indicate relatively
small proportions of the public were able to identify the offices held by these people. Table 2 shows
the proportions.

Cheney’s office was identifiable by 73% of Americans.

Brown’s office was identifiable by 5% when held to the standard that the respondent must
name the office as “Prime Minister” and name the country as the United Kingdom, Britain, or
England. This number rose to 6% (not a statistically significant difference from 5) when the
standard was relaxed to naming Brown as a national leader of the same country, and to 7%

Table 2 Percentage correctly identifying office

Person Standard for correctness Percent SE
Pelosi

Scheme 1 House Speaker 37 2.3

Scheme 3 Leader of House or Congress 38 2.4

Scheme 2 House, Congress, or Rep. 48 2.4
Cheney

Scheme 1 Vice President 73 1.8
Brown

Scheme 1 PM of UK/GB/England 5 1.0

Scheme 2 Leader of UK/GB/England 6 1.0

Scheme 3 Nationality or foreign leader 7 1.0
Roberts

Scheme 1 Chief Justice of US or SC 4 0.6

Scheme 2 Head of high court 5 0.7

Scheme 3 “chief” + “justice” 5 0.8

Scheme 4 Judge 16 1.4

Scheme 5 Judge 16 1.4
N=2102

Note. For comparison, the 2004 ANES found 9% correctly identified Dennis Hastert’s office as Speaker of the House, 84% identified Dick
Cheney’s as Vice President, 62% identified Tony Blair’s office as Prime Minister of the United Kingdom (or England), and 28% identified
William Rehnquist’s office as Chief Justice. Given the different times and people, it is impossible to know how much of the differences are
attributable to coding methods or to actual differences in knowledge.

%To estimate how much credit the partially correct answers deserve, I used a regression method similar to that of
Mondak and Davis (2001). I developed a knowledge criterion score based on the sum of correct answers on the
other available knowledge variables: knowing left-right placement of Obama and McCain, left-right placement of the
parties, the Senate majority party, the House majority party, and Cheney as Vice President. Then I used dummy
variables for full credit and partial credit answers to predict this score. The resulting estimates could be used to
determine the value of partially correct answers relative to fully credited answers. However, due to small sample
sizes, the confidence intervals for the estimates of partial credit were too large to reliably differentiate the partial
credit estimates from one another or from default (equidistant interval) values in all cases. Lacking an empirical
basis to specify intervals for these codes, I followed a default practice of assigning equal intervals. In the future,
more data should enable accurate estimation of these intervals.
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(again, nonsignificant) when the standard was relaxed to naming Brown as a foreign leader or as
from the United Kingdom, Britain, or England.

Pelosi’s office was identifiable by 37% of Americans when held to the standard that the respond-
ent must name the office as “Speaker of the House.” This was 38% (not statistically significant)
when the standard was relaxed to “leader” of the House or Congress, and 48% when the standard
was relaxed to say that she was a Representative or a member of the House or of Congress.
(It would be higher if “Senator” were accepted as correct.)

Roberts’ office was identifiable by just 4% of Americans when held to the standard that the
respondent must name the office as “Chief Justice” of the United States or of the Supreme Court.
This was 5% when the standard allowed the respondent to name the position as “head” or “leader”
or similar synonym for Chief and also allowed alternative wording for “Supreme Court.” It was
also 5% when the coding criteria were simply that the words “chief” and “justice” both be present,
which was the de facto coding rule used by ANES in 2000 and was very nearly the operative rule in
1998 and 1996 (Krosnick et al. 2008). When the standard was relaxed to saying Roberts was a
judge, the proportion correct rose to 16%.

8 Inter-coder Reliability

Inter-coder reliabilities were extremely high for most codes and were perfect in many cases. Table 3
shows these reliabilities. In each case, the reliability is calculated with reference to the consensus
codes. Reliability for the Roberts coding schemes ranged from 100% to 98.6% (x =1.00-0.939) for
the human coders and 99.7-99.0 for the computer script. Reliability for Pelosi ranged from 99.9%
to 98.4% for humans and from 99.0% to 93.4% for the computer. Reliability for Brown ranged
from 100% to 99.0% for humans and was 99.8% for the computer. Reliability for Cheney ranged

Table 3 Inter-rater reliabilities, compared to consensus codes

Roberts scheme 1 Roberts scheme 2 Roberts scheme 3 Roberts scheme 4
Code Percent Kappa Percent Kappa Percent Kappa Percent Kappa
Coder 1 100.0 1.000 100.0 1.000 100.0 1.000 99.8 0.992
Coder 2 99.9 0.985 100.0 0.994 99.9 0.982 99.8 0.990
Coder 3 99.9 0.985 99.8 0.967 100.0 1.000 99.6 0.984
Coder 4 100.0 1.000 100.0 0.994 100.0 1.000 99.0 0.960
Script 99.7 0.954 99.6 0.940 99.7 0.961 99.1 0.963
Mode 100.0 1.000 100.0 1.000 100.0 1.000 100.0 1.000

Roberts scheme 5 Pelosi scheme 1 Pelosi scheme 2 Pelosi scheme 3
Coder 1 99.8 0.990 99.9 0.997 99.3 0.988 98.5 0.965
Coder 2 99.6 0.981 99.9 0.998 99.6 0.992 98.4 0.964
Coder 3 99.7 0.988 99.8 0.996 99.4 0.990 98.4 0.963
Coder 4 98.6 0.939 99.4 0.987 98.6 0.975 99.0 0.976
Script 99.0 0.959 99.0 0.975 93.4 0.876 98.6 0.967
Mode 99.9 0.994 100.0 0.999 99.5 0.998 98.6 0.968
Brown scheme 1 Brown scheme 2 Brown scheme 3 Cheney scheme 1

Coder 1 100.0 1.000 100.0 1.000 99.9 0.991 99.8 0.996
Coder 2 100.0 1.000 99.9 0.990 99.9 0.987 100.0 1.000
Coder 3 100.0 1.000 100.0 1.000 99.8 0.979 99.9 0.997
Coder 4 99.9 0.984 99.0 0.898 99.6 0.966 99.9 0.997
Script 99.8 0.972 99.8 0.974 99.8 0.983 99.3 0.984
Mode 100.0 1.000 100.0 1.000 100.0 1.000 100.0 1.000

Note. Percents shown as 100.0 are rounded in some cases.
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from 100% to 99.8% for humans and was 99.3% for the computer. Overall, reliability was very
high, demonstrating that independent coders consistently applied the coding rules—which has
never before been shown for ANES knowledge items.

The lowest computer reliability was for Pelosi scheme 2, where spelling errors by the interviewers
hobbled the algorithm’s performance. In all other cases, the algorithm’s reliability rounded to
99% or 100%.

The reliability of the modal (plurality) answer was 100% in most cases, meaning that the con-
sensus reached by the four coders for each code was usually the same code that was assigned by the
most coders. This is a good result because it shows that discussion among the coders rarely led in a
different direction from coders’ independent judgments.

9 Scale Reliability

Table 4 displays reliabilities (Cronbach’s alpha) of scales composed of the four knowledge items
coded using alternate combinations of the codes. There are forty-five possible combinations of
these codes that can build a four-item knowledge scale, and all are shown in Table 4. The scale
reliabilities range from about 0.50 to 0.65. The better reliabilities are obtained with Roberts scheme
5 and Pelosi scheme 2 or 3, all of which reflect partial credit. Even the better reliabilities are at
best moderate, which suggests that combining the knowledge items into a single knowledge variable
may not be warranted.

Table 4 Scale reliabilities for knowledge scales

Scheme set Alpha Scheme set Alpha
111 0.56 123 0.52
211 0.56 223 0.53
311 0.57 323 0.53
411 0.56 423 0.61
511 0.63 523 0.62
112 0.55 131 0.55
212 0.56 231 0.56
312 0.56 331 0.56
412 0.56 431 0.56
512 0.63 531 0.63
113 0.57 132 0.55
213 0.58 232 0.56
313 0.58 332 0.56
413 0.57 432 0.56
513 0.65 532 0.63
121 0.50 133 0.57
221 0.50 233 0.58
321 0.50 333 0.58
421 0.60 433 0.57
521 0.60 533 0.65
122 0.50

222 0.50

322 0.51

422 0.60

522 0.60

Note. Scheme set digits are Roberts (hundreds digit), Pelosi (tens), Brown (ones). For example, 523
indicates Roberts scheme 5, Pelosi scheme 2, Brown scheme 3. Cheney scheme 1 is included for all.


 percent
 percent
 -- 
 percent
 percent
ri
45
https://doi.org/10.1093/pan/mpt010

https://doi.org/10.1093/pan/mpt010 Published online by Cambridge University Press

Harder Than It Looks 403

Table 5 Criterion validity of office recall using other knowledge measures

Knowledge criterion variables, logistic regression coefficients

House majority Senate majority Party placement Candidate placement

Office recall Coeff. SE Coeff. SE Coeff. SE Coeff. SE
Pelosi

Scheme 1 1.79 0.14 1.42 0.12 1.40 0.14 1.62 0.13

Scheme 2 1.90 0.14 1.51 0.13 1.47 0.14 1.67 0.14

Scheme 3 1.82 0.13 1.46 0.12 1.41 0.14 1.63 0.13

Scale 1.92 0.14 1.53 0.13 1.49 0.14 1.71 0.14
Cheney

Scheme 1 1.26 0.14 1.20 0.13 1.10 0.14 1.41 0.14
Brown

Scheme 1 1.85 0.27 1.33 0.27 2.26 0.51 2.22 0.58

Scheme 2 1.84 0.26 1.28 0.27 1.98 0.52 1.98 0.55

Scheme 3 1.89 0.25 1.29 0.25 1.66 0.38 1.69 0.40

Scale 1.99 0.27 1.37 0.27 2.08 0.47 2.08 0.52
Roberts

Scheme 1 1.99 0.27 1.37 0.33 1.86 0.50 1.97 0.48

Scheme 2 1.89 0.34 1.40 0.30 2.02 0.49 2.13 0.47

Scheme 3 1.94 0.27 1.48 0.30 1.88 0.45 1.98 0.43

Scheme 4 2.41 0.25 1.96 0.24 2.80 0.37 2.77 0.32

Scheme 5 2.46 0.29 2.00 0.26 2.79 0.40 2.77 0.34

Scale 2.89 0.40 2.17 0.34 3.45 0.67 3.50 0.59

Note. All coefficients are statistically significant at p <0.05. All variables are coded to range from 0 to 1. n=2102 for each regression.

10 Validity

I used logistic regression to predict correct answers to four criterion variables (candidate left-
right placement, party placement, House majority party, and Senate majority party) using the
various office recall codes one at a time. Table 5 presents the logistic regression coefficients
from sixty logistic regressions in which office recall is the independent variable and the know-
ledge criterion variables are dependent. All results are statistically significant (p < 0.05).

For Pelosi, there is little variation in the coefficients among the coding schemes. The four-point
scale is more strongly associated with the criterion knowledge variables than the individual coding
schemes are, but none of the coefficients are statistically significantly different from one another.
All, however, are greater than zero, which is an indication of validity.

For Cheney, all criterion variables are significantly predicted.

For Brown, as with Pelosi, all predictors are significant, but none differ from one another.

For Roberts, there is a consistent pattern that the more relaxed coding schemes (4 and 5) are
more strongly associated with the criterion variables than the stricter coding schemes (1 and 3). The
strongest association is with the four-item scale.

These results show that the office recall codes pass a test of criterion validity, because all of
the office recall coding schemes are associated with other knowledge items. These tests also
show that these coding schemes produce similar results for Pelosi and Brown. For Roberts,
however, there is variation in the quality of the data from the different coding schemes, with the
more relaxed schemes producing greater validity. Better validity from the more relaxed
and nuanced coding schemes shows that the old practice of scoring the Chief Justice item
strictly was needlessly throwing away useful information, as observed by Gibson and
Caldeira (2009).

I also tested validity by examining the association between the office recall items and other
correlates of political sophistication, and with voter turnout, and as a moderator of policy
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preferences’ effect on vote choice. In the interest of space, these results are shown in supplementary
appendix 5. They retell the story that knowledge coded with these methods passes the validity test
of producing expected associations, and that particularly for the Chief Justice item, giving partial
credit improves the measurement of knowledge.

11 Discussion and Recommendations

Scholars have awaited improved ANES knowledge codes (e.g., Luskin and Bullock 2011). This
article has reported one of the first attempts to develop rigorous coding methods for political
knowledge items that have been widely used and are now twenty-five years old. The present
findings support recommendations about how to code political knowledge and about how
analysts should use and interpret the codes.

By using simple and carefully specified coding instructions, we achieved very high reliability for
all coding schemes tested. Results with the current group of coders seem likely to generalize to other
trained and supervised coders who are verbally fluent and attentive to detail, because the procedure
is algorithmic and depends on care and verbal fluency rather than expert judgment. The experi-
mental computer script demonstrated excellent correspondence with the codes developed by four
coders, matching those consensus codes for about 99%-100% of cases in eleven of the twelve
coding schemes. Machine coding shows considerable promise for these data, but so does the
work of humans, provided we have clear and simple written instructions.

The main impediment to accurate machine coding for the scheme where machine coding’s
reliability was a relatively low 93% (k=0.88) was the interviewers’ spelling. It is simply awful.
The reliability and perhaps the validity of the data could be improved if interviewers
transcribed respondents’ answers with fewer spelling errors. Integrating spell-check into the
CAPI software, and having interviewers take a few moments immediately after each interview to
correct their typing, probably would help improve accuracy. Otherwise, to handle these problems,
it is appropriate to have a human coder check the work of a machine script. The particularly good
news is that machine coding of these open-ended data is fast, inexpensive, quite reliable, and
fairly easy.

As noted above, Gibson and Caldeira (2009) concluded that the ANES open-ended knowledge
data were “so problematic that...they support only the simplest and grossest inferences.” For the
old codes of the Chief Justice item, this seems true. But if the 2008 data are an indication, it is
possible that prior years’ codes of other office recall questions were not so bad. For each question,
coding scheme | approximates the rule that ANES appears to have used in the past, and scheme 1’s
codes proved reliable and valid by the multiple measures applied here. We will know how the
reliability and validity of the old items compares to codes produced under a new system such as the
one presented here if and when the new system is applied to old ANES data. This cannot be done
with publicly available data now. To make it possible, ANES should redact any sensitive material
from the open-ended answers in its restricted-access archive and make those redacted files public, as
it has done with the 2008 data.

Validity tests against other measures of political knowledge (and correlates of political sophisti-
cation, turnout prediction, and the moderating effect of policy preferences on vote choice, shown in
supplementary appendix 5) suggest the validity of knowledge measures tends to be better (and is
never worse) when nondichotomous measures of knowledge are used for these items. The assignment
of partial credit for Roberts, in particular, is important for optimizing the predictive and criterion
validity of this variable. For the other variables, assigning partial credit is less important for
modeling public opinion but perhaps no less important for accurately gauging the public’s overall
familiarity with these officials. Future codes, therefore, should be assigned on a continuum of quality.
In the present system, analysts relying on these measures will have reliable and valid data if they use
any of these coding schemes, and will probably optimize their choices for most purposes if they use
any of the Pelosi schemes, use the Cheney scheme, use the Brown scheme 3 or the scale built from
the Brown codes, and use the Roberts scheme 4, 5 or the scale built from the Roberts codes.

Beyond these details, this research emphasizes the importance of transparency as a guiding
principle for research. The lack of transparency in past practices regarding political knowledge
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led to problems going unrecognized for many years. The transparent and replicable procedures
outlined here demonstrate that these problems are solvable and that knowledge codes are reliable
and valid when we follow best practices: formal written rules with a substantive rationale, multiple
coders working independently (or a computer algorithm given clean data), and partial credit where
partial credit is due.
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