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LEARNING DYNAMICS AND
NONLINEAR MISSPECIFICATION IN
AN ARTIFICIAL FINANCIAL MARKET

CHRISTOPHRE GEORGES AND JOHN C. WALLACE
Hamilton College

In this paper, we explore the consequence of learning to forecast in a very simple
environment. Agents have bounded memory and incorrectly believe that there is nonlinear
structure underlying the aggregate time series dynamics. Under social learning with finite
memory, agents may be unable to learn the true structure of the economy and rather may
chase spurious trends, destabilizing the actual aggregate dynamics. We explore the degree
to which agents’ forecasts are drawn toward a minimal state variable learning equilibrium
as well as a weaker long-run consistency condition.
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1. INTRODUCTION

This paper considers the behavior of artificial agents who evolve their forecast
rules over time in a simple market environment with over-the-counter trading.
Asset price dynamics are driven by a combination of nonlinearly misspecified
(overparameterized) forecast rules and learning how to forecast with bounded
memory. Learning is modeled by an evolutionary algorithm. Agents are heteroge-
neous and learn by independently experimenting with novel forecasting rules and
by imitating the forecasting behavior of others.

Simulations indicate that when agents are restricted to consider only minimum
state variable (MSV) forecast rules, price dynamics converge to a noisy version
of the stationary rational expectations equilibrium (REE) and forecasts fluctu-
ate around the rational expectations forecast. This result is consistent with the
analytical results of Honkapohja and Mitra (2003), who consider least squares
learning by a representative agent with bounded memory.
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When overparameterized rules are allowed, we find a stronger attraction of
forecast rules to a weak consistency condition (WCC) that nests the MSV REE
rule than to the MSV REE rule. Deviations from the MSV REE rule can be
persistent and can produce nontrivial price dynamics exhibiting clustered volatility
and excess kurtosis of returns, as well as explosive bubbles and crashes.

Our focus on overparameterized forecasting rules is motivated by Grandmont’s
(1998) “uncertainty principle.” That principle states that local instability is likely to
arise if agents are allowed to temporarily extrapolate a variety of nonlinear trends
that would not be warranted under rational expectations, but appear warranted by
the recent historical path of state variables generated by the combination of model
fundamentals and expectations. This approach stands in contrast to the recent
literature on adaptive learning by agents with misspecified forecasting models
that are underparameterized (rather than overparameterized) relative to the market
fundamentals [Evans and Honkapohja (2001, Ch. 13), Cho et al. (2002), Branch
and Evans (2006)].1 It is closer in spirit to that of Bullard et al. (2007), who
consider “add factors” in forecasts.

There is now a large literature on heterogeneous agent and agent-based mod-
els in finance [as for example surveyed by Hommes (2006), LeBaron (2006),
and Samanidou et al. (2007)]. Whereas many extant models [e.g., Lux (1995),
Brock and Hommes (1998), Chiarella and Iori (2002), LeBaron and Yamamoto
(2006), Alfarano and Lux (2007), and Boswijk et al. (2007)] focus on the inter-
action of a small number of trader types, we allow for a continuum of technical
forecasting rules. This continuum includes rules that are consistent with a variety
of momentum and fundamentalist-type beliefs as well as rational expectations.

In companion papers, Georges (2008b) considers the present model with the
evolutionary algorithm replaced by least squares learning, and Georges (2008a)
considers a quasi-representative agent version of that model without the explicit
trading microstructure. In these papers, agents update their forecast rules via least
squares with random wait times between updates. The evolutionary learning algo-
rithm considered in the present paper is highly stylized. However, such a process
of groping for better forecasting rules may be a more realistic model of learning
than least squares learning when agents face substantial model uncertainty. While
the three models display broadly similar behavior, deviations from the MSV REE
forecasting rule tend to be more persistent under the evolutionary algorithm than
under least squares learning, but, at the same time, the learning dynamics tend to
exhibit greater stability under this less directed process of forecast rule discovery
than under least squares learning.

2. STRUCTURE OF THE MARKET

The structure of the market is the same as in Georges (2008b). There are two
assets, a bond with a fixed return r in each period, and a stock that pays a dividend
dt in each period t . The average price at which the stock is traded within period t

is given by Pt . The return on the stock in period t + 1 is thus ρt+1 ≡ dt+1+Pt+1−Pt

Pt
.
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Thus, the return on the stock expected by agent i would be equal to the return on
the bond if

Pt = F i
t [Pt+1 + dt+1]

1 + r
, (1)

where F i
t [Pt+1 + dt+1] is agent i’s forecast of (Pt+1 + dt+1) at time t . We will

assume behaviorally that agents will desire to incrementally accumulate more of
the stock (bond) in the current period if they expect the return on the stock in the
next period to be greater (less) than the return on the bond.

Traders engage in bilateral over-the-counter trading. There is no Walrasian
auctioneer and there are no market makers. In each trading period t , a randomly
selected set of agents update their forecast rules through a process of experimen-
tation and social learning. All agents then construct forecasts of the price and
dividend for the next period and post limit orders based on these forecasts. Some
agents then sequentially search for trades by sampling the orders posted by other
agents and accepting trades that they find appealing. Individual trades may take
place out of temporary equilibrium, and there need not be a single price in the
market at any moment in time within a trading period. However, the average price
at which trades are executed within a trading period becomes common information
that is available in all future trading periods.

We will assume throughout the paper that dividends are given by dt = d̄ + εt ,
where εt are i.i.d. with zero mean and finite variance.2

It will also be useful to define xt ≡ Pt + dt and note that (1) can be written

xt = F i
t [xt+1]

1 + r
+ dt .

3. RATIONAL EXPECTATIONS EQUILIBRIUM

Given the dividend process assumed above, there is a unique stationary rational
expectations equilibrium: Pt = P ∗ ∀t , where P ∗ ≡ d̄/r . There is also a continuum
of rational bubble equilibria, under which Pt explodes away from P ∗ over time at
rate r , as well as nonstationary rational sunspot equilibria.

Note that even though dividends are stochastic, the stationary REE price is
constant over time, so that any volatility observed in the simulations below is
necessarily excess volatility.

Note also that, if we define x∗ ≡ P ∗ + d̄ = 1 + r
r

· d̄, then at the stationary REE,
we have xt = x∗ + εt ∀t .

4. FORECAST RULES

Suppose now that agents do not have enough information about the structure of
the environment and the other agents’ beliefs to form rational expectations. Rather
they formulate forecasts of future prices inductively.
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Specifically, we suppose that agents use forecast rules of the form3

Fi
t [xt+1] = ai

0t + ai
1t xt + ai

2t · xt−1 + ai
3t · x2

t−1 + ai
4t · xt−2 + ai

5t · x2
t−2, (2)

where ai
0t , . . . , a

i
5t are scalars that can vary across agents i and time t , and as noted

above, Pt−i is the average price at which trades occurred in period t−i. We assume
that neither the current period aggregate price Pt (which will emerge from trading
during period t) nor the current period dividend dt is in traders’ information sets at
time t . Therefore, traders must form iterated forecasts of xt+1 by first forecasting
the current period’s value xt using the observed values from the preceding three
periods.4

5. REPRESENTATIVE AGENT BENCHMARK

The quadratic terms in the forecast rules (2) can induce nonlinear dynamics in the
price level even in the absence of learning. This can easily be seen if we consider
a representative agent version of the model in which agents are homogeneous
and prices are set by a Walrasian auctioneer. In that case, the price dynamics
without learning would be characterized by (1) and (2). As shown in Appendix
A, this system can exhibit a broad range of short-run and long-run dynamics. It
is also clear in that case that the forecast rules (2) being used by the agents are
misspecified.5

6. MINIMAL STATE VARIABLE FORECASTS

Note that the smallest number of state variables required to characterize a ratio-
nal expectations equilibrium in this model is zero. That is, MSV forecast rules
[McCallum (1983, 1999)] are rules of the form

Fi
t [xt+1] = a0

i
t (3)

and the MVS REE forecast rule is Fi
t [xt+1] = x∗. Below, we will measure the

distance of the average forecast rule in the population from the MSV REE rule as
the Euclidean distance between the respective vectors of forecast rule parameter
values:

DMSV = |(ā0, ā1, ā2, ā3, ā4, ā5), (x
∗, 0, 0, 0, 0, 0)|. (4)

7. EXPECTATIONAL STABILITY

We can also note that the stationary rational expectations equilibrium Pt = P ∗

is expectationally stable (E-stable) in the sense of Evans and Honkapohja (2001).
Consider the representative agent benchmark above and restrict forecast rules to be
MSV rules. Then under the notional continuous time learning algorithm employed
in the E-stability framework, the representative agent’s forecast parameter a0t

would converge locally to x∗. Since, for a0 = x∗, a1 = a2 = a3 = a4 = a5 = 0,
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the temporary equilibrium, or “actual law of motion” (ALM), characterized by (1)
and (2) is exactly the stationary rational expectations equilibrium, the E-stability
framework selects that equilibrium as the unique outcome of learning in the MSV
forecast rule case.

Further, this rational expectations equilibrium is strongly expectationally stable
in that it is robust to linear overparameterization, as in the linear part of (2). Thus, in
the linear case (a3 = a5 = 0), the E-stability criterion selects a particular learning
equilibrium (a0 = x∗, a1 = a2 = a4 = 0) that replicates the stationary rational
expectations equilibrium. Some details are given in Appendix B.6 This result
also implies that, at least in the linear case, the stationary rational expectations
equilibrium would be selected locally under recursive least squares econometric
learning with unbounded memory [Evans and Honkapohja (2001)].

The E-stability criterion has been shown to predict stability of REE under
real-time learning more generally when agents have unbounded memory and use
decreasing-gain learning algorithms such as recursive least squares learning. Since
in the present paper, agents have finite memory, we would not expect learning to
be complete. Honkapohja and Mitra (2003) have shown in simple cases similar to
that studied here that if the conditions for iterative E-stability are satisfied (as they
are here as well), then attempts to learn a stochastic steady state via least squares
learning with finite memory are incomplete but do lead to asymptotically unbiased
forecasts. In other words, the MSV forecast eventually becomes centered on the
REE forecast. Further, the variance of the forecast error is decreasing in the length
of agents’ memory.

However, Honkapohja and Mitra do not consider overparameterized PLM,
and they consider least squares learning by a representative agent in a market-
clearing environment. Consequently, it is an open question what kinds of per-
sistence we might expect from heterogeneous agents using non-MSV forecast
rules and learning via an evolutionary algorithm (which is less directed than least
squares learning) in a non-market-clearing environment. We might expect that
under conditions of strong E-stability, learning would drive agents’ perceived
laws of motion (PLMs) to fluctuate around the MSV REE PLM. We do find this
for the case of MSV forecast rules. However, for overparameterized rules, we find
a stronger attraction to a weaker consistency condition than to the MSV REE rule.
There is evidence of an attraction to the MSV REE rule at longer horizons, and
that imitation is important in generating that attraction. However, even at long
horizons, significant and persistent deviations from the MSV REE PLM generate
persistent excess volatility and can lead to global instability.

8. WEAKLY CONSISTENT EXPECTATIONS

Finally, before continuing with the model, notice that there is a continuum of fore-
cast rules of form (2) that are consistent with the stationary rational expectations
equilibrium in the following sense: if xt−i = x∗ for i = 1, 2, 3, then Ft [xt+1] = x∗.
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This weak consistency condition (WCC) can be written

x∗ = a0 + (a1 + a2 + a4) · x∗ + (a3 + a5) · x∗2
. (5)

Note that (5) is linear in the six forecast rule parameters a0, a1, . . . and so the
values of these parameters that satisfy it lie on a five-dimensional hyperplane.
Note also that the MSV REE forecast rule satisfies the WCC.

The WCC can be interpreted as a steady state consistency condition. Consider
the representative agent benchmark with no dividend shocks. If the price level
is in a steady state equilibrium, and the representative agent’s expectations are
correct, (5) must be satisfied. That is, the only expectations that can be confirmed
by the actual path of prices in steady state [under the deterministic part of system
(1)–(2)] are given by forecast rules that satisfy (5).

Further, if the forecast rule parameters satisfy (5), then the steady state [under the
deterministic part of (1)–(2)] is the stationary REE Pt = P ∗, so that if P is initially
at this level, it will remain there over time in the absence of dividend shocks. Note,
however, that this steady state may or may not be locally asymptotically stable,
and that (the deterministic part of) the system (1), (2), (5) admits a rich variety of
non-steady state dynamics, even in the absence of learning (again, see Appendix
A). Thus, out of steady state, expectations need not be correct, even on average.
Consequently, the WCC is weaker than consistency conditions that require that
expectations be unbiased, as for example in Hommes and Sorger (1998). The
condition is, however, a necessary condition for expectations to be unbiased in the
linear case (a3 = a5 = 0).7

Below, we will measure the deviation of the average forecast rule from the WCC
as the difference between the actual average value ā0t and the value that would
satisfy (5) given the actual average values of the other parameters (ā1t , ā2t , ā3t ,
ā4t , ā5t ). The formula is

DWCC = |ā0 − (1 − ā1 − ā2 − ā4) · x∗ + (ā3 + ā5) · (x∗)2|. (6)

As in Georges (2006), we find below that, in a variety of simulations, there is
a strong tendency for agents’ forecast parameters to be drawn toward the weak
consistency condition (5). As noted above, the tendency to be drawn toward the
MSV REE forecast rule appears to be substantially weaker. Consequently, the
system can display a variety of stability configurations on a variety of time scales.

9. TRADING

It is common, in the literature on adaptation by heterogeneous agents in financial
markets, to bypass the modeling of individual trades by imposing a Walrasian
auctioneer to set price in order to clear the market. This is true for artificial agent
models [Arthur et al. (1997), LeBaron et al. (1999)] as well as analytical models
[Brock and Hommes (1998), Chiarella and He (2002), Brock et al. (2005)]. An
alternative but similar approach is to assume a mechanical partial adjustment of
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prices out of equilibrium [Lux and Marchesi (1999), Chen and Yeh (2001, 2002)].
Market makers who are willing to take positions in the market to absorb the
excess demands of other agents can also be introduced while still modeling price
adjustment as depending on net orders rather than individual trades, as in Lux
(1995), Farmer and Joshi (2002), or Alfarano and Lux (2007). Finally, there is
a growing agent-based modeling literature in which the market microstructure
is modeled explicitly [Gode and Sunder (1993), Chan et al. (1999), Chakrabarti
(2000), Audet et al. (2002), Chiarella and Iori (2002), Yang (2002), Yeh (2003),
Chiarella and Iori (2004), Farmer et al. (2005), LeBaron and Yamamoto (2006),
and Darley and Outkin (2007)]. In this paper, we follow this line in the literature
and model individual trades explicitly under a stylized microstructure.

Trading occurs as follows. In any period, each agent i uses her current forecast
rule to generate her forecast F i

t [xt+1] of the price plus dividend in the next period.
She then uses this forecast to set her current bid and ask prices. These prices
are set to create a fixed spread around the reservation price that would make the
agent indifferent to holding the stock or the bond given her forecast [i.e., the price
satisfying (1)]. Agents’ desired order quantities are simply fixed fractions of their
current holdings of the assets to be sold. Thus, each agent is prepared to shift her
portfolio incrementally in the direction of the asset that she believes will have the
greater return in the subsequent trading period. Once all limit orders are posted, a
set of agents are randomly selected to be active traders. These agents then sequen-
tially search for trades by randomly sampling the order quotes of other traders and
executing all trades that they find appealing.8 When all trades are exhausted, the
average price for the period is recorded and becomes public knowledge.

10. LEARNING

We model the evolution of forecast rules as a process of social learning and
experimentation using an evolutionary algorithm. Our algorithm is essentially a
real coded genetic algorithm modified to serve as a metaphor for social learning in
this market context.9 Agents are long-lived and are able to experiment occasionally
with alternative forecast rules and adopt the rule among these alternatives that
would have had the smallest forecast error in recent periods. In this way, they
grope for rules with better fits to the recent data.

Each agent is endowed with initial real values a0
i
0, a1

i
0, . . . , a5

i
0 of the forecast

rule parameters, which are randomly distributed around a set of common values.
In each period after an initial set of periods without learning, each agent considers
updating her forecast rule (changing the parameter values) with some probability.
An agent who is considering updating her forecast rule will generate two new
rules to compare to the rule that she used last period. Of the three, she selects the
rule with the highest fitness (see below).

The first comparison rule is the higher fitness rule of two other agents randomly
selected from the population. Thus, the agent may simply imitate another agent
in the population. The second comparison rule is generated by applying crossover
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and mutation operators (each with some probability) to the agent’s rule from the
last period and the first comparison rule. Thus, the agent may experiment with
novel mutations of her own previous rule and may adopt some elements of the
comparison agent’s rule rather than imitating the rule in its entirety.

More specifically, in a given period, each agent considers updating her strategy
with probability preproduce, in which case she considers imitating a compari-
son agent’s strategy with probability pcompare and conducts crossover with that
strategy with probability pcross. Crossover results in new forecast rule parameter
(gene) values that are affine combinations of the two agents’ parameter values. The
crossover factor (the weight on the imitating agent’s current parameter values) is
selected from a uniform distribution on (0.5 − C, 0.5 + C), where C > 0.5. Each
gene j of the resulting second comparison chromosome is mutated with probability
pmutate by an additive mutation factor Mj , which is chosen independently from
a uniform distribution on (−M,M). There are two supports for this distribution
(i.e., two possible values of M), one relatively small and one relatively large, that
each agent can adopt in any period. Thus, each agent can experiment either very
locally or more broadly at any time. If crossover does not occur, then the original
rule is mutated in place of the crossed-over rule.

The fitness of a rule is based on its hypothetical forecasting accuracy in recent
periods. Specifically, the fitness of a rule at time t is minus the sum of the absolute
forecast errors that the rule would have generated in the past leval rounds (“leval”
stands for the length of the evaluation period):10

f i
t = −�t−1

s=t−leval

∣∣F i
t [xs] − xs

∣∣. (7)

Thus, in period 5, if leval=1, the fitness of a rule would depend on how well it
would have forecast x4 given x2, x1 and x0.

We could have alternatively assumed that each trader performs a directed search
and accurately fits (2) to the recent data in order to maximize (7) or similarly
performs least squares on the last leval periods of data. This could be easily ac-
complished by sophisticated agents in our simple market environment. However,
we are treating our less directed search algorithm (a process of individual groping
through experimentation and imitation) as a metaphor for learning in more realistic
economic environments for which exhaustive search is likely to be impossible.11

Further, if all agents updated their rules synchronously in the same fashion, there
would be no diversity of beliefs, and consequently trading would never occur.12

Staggered updating on the other hand would permit belief heterogeneity under
directed search and could be an alternative to the approach taken here. A compan-
ion paper (Georges, 2008b) shows that this alternative approach (staggered least
squares learning) yields qualitative outcomes that are similar to those reported
below, though with greater instability in the learning dynamics. We will return to
the stabilizing properties of social learning in Section 16.

It is also worth emphasizing that in our simulations (following the spirit of
Arifovic’s election operator), a mutation is only adopted if it yields greater fitness
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FIGURE 1. The evolution of the state variable Pt and average forecast of Pt+1 (measured
as the average parameter value āt minus d̄) over 2,000 rounds with a1 = a2 = a3 = a4 =
a5 = 0 P ∗ = 20 (d̄ = 10, r = 0.5), and 200 agents whose initial values of ai

0 are dispersed
around 20. Note: Trading volume is also shown and is measured on the right-hand scale.
(The figures in this article can be viewed in color at http://journals.cambridge.org/jid MDY.)

than the agent’s incumbent rule. Thus, there is not ongoing noise in the selec-
tion process as in traditional genetic algorithms or standard discrete choice and
stochastic stability approaches to evolutionary dynamics in games and financial
market modeling.

11. BENCHMARK CASE: ALL AR TERMS SUPPRESSED

As noted above, MSV forecast rules in this model take the form F i
t [xt+1] = a0

i
t ,

which corresponds to a belief that xt will be constant, or fluctuate unpredictably
about a constant, in each period. Note that for any constant a0

i �= x∗, if this
belief were confirmed over time by xt = a0

i ∀t , then agent i would view the
stock as being mispriced (overvalued if a0

i > x∗, undervalued if a0
i < x∗).13

Consequently, the only constant belief that can be confirmed at equilibrium will
be a0

i = x∗.
It is not entirely surprising then that in simulations holding a1 = a2 = a3 =

a4 = a5 = 0 ∀t , we find that for each agent, learning tends to drive a0
i
t to become

centered on x∗ over time and that consequently, Pt tends to be drawn toward and
become centered on P ∗ over time. Figure 1 is an example of a run for this case
with 200 agents.14

We can see in this simulation that, even with very short memory (leval = 1),
the combination of active trading and social learning drives the average price
and the implied average expectation of price (measured as F̄t [xt+1] − d̄) toward
P ∗ = 20.15

Because agents look back only a fixed number of periods (one period, in the
current example) when evaluating trading rules, learning is not complete. Dividend
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shocks create persistent diversity in expectations and thus persistent trading and
fluctuations in price, which continue for the duration of the 50,000 period run
from which Figure 1 is taken. However, after a transitory period, forecasts become
roughly correct on average and the price level becomes roughly centered on P ∗.
The mean and standard deviation of the price level for periods 10,000–20,000 in
this run, for example, are approximately 19.9963 and 0.0112, respectively, and the
average forecast error for that period is approximately −0.0014.

Thus, when all agents use MSV forecast rules, they tend to learn a noisy version
of the MSV REE forecast rule, which is also the unique rule that satisfies the
WCC. This result accords with the results of Honkapohja and Mitra (2003) for
least squares learning by a representative agent with bounded memory. Thus, even
though our social learning algorithm is less directed than least squares learning,
our agents are heterogeneous, and trading takes place out of equilibrium, the model
produces results consistent with Honkapohja and Mitra (2003) when agents are
restricted to using MSV forecast rules.

12. GENERAL CASE I: a5 ACTIVE

Adding in variation in the parameters a1, a2, a3, a4, and a5 gives agents additional
parameters to learn. We find that trading and learning typically drive both the
average market price and implied individual price forecasts to be approximately
centered on P = P ∗ but can also lead to the formation of explosive bubbles.

We generally find that there is a strong attraction of individual forecasting rules
to the WCC. However, because there is at the same time substantial persistence
of heterogeneity within the population, excess volatility tends to persist. Further,
this volatility can be clustered due to the interaction of the learning dynamics and
the heterogeneity in forecast rules.16 Interestingly, deviations from the MSV REE
forecast rule tend to be persistent both for individuals and for the average rule.

An instructive example can be given by activating only two of the six forecast
rule parameters. In the following run, agents start out far from the MSV REE
rule with a0

i
0 randomly distributed around 12 and a5

i
0 randomly distributed around

0.02. We first consider the case where learning is restricted to individual learning
via mutation, and social learning (imitation and crossover) is suppressed. Memory
(leval) is set to five periods and mutation rates are reduced for the a5 coefficient.
Otherwise, the model parameters are as in Figure 1.17 In Figure 2, we see that
after 10,000 rounds, there has been a strong attraction to the WCC (which is given
here by a0 = 30 − 900 a5) but essentially no attraction to the MSV REE, which
corresponds to the specific point ((a0, a5) = (30, 0)) on the WCC locus.

This result can also be seen by our measurements of the distance of the average
rule from the WCC and from the MSV REE rule (DWCC and DMSV, respectively)
period by period for the first 2,000 rounds; see Figure 3.

We see here that the average forecast rule (across agents) is attracted quickly
to a neighborhood of the WCC, but not necessarily to the MSV. In the left-hand
panel, which corresponds to the simulation in Figure 2, the average rule stays near
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FIGURE 2. The attraction of individual agents to the WCC. The left-hand panel shows the
initial dispersion of agents’ parameter values a0 and a5. The right-hand panel shows the
dispersion after 10,000 rounds of trading and individual learning.

FIGURE 3. The attraction of the average forecast rule to the WCC. The left-hand panel gives
the first 2,000 rounds of the simulation in Figure 2. DMSV is measured on the left-hand scale
and DWCC on the right-hand scale. Memory (leval) is five periods. The right-hand panel
shows a different simulation, which is identical to the first except that agents start further
from the WCC with initial parameter values distributed around ((a0, a5) = (24, 0.015)).

the WCC and far from the MSV REE rule. In the right-hand panel, agents start
further from the WCC but move rapidly toward it in early rounds while diverging
further from the MSV REE rule.

There is also continued wandering of both individual agents’ rules and the
average rule over time due to continued exploration, see Figure 418

Finally, we can see that agents’ willingness to deviate from MSV forecast rules
yields interesting price dynamics.

The average price per period wanders near the REE price P ∗ = 20 and
the log growth rate of the price level displays clustered volatility and mod-
est excess kurtosis (kurtosis is approximately 4.84 for the data displayed in
Figure 5).19

So we see in this example a clear attraction to the WCC. Any attraction to the
MSV REE rule appears to be much slower than the attraction to the WCC. We see
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FIGURE 4. The evolution of the average forecast rule parameters ā0t (left-hand scale) and
ā5t (right-hand scale) over 10,000 periods. Same run as in Figure 2.

FIGURE 5. The evolution of Pt and volume (left-hand panel) and returns (right-hand panel).
P ∗ = 20. Shown are rounds 8,000–10,000. Same run as in Figure 2. Returns are net of
dividends and are calculated as the log growth rates of the average price.

in Figure 4, that there is a slow drifting of a0t upward matched by a slow drifting
of a5t downward in the first 10,000 trading periods. Continuing the simulation
for another 40,000 periods, we find that this slow drifting continues. As agents
wander near the WCC in reaction to the dividend shocks and the endogenous price
dynamics, there is a weak tendency to move toward rather than away from the
MSV. Nevertheless, in 50,000 trading periods, the effect is still modest. By round
50,000, ā0 has risen to approximately 13.4, ā5 has fallen to approximately 0.0185,
and DMSV has fallen to approximately 16.6.

Consider now the following variations on the simulation above. First, with very
short memory (leval = 1) and only individual (not social) learning, agents tend
to spread out along the WCC increasingly over time. Eventually, this leads to
heightened volatility and some dispersion of agents away from the WCC. In some
cases, this causes the population to drift far from the MSV over time.20 However,
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FIGURE 6. The attraction of the average forecast rule to the WCC and MSV. Same as the
RH panel of Figure 3, except that pcompare has been increased from 0 to 0.01 and pcross
from 0 to 0.2 in this run.

attraction to the MSV tends to be intensified as memory (leval) is increased and as
social learning is introduced. The latter effect appears substantially stronger than
the former—the ability to imitate others (completely, or partially via crossover)
improves agents’ abilities to discover and adopt relatively high fitness rules near
the MSV REE rule. In either case, this drift appears to generally take place on
a longer time scale than the attraction to the WCC. In some cases, convergence
to a noisy MSV equilibrium is quite rapid, and within a few thousand trading
periods ā5 is fluctuating around zero. Even with memory of one, introducing
social learning frequently drives the population to a neighborhood of the MSV
over time. Thus, in many cases, the homogenizing influence of social learning
appears to be stabilizing in the long run.21 In other cases, however, the process is
not complete and a5 continues to wander far from 0.

To illustrate the effect of social learning, consider the same simulation as in
Figures 2–5, but add imitation and crossover. Here we set pcompare = 0.01 and
pcross = 0.2.22 As seen in Figures 6 and 7, the upshot is still a rapid movement
of the population toward the WCC early on, but now there is also a slower but
persistent movement along the WCC toward a smaller neighborhood of the MSV
REE rule.

We can see that after 10,000 trading periods, the population has drifted to the
right along the WCC toward the MSV REE forecast rule. This drift is due to
imitation, which appears to favor rules of comparison agents that are relatively
close to the MSV.

As we increase the rate of social learning in this simulation (by increasing
pcompare), the movement toward the MSV becomes more rapid. However, this
attraction to the MSV is sensitive to the initial conditions. For example, if the
initial rules are distributed around (a0, a5) = (10, 0.015) rather than (24, 0.015),
then DWCC approaches zero in the first 1,000 rounds, whereas DMSV takes
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FIGURE 7. The attraction of individual agents to the WCC and MSV. Same simulation as
in Figure 6. The left-hand panel shows the dispersion of agents’ parameter values a0 and a5

after 1,000 rounds of trading and social learning. The right-hand panel shows the dispersion
after 10,000 rounds.

10,000 rounds to approach zero even under rapid social learning (pcompare = 0.1).
Further, in a number of simulations with other initial conditions, convergence to a
noisy MSV fails altogether, and DMSV reaches a plateau far from zero.

Thus, to summarize these findings, social learning often causes (a0, a5) to be
drawn into a noisy MSV equilibrium as predicted by Honkapohja and Mitra (2003).
However, this tends to be on a longer time scale than the attraction to the WCC.
Further, for some runs, this process is incomplete or diverges altogether.23 Our
preliminary interpretation is that a noisy MSV REE can be a learning equilibrium
of our model, but convergence to it is sensitive to parameters of the model and to
initial conditions.

This sensitivity of the long-run behavior of the system under learning appears
to be due to a near equivalence of forecasting power for rules near the WCC. The
true global optimum [the rule that maximizes (7)] is roughly centered on the MSV
REE rule (a0, a5) = (x∗, 0), but this optimum is noisy, fluctuating broadly near
the WCC, and thus presenting a moving target to agents learning with bounded
memory. Additional analysis is provided in the next section.24

13. FURTHER ANALYSIS OF THE TWO-PARAMETER CASE

To understand the forces operating in the two-parameter case (a0 and a5 active),
consider the following experiment. We generate a random series xt = x∗ + νt ,
where x∗ = 30, and the νt are i.i.d. uniformly on (−0.5,0.5). We then plot antifitness
landscapes in (a0, a5) space. That is, for any time in the artificial history, we can
plot the sum of absolute forecast errors (7) for various combinations of the forecast
rule parameters. Figure 8 is a representative plot.

The landscape will shift and deform over time as the price history evolves.
However, this diagram is representative in that we tend to see a strong trough in
which antifitness is relatively low (forecasts are relatively accurate). The trough
shifts across periods, but is centered, at least roughly, on the WCC over time.25

For leval = 1, the variation is large, but this variation tends to fall as leval grows.
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FIGURE 8. Antifitness (−f ) for a particular hypothetical price and dividend history as a
function of the forecast rule parameters a0 and a5. Here, leval is set to five periods. The
front and rear corners of the domain pictured here [(30,0) and (12,0.02)] both satisfy the
WCC. This realization of the fitness function is typical in that it exhibits a trough that lies
near the WCC.

FIGURE 9. Antifitness for a particular hypothetical price and dividend history as a function
of the forecast rule parameters a0 and a5. Here we focus on the shape of the trough. The
lowest point on the trough changes over time. leval is set to five periods. x∗ = 30. The
MSV REE rule (a0, a5) = (x∗, 0) is in the front right corner.

Further, the valley of the trough is relatively flat, and the minimum value along the
trough varies over time (and may exhibit multiple local minima). For leval = 1,
the trough is perfectly flat—i.e., the global optimum is indeterminate—whereas
for leval > 1, the global minimum is generally determinate. As memory grows,
the variation of the minimum over time also tends to be reduced. Figure 9 is a
representative view of the trough with the MSV REE rule again in the front right
corner.

For this case of randomly generated data, the relatively flat valley and steep
walls of the trough makes this optimization problem (minimizing the forecast
error) ill-conditioned. It is not surprising, then, that in our simulations agents
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FIGURE 10. Actual optimal values of the forecast rule parameters a0 and a5 for the simulation
period displayed in Figure 5. Recall that the MSV REE rule (a0, a5) = (x∗, 0) = (30,0) and
leval = 5. The mean and standard deviation of xt for the period are approximately 29.9779
and 0.1501. The optimal values of (a0, a5) have mean (37.4189, −0.00827738) and standard
deviation (16.8136, 0.0187044).

rapidly discover the valley but only slowly adjust within the valley. We can also see
that social learning (imitation) can make the latter adjustment process much more
rapid (though it may also cause premature convergence to spurious metastable
learning equilibria).26 Further, because the global minimum shifts substantially
over time as the time series {xt } evolves, there will be ongoing learning of a moving
target.

We can take this analysis a step further by calculating the global optima over
time for actual data generated by our simulations. When we do this, we discover
that the center of the distribution tends to lie near the MSV REE rule, and that
the variance is large even for moderately high memory. To continue with the
example in Figures 2–5, we calculated the global optimal forecast rules for trading
periods 8,000–10,000 (the time period reported in Figure 5), using the values of
xt ≡ Pt + dt generated in that simulation. Recall that leval = 5. The mean and
standard deviation of xt for the period are approximately 29.9779 and 0.1501.
The optimal values of (a0, a5) have mean (37.4189, −0.00827738) and standard
deviation (16.8136, 0.0187044). We see that there is substantial variation in these
optima, and that the average values fall well within a standard deviation of the
MSV REE values. Further, although there are large transitory deviations of the
optimal rules from the MSV rule, there is a strong clustering of these rules near
the WCC. See Figures 10 and 11.

Thus, the strong persistence of the center of the distribution of agents’ rules
displayed in Figure 2 would appear to be due to a combination of the strong
relative fitness of rules near the WCC, the relative insensitivity of fitness to
movement along the WCC, the variability of the true optimum, and the lim-
itations of boundedly rational learning. If agents were able to come closer to
optimizing fully in each period, they would chase the true optimum more closely
over time, and rules would be both more variable and centered more closely
on the MSV REE. We will return to this observation after reporting on the full
model.
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FIGURE 11. Scatter of the optimal values of (a0, a5) displayed in Figure 10 and levels of
DMSV (distance from the MSV REE rule) for these values. We see substantial clustering
near the WCC.

14. GENERAL CASE II: ALL COEFFICIENTS ACTIVE

Now consider the representative run with all coefficients of the forecast rule active
shown in Figure 12. Here d̄ = r = 0.05, which implies that P ∗ = 1.0 and
x∗ = 1.05. Agents start with rule parameters distributed around the MSV REE
rule (1.05,0,0,0,0,0). Memory (leval) is set to 50 trading periods. preproduce =
0.5, pcompare = 0.1, pcross = 0.2, and pmutate = 0.2. Dividend shocks are
distributed uniformly on (−0.025, 0.025) and occur with probability 0.8 in any
period. Mutations for each forecast rule parameter (gene) are selected from uniform
distributions on (−0.05, 0.05) and (−0.002, 0.002). As above, 20 traders are active
in each period and each looks at the prices of 4 others.

As in the simulations shown in Figures 2–11, price fluctuates around its constant
REE value (which is here 1.0), and the returns exhibit volatility clustering and
excess kurtosis (kurtosis is 8.56 for the trading period 10,000–50,000). We see that,
although DWCC remains close to zero throughout the 50,000-round simulation,
DMSV does not; although the average forecast rule wanders in a broad neighbor-
hood of the MSV REE rule, the attraction to the WCC is substantially stronger. In
complementary simulations in which the initial rules are far from both the MSV
REE rule and the WCC, rules converge rapidly to a narrow neighborhood of the
WCC while again wandering persistently in a substantially broader neighborhood
of the MSV REE rule. These qualitative results are fairly robust, though the specific
pattern of rule evolution is sensitive to both initial conditions and the parameters
of the evolutionary algorithm.

We see in Figure 12 that deviations from the MSV REE rule, although perhaps
not growing extreme, can be substantial and persistent. Whereas, if agents learned
to forecast using only MSV forecast rules, the average rule would fluctuate closely
around the MSV REE rule, with overparameterized rules the average forecast rule
can display persistent deviations from the MSV REE rule without generating
persistent forecast errors.

Variations in this simulation suggest that the variance of returns appears to be
generally falling in memory (leval) and rising in the rate of learning (preproduce).27
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FIGURE 12. Run with all forecast rule parameters active. The initial values
(a0

i
0, a1

i
0, a2

i
0, a3

i
0, a4

i
0, a5

i
0) are distributed around the MSV REE rule (1.05,0,0,0,0,0).

The average deviation of agents’ rules from the MSV REE rule appears to tend to
be increasing in the larger mutation factor—i.e., in the breadth of search.

15. DIVERSITY

We have been focusing on the average forecasting rules. However, in some respects,
the diversity of rules is more important than the average.

If we make agents a bit smarter, so that they expect the dynamics of xt to be
centered on x∗ and forecast deviations (xt −x∗) based on recent lagged deviations,
then we find that the population tends to maintain greater diversity under social
learning. We also find an increased incidence of large bubbles or crashes—i.e.,
a greater tendency for the price dynamics to become unstable, more pointedly
illustrating Grandmont’s (1998) “uncertainty principle.”
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FIGURE 13. Average forecast rule parameters for a run in which agents forecast differences
from x∗. leval = 10. There is a large burst of volatility starting in trading period 8,434
(that period is indicated in each panel by a vertical line).

FIGURE 14. a3 (left-hand panel) and a4 (right-hand panel) for each of the 200 agents over
20 periods. Here agents are sorted each period by a3 (left-hand panel) and a4 (right-hand
panel). A burst of volatility begins in period 8,434, which is time 9 in this figure.

In Figure 13, an episode of heightened price volatility occurs beginning at
trading period 8,434, apparently triggered by an isolated dividend shock in period
8,433. There is no apparent movement in the average forecast rules around that
time that would suggest an increased likelihood of volatility.

There is, however, substantial diversity of forecast rules in the population, and
a further spreading of the distributions of several of the forecast rule parameters
(a1, a2, a3, a4) occurs just prior to the episode, as can be seen in Figure 14.

Agents in the outer tails are active traders during the event, and so the discovery
of more extreme forecast rules may play an important role in generating the
heightened volatility. We also observe some herding as a few agents follow others
into the tails, reinforcing this effect. Interestingly, however, traders in the outer
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FIGURE 15. A crash occurs starting in period 41,172. Here, average rule parameter values
are shown through period 41,185, at which point the crash is in progress.

FIGURE 16. a3 (left-hand panel) and a4 (right-hand panel) for each of the 200 agents over
41 observations, each 5 periods apart. A crash occurs starting in period 41,172, which is
time 34 in this figure.

tails neither initiate the event nor dominate trading during it. There is broad
participation in trading across the distribution of agents’ rules during the event.

Similarly, in the run in Figures 15 and 16, there is a crash in the price level
beginning in period 41,172 (price falls from approximately P ∗ = 1.0 to 0.15 over
the course of the following 36 trading periods and then explodes toward +∞).

Though the average forecast rule at the onset of the crash is far from the MSV
rule (0,0,0,0,0,0), this rule is not extreme relative to previous trading rounds, and
in this case it is not clear that there is any dramatic spreading of the distribution
of the rules across agents just prior to the crash. However, it appears that this
distribution has evolved to be diverse enough so that a serendipitous combination
of dividend shocks and specific traders executing orders will set off a bubble.
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16. OBSERVATIONS

In our model of social learning with overparameterized forecast rules, there appears
to be a strong attraction of the forecast rule parameters toward the WCC because
of learning. At the same time, there appears to be a weaker attraction to the MSV
REE rule. The system can remain far from the MSV equilibrium over long periods
of time, in terms of both individual forecast rules and average rules, generating
nontrivial disequilibrium dynamics. Ongoing heterogeneity in the population far
from the MSV REE rule tends to generate persistent and interesting price dynamics
even in this simple toy model environment28 and can evolve to states in which
extreme events may be triggered.

Interesting price dynamics, including volatility clustering, fat tails in returns,
and extreme events, are by necessity driven in this model by heterogeneity in
the population. In turn, that heterogeneity is promoted by large mutation factors
(broad rather than local search), limited memory, and relatively large bid–ask
spreads (i.e., greater granularity in price movements).

Herding, in the form of social learning (imitation), appears to be alternately
stabilizing and destabilizing in this model. Since social learning allows much more
rapid learning than individual learning, it tends broadly to pull the distribution of
agent rules toward the MSV REE rule (as seen for example in Figures 6 and
7). However, social learning can also allow agents with moderate rules to adopt
the extreme rules of other agents, causing spreading in the distribution and thus
conditions more favorable to extreme events such as large bursts of volatility,
bubbles, and crashes.29

Interesting price dynamics are not due exclusively to the nonlinear terms in the
forecast rule. For example, some volatility clustering arises even in the simplest
MSV cases. Because trading is activated by heterogeneous expectations, dividend
shocks occasionally set off a cycle of finite memory learning, expectations disper-
sion, trading, and price fluctuations. However, as additional linear and quadratic
autoregressive terms are added to the forecast rule, the variation over time in
the optimal forecast rule increases, leading to an increase in the variation of the
actual forecast rules that are discovered and adopted by our boundedly rational
agents. This leads to an increase in return volatility, volatility clustering, and
the incidence of extreme events. By adopting the functional form (2), agents are
essentially overfitting the returns data that they have access to, leading to increased
variation in the forecast rule parameters.

Some readers might object to this and argue that, given the simple environment
that they operate in, our agents should be more sophisticated in testing this speci-
fication. However, in realistic environments, exhaustive specification searches are
likely to be infeasible and so forecasters will be required to fall back on heuristic
devices.30 A second possible objection is that the learning algorithm used by our
agents to fit (2) to the data is not efficient enough. The tendency for there to be
rapid convergence toward the WCC suggests that rapid learning can and does take
place under our learning algorithm. However, once the easy work of discovering
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the antifitness valley of the WCC is accomplished, individual random experi-
mentation (mutation) becomes a blunt tool for finding better forecast rules along
that valley. This rapid learning far from equilibrium and sluggish learning near
equilibrium can strike a balance that allows diversity to persist in the population,
but also allows actual forecast rules to be far from the optimal rule at any time.31

Note, however, from Section 13 above that the optimal rule is itself highly
variable. Groping and imitation tends to keep adopted rules closer to the MSV
REE rule than they might be if agents were more directed in their search but still
updated their rules at random intervals. Thus, our undirected learning algorithm
may actually be stabilizing in comparison to some forms of more directed search.

Indeed, comparison of our model with a similar model with agents engaged
in a more directed process of least squares learning [Georges (2008b)] indicates
that social learning leads to greater persistence of deviations from the MSV REE
forecast rule, but also greater stability of the resulting price dynamics, in the sense
that least squares learning tends to generate a substantially higher incidence of
explosive bubbles in this model. The difference is particularly dramatic when
forecasting is in levels, rather than deviations from the REE, and when mutation
factors in the social learning algorithm are relatively small, i.e., when individual
experimentation is relatively local. Groping, by its very inefficiency, tends to pre-
vent agents from discovering and herding on extreme rules with temporarily high
fitness that can set off bubbles, whereas least squares learning allows agents to find
such rules seamlessly when they arise. Thus, the combination of experimentation
and imitation tends to lead agents to wander among the relatively robust rules
in a tighter neighborhood of the MSV REE rule, resulting in greater stability of
the system.32 Under both learning models, however, the incidence of explosive
bubbles is increasing in the rate of learning and decreasing in memory.

Finally, Georges (2002, 2008a) indicate that the general qualitative results re-
ported here are not merely an artifact of the specific microstructure embedded in
our model, but rather also are exhibited when the trading mechanism is replaced
by a market-clearing condition that depends on the average expectation in the
market.

17. CONCLUSION

Economic environments are complex, and so agents operating in them are generally
called upon to construct simplified models, classification schemes, and heuristics to
guide their decisions. There are typically many such simplified representations and
procedures that can be employed for online decision making. This indeterminacy
confounds the optimization problems facing individual agents who must forecast
the outcomes of their mutual interactions.

This paper explores the consequences of model uncertainty by starting at a
different extreme. Suppose that the environment is quite simple, but that agents
do not fully understand its underlying structure and consequently believe that the
environment may be more complicated than is required by the true fundamentals.
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Will these agents learn their way out of this misspecification? Or will these beliefs
become self-fulfilling to some degree?

In the model considered here, there is a unique stationary REE, but a continuum
of steady states for the learning process (i.e., for the forecast rule parameters)
that are weakly consistent with that equilibrium. The system appears to be drawn
toward this continuum, but can wander far from the learning equilibrium that
corresponds to the MSV REE over long periods of time.

NOTES

1. Those models often possess “restricted perceptions equilibria” or “misspecification equilibria”
that are stable under learning.

2. The stationarity of the dividend process is imposed to allow comparisons with other results on
learning.

3. This functional form is clearly arbitrary but provides a simple and tractable case for analysis.
4. We have also experimented with allowing agents to observe both current dividends and the prices

at which trades have been made to date during the trading period but have not followed that procedure
here to avoid the introduction of an additional source of interperiod price dynamics.

5. Comparing (A.2) and (A.3) in Appendix A, we see that, due to the nonlinear overparameterization
of the forecast rule, the PLM does not nest the ALM. Note that this type of specification error
is often called overparameterization in the literature, leaving the term misspecification to refer to
underparameterization and other types of misspecification for which the PLM does not nest an REE.
There is now an extensive literature on learning with underparameterized forecast rules. The standard
solution concept used there is “restricted perceptions equilibrium” [Evans and Honkapohja (2001)]
or “self-confirming equilibrium” [Sargent (1999) and Cho et al. (2002)]. This has been extended for
the case of competing underparameterized models by Adam (2005) and Branch and Evans (2006).
Recent exceptions to the focus on underparameterized rules are Bullard et al. (2007), who consider
“add-factors,” and Adam et al. (2006), who consider escapes on the transition path.

6. In the E-stability framework, the parameters of the agents’ PLM implied by the forecast rule (2)
are assumed to move toward the corresponding parameter values of the ALM (1), (2) induced by the
PLM. This learning process is formalized in a notional continuous time rather than in real time.

7. Suppose that E[F [x]] = E[x], where E[·] denotes unconditional expectation. Then by (1), both
expected values must be equal to x∗, and (2) implies the following modified version of the WCC: (5′)
x∗ = a0 + (a1 + a2 + a4) · x∗ + (a3 + a5) · (x∗2 + Var[x]). Thus, in the linear case, (5) is implied by
unbiasedness. In the nonlinear case, (5) approximates (5′) for small variances, so (5) may approximate
stronger consistency conditions.

8. We do not assume that traders have access to a single global order book, and so they may not
see the best prices in the market. This is meant to represent search across alternative trading platforms,
dealers, or private institutions. See, e.g., Harris (2003) for a general discussion of competition between
markets and Duffie et al. (2005) or Lagos and Rocheteau (2007) for explicit models of such a search
process.

9. Genetic algorithms are algorithms for updating populations of rules via genetics-inspired op-
erations such as mutation, crossover, and selection. See, e.g., Holland (1975), Goldberg (1989), and
Mitchell (1996). On applications in economics see, e.g., Holland and Miller (1991), Arifovic (1994),
Andreoni and Miller (1995), Bullard and Duffie (1998a, 1998b, 1999), Vriend (2000), and Lux and
Schornstein (2005). On real coded GAs see, e.g., Michalewicz (1996), Herrera et al. (1998), and Fogel
(2000). The evolutionary algorithm used here is essentially the same as that used in Georges (2002).

10. Because we use a tournament-style selection process for reproduction, only the relative fitness
values will be relevant.

11. For example, Aragones et al. (2005) have shown that the relatively straightforward problem
of specification search, selecting a parsimonious set of regressors out of a given set of regressors,
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can be a computationally hard (NP-complete) problem, and so may not be practically solvable for a
modest-sized set of regressors.

12. There is a literature [e.g., Diether et al. (2002)] that documents the empirical importance
of heterogeneity of opinion in financial markets. Our approach allows for diversity but also for
convergence to homogeneous beliefs as a possible outcome under learning.

13. For example, for a0
i = x∗ − ν, ν > 0, the reservation price satisfying (1) is Pt ‘ = x∗−ν

1+r
=

P ∗ − ν
1+r

∈ (a0
i − d̄, P ∗).

14. Memory (leval) is one period. Twenty traders are active per period. Each looks at the prices of
four others and sets desired sell orders at 2% of current holdings of the asset to be sold. The bid-ask
spread is 0.001. r is set high (0.5) to create a visible wedge between ā0 − d̄ and P in Figure 1. The
dividend shock ε is uniformly distributed on (−0.05, 0.05) and is active in each period with probability
pshock = 0.1. Each individual searches for a new rule with probability preproduce = 0.2, and if so
mutates each gene with probability pmutate = 0.2, considers imitating another agent with probability
pcompare = 0.1, and also crosses over with that individual in that case with probability pcross = 0.2.
Mutations are drawn from uniform distributions on (−5.0,5.0) and (−0.5,0.5).

15. It is worth noting that without sufficient diversity in the population, trading will die out, and
consequently it is possible for the simulations to converge far from the rational expectations equilibrium.
Given the absence of a Walrasian auctioneer or other external price adjustment mechanism, prices only
adjust when trades are executed. If all agents have very similar forecasts, then no trades will be
executed, and so the observed market price will remain unchanged. Forecasts may then evolve to
predict this price correctly. The rate of return on stocks and bonds will not be the same, so all agents
would prefer to hold more or less of the stock, but none will find it worthwhile to accept currently
posted bids or offers. It is also worth noting that static diversity will not necessarily sustain trading,
as traders positions are constrained by their wealth. Thus, trading also tends to die out if we suppress
learning (evolution). Active trading in combination with learning tends to drive the center of the price
distribution toward P ∗, as seen in Figure 1.

16. It is worth reiterating that price dynamics depend critically on ongoing heterogeneity in the
population, as, given the absence of an auctioneer or market makers, there must be heterogeneous
expectations for trades to occur.

17. Mutations for a0 are selected from uniform distributions on (−5.0,5.0) and (−0.5,0.5) as
above. For a5, mutations are selected from uniform distributions on (−0.05,0.05) and (−0.005,
0.005).

18. Recall that we are using a kind of election operator, so exploration (the mutation operator) only
leads to changes in active rules if the newly discovered rules appear to be superior to the existing rules.
Thus, there is no a priori guarantee that mutation will cause rules to change over time.

19. The first-order stationarity of the price level is an artifact of the assumption that dividends are
stationary.

20. Interestingly, however, because prices are only affected by executed orders, price dynamics may
stay relatively stable even when expectations are extreme or highly volatile and when price dynamics
would be explosive in a representative agent version of the model. That is, in these simulations, price
dynamics may remain bounded even if initial forecast rules make the system depicted in Appendix A
globally unstable.

21. That is, social learning agents may herd in destabilizing ways in the very short run, but over
longer periods of time tend to herd on relatively stable rules near the MSV rather than on less stable
rules far from the MSV.

22. Thus, on average, in any period, an individual searches for a new rule by random experimenta-
tion (mutation) with probability 0.2 as above, but now, if she does so, she also considers imitating the
better of two randomly selected other agents’ rules with probability 0.01 and crossing over with that
rule as well with probability 0.2.

23. In cases in which there is not convergence to a noisy MSV equilibrium, we can typically
engineer convergence by altering the mutation rates, memory length, or other learning parameters, the
dividend shock process, or initial conditions.
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24. As seen below, if agents were more directed in their search, their rules would be both more
variable and more closely centered on the MSV REE rule, because they would more closely track the
true global optimum (for the given fitness function), which displays such variation given the limited
memory in the fitness function. Note, however, that in our simulations, learning is rapid for agents
who are far from the WCC. Further, if all agents were able to search the entire parameter space with
an equal degree of accuracy, then there would be no diversity, and trading would not occur. Given the
diversity of expectations observed in actual financial markets and the rapid learning observed in our
simulations among agents with very poor forecasting rules, we posit that the degree of inefficiency of
search generated by our learning algorithm is sensible.

25. Intuitively, suppose that xt is close to x∗ over time. Then a good forecast will take xt histories
that are close to x∗ into forecast values that are close to x∗. The WCC is therefore potentially a good
first approximation to the optimal forecast rule at any time.

26. The fact that social and individual learning can lead to different outcomes appears to be due to
the greater rapidity of learning under social learning along the lines of Allen and Carroll (2001), rather
than to a fundamental difference in the selection process as in Vriend (2000).

27. These observations are based on 50 repetitions of the simulation over 20,000 trading periods
for each of eight sets of parameters.

28. This model is highly stylized and we make no attempt here to replicate time series properties
of actual financial markets with any accuracy. For example, while we do tend to see clustered volatility
and excess kurtosis of returns, we make no claims to be able to replicate the empirical distributions for
returns or for the serial dependence of volatility that are well documented for actual financial markets
[see, e.g., Lux and Ausloos (2002)]. Even more fundamentally, there is substantial serial correlation
in the returns generated in these simulations that is not being exploited by our technical traders and
consequently arbitraged away, and so prices do not exhibit the standard martingale property.

29. The latter effect is similar to Lux (1995) and Lux and Marchesi (1999), in which agents herd
on optimistic or pessimistic expectations.

30. See Aragones et al. (2005) for a formal argument. Given finite computational capabilities, we
can think of specification (2) as a “fast and frugal heuristic” in the spirit of Gigerenzer and Selten
(2001). Georges (2008b) finds that a simple form of specification testing reduces but does not eliminate
excess volatility in a similar model with least squares learning.

31. There is some similarity to Youssefmir and Huberman (1997), where an indeterminacy leads
to a wandering in the strategy space, which in turn triggers intermittent volatility. However, given the
stochastic dividend in our model, there is only a near indeterminacy of optimal rules close to the WCC.

32. A complementary result is reported by Arifovic et al. (2007) in the context of a New Keynesian
monetary model. They find that convergence to an REE occurs for a wider range of monetary policy
rules when agents with unbounded memory learn via an evolutionary algorithm than when they learn
by least squares.

33. Under alternative timing assumptions, this need not be the case. If, for example, agents were
able to condition their expectations of xt+1 directly on xt , then xt would not depend directly on xt−2

under the ALM even though it would under the PLM (i.e., agents would incorrectly believe that xt

depends directly on xt−2.
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APPENDIX A: NONLINEAR DYNAMICS UNDER A
REPRESENTATIVE AGENT

Consider the following representative agent version of the model. The price is governed
by the indifference condition [(1) above]. Recalling the definition xt ≡ Pt + dt and the
assumption that the dividend process follows dt = d̄ + εt , we have

xt = Ft [xt+1]

1 + r
+ d̄ + εt . (A.1)

The PLM according to the agent’s forecast rules [(2) above] is (suppressing the time
subscripts on the forecast rule parameters)

xt = a0 + a1 · xt−1 + a2 · xt−2 + a3 · x2
t−2 + a4 · xt−3 + a5 · x2

t−3. (A.2)

The ALM induced by this PLM is

xt =
(

1

1 + r

) {
[a0 · (1 + a1) + d̄ · (1 + r)] + (

a2
1 + a2

) · xt−1

+ a3 · x2
t−1 + (a1a2 + a4) · xt−2 + (a1a3 + a5) · x2

t−2

+ a1a4 · xt−3 + a1a5 · x2
t−3

} + εt . (A.3)
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FIGURE A.1. Bifurcation diagram as a5 and a0 are varied subject to the weak consistency
condition for a1 = 0, a2 = −0.24, a3 = −0.04, a4 = 0.8. Here, r = 0.5 and d̄ = 10, so
x∗ = 30.

The nonlinear terms in the representative agent’s forecast function permit a broad
range of global dynamics even in the absence of learning (i.e., even if the forecast rule
parameters are fixed). This is true even if the weak consistency condition (5) is also
satisfied. In that case, we can write the ALM (A.3) as follows, indicating that the devi-
ations of x from the steady state expected value x∗ at time t depend nonlinearly on past
deviations:

xt = x∗ +
(

1

1 + r

) [(
a2

1 + a2

) · (xt−1 − x∗) + a3 · (
x2

t−1 − x∗2)

+ (a1a2 + a4) · (xt−2 − x∗) + (a1a3 + a5) · (
x2

t−2 − x∗2)
+ a1a4 · (xt−3 − x∗) + a1a5 · (

x2
t−3 − x∗2)] + εt . (A.4)

The bifurcation diagram in Figure A.1 illustrates the variety of long run attractors
permitted by the deterministic part of (A.4), i.e., by the deterministic part of the ALM (A.3)
subject to the WCC (5).

Because the average REE value xt = x∗ is a steady state of the deterministic part of
(A.4), we can think of (5) as constraining agents’ forecasts to be broadly centered on x∗

and thus to be correct on average in a limited sense.

APPENDIX B: E-STABILITY
Consider the representative agent version of the model discussed in Appendix A. First
consider the linear version for which a3 = a5 = 0. Thus the PLM (A.2) is reduced
to

xt = a0 + a1 · xt−1 + a2 · xt−2 + a4 · xt−3
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and the ALM (3) induced by the PLM is reduced to

xt =
(

1

1 + r

) {
[a0 · (1 + a1) + d̄ · (1 + r)] + (

a2
1 + a2

) · xt−1

+ (a1a2 + a4) · xt−2 + a1a4 · xt−3

} + εt .

Following Evans and Honkapohja (2001), we assume that the (forecast rule) parameters
in the PLM adjust in notional time toward the corresponding values of the induced ALM
as follows:

ȧ0t = a0 t · (1 + a1t ) + d̄ · (1 + r)

1 + r
− a0 t

ȧ1t = a1
2
t + a2 t

1 + r
− a1 t

(B.1)

ȧ2t = a1 t · a2 t + a4 t

1 + r
− a2 t

ȧ4t = a1 t a4 t

1 + r
− a4t .

This system of equations has a steady state at a0 = x∗, a1 = a2 = a4 = 0. The Jacobian
of the system linearized about this fixed point is

J =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

(
1

1 + r
− 1

)
x∗

1 + r
0 0

0 −1
1

1 + r
0

0 0 −1
1

1 + r

0 0 0 −1

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

. (B.2)

The eigenvalues of this Jacobian are the elements on the main diagonal. Thus, given
r > 0, these eigenvalues are all (real and) negative, and so the steady state is locally
asymptotically stable. Consequently, the stationary REE is strongly E-stable in the linear
case.

Further, the stationary equilibrium is also strongly iteratively E-stable. That is replacing
the system of differential equations above with the discrete time analog

a0 t = a0t−1 · (1 − a1 t−1) + d̄ · (1 + r)

1 + r

a1 t = a1
2
t−1 + a2 t−1

1 + r
(B.1′)

a2 t = a1t−1a2 t−1 + a4 t−1

1 + r

a4 t = a1t−1a4 t−1

1 + r
,
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we have the same steady state, and the corresponding Jacobian

J =

⎛
⎜⎜⎝

1
1 + r

− d̄

r
0 0

0 0 1
1 + r

0
0 0 0 1

1 + r

0 0 0 0

⎞
⎟⎟⎠ . (B.2′)

The eigenvalues of this matrix are the elements on the main diagonal, which are all
∈ (−1, 1) for any r > 0.

A second steady state of (B.1) (a0 = d̄·(1+r)

1+2r
, a1 = 1 + r , a2 = a4 = 0) represents bubble

REE. However, that steady state is not locally asymptotically stable, and so bubble REE
are not E-stable. They would not, for example, be learnable under least squares learning.

Note that, even though the PLM is overparameterized, it induces an ALM with the same
structural form.33 If, however, we include the additional nonlinear terms in the forecast
rules (i.e., a3, a5 �= 0), then this is no longer the case. The PLM (A.2) has no term to match
the term a3 · x2

t−1 in the ALM (A.3) and so no longer nests the ALM.
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