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Abstract
The appeal of quadruped robots lies not only in their ability to mimic the diverse and agile locomotion of animals
but also in their potential to integrate with human artistic expression to achieve complex multi-skill movements.
Continuous multi-skill motion in quadruped robots requires the realization of diverse, continuous, and long-horizon
behaviors, involving a broader state space and more complex motion generation and transitions. This presents
significant challenges, including sparse rewards, incomplete data, long-horizon motion planning, and the design
of fine-grained motion transitions. In this work, we categorize quadruped robot skills into three types: rhythmic
motions, expressive motions, and high-dynamic motions and generate reference trajectories for each category using
central pattern generators, animation design, and motion capture, respectively. We then design an asymmetric neu-
ral network architecture and employ an imitation–reinforcement learning algorithm to train policies for generating
these three types of motions. By composing multiple motion skill trajectories, we avoid long-horizon motion plan-
ning; by leveraging reinforcement learning, we enable smooth and continuous skill transitions; and by introducing
a two-stage reference state initialization curriculum, the robot is able to switch from arbitrary states to the target
motion skill. Moreover, during training, the policy imitates only key characteristics of the reference motions rather
than strictly tracking fixed trajectories, making it more robust. Finally, we achieve robust motion skill generation
and seamless transitions on a quadruped robot equipped with a 6-DoF manipulator, validating the effectiveness and
feasibility of the proposed multi-skill generation and transition method.

1. Introduction
1.1. Motivation
At present, quadruped robots have achieved the capability to adapt to complex outdoor terrains and
accomplish diverse locomotion control tasks, providing strong technical support for their further
real-world applications [1–4]. Among the various application scenarios of quadruped robots, skill per-
formance represents a commercially valuable direction. However, existing demonstrations are mostly
limited to the presentation of a single motion skill or to multiple similar skills, such as different gaits,
resulting in performances lacking diversity. In contrast, heterogeneous multi-skill motions require the
realization of continuous, diverse, and long-horizon behaviors, involving a broader state space and
more complex processes for motion generation and transition. These characteristics pose significant
challenges to existing methods.
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In addition, expert data containing multiple motion skills and complete motion characteristics are
crucial for multi-skill imitation learning (IL) in quadruped robots. Incomplete expert data and insuffi-
cient motion details make it difficult for existing approaches to effectively learn and model the transitions
between skills. As a result, skill transitions often lack continuity and responsiveness, making it difficult
to produce visually appealing multi-skill performances. However, high-quality expert data that contain
multiple skills are typically difficult to obtain. Generating long-horizon trajectories with multiple skills
through dynamic modeling and trajectory optimization is often tedious, time-consuming, and extremely
challenging, significantly increasing the data preparation cost in the early stage. Alternatively, combining
trajectories of different skills lacks natural transition processes and requires carefully designed motion
transitions. A more practical and cost-effective approach is to collect data by manually controlling robot
animation in simulation or real environments. However, the resulting data often lack dynamical infor-
mation, making them unsuitable for IL. Another approach is to obtain motion data of animals or humans
through motion capture or video extraction and then map them to quadruped robots. Nevertheless, this
approach suffers from heterogeneous mapping problem between animals and robots and also makes it
difficult to design artistic motion skills.

Due to the challenges of long-horizon motion planning or delicate motion transition design, incom-
plete data, and sparse rewards, multi-skill motion generation remains a highly challenging problem in
quadruped robot locomotion control. Methods that combine IL with reinforcement learning (RL) have
demonstrated significant advantages, as they allow the policy to imitate reference motions while explor-
ing the limits of control capabilities, thereby achieving more robust motion control. Therefore, this paper
proposes a motion skill generation and continuous transition method based on imitation–reinforcement
learning (IRL). Multiple independent policies are trained as motion controllers to enable long-horizon
multi-skill motion in quadruped robots. Compared to a single unified policy, adopting multiple indepen-
dent policies with policy switching offers significant advantages: each policy can focus on learning a
single skill, thereby improving motion fidelity and stability; it avoids mode collapse and catastrophic for-
getting caused by multi-task coupling; it reduces the complexity of policy learning; and it enables more
flexible composition among dissimilar skills. Specifically, we learn motion skills by imitating reference
motions to avoid complex reward function design; we combine motion trajectories of multiple skills to
eliminate the need for long-horizon trajectory planning and optimization; we employ RL to improve
the continuity and robustness of skill transitions; and we adopt a two-stage reference state initialization
(RSI) curriculum to address the learning difficulties caused by incomplete expert data.

1.2. Contributions
We propose an IRL framework to enable continuous multi-skill motions for a quadruped robot equipped
with a 6-DoF manipulator. A variety of skills – including rhythmic trotting, dynamic jumping, double-
leg standing, torso swaying, single-leg swinging, double-leg swinging, and leg–arm dancing – are
generated and seamlessly transitioned in both simulation and real-world environments, demonstrating
robust and coordinated whole-body motion control capabilities. The main contributions of this work are
summarized as follows:

• We propose three methods for skill trajectory generation based on central pattern generators
(CPG), animation design, and motion capture, as well as a trajectory retargeting and optimization
method for mapping quadruped animal motions to quadruped robots;

• We develop an IRL algorithm for multi-skill motion generation in quadruped robots, which
learns diverse motion skills through imitation of reference motions, achieves continuous multi-
skill transitions via trajectory composition and RL, and incorporates a self-recovery mechanism
during training to enhance robustness;

• We design a two-stage curriculum based on RSI to enable continuous skill transitions from arbi-
trary states and propose an asymmetric actor–critic neural network architecture that allows the
robot to generate similar and robust motions without requiring reference motion inputs during
deployment.
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2. Related work
2.1. Skill control methods based on dynamic models
Traditional control methods, represented by model predictive control and whole-body control, generally
follow a modeling–planning–control pipeline, in which motion control is achieved by optimizing and
tracking trajectories based on dynamic models [5–8]. For generating motion skills in quadruped robots,
the typical approach first specifies an initial state, then performs offline optimization of skill trajectories
based on simplified or full-body dynamic models, and finally tracks these trajectories online in real time.
This enables the execution of individual motion skills such as jumping, backflips, and handstands [9–16].
However, such methods are limited by the initial conditions assumed during optimization, making it
difficult to achieve continuous multi-skill motions.

To enable continuous long-horizon multi-skill motions, one approach is to concatenate offline tra-
jectories of multiple skills and introduce transition phases and intermediate gaits to ensure smooth
switching. By tracking these trajectories online, robots can perform sequences such as stepping up and
down stairs, lying down, turning, and crawling under obstacles [17]. However, this approach is gener-
ally limited to slow and low-dynamic motions and is not suitable for highly dynamic behaviors such as
jumping. To address this limitation, online trajectory optimization methods have been proposed, which
generate motion trajectories in real time based on the robot’s current state, enabling continuous exe-
cution of dynamic motions such as jumping, backflips, and running jumps [18–24]. By predefining
contact sequences, these methods can also achieve multi-gait locomotion [25–27], and by switch-
ing between wheeled and legged modes, multimodal locomotion can be realized [28]. Nevertheless,
such approaches are typically limited to single or similar types of motion skills and cannot handle
heterogeneous multi-skill motions.

In summary, traditional control methods rely on accurate motion planning and control to achieve
individual motion skills, multi-gait locomotion, and similar multi-skill behaviors. Their performance
depends heavily on model accuracy, trajectory quality, and real-time control capability. In real-world
scenarios, model mismatches and invalid assumptions often lead to system failures, and these methods
generally exhibit limited generalization and robustness when facing changes in tasks or environments.
Therefore, multi-skill motion generation remains a highly challenging problem.

2.2. Skill learning methods based on neural networks
In recent years, intelligent learning methods such as RL and IL have been widely applied to generate
robust motion skills for quadruped robots, leveraging the strong nonlinear approximation capabilities
of neural networks [29–33]. End-to-end neural network policy controllers trained purely with RL do
not require trajectory planning, optimization, or tracking and have enabled quadruped robots to perform
tasks such as terrain adaptation, obstacle avoidance, and parkour [34–38]. However, learning complex
motion skills with RL often suffers from sparse rewards or requires carefully designed reward functions
and extensive parameter tuning. Poorly designed reward functions can prevent the agent from mak-
ing meaningful learning progress for extended periods. IL offers an alternative approach by learning
control policies directly from expert datasets, enabling quadruped robots to acquire motion skills with
biomimetic or artistic characteristics [39–41]. Although IL avoids complex reward design, its perfor-
mance heavily depends on the quality and completeness of expert data, and it generally lacks sufficient
exploration and generalization capabilities.

Another line of research combines RL with IL to mitigate the need for complex reward design while
improving robustness. For example, reference motion trajectories can be generated using animation
tools, and imitation-based reward terms are incorporated into RL frameworks to enable the learning of
various skills such as jumping, backflips, acrobatics, and martial arts [42–44]. In addition, the well-
known adversarial motion priors approach imitates motion styles rather than strictly tracking fixed
trajectories, resulting in more robust motion skills [45–47]. However, when expert datasets contain skills
with varying levels of complexity, AMP often struggles to learn a unified policy that captures all skills.
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It may learn only a subset of skills or suffer from catastrophic forgetting during long training, tending
to favor simpler or blended behaviors that may not meet practical requirements. To address these limi-
tations, one potential approach is to manually separate different types of skills within the expert dataset
and train independent networks for each, although this requires significant manual annotation and com-
putational resources. In addition, some studies combine the strengths of traditional control methods and
learning-based approaches to achieve complex motion skills for quadruped robots [48–52].

2.3. Continuous multi-skill motion and transitions
Although existing methods are capable of learning and generating complex motion skills, they often
struggle to achieve continuous switching between multiple skills and lack smooth transition capabili-
ties. Tu et al. [ 53,54] proposed a progressive adversarial self-imitation skill-switching method, which
leverages high-quality historical trajectories to autonomously learn both skills and their transitions,
enabling natural switching between walking and crawling, as well as between walking and bipedal
locomotion in quadruped robots. Yu et al. [55] employed a high-level policy to generate weights for
different gait policies, which are then combined to form multi-skill motions, achieving multiple gaits
and smooth transitions on the Unitree A1 quadruped robot. Yang et al. [56] designed a network architec-
ture that integrates CPG with multilayer perceptrons, and jointly trained the model using gradient-based
learning, enabling strong multi-skill capabilities, including fall recovery and various quadrupedal gaits.
However, this approach can only switch motions between gaits that are close in the action space.
Watanabe et al. [57] trained a neural network via RL to encode reference motions into structured
latent variables, enabling smooth transitions among multiple dance motions. However, their method
requires interpolation of the latent variables during deployment to ensure smooth transitions at arbi-
trary time points. Moreover, strong periodicity assumptions are imposed in both motion representation
and policy learning, limiting its applicability to more complex motion skills. Most approaches adopt
the idea of adversarial IL, guiding the policy to spontaneously generate transitional motions between
different expert datasets. However, due to the use of a single-policy multi-skill learning framework,
this often leads to mode collapse and catastrophic forgetting. Consequently, although these works have
made considerable progress, achieving long-horizon multi-skill motions for quadruped robots remains
a challenging problem.

3. Methods
3.1. Framework overview
We construct an IRL framework, as illustrated in Figure 1, to enable the generation and transition
of continuous and diverse motion skills for quadruped robots. The framework consists of three main
components: skill planning, skill learning, and policy transfer. In the skill planning stage, a reference
trajectory library is built, including rhythmic motions, stylistic motions, and high-dynamic motions. In
the skill learning stage, an IRL algorithm is employed to train neural network policies that control the
robot to imitate reference motions in a simulation environment. In the policy transfer stage, the learned
policies are deployed to a more accurate dynamics simulation environment and real robot hardware,
enabling the robot to execute the learned skills and achieve continuous transitions in real-world settings.

Most existing approaches tend to train a single neural network policy to generate multiple motion
skills. However, for heterogeneous skills with significantly different state spaces, learning a unified pol-
icy is highly challenging. Therefore, we train independent neural network policies for each motion skill
and achieve continuous transitions between skills through RL. This approach not only avoids long-
horizon motion planning and training processes but also allows more flexible composition of multiple
skills to realize diverse long-horizon behaviors. During training, an imitation-based reward mechanism
is introduced to address the issue of sparse rewards and to maximize the similarity between generated
motions and reference trajectories. In addition, a two-stage curriculum based on RSI is adopted to ensure
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Figure 1. An IRL framework for multi-skill learning in quadruped robots. The system consists of three
key components: skill planning, skill learning, and policy transfer. We employ RL to train neural network
policies, where the designed reference motion trajectories are used as imitation rewards and observa-
tion inputs to maximize the similarity between the generated motions and the reference motions. After
deployment on the real robot, arbitrary and smooth transitions between motion skills can be achieved
via policy switching.

that the initial state distribution of the agent covers the entire state space of the reference motions, thereby
improving learning efficiency.

3.2. Multi-skill motion planning method
To enable efficient learning of motion generation by imitating the characteristics of reference trajectories,
a large amount of diverse trajectory data is required. We first categorize quadruped robot motions into
three types based on trajectory characteristics: rhythmic motions, expressive motions, and high-dynamic
motions and propose corresponding methods for acquiring these trajectories:

1. Rhythmic motions: These exhibit clear periodicity and consist of simple, repetitive trajectories,
such as standing and trotting. These trajectories are generated using CPG.

2. Expressive motions: These are designed to be visually expressive and stylistically rich, charac-
terized by complex and diverse trajectories, such as double-leg swinging and leg–arm dancing.
These trajectories are generated using animation software.

3. High-dynamic motions: These are characterized by explosive and instantaneous movements
with highly nonlinear trajectories, such as jumping and flipping. These trajectories are captured
from quadrupedal animal motions via motion capture.

Each collected skill trajectory x(i) contains the following components: the position and linear velocity
of the center of mass (CoM), the orientation and angular velocity of the base, the foot positions, the joint
angles, and the joint angular velocities:

x(i) = (
pt, θ t, vt, ωt, ptoe

t , qt, q̇t

)T

t=0
(1)

where T is the trajectory length; pt ∈R
3×1 and vt ∈R

3×1 represent the CoM position and linear velocity;
θ t ∈R

4×1 (quaternion) and ωt ∈R
3×1 represent the base orientation and angular velocity in the world

frame; ptoe
t ∈R

12×1 is the foot positions in the body frame; and qt ∈R
18×1, q̇t ∈R

18×1 are the joint angles
and velocities.
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Each skill can be expanded into multiple variants with different frequency profiles through sampling
and interpolation, thereby augmenting the motion data to form a multi-skill trajectory library containing
N trajectories:

D = {x(i)}N
i=1 (2)

3.2.1. CPG-based planning of rhythmic skills
Given the coupled and periodic nature of rhythmic motions – both among limbs and between the limbs
and torso – we adopt a CPG model inspired by the mechanisms of rhythmic motor control in animals to
construct a flexible trajectory generator for rhythmic motions. CPGs are distributed oscillatory networks
composed of multiple neurons that interact to generate self-sustained oscillations. These oscillations
exhibit stable phase-locked relationships among neurons. Due to the plasticity of their synaptic con-
nections, CPGs can produce a wide variety of connection patterns and output signals, enabling the
generation of diverse rhythmic behaviors [ 58,59]. CPGs have been widely used in robotics to produce
rhythmic gaits and have proven highly effective for designing rhythmic motion trajectories.

To construct a CPG network, it is crucial to select an appropriate oscillator that can generate periodic
signals. The Hopf oscillator is characterized by a stable limit cycle in the state space, ensuring that,
regardless of the non-zero initial condition, the oscillator converges to a periodic signal of consistent
shape [60–62]. We adopt the Hopf oscillator to build the CPG network. The mathematical model of the
Hopf oscillator is given by: ⎧⎪⎪⎪⎪⎪⎨

⎪⎪⎪⎪⎪⎩

ẋ = αx(μ2 − r2)x − ωy

ẏ = αy(μ2 − r2)y + ωx

ω = ωst

e−by + 1
+ ωsw

eby + 1
r2 = x2 + y2

(3)

here, x and y are the output signals of the oscillator. αx and αy are the convergence coefficients for
x and y, respectively, controlling how quickly the oscillator converges to the limit cycle. μ denotes the
amplitude of the oscillator, and r is the radius of the limit cycle. ω represents the angular frequency of the
oscillator, while ωst and ωsw are the angular frequencies for the stance and swing phases, corresponding
to the proportion of stance time and swing time in a complete gait cycle. The constant b is the time
integration factor, which determines the rate at which ω transitions between ωst and ωsw, ensuring a
smooth variation of μ across different half-planes.

A phase variable φ ∈ [−π , π ] is defined to describe the contact state of a leg with the ground: when
φ ∈ [0, π ], the foot is in the stance phase; when φ ∈ [−π , 0], it is in the swing phase, as illustrated in
Figure 2(a). The periodic phase φ is modeled using the output of the Hopf oscillator:

φ = arctan 2(x, y) (4)

As shown in Figure 2(b), a CPG network is constructed by coupling four Hopf oscillators to model
the phase dynamics of the four legs of the quadruped robot:[

ẋi

ẏi

]
=
[

αx(μ2 − r2) −ω

ω αy(μ2 − r2)

] [
xi

yi

]
+ k

∑
j �=i

R(ϕij)

[
xj

yj

]
(5)

here, k is the coupling gain, and ϕ
j
i = φi − φj represents the phase offset of oscillator i with respect to

oscillator j, where i, j ∈ {1, 2, 3, 4}. The coupling matrix R(ϕij), which controls the interactions among
oscillators and determines the gait characteristics of the quadruped robot, is defined as follows:

R(ϕij) =
[

cos (ϕij) − sin (ϕij)

sin (ϕij) cos (ϕij)

]
(6)
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Table I. Parameter settings of the Hopf oscillator.

Parameter Symbol Value
Convergence rate of x αx 10.0
Convergence rate of y αy 10.0
Amplitude of the oscillator μ 1.0
Time integration constant b 50.0
Coupling gain k 1.0

LF RF

LH RH

φ12

φ24φ13

φ34

φ23

φ14

(a) (b)

0π

-π 0

swing phase

stance phase

motion coupling

Figure 2. The CPG network of a quadruped robot constructed by coupling four oscillators. (a) Foot
phase. (b) Topology of the CPG network. LF, RF, LH, and RH denote the left front, right front, left hind,
and right hind legs, respectively, with the oscillators numbered from 1 to 4.

A phase parameter ρ is defined to represent the normalized phase progression of the foot during the
stance or swing phase:

ρ =

⎧⎪⎨
⎪⎩
−φ

π
, φ ∈ [−π , 0)

φ

π
, φ ∈ [0, π )

(7)

Following the polynomial-based foot trajectory generation model proposed in [52], the normalized
phase progression parameter ρ is used as the input variable of a polynomial to generate foot trajecto-
ries. The gait period is set to 0.5 s, and the phase relationships among the four oscillators are configured
as [0, π , π , 0]. Both stance and swing phase frequencies are set to 0.5. Other parameters for the Hopf
oscillator are listed in Table I. Under these settings, the phase relationships and foot trajectories corre-
sponding to the trot gait are illustrated in Figure 3. By modifying the coupling phase offsets between the
four oscillators and adjusting the stance/swing frequencies, various rhythmic gaits such as walk, pace,
and bound can be generated.

3.2.2. Animation-based planning of expressive skills
For expressive motions that require strong visual appeal, we leverage the intuitive 3D animation soft-
ware Blender and the physics simulator Webots for trajectory design. Blender offers powerful animation
authoring and rendering capabilities, allowing for fine-grained motion design and preview. Webots
enables manual specification of robot poses and simulates the planned trajectories in a realistic physi-
cal environment. Our workflow for planning expressive motion trajectories is as follows: first, construct
the robot’s 3D model and kinematic structure; next, set the key postures of the motion as animation
keyframes; then, generate the full motion sequence via linear or Bézier interpolation under kinematic
constraints; finally, export the resulting trajectories for direct use in RL algorithm training. The key
postures for the double-leg swinging and leg-arm dancing motions are illustrated in Figure 4.
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Figure 3. Phase trajectories and foot trajectories in the body frame for the trot gait. Since the
trajectories of diagonal legs are identical, only the trajectories of the two front legs are shown.

1 2 3

1

(b)

2

(a)

1111 31

Figure 4. Key pose design for expressive motions. (a) Key poses of the double-leg swinging motion
are planned using Blender. From left to right: initial standing pose, intermediate squatting pose, and
final upright pose. (b) Key poses of the leg-arm dancing motion are planned using Webots. From left to
right: initial pose, intermediate pose, and final pose.

3.2.3. MoCap-based planning of high-dynamic skills
Due to the complexity of high-dynamic motions, it is difficult to obtain corresponding trajectories using
analytical trajectory equations or animation design methods. Given the structural similarity between
quadruped animals and quadruped robots – and considering that animal motions are often elegant, nat-
ural, and fluid – they provide an ideal dataset for IL in quadruped robots. Therefore, we employ motion
capture systems to record high-dynamic motion trajectories from quadruped animals and map them
onto the robot. Specifically, we attach 28 optical markers to a highly agile Belgian Malinois to track its
trajectory during jumping motions, as shown in Figure 5.

Since the morphology of the quadruped robot is not identical to that of the Belgian Malinois, we
extract trajectory data from key anatomical landmarks – namely, the mid-spine, shoulders, hips, hands,
and feet – to accurately imitate the dog’s motions. Due to differences in body dimensions, the collected
data must be mapped onto the robot. This mapping process consists of two steps: (i) Data retargeting,
which rescales the motion trajectories to match the robot’s dimensions; (ii) data optimization, which
adjusts the trajectories to satisfy the kinematic constraints of the robot.
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Figure 5. Motion trajectory data collection of a Belgian Malinois during jumping. (a) Snapshots of the
jumping process. (b) Planar rigid body structure with marker positions. (c) 3D stick figure with optical
markers.

Data retargeting: Based on the size ratio between the quadruped robot and the dog, we rescale and
retarget the trajectories of the CoM, hip positions, and foot positions:⎧⎪⎨

⎪⎩
p′ = ξporigin

p̂hip,y = p′
CoM,y + 0.5kwhip

p̂foot,y = p′
CoM,y + 0.5kwfoot

(8)

where porigin is the original data, p′ is the rescaled data, and ξ = 2/3 is the scaling factor. Given that
the robot’s torso is wider than the dog’s, we further retarget the hip and foot positions in the lateral (y)
direction using the rescaled CoM position. Specifically, let p̂hip,y and p̂foot ,y denote the y-axis positions of
the retargeted hips and feet, respectively. Let whip and wfoot represent the width between the robot’s left
and right hips and between its left and right feet. The leg selection indicator k is set to k = 1 for the left
legs and k = −1 for the right legs.

Data optimization: The retargeted data are used as reference trajectories, and we formulate an opti-
mization problem to compute the CoM position, base orientation, and leg joint angles that satisfy the
robot’s kinematic constraints.

We first solve for the CoM position and base orientation. The optimization objective is to minimize
the discrepancy between the hip positions and the retargeted reference data, while ensuring full-body
kinematic feasibility. The optimization problem is formulated as follows:

arg min
x

n∑
i=0

∥∥p̂hip,i − phip,i(x)
∥∥2

Qx

s.t. phip,i(x) = pCoM + RZYXThip,i

x ≤ x ≤ x

(9)

where the optimization variable x ∈R
6×1 includes the CoM position pCoM ∈R

3×1 and base orientation
angles � ∈R

3×1; p̂hip,i represents the reference position of the i-th hip; phip(x) is the function that com-
putes the hip position from the optimization variable; RZYX denotes the Z-Y-X Euler angle transformation
for the base orientation, and Thip,i is the translational offset from the CoM to the hip positions. n is the
number of legs, Qx is the weighting matrix for the tracking error, and x, x are the lower and upper bounds
for the optimization variables.
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Then, we solve for the leg joint angles. The optimization objective is to minimize the errors between
the joint angles and the foot positions with respect to the reference data, while satisfying the leg kine-
matic constraints and joint limits. An individual optimization problem is formulated for each leg as
follows:

arg min
qi

∥∥p̂foot,i − pfoot ,i(qi)
∥∥2

Qf
+ ∥∥q̃i − qi

∥∥2

Qq

s.t. pfoot,i(qi) = phip,i(x) + RZYX · FK(qi)

q
i
≤ qi ≤ qi

(10)

where the optimization variable q ∈R
3×1 denotes the three joint angles of the leg. p̂foot represents the

reference foot position, pfoot(q) is the function that computes the foot position from the optimization
variable, and FK(qi) represents the forward kinematics function of the leg. Qx is the weight matrix for the
foot position error. q̃ denotes the nominal joint angles of the leg when the robot is in a standing posture,
and Qq is the weight matrix for the joint angle error, which prevents the optimizer from producing
unreasonable or singular solutions. q and q define the lower and upper bounds of the feasible joint
angles range for the actual robot.

3.3. Multi-skill motion learning method
3.3.1. Policy learning objective
After completing skill planning, we employ the RL algorithm to train neural network policies to imitate
the reference motions. The motion imitation problem is formalized as a goal-conditioned RL task, where
the policy is trained to mimic the reference motions in dataset D. The policy is defined as πθ (a | s, g),
representing a probability distribution over actions a ∈ A given the current state s ∈ S and task goal
g ∈ G, with θ denoting the parameters of the neural network. We train two rhythmic policies for bal-
ancing locomotion, multiple expressive policies for skill performances, and one high-dynamic policy
for dynamic jumping to control the quadruped robot. Each policy is used to imitate a single reference
motion, so the training of each policy is treated as an independent RL problem.

During the skill learning phase, the neural network parameters θ are first randomly initialized and
then updated using the collected states, actions, and rewards. At each time step t, the agent interacts with
the environment based on the policy: given the current environment state st and task goal g, an action
at ∼ πθ (at|st, g) is sampled from the policy. After executing the action, the environment transitions to a
new state st+1 and returns a scalar reward:

rt = r(st, at, st+1, g) (11)

This reward reflects the quality of the state transition and is used to compute the loss for policy
optimization. The specific definition of the reward function is provided in Table III. The action at ∈R

18×1

represents the offset relative to the joint’s equilibrium angle and is fed into a proportional-derivative (PD)
controller to compute the joint torques that drive the robot. The agent’s objective is to learn the optimal
neural network parameters θ to maximize the expected discounted cumulative reward:

J (πθ) =Eτ∼p(τ |π ,g)

[
T−1∑
t=0

γ trt

]
(12)

where τ denotes a trajectory, consisting of a sequence of states, actions, and rewards: τ ={
(st, at, rt)

T−1
t=0 , sT

}
, and T is the time horizon of the trajectory. p (τ |π , g) denotes the probability of

the trajectory under the given policy and goal, where p(τ | π , g) = p (s0) �T
t=0p(st+1 | st, at)π (at | st, g).

p (s0) is the initial state distribution, and p(st+1 | st, at) denotes the environment dynamics. γ ∈ [0, 1
]

is
the discount factor.

https://doi.org/10.1017/S0263574726103634 Published online by Cambridge University Press

https://doi.org/10.1017/S0263574726103634


1640 Chong Pi et al.

Table II. Inputs and noise levels of the actor network.

State variable Symbol Noise level Dimensions
Root projected gravity gt 0.05 3
Root angular velocity ωt 0.2 3
Joint position deviations 
qt 0.08 18
Joint velocities q̇t 1.5 18
Last actions at−1 0.0 18

Note: The noise follows a uniform distribution p ∼U (− ξ , ξ ), where ξ denotes the noise level. This noise
is added to the original observation data.

3.3.2. Design of asymmetric neural network architecture
Robot motion is represented as temporal trajectories in a high-dimensional state space, consisting of
long sequences with multiple time steps and high-dimensional data. If reference motions are provided as
inputs to the policy network, it significantly increases network complexity, leading to inefficient learn-
ing. Moreover, the policy network tends to “overfit” to the specific shape of the reference trajectory,
attempting to imitate every frame of the reference motion. This results in poor generalization, making it
difficult for the policy to learn smooth and natural motion transitions. Additionally, any external distur-
bance that causes deviation from the planned trajectory may cause the policy to fail entirely. Therefore,
no reference motion information is used as input to the policy network. Instead, the tracking errors rela-
tive to the reference trajectory are fed into the critic network to evaluate how well the policy imitates the
reference motion. In addition, robot control in the real world is essentially a partially observable Markov
decision process, where certain state information that is easily accessible in simulation is unobservable
in the real world. However, this missing information in reality can significantly facilitate policy training
in simulation. Although most of the missing yet critical information can be recovered in the real world
using state estimation algorithms, the estimation errors can increase the Simulation-to-Real (Sim2Real)
transfer gap, making policy deployment on physical robots challenging.

To address this, we design an asymmetric Actor-Critic neural network architecture: the Actor network
(policy network) relies only on accurately perceived proprioceptive information, while the Critic net-
work has access to privileged information, such as torso linear velocity and trajectory tracking errors.
Both the Actor and Critic networks are implemented as multi-layer perceptrons with ELU activation
functions, with the detailed network structure shown in Figure 1. This asymmetric design allows the
policy network to generate similar motion skills during deployment without any input of reference
motion.

The state vector input to each Actor network is:

st = (gt, ωt, 
qt, q̇t, at−1) (13)

here, gt denotes the projected gravity vector onto the torso frame, i.e., the projection of the gravity vector
in the world frame onto the torso coordinate frame. 
qt represents the deviation between the current
joint angles and their corresponding equilibrium angles. at−1 denotes the action output by the policy
network at the previous time step.

The state vector input to each Critic network is

ot = (vt, θ t, ωt, 
qt, q̇t, at−1, 
xt) (14)

where 
xt represents the deviation between the current robot state and the reference state.
In addition, to bridge the gap between simulation and the real world, realistic random noise is added

to the proprioceptive inputs of the Actor network. The observation inputs and noise levels are listed in
Table II.
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Table III. Definition of reward function.

Category Reward term Definition Weight
Imitation Torso position exp(− 20.0 · ‖p − p̂‖2) 5.0

Torso orientation exp(− 200.0 · ‖θ − θ̂‖2) 10.0
Linear velocity exp(− 2.0 · ‖v − v̂‖2) 2.0
Angular velocity exp(− 0.2 · ‖ω − ω̂‖2) 2.0
Leg joint positions exp(− 5.0 · ‖qleg − q̂leg‖2) 5.0
Arm joint positions exp(− 20.0 · ‖qarm − q̂arm‖2) 10.0
Leg joint velocities exp(− 0.1 · ‖q̇leg − ˆ̇qleg‖2) 5.0
Arm joint velocities exp(− ‖q̇arm − ˙̂qarm‖2) 10.0
Toe positions exp(− 200.0 · ‖ptoe − p̂toe‖2) 10.0

Smoothness Joint torques ‖τ‖2 −1.0 · 10−5

Joint torque rates ‖τ t − τ t−1‖2 −1.0 · 10−6

Joint accelerations ‖q̈‖2 −5.0 · 10−6

Action smoothness ‖at − at−1‖2 + ‖at − 2at + at−2‖2 + 0.01‖at‖1 −1.0 · 10−2

Feet contact forces
∑

min(max(‖ f j‖ − fmax, 0), Fclip) −2.0 · 10−2

Collisions nc −10.0

Joint position limits
∑
qi<q

i

(qi − q
i
) +

∑
qi>q̄i

(qi − q̄i) −10.0

3.3.3. Design of imitation–smoothness reward function
The designed reward function encourages both accurate imitation of the specified reference motion and
smoothness of the generated motion. Therefore, the reward function consists of two components: the
skill imitation reward and the skill smoothness reward, formulated as follows:

rt = rimitation
t + rsmoothness

t (15)

The detailed definitions of the reward function and weights of rhythmic trotting are listed in Table III.
In the formulas, variables with a hat (∧) denote reference state quantities. The variables are defined as
follows: τ denotes the vector of all joint torques; f j represents the foot contact force vector of the j-th
leg at time t; fmax is the maximum allowable contact force; Fclip limits the maximum penalty value to
prevent the total reward from becoming negative and overwhelming the incentive provided by imitation;
q̄i and q

i
indicate the lower and upper joint limits for the i-th joint; nc counts the number of collisions,

including self-collisions and collisions between the calf, thigh, torso, and manipulator with the ground.
However, during the training of the double-leg swinging tasks, collisions involving the calf and thigh
with the ground are ignored. The weights in Table III are determined through an experience-driven
iterative tuning process: initial values are first set, and then each weight is gradually adjusted through
multiple rounds of training experiments. For different skills, we adopt a unified reward function structure
and share most of the weight parameters, with only a few skill-specific terms being fine-tuned according
to their distinct characteristics.

The skill imitation reward is designed to ensure that the policy accurately imitates the reference
motion. It is formulated as a measure of discrepancy between the current state and the target state,
defined using a Gaussian kernel function:

rimitation
t = e−λ‖x̂t−xt‖2 (16)

where λ is a hyperparameter of the Gaussian kernel, and x̂t and xt represent the reference and actual
motion states at time t, respectively.

The skill smoothness reward is primarily designed to encourage the policy to generate smooth action
trajectories, ensuring continuous and seamless transitions between motions while reducing mechanical
jitter and energy consumption. We design smoothness rewards at both the policy output level and the
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Table IV. PPO algorithm hyperparameters.

Entry Value
Step time seconds 0.005
Learning rate 0.001
Entropy coef 0.01
Mini batch size 30,000
Max iterations 10,000

physical manifestation level. At the policy output level, we introduce an action smoothness reward to
ensure the smoothness of the action trajectories produced by the policy. The first-order difference term
penalizes sudden changes in actions, the second-order difference term penalizes abrupt changes in the
rate of action variation, and the L1-norm term penalizes excessively large actions. At the physical man-
ifestation level, we design a set of rewards, including joint torque reward, joint torque rate reward, joint
acceleration reward, foot contact force reward, joint angle limit reward, and collision reward. Together,
these rewards promote compliant and smooth motions in the actual robot execution. The joint torque
reward penalizes the use of large torques to reduce energy consumption. The joint torque rate reward
penalizes rapid changes in torque to prevent instability or jitter. The joint acceleration reward limits the
magnitude of joint accelerations to avoid sudden jolts. The contact force reward encourages compli-
ant foot-ground contact. The joint angle limit reward penalizes movements that approach or exceed the
mechanical limits of the joints. The collision reward penalizes both self-collisions among robot parts
and collisions with the ground.

To improve the efficiency of policy learning, different reward mechanisms are designed for each skill
based on its characteristics. During rhythmic skill learning, the imitation reward only tracks joint angles
and torso pose, ensuring that the generated gait achieves the desired posture control while producing
rhythmic leg movements. During expressive skill learning, the imitation rewards of different body parts
are coupled to encourage synchronized and coordinated limb movements, making the generated motions
more visually appealing. For example, when training the double-leg swinging skill, the imitation reward
for the forelegs is coupled with the torso pose, encouraging the robot to reach a stable posture before
swinging its forelegs. During high-dynamic skill learning, the imitation reward tracks only the robot’s
terminal states, without strictly enforcing a specific motion trajectory, which enhances the robustness of
the generated motions.

Additionally, to achieve the double-leg standing capability, a specialized reward function is
designed:

rst = (1 − Cfront) exp

(
−
(

3∑
i=1

|θ̂i − θi|
)(

6∑
i=1

|q̂front
i − qfront

i |
))

(17)

where Cfront ∈ {0, 1} indicates whether the forelegs are in contact with the ground, θ̂i and θi represent the
reference and actual torso Euler angles, respectively, and q̂front

i and qfront
i denote the reference and actual

foreleg joint angles, respectively.

3.3.4. PPO-based policy training method
All neural network policies are trained using the proximal policy optimization algorithm, with the hyper-
parameter settings listed in Table IV. The simulation training platform is Isaac Gym, where the policy
network outputs actions at 50 Hz, while the dynamics simulation runs at 200 Hz.

Each training episode is terminated at the duration of the reference motion, but will end early if
the onboard manipulator or torso comes into contact with the ground. For the four-leg standing task, we
expect the robot to learn to recover from arbitrary states to a standing posture; therefore, early termination
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Table V. Domain randomization parameters and their uniform
sampling ranges.

Parameter Randomization range
Friction [0.4, 2.0]
Restitution [0.0, 0.4]
Add base mass [−1.0, 5.0] (kg)
Add link mass [0.0, 0.2] (kg)
CoM position [−0.2, 0.2] (m)
Motor gain multiplier [0.8, 1.2]
Push robot every 5 s at 1 m/s or 0.6 rad/s

Stage 1

Rhythmic 

skills learning

Training 

course

Expressive 

skills learning

High-

dynamic

skills learning

Stage 2

Agent 

initial state

Agent learning 

trajectory

Rhythmic 

trajectory

High-dynamic

trajectory

Expressive 

trajectory

Skill 

trajectory

Figure 6. Two-stage RSI training curriculum.

due to collisions is disabled during its training. In addition, to facilitate Sim2Real transfer, domain
randomization is employed during training to improve the generalization capability of the policy. By
introducing random perturbations and parameter variations to both the robot and the environment, the
agent learns to perform target motions robustly under real-world physical conditions. The randomized
variables and their uniform sampling ranges are listed in Table V.

3.3.5. Multi-skill transition method
The initial state distribution determines the state from which the agent starts at the beginning of each
training episode. If the agent always starts from a fixed initial state during training (e.g., always from the
beginning of the reference motion), the learned policy is typically limited to initiating motion only from
that specific state. Moreover, since the multi-skill trajectory library contains trajectories for individual
skills but lacks transition data between them, simple IL methods often fail to achieve continuous motion
transitions. This issue is particularly pronounced for heterogeneous skills with significantly different
state spaces, where directly switching between policies can result in discontinuous actions.

To enable continuous transitions between different motion skills and allow the robot to start from
arbitrary states, we adopt an RSI method and design a two-stage training curriculum, as illustrated in
Figure 6. In the first stage, at the beginning of each training episode for a given skill, an initial state
is randomly sampled from the corresponding reference trajectory of that skill. In the second stage, the
initial state is randomly sampled from all reference trajectories. Through this process, the initial state
distribution for each skill is gradually expanded to cover the entire state space of all reference motions.
This enables the robot to start from arbitrary states during execution and achieve continuous transitions
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Figure 7. The quadruped robot prototype Panda7-Arm equipped with a 6-DoF manipulator.

across multiple motion skills. In addition, the RSI method allows the agent to learn different phases of
the reference motions in parallel, thereby improving the efficiency of policy learning [42].

3.4. Policy transfer and real-world deployment
The target platform is the quadruped robot Panda7-Arm equipped with a 6-DoF manipulator, as shown
in Figure 7. The manipulator is mounted at the center of the robot’s back, resulting in a total of 18 DoFs
(12 for the legs and 6 for the manipulator). The prototype parameters are listed in Table VI. The actions
output by the policy network represents offsets relative to the joint’s equilibrium angles, which are then
passed through a PD controller to generate torque commands for each joint:

τ = kp(a + q0 − q) − kdq̇ (18)

where q and q0 represent the current and equilibrium joint angles, respectively, and kp and kd denote the
proportional and derivative gains.

Finally, the trained policy networks are exported in TorchScript format and evaluated using both
Simulation-to-Simulation (Sim2Sim) and Sim2Real transfer methods. The policies are first deployed in
a higher-fidelity RaiSim [63] physics simulation environment for validation and parameter tuning and
then transferred to the real robot prototype. The policies run at 50 Hz on the robot’s onboard AI super-
computer (NVIDIA Jetson AGX Orin), while the low-level joint torque control loop runs at 1,000 Hz. A
remote controller sends control commands to the robot via UDP at 200 Hz to enable switching between
different motion skills.

4. Results
To evaluate the proposed multi-skill learning method, we first verify its effectiveness in generating
diverse motion skills, then demonstrate its capability for seamless transitions among multiple skills, and
finally assess its performance under external disturbances. The experimental results show that the poli-
cies trained in simulation can be successfully transferred to real hardware. The quadruped robot achieves
a variety of motion skills, including rhythmic trotting, dynamic jumping, double-leg standing, torso
swaying, single-leg swinging, double-leg swinging, and leg–arm dancing. Furthermore, continuous
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Table VI. Structural parameters of the Panda7-Arm prototype.

Entry Link Mass (kg) Dimensions (m)
Quadruped robot Total 65.9 1.06 × 0.5 × 0.67

Torso link 37.9 0.98 × 0.35 × 0.21
Hip link 2.4 0.11
Thigh link 4.1 0.34
Calf link 0.5 0.38

6-DoF robotic arm Total 3.4 0.77
Arm link 1 0.2 0.06
Arm link 2 0.3 0.10
Arm link 3 1.1 0.26
Arm link 4 1.1 0.25
Arm link 5 0.2 0.07
Arm link 6 0.3 0.08
Arm link 7 0.2 0.07

(a)

(b)

(c)

(d)

(e)

(f)

Figure 8. The policy generates multiple motion skills in the Sim2Sim experiments. Subfigures (a–f) cor-
respond to rhythmic trotting, dynamic jumping, torso swaying, single-leg swinging, double-leg swinging,
and leg-arm dancing, respectively.

multi-skill behaviors can be realized through seamless skill transitions, and the system exhibits strong
robustness against unknown disturbances.

4.1. Single-skill motion generation
Figures 8 and 9 present snapshots of multiple motion skills achieved by the policy in both Sim2Sim
and Sim2Real scenarios. The corresponding motion cycle durations are summarized in Table VII. Our
method not only enables versatile legged locomotion for quadruped robots but also facilitates more
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Table VII. Periods of the generated motion skill in Sim2Sim and Sim2Real experiments.

Motion name Reference (s) Sim2Sim (s) Sim2Real (s) Error (%)
Rhythmic trotting 0.50 0.51 0.49 2.0
Dynamic jumping 0.80 0.87 0.80 11.3
Torso swaying 1.20 1.22 1.29 7.5
Single-leg swinging 0.80 0.70 0.77 12.5
Double-leg swinging 2π/3 2.06 2.22 6.2
Leg-arm dancing 1.00 1.06 – 6.0
Note: The error is the maximum error relative to the reference motion.

(a)

(b)

(c)

(d)

(e)

Figure 9. The policy generates multiple motion skills in the Sim2Real experiments. Subfigures (a–e)
correspond to rhythmic trotting, dynamic jumping, torso swaying, single-leg swinging, and double-leg
swinging, respectively.

complex coordinated leg-arm motions when equipped with a manipulator. The maximum frequency
error between the generated motions and the reference motions is 12.5%, demonstrating good imitation
performance.

Figure 10 illustrates the variation ranges of the torso Euler angles during motion. Except for the
double-leg swinging motion, the pitch angle remains within the range of [−0.06, 0.08] rad and the
roll angle within [−0.1, 0.04] rad, indicating stable torso posture control. In the double-leg swinging
mode, an upright torso is required, leading to larger motion amplitudes: the pitch angle ranges from
[−0.67, 0.01] rad and the roll angle from [−1.55, −1.46] rad. After transitioning from the initial state to
steady motion, each skill forms a stable periodic loop in the phase plot, indicating that the Euler angles
evolve cyclically within a stable range.
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Rhythmic Trotting Dynamic Jumping Torso Swaying

Leg-arm DancingDouble-leg SwingingSingle-leg Swinging

(a)

(d)

(b) (c)

(e) (f)

Figure 10. Phase plots of the torso’s pitch and roll angles. Subfigures (a–f) correspond to rhythmic trot-
ting, dynamic jumping, torso swaying, single-leg swinging, double-leg swinging, and leg-arm dancing,
respectively.

4.2. Multi-skill motion transitions
To demonstrate the policy’s capability for skill transitions, a long-horizon multi-skill experiment was
designed by composing multiple motion skills. The experimental results show that, upon receiving a
skill-switching command, the policy can respond rapidly, transitioning to the desired skill within half
a motion cycle and maintaining stable execution. During the multi-skill experiments in both Sim2Sim
and Sim2Real settings, the trunk Euler angles and the joint angles of the front-right leg are illustrated
in Figure 11. Figure 11(a) and (b) presents the Sim2Sim results. The transition sequence is four-leg
standing, leg-arm dancing, single-leg swinging, rhythmic trotting, torso swaying, dynamic jumping,
double-leg standing, double-leg swinging 1, double-leg swinging 2, and four-leg standing. The robot
begins the transition from leg–arm dancing to single-leg swinging at 8 s. The front leg begins to swing
rhythmically at 9.5 s. This delay is not due to a slow policy response, but rather because switching
to single-leg swinging requires completing a leg-lifting motion beforehand. Similar skill transitions
can also be achieved on the real robot, as shown in Figure 11(c) and (d). The transition sequence is
four-leg standing, rhythmic trotting, torso swaying, single-leg swinging, double-leg standing, double-
leg swinging, four-leg standing, dynamic jumping, four-leg standing, torso swaying, rhythmic trotting,
single-leg swinging, torso swaying, and four-leg standing.

These results demonstrate that the policy trained with the reference-state initialization curriculum can
initiate motion from arbitrary time steps and achieve seamless transitions between different skills. The
policy is able to execute predefined motions and compose multiple skills into continuous behaviors with-
out any reference motion input. In contrast, the policy trained without the reference-state initialization
curriculum fails to perform effective skill transitions.

4.3. Skill robustness experiment
To evaluate the policy’s ability to resist disturbances, the most balance-sensitive skill – double-leg stand-
ing – was selected for testing. A sufficiently large push was applied from behind the robot three times
consecutively to cause it to fall. Figure 12 shows snapshots of the robot during the test and the variation
in trunk Euler angles. After being pushed, the robot pitches forward; the forelegs actively extend forward
and push against the ground, eventually restoring the initial double-leg standing state. When subjected
to the second disturbance, the first push-off is insufficient for recovery. The trunk begins to pitch forward
again, triggering a second foreleg push-off. After two push-offs, the robot regains a stable double-leg
standing posture, which results in two oscillations in the pitch angle.
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Torso Euler Angle (Sim2Sim)

RF Joint Angle (Sim2Sim)

Torso Euler Angle (Sim2Real)

RF Joint Angle (Sim2Real)

(a)

(b)

(c)

(d)

Figure 11. Torso Euler angles and right-front leg joint angles in the multi-skill motion experiments.
In the Sim2Sim experiment, motion skills are switched every 4 s, while in the Sim2Real experiment,
skill transitions are triggered by remote control commands. The vertical gray dashed lines indicate the
start of each transition. hr, hp, and kp denote the hip roll, hip pitch, and knee pitch DoFs, respectively.
(a) Torso Euler angles in the Sim2Sim experiment. (b) Right-front leg joint angles in Sim2Sim. (c) Torso
Euler angles in the Sim2Real experiment. (d) Right-front leg joint angles in Sim2Real.

Torso Euler Angle

(a)

(b)

Figure 12. Recovery capability test of the robot under push disturbances during double-leg standing.
(a) Snapshots of the robot recovering to a double-leg standing posture after being pushed and falling at
8.6 s. (b) Torso Euler angle trajectories under three consecutive push disturbances; red arrows indicate
the instants when external forces are applied. The robot transitions to double-leg standing at 2.5 s, and
it transitions to four-leg standing at 22.5 s.
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During the recovery process, a stable standing posture may not be achieved in a single attempt.
However, the policy can autonomously adjust its outputs, perform multiple corrections, and ultimately
complete the task without human intervention. The results demonstrate that the proposed policy can
react to unexpected failures at any time, achieve rapid recovery, and re-enter stable motion, exhibiting
robust full-body control capability.

5. Conclusion and discussion
To enable continuous multi-skill motion for quadruped robots, we propose an IRL framework that gener-
ates and transitions motion skills by imitating reference trajectories. The policy is trained in simulation
and successfully transferred to real hardware. The quadruped robot is able to robustly reproduce all ref-
erence motion skills and acquire the ability to seamlessly transition among multiple skills. It can not only
achieve long-horizon multi-skill behaviors through policy switching but also autonomously recover from
external disturbances. These results validate the feasibility of our proposed three types of motion skill
trajectory generation methods and demonstrate the effectiveness of the IRL framework. By formulating
the multi-skill motion problem as motion imitation and continuous transition, we avoid the challenges
associated with long-horizon motion planning and sparse reward design. The proposed reference-state
initialization curriculum enables effective learning of continuous skill transitions, allowing the robot to
switch from arbitrary states to target motion skills through policy switching. In addition, the designed
asymmetric Actor-Critic network architecture enables the policy to generate consistent motion skills
without requiring any reference motion information during deployment.

This work provides a practical solution for reference trajectory acquisition, motion skill genera-
tion, and skill transition in quadruped robots. It enriches the motion capabilities of quadruped systems
and promotes their applications in entertainment and performance industries. In future work, we plan
to incorporate music perception into the multi-skill learning framework, where motion generation
and transitions are driven by musical rhythm, enabling continuous multi-skill quadruped locomotion
synchronized with music.
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