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Abstract

As artificial intelligence (AI) plays an increasing role in operations on battlefields, we should consider how
it might also be used in the strategic decisions that happen before a military operation even occurs. One
such critical decision that nations must make is whether to use armed force. There is often only a small
group of political and military leaders involved in this decision-making process. Top military commanders
typically play an important role in these deliberations around whether to use force. These commanders are
relied upon for their expertise. They provide information and guidance about the military options available
and the potential outcomes of those actions. This article asks two questions: (1) how do military comman-
ders make these judgements? and (2) how might AT be used to assist them in their critical decision-making
processes? To address the first, I draw on existing literature from psychology, philosophy, and military orga-
nizations themselves. To address the second, I explore how AI might augment the judgment and reasoning
of commanders deliberating over the use of force. While there is already a robust body of work exploring the
risks of using AI-driven decision-support systems, this article focuses on the opportunities, while keeping
those risks firmly in view.
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1. Introduction?

Much of the discussion of artificial intelligence (AI) in military contexts centres on its use in the
operations or conduct of war, such as lethal autonomous weapons on the battlefield or in cyberwar-
fare. While these are vital areas of research and debate, they often eclipse another important potential
application of Al its use in the “War Room” (Erskine & Miller, 2024a, pp.137-8). That is, beyond the
battlefield, AI could play a role in strategic deliberations that precede armed conflict, including criti-
cal decisions about whether it is right to resort to armed force. The potential role of Al in this earlier
stage of decision making deserves closer attention. Decisions to resort to force are typically made by
a small, elite group within a nation’s political and military leadership. In these deliberations, senior
military commanders play a crucial advisory role. They are consulted for their expertise in assessing
the adversary’s capabilities and intentions, outlining available military options, and anticipating the
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likely consequences of different courses of action (COA). This article explores how AI might be used
to enhance the cognitive capacities of military leaders, particularly their ability to make complex,
high-stakes judgments.

There are various ways that Al could support military commanders in this capacity, but these do
not come without risks (Erskine & Miller, 2024b). There are well-documented potential risks that can
emerge from introducing Al as a decision-support system into any human decision-making process.
These risks include (but are not limited to) concerns about automation bias, diminishing the auton-
omy of human decision makers, skill atrophy and moral atrophy, safety concerns that could stem
from this atrophy, concerns about blurred lines around moral and legal responsibility, and concerns
about a loss of human control over Al These risks are so serious that the idea of introducing Al as a
decision-support system in such a high-stakes arena as the War Room may seem like an overall bleak
idea. Why should we even consider the use of Al in such a context? Is there anything to be gained? If
not, the way forward seems clear: simply do not use any AI-driven decision-support systems in this
(or perhaps any) high stakes context. In this article, I play devil’s advocate: against the backdrop of
these risks, I consider whether this proposed use of Al (as decision support for military commanders)
could bring any benefits or opportunities whatsoever to resort-to-force decision making. To do this,
I explore two questions. (1) First, how do military commanders make decisions? (2) Second, how can
AT be used to assist them in their critical decision making? To answer the first question, I draw on
existing literature from psychology, philosophy, and military organizations themselves. To answer the
second question, I explore possible applications of Al decision-support systems in context. I conclude
that there are several ways in which non-autonomous Al could be applied to support senior military
commanders.

If my argument stands, then we will have identified some possible benefits for the use of Al-driven
supports in the context of resort-to-force decision making. Of course, identifying some potential
benefits of a new technological intervention is not enough to justify its introduction. Any potential
benefits must be weighed against the risks. Analysing the trade-off between potential benefits and
risks to reach a conclusion about whether and when Al should be used in this context will fall beyond
the scope of this article. I merely aim to identify some potential benefits that Al-driven decision-
support systems could have in resort-to-force decision making; and to do so while recognizing that
a number of high-stakes risks have already been identified (Erskine & Miller, 2024b). After all, if
absolutely no potential benefits can be identified in favour of the use of AI-driven supports in this
context, but there are clear risks, then it seems that the path to follow is straightforward. So, while
this article aims to highlight some of the potential opportunities for using Al to support military
commanders in critical roles, I leave the work of weighing these potential benefits against the risks to
the reader. It could turn out to be a consistent and reasonable position to both accept the arguments I
make (identifying potential benefits for how AI could augment and improve resort-to-force decision
making), while still maintaining that the risks of this new technological intervention are too high
and, hence, that AI should not be used in this context.

2. Non-rational agents

Before we consider how AI might augment the judgments of military commanders, it is important to
first understand how human decision making works and why it falls short of being consistently reli-
able, “rational,” or “good” (in some sense). The idea that humans are “rational agents” is a cornerstone
of rational choice theory, a dominant theory in economics that assumes human actors always make
rational choices, in the sense that they perform a calculation based on the information that is avail-
able to them and make the decision that provides them with the highest amount of personal utility.
Economists often take rational choice theory to be value-free in the sense that the theory prescribes
no distinctly moral or political behaviour to individual economic actors. Instead, agents are thought
to simply respond to their preferences and demands, with their moral and political commitments
already built into whatever preferences they have (Kahneman, 2011; Tversky & Kahneman, 1974).
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Despite the prominence of rational choice theory in economics, a great deal of psychological
research has shown that humans are not rational agents in this sense. Instead, studies have shown
that human decision making is plagued by many evolved cognitive biases which lead to systematic
deviations from rational judgments (Holyoak & Morrison, 2005; Kahneman, Slovic & Tversky, 1982;
Pohl, 2004; Tversky & Kahneman, 1974). These biases emerged over our long evolutionary history.
They can lead our decision making astray in all sorts of ways — extrapolating information from the
wrong sources (salience bias) (Becker, Skirzynski, van Opheusden & Lieder, 2022; Bordalo, Gennaioli
& Shleifer, 2012, 2013; Tversky & Kahneman, 1981), seeking to confirm existing beliefs rather than
confront them (confirmation bias) (Nickerson, 1998; Wason, 1968), or even failing to remember
events in the way they really happened (memory bias) (Kensinger & Schacter, 2006; Loftus & Palmer,
1974; Roediger & McDermott, 1995). Over 200 different biases (including anchoring bias, bandwagon
effect, and implicit associations) have been documented, some better known than others (Korteling &
Toet, 2021). Together, these biases challenge the description of human behaviour that rational choice
theory offers (Kahneman, 2011).

It is important to note that our biases are not all bad, however. They can serve as helpful shortcuts
for fast and good decision making, especially considering some of the brute physical limitations of
our cognitive systems. For example, we are limited by how much information our brains can store,
and how quickly we can retrieve that stored information and process it for real-time decision making
(Kahneman, 2011). If a predator is quickly coming at you, you do not have time to decide the best
way to escape. So, you probably will not make the all-things-considered, most optimal decision, as
rational choice theory claims that you will, but if you make a good enough decision, and you make it
fast enough, you will survive another day. This is likely why these biases have evolved: they serve an
evolutionary function, increasing our odds of survival by allowing us to decide and act quickly based
on limited amounts of information (Kahneman, 2011).

What is important for the purposes of this article is both that our cognitive “shortcuts” or “biases”
can lead to problems in how military commanders make decisions, but also that these biases can
enable commanders to make relatively good decisions in time-constrained conditions (even if they
are not “perfectly rational,” in the narrow sense intended by rational choice theory). In other words,
while commanders rely on these biases as cognitive shortcuts (as humans inevitably do, regardless of
context) this also means that there can be predictable deviations from the most optimal choice. This
suggests that there is a gap that can be filled - a gap between what commanders decide and what is
most optimal, given perfect information and suflicient time to weigh all options. With an awareness
of this gap, researchers have begun to think more about how AI-driven systems can support human
decision making across a variety of domains (e.g., Becker et al., 2022; Choi, Kim, Kim & Kang, 2021;
Echterhoft, Melkote, Kancherla & McAuley, 2024; Shin, Kim, van Opheusden & Griffiths, 2023). Still,
there is not much specifically on the military context, the decision making of commanders, or resort-
to-force decision making, which will be the focus of this article (some recent discussions include
Garcia, 2023; International Committee of the Red Cross [ICRC], 2024; Johnson, 2022; Sparrow &
Henschke, 2023; Vold, 2024; Wheeler & Holmes, 2024).

3. Non-autonomous Al

Autonomous Al systems are those capable of autonomous decision making or action, where the
system can perform tasks entirely on its own, with little or no human input, or that could even
replace a human decision maker in some contexts. Some examples of these include lethal autonomous
weapons, or even robot vacuums, self-driving cars, and robotic delivery systems. In each of these
cases, the Al system makes and directly implements its own decisions. But there are many appli-
cations of sophisticated machine learning techniques in systems that do not aim to replace human
decision makers. This vision of computing has a long history, dating back at least as far as Douglas
Engelbart’s work in the 1960s (Engelbart, 1962). These non-autonomous Al systems have varying
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degrees of autonomy but generally share important common objectives: they are not built to replace
human decision makers, and they are not built to function entirely on their own. Instead, they are built
to support (e.g., by providing evidence or predictions) and to interact with humans. These include sys-
tems such as risk-predictor algorithms in policing, language translator assistants and prompt-enabled
generative systems, such as ChatGPT and CoPilot.

The distinction between autonomous and non-autonomous systems is not always clear-cut.

Autonomous and non-autonomous Al systems could be more like two opposite ends of a spec-
trum, with many varieties in between. But for the purposes of this article, I will use non- autonomous
Al systems to refer to (1) systems built to support, not replace, human decision making, and (2) sys-
tems built to interact with humans. Now, one could imagine circumstances where an Al system is
designed to be non-autonomous but deployed or used in a way that it was not intended to be. For
example, if a non-autonomous system is used to replace a human decision maker, it will likely not
perform well given this is not what it was designed for. Hence, the distinction is important to make
because these systems need to be treated and deployed differently, and they raise different risks and
ethical concerns (Herndndez-Orallo & Vold, 2019; Vold, 2024). For the rest of this article, I will focus
on non-autonomous Al systems: those built to support, not replace, human decision making.

4. Risks of Al-driven decision support

While the goal of this article is to articulate some potential areas of opportunity for how non-
autonomous Al-driven decision could benefit resort-to-force decisions, I also want to keep the risks of
these technological interventions firmly in view. Furthermore, it is worth stating explicitly that iden-
tifying potential opportunities is not the same as endorsing deployment. Any potential benefits must
get weighed against the risks. It is not my goal in this article to provide a comprehensive overview
of all the possible risks associated with Al interventions into resort-to-force decision making, nor is
it my goal to analyse the trade-off between potential benefits and risks. For reasons of space, these
tasks must fall beyond the scope of this article. Still, because the decision context under discussion
has such moral gravity, I want to highlight some of the risks of using AI-driven decision-support
systems.

Many believe that AI systems are “objective” and, hence, that they can enhance objectivity in
human decision-making processes (see discussions in Benjamin, 2019; Cave, Nyrup, Vold & Weller,
2019; Corbett-Davies, Goel & Gonzalez-Bailon, 2017; Johnson, 2023). However, there is a great deal
of evidence against this claim to objectivity which instead shows how algorithms embed biases,
often stemming from skewed training data, flawed assumptions or proxy measures, opaque model
design, or poor deployment choices. Algorithmic bias undermines the purported objectivity of sys-
tem predictions and outputs, which often have less accurate performance for particular groups of
people, including racial, ethnic and linguistic minorities (Broussard, 2024; Buolamwini & Gebru,
2018; Eubanks, 2018; Fazelpour & Danks, 2021; Johnson, 2021; Noble, 2018; Ntoutsi et al., 2020; Shin
& Shin, 2023). One important implication of this for our purposes is that while AI-driven decision-
support systems may help overcome some of our built-in cognitive biases, they can also introduce
new biases and reinforce existing biases.

Another well-documented risk of Al-driven decision-support systems is known as “automation
bias” (Bainbridge, 1983). This occurs when users defer to algorithmic outputs rather than applying
their own judgment. For example, studies suggest that individuals and teams who frequently rely
on Al-driven systems may begin to accept the outputs of these systems with little or no scrutiny
(Alon-Barkat & Busuioc, 2023; Goddard, Roudsari & Wyatt, 2012). This growing reliance can be
especially problematic when system-generated recommendations are flawed. So, for example, when
automation bias and algorithmic bias intersect, users may uncritically accept recommendations that
are systematically biased against certain populations. This can lead to harmful outcomes depending
on the context.
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A further downstream effect of increased use and reliance on Al tools for decision support and cog-
nitive offloading is the degradation of a user’s skills. For example, over-time human decision makers
may exercise their own expertise and judgement less and less, which could lead to skill atrophy. Some
skills that might dimmish over time include things like critical thinking, situational awareness, intel-
ligent and expert decision making (e.g., Cummings, 2017; Gerlich, 2025; Skitka, Mosier & Burdick,
1999; Zerilli, Knott, Maclaurin & Gavaghan, 2019). This gradual atrophy could in turn reduce the
ability of human users to recognize when Al systems are failing, or to be able to intervene and make
decisions without them. These effects contribute to the risk of complacency errors: mistakes that are
made when a human user becomes overly reliant, passive, or inattentive and fails to actively monitor
the outputs of a system, including failing to detect problems, anomalies or malfunctions (Bahner,
Hiper & Manzey, 2008).

These risks feed into other concerns. For example, the introduction of “intelligent” technologies
can complicate chain-of-command decision making and lead to liability and accountability gaps
(Erskine, 2024; Sienknecht, 2024). When an Al system contributes to a poor decision, for example, it
can be difficult to assign responsibility for fault. This is especially true when the internal functioning
of Al systems, like deep neural networks, are so complex that their “reasoning” becomes opaque, even
to the system designers. This is increasingly the case, as machine learning models are now highly com-
plex, relying on many hidden layers of processing between input and output. The lack of opacity of
these models creates problems for trust (Kares, Konig, Bergs, Protozel & Langer, 2023) and “explain-
ability”: we cannot explain how their outputs are reached. In some contexts, we may not need an
explanation of how an Al system reaches its predictions (e.g., in game playing), but in other more
high-stakes contexts we might, especially in circumstances where we need to rely on them or may
want to challenge them. For each of these risks, there have been mitigation strategies suggested. For
example, some studies show that trust in an Al system is modulated by a variety of factors, including
transparency in how the system functions and when/how the system is used or deployed (discussions
in Kares et al., 2023; Zerilli, Bhatt & Weller, 2022; Zerilli et al., 2019). While some evidence suggests
that training and educating users about how models function can mitigate the risk of automation bias
and complacency errors (Goddard et al., 2012; Masalonis, 2003). Still further empirical research is
needed on whether and how it may be possible to avoid and mitigate these risks.

5. The military commander’s decision-making process

When a state deliberates on whether to resort to force, political leadership must rely on critical infor-
mation and guidance from military leadership. How senior military commanders make decisions
about what military options are available (what’s possible, what’s risky, what’s realistic and so forth)
or predictions about what the potential outcomes of military actions might be is therefore highly
consequential for state decisions about when to use force. So how do military commanders come to
form their judgments on such matters?

One recent study based on 30 interviews with former and current NATO commanders and senior
staff officers concluded that military commanders make key decisions in the planning process based
on professional judgment, discretion and intuition (Sjegren, 2022). AI might be able to assist in
augmenting each of these — judgement, discretion and intuition - but in this article there is only
space to examine the case for one of these in-depth and so here I focus on the role of intuition in
decision making. Recall that my goal in this article is only to identify some potential benefits that AI-
driven decision-support systems could have in resort-to-force decision making; not to do identify
all possible areas of application. The latter would be too comprehensive and would require a much
lengthier treatment. Consider that beyond decision making there are many other relevant cogni-
tive capacities that Al could augment. Hernandez-Orallo and Vold (2019), for example, suggest how
Al could enhance memory, sensory (e.g., visual and audio) processing, attention and search func-
tions, planning, communication, navigation, conceptualization, quantitative and logical reasoning,
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and metacognition. All of these are possibilities worthy of exploration. With that said, let us turn to
our focus: the role of intuition.

What is intuition? Intuition is often seen as one of the hallmarks of expert decision making. For
example, a radiologist can look at an X-ray and diagnose a disease in a moment, and a world champion
of Go will report “seeing” his next move straight away (Gobet & Chassy, 2009). Two prominent and
early philosophers of cognition and Al, Hubert Dreyfus and Herbert Simon, agreed that intuition is
one of the defining features of expertise (Dreyfus, 1972; Simon, 1989), though they proposed different
mechanisms for how it functions in the brain. They agreed that some of the key elements of intuition
are its rapid onset, its perceptual nature, and its holistic nature - allowing experts to quickly visualize
and recognize the relevant features of a complex situation in its entirety. Intuitive decision makers can
make quality decisions faster because their expert training and knowledge enables them to quickly
separate what factors are relevant or important to consider.

How do we develop intuition? Good intuition takes time to cultivate. It is domain-specific -
one cannot be skilled in intuitive decision making across random environments or without training
(Kahneman & Klein, 2009; Klein, 2007). Learning situational elements, that is, elements that depend
on context, seems to come with the normal stages of expert knowledge development, which also cor-
responds with an increase in intuitive understanding and a decrease in analytic thinking about what
to do next (Phillips, Klein & Sieck, 2004). It is thought that building intuition requires deliberate
practice, an environment in which it is safe to fail, and a focus on whether and why a plan worked,
rather than an analysis about whether a codified process was followed to the letter (Gobet & Chassy,
2009; Sjogren, 2022).

Despite its relatively good reputation, some influential perspectives approach intuition with scepti-
cism. Kahneman, known for his foundational work on cognitive biases, has argued that our intuitions
are shaped by these very biases, making them vulnerable to systematic judgement errors - that is,
departures from rational decision making. As a result, he and others suggest that intuitive judgments
should be evaluated through structured procedures, or even algorithmic methods, to ensure greater
reliability (Kahneman, 2011; Kahneman & Klein, 2009). Rather than adopting a stance of scepticism
toward intuition, I argue that intuition is not only unavoidable but essential, particularly for humans
faced with high-stakes decisions in complex and uncertain environments. And instead of using Al
to evaluate or override human intuition, we should use it as a tool to augment intuition. The goals
should not be to replace or limit intuition in expert decision making, but to sharpen it. In the next
section, I expand on three ways in which non-autonomous Al systems might be developed to do
this for military commanders: by limiting the number of COAs to develop, by assisting with mental
modelling and visualization techniques, and by monitoring and identifying human factors that can
impact decision making.

6. Using Al to support a commander’s intuitive decision making

In this section, I discuss three aspects of the military commander’s decision-making process that
could benefit from an application of non-autonomous Al by helping to train commander intuition.

6.1. Limit the number of Courses of Action (COA) to develop
In 2023, the U.S. Center for Army Lessons Learned (CALL) released a handbook on the military

decision-making process (MDMP) (Mueller & Kuczynski, 2023). In this handbook, they note the
following:

Limiting the number of COAs developed and analyzed can save planning time. If available plan-
ning time is extremely limited, the commander can direct development of only one COA. In
this case, the goal is an acceptable COA that meets mission requirements in the time available.
This technique saves the most time. The fastest way to develop a plan has the commander
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directing development of one COA with branches against the most likely enemy COA or most
damaging civil situation or condition. However, this technique should be used only when
time is severely limited. In such cases, this choice of COA is often intuitive, relying on the
commander’s experience and judgment. (p. 7)

As mentioned in this passage, the intuition of a military commander becomes especially critical when
time is severely limited. A properly trained Al could aid in the process of limiting the number of COAs
that are developed and analysed by military teams (commanders and staff). These AI systems could
be especially useful in time-constrained decision-making contexts. Imagine a system that is trained
to analyse a wide range of possible COAs within a particular mission context. An Al system could
analyse situational characteristics of the area of operations, including the terrain, the weather, the
status of enemy forces and friendly forces (including, for example, their available equipment, per-
sonnel, systems, etc.), civilian considerations (who may be affected, what possible support might be
needed from local civil authorities, etc.), and other mission details. Already this number of variables
is difficult for a human to consider under pressure and time constraints.

How feasible is it for an Al system to do this? Much of this data is already digitally available and eas-
ily accessible for an Al system to train on. Al systems can pull terrain data from satellite imagery and
digital elevation models from open sources (like Goole Earth), for example. This information can then
be used to infer elevation, slopes, vegetation coverage and accessibility. Information about the histor-
ical weather patterns, current and forecasted weather is all easily accessible in real-time from public
APIs, satellite feeds and radar data. Demographic information is less readily available (and certainly
harder to access in real-time), but it is not impossible to access. Much of this information is available
through Google Earth, satellite images and government databases. Information of about one’s own
military capacities is likely to be highly accurate and easily accessible. Considering these variables
along with a mission objective analysis, an appropriately trained Al system could detect complex
non-linear relationships between input variables (available actions) to identify the most compatible
COA matches that can achieve the objective. The outputs of the Al system might include a ranking
of COAs using a decision matrix to aid a comparison process.

Importantly, even with a non-autonomous Al-support system like this in place, commanders
would still have to make intuitive decisions about what COA to take. These support systems would
not be replacing human judgment. Instead, the system would be assisting the commander’s judgment
by taking into consideration multiple complex variables and offering a ranking of possible COAs. In
this case, we can view the system as providing another piece of evidence for a commander to take
into consideration in their own decision-making process (one that we understand relies on intu-
ition). The ideal outcome would be for their professional expertise, intuition and final judgments to
be supported, not replaced, by the Al system.

6.2. Mental modelling and visualization

Another critical cognitive capacity for military commanders is visualization. In cognitive science, we
often speak about “mental models” When you know how to navigate your neighbourhood to get to a
new place without looking at a map, this is because you have a mental model of the neighbourhood.
Mental models are internal representations of external reality. They are often compressed or distilled
versions of how something works. It is hypothesized that these models play a critical role in cogni-
tion, reasoning and decision making. Mental models allow us to reason and solve problems, and thus
facilitate internal visualizations. There is a rich philosophical literature on mental models and how
they work, and even more literature simply on models and how models work. One key idea is that
models (in general) leave non-essential information out - they simplify. We cannot carry around a
perfectly detailed image of the world in our heads, so a mental model captures only select concepts
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and relationships that we (somehow) deem to be the most relevant for representing the “core” of what
we are modelling.

In general, models are thought to be useful precisely because they reduce information loads. They
reduce complex scenarios to include only core objects and relations (think of Watson and Crick’s
model of the DNA double helix, for example). Mental models are seen as especially critical for our spa-
tial reasoning capacities, as tools that allow us to arrive at solutions to cognitive problems (Hemforth
& Konieczny, 2006; Jones, Ross, Lynam, Perez & Leitch, 2011).

Our mental models are valuable sources of information that inform our decision making. And
military commanders, like all humans, rely critically on mental models in decision-making processes.
This is captured in the following passage of the U.S. CALL handbook on MDMP:

A commander’s ability to understand, visualize, describe, and direct during the operations
process is paramount. ... Successful commanders visualize the overall fight and give specified
visualization to each staff section across each [area] and phase of the operation. Commanders
mentally develop and maintain a running estimate for effective visualization, planning, and
guidance... (p. 11)

This passage illustrates how a commander’s capacity to visualize a combat zone and maintain a men-
tal model of the area of operation is critical for successful time-constrained decision making, which
in turn relies on intuition. And while this passage is about operational decisions, the same holds for
strategic decisions. Within war room deliberations about whether to use force, the role of comman-
ders is to provide information about operational and tactical options and outcomes. This is another
area where a carefully designed non-autonomous Al system can support military commanders. When
deciding how to prioritize between different tactical manoeuvres, for example, an Al system could
consider relevant factors, such as the task and purpose of manoeuvres, forms of manoeuvres, reserve
composition, priorities and control measures, the need for reconnaissance and surveillance, possi-
ble tactical deception, collateral damage or civilian causalities, any manoeuvre that could risk the
achievement of end-state objectives, etc.

How feasible is it for an Al system to do this? It would be relatively straightforward to train an Al
system on military doctrines, field manuals and historical battlefield data (including evaluative data
on successes and failures). From this a system could infer the patterns and objectives of common
military manoeuvres, such as envelopments, feints, frontal assaults, retreats and so on. It could also
infer possible patterns of enemy deception. A nation’s military has access to data about its own internal
reserve composition (and cases with historical analogues), which can be used to inform AI models
as they rank different possible manoeuvres. Reconnaissance and surveillance needs could be inferred
by analysing terrain (from satellite data), line-of-sight paths, drone coverage, and combining data
from multiple types of sensors (e.g., cameras, radars, thermal, acoustic), for example. Using this kind
of information, a well- trained model could optimize the prioritization process by uncovering non-
linear and subtle correlations among the many relevant variables that cannot be identified by a single
person alone or by using conventional analysis models. As described, this data is already available to
military commanders (some of it is available publicly), so introducing an Al system here does not
need to increase surveillance. The data input into such an Al system would also not require a huge
amount of continuous work from human personnel to continue to function, since much of the data
can be scraped from existing digital databases.

As a cautionary note here, it is worth emphasizing that current frontier Al systems are primarily
predictive models, designed to predict the mostly likely scenarios based on patterns in the data they
have been trained on. Their core function is statistical pattern recognition, which is to say that they
do not predict the future but rather, they generate plausible continuations of scenarios (e.g., con-
versations or images) based on past data and learned correlations. Understanding the appropriate
function and limitations of these models is critical for any human decision makers that are supported
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by these systems. Evidence suggests that this training and transparency around how models function
can help prevent some of the risks discussed earlier, such as automation bias, complacency error and
accountability gaps (Bahner et al., 2008; Goddard et al., 2012; Kares et al., 2023; Masalonis, 2003;
Skitka, Mosier & Burdick, 2000; Zerilli et al., 2022).

Our mental models are useful for thinking through hypothetical future scenarios, or even imagi-
nary scenarios, as much as they are for real situations. This means that an Al system that can help a
human agent make more accurate predictions about future scenarios can also augment their mental
modelling capacities, making their decision making and reasoning (based on these models) more
effective. There are different ways to envision how this could be implemented, but one possible
method would be to have the AI assistant produce diagrams to assist with visualizations. Evidence
suggests that learning mental model development is enhanced by use of diagrams designed to high-
light important structural relations (Butcher, 2006). I want to emphasize that, as before, an Al system
in this context is not making any final decisions about COAs. These support systems are not final
decision makers. Instead, their output is a supporting tool meant to inform a military commander in
their decision-making process, not to replace the commander.

6.3. Human factors

Finally, a third area in which an AI could help improve decision making regards so-called “human fac-
tors” Human factors include things like emotional, mental, and physical fatigue. For example, CALL
handbook on MDMP notes, “Commanders usually begin to leave out important pieces of guidance
that would enhance efficient planning actions the longer the operation continues (because of fatigue,
sleep deprivation, and compressed timelines)” (p. 13). This article is focused on strategic decisions
about when to wage war, not operational decisions that are made during the conduct of war, but
human factors still apply. Consider how high emotions were on 12 September 2001 in the White
House Situation Room. The top advisors to the U.S. President who crowded into the jammed war
room were described as having “eyes puffy from lack of sleep” (Carney & Dickerson, 2001). These are
often the conditions under which states must decide whether it is right to use armed force.

Let us return now to the earlier discussion about the role of cognitive biases in human deci-
sion making. We established that these biases may serve some purpose and can help us make good
decisions under time constraints, for example, but can also lead us astray. Some make a similar argu-
ment about emotions, for example, feeling fear at the sight of a predator, or empathy when another
human is injured. Contrary to what traditional rational choice theory would say, our emotions play an
inevitable role in decision making (Kahneman, 2011). Emotions sometimes override logical reason-
ing, of course, but other times they explain what most people would describe as rational behaviour
(De Sousa, 1990). Consider that many legal systems have a category mitigating circumstances that
recognizes how intense emotions like rage or jealousy can contribute to bad decisions, like acting
violently or even murder. These crimes of passion make sense to us, even if they lead to very bad
decisions. What is important for our purposes is to understand how emotional stress and fatigue
can (sometimes) negatively impact human decision making. Emotions can run high, causing over-
reactions, rashness and even violence. Emotional, mental and physical fatigue can all contribute to
poor and erratic decision making (Brownlee & Ungerleider, 2019; Danziger, Levav & Avnaim-Pesso,
2011; Persson, Barrafrem, Meunier & Tinghog, 2019). This suggests there is a space for thinking about
how emotional, mental and physical fatigue may affect resort-to-force decision making and whether
AT could be used to assist and complement human skills (Wheeler & Holmes, 2024).

Providing the kinds of support mentioned earlier for mental modelling tasks and planning differ-
ent COA could indirectly support commanders by making their cognitive work less intense, putting
them in a better emotional and physical state to make good decisions rapidly. But we could also imag-
ine Al systems explicitly designed to help monitor and reduce the negative impact of emotional and
physical fatigue. Much of this technology is already available. Biometric wearable technologies (e.g., a
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smart watch or ring) can track states that indicate emotional and physical fatigue, for example, when
our heart rates are too high or when we have been sitting too long and nudge us take actions to reduce
these states. These could also monitor indicators like delayed reaction times, oxygen levels, number
of hours on the job, number of hours of sleep, and so forth, and use this information to inform com-
manders about their own internal states. People are sometimes not aware of their own levels of stress,
anxiety or fatigue: we forget to stand up, move around, take breaks, go to sleep, eat, etc. Al tools, like
wearables, can alert users to signs of stress or fatigue that they may not notice, while also promoting
exercises and actions for users to take to reduce these states of fatigue. Beyond physical indicators,
there are other kinds of data that can improve the accuracy of the emotional intelligence of AI (i.e., the
ability to read the emotional state of human agents). For example, the language we use when speaking
with others, when writing or when engaging with a text-based Al system also indicates our emotional
states (Lee, Paas & Ahn, 2024), and this analysis could likewise inform us about our current states,
thereby increasing self-awareness about when we are most capable of making clear-headed decisions
(in the sense of being less influenced by emotional or physical fatigue).

Importantly, unlike the AI systems discussed in previous sections, these Al systems require a
significant amount of personal data to be accurate and effective. If biometric tracking systems are
not used voluntarily and transparently, they may feel invasive, coercive and like a form surveillance.
Moreover, the effectiveness of these systems will depend on how well they are designed and used,
so having user consent (and buy-in) is even more important. There are ways to design these systems
such that personal data is better protected and is accessible only to the user (e.g., using on-device pro-
cessing and encryption methods), but this requires careful product design (Prakasha & Sumalatha,
2025).

7. Conclusion

A nation’s deliberation about when to use armed force usually involves only a small group of power-
ful people: political leaders, top advisors, and the most senior military commanders. This article has
considered whether, despite serious and well-documented risks, there may be any potential benefits
to incorporating AI decision-support systems into the high-stakes context of resort-to-force delib-
erations. To narrow this examination, I have focused on the role of military commanders in these
deliberations. By examining how military commanders typically make decisions by relying on their
expert intuition, and exploring how Al could be used to augment these processes, I have argued that
certain forms of Al could plausibly enhance strategic reasoning in the War Room. To make this pro-
posal as concrete as possible, I have focused on three aspects of human decision making that are
especially relevant for military commanders. These are (1) limiting the number of COAs, (2) improv-
ing mental modelling and visualization capacities, and (3) limiting the negative effects of human
factors, including emotional and physical fatigue. I argue that non-autonomous Al systems could aid
COA development and prioritization, improve situational awareness, offer alternative simulations to
challenge biases, focus cognitive effort, and reduce negative effects of fatigue.

These areas are surely not the only areas in which AI systems have the potential to augment
resort-to-force decision making. I have narrowed my focus on these to provide a more concrete and
thorough treatment, rather than a high-level overview of opportunities. Herndndez-Orallo and Vold
(2019) have suggested multiple other cognitive capacities, besides decision making, that could be
targeted for enhancement by non-autonomous Al systems, and that likely play an important role in
how military commanders and other top officials deliberate about when to use force. These capaci-
ties include things like memory processes, sensory (e.g., visual and audio) processing, attention and
search functions, planning, communication, navigation, conceptualization, quantitative and logical
reasoning, and metacognition. Future research could explore these possibilities in more depth.

It is worth ending on a cautionary note. While my goal has been to highlight the potential oppor-
tunities, this is not the same as endorsing deployment. As emphasized throughout, the risks of
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using Al-driven support systems remain profound: from automation bias and moral deskilling to
accountability gaps, surveillance, and erosion of human judgment. The case for or against using Al in
this context ultimately hinges on how these risks are managed, and whether the benefits meaningfully
improve decision making without compromising ethical and legal responsibility. This article stops
short of endorsing implementation. Instead, my goal is to encourage a more balanced debate — one
that neither embraces Al nor rejects its potential uncritically. If Al is to play any role in decisions of
such moral gravity as resort-to-force decisions, that role must be designed with caution, transparency
and humility.

Funding statement. This work is partially funded by an AI2050 Early Career Fellowship with the Schmidt Sciences
Foundation.
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