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Beyond the hype: why artificial
intelligence Is not a shortcut to

solving mental illness
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Summary

More than one billion people worldwide live with a mental health
disorder, and rising prevalence continues to outpace the
capacity of mental health services. Artificial intelligence, and
large language models in particular, have been widely proposed
as a remedy. Nevertheless, psychiatry’s limited mechanistic
understanding of illness processes (compounded by their
psychosocial roots) and its reliance on largely subjective clinical
assessments limit what any artificial intelligence model can
achieve. We examine where artificial intelligence genuinely
helps, including large multimodal data-sets and administrative
tools such as ambient scribes, and where evidence for direct
therapeutic use remains preliminary and safety concerns are
real. We also highlight risks posed by artificial intelligence to
the research process itself, from hallucinated citations to
unverifiable analysis pipelines. Ultimately, whether artificial

intelligence comes to augment psychiatric care or hollow it out
depends less on model capability than on the choices of
stakeholders and policymakers.
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More than one billion people worldwide currently live with a
mental health disorder, according to recent World Health Orga-
nization estimates.! Anxiety and depression alone exact an
immense human and economic toll, and rising prevalence is out-
pacing the capacity of mental health services. Unsurprisingly,
psychiatry has increasingly turned towards artificial intelligence as
a potentially transformative paradigm.

Artificial intelligence has advanced remarkably over the past
decade, attracting intense public attention as a general-purpose
technology whose societal impact some analysts compare to that of
electricity. Large language models (LLMs) in particular have
demonstrated striking capabilities, fuelling optimism about their
application to mental health. However, enthusiasm must be met
with rigorous scrutiny.

Contemporary artificial intelligence systems are largely built
on deep learning, a class of neural network-based methods
capable of extracting complex patterns directly from raw data
such as text, images or sensor streams. LLMs use this approach.
By ‘reading’ nearly everything on the internet, these models use
self-supervised learning (‘next-token prediction’) to master
human language simply by predicting the next word in a sen-
tence, all without needing a human teacher to label the data.
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LLMSs’ capabilities in generating text data when prompted, rather
than simply classifying or analysing data, make them part of a
broader category of artificial intelligence systems referred to as
‘generative artificial intelligence’. Despite their prominence, it is
worth noting that LLMs and generative artificial intelligence
more broadly represent only one component of the artificial
intelligence landscape.

Once trained, LLMs can be deployed directly or fine-tuned for
downstream tasks using comparatively small, task-specific data-
sets. Increases in model scale and training data have driven recent
performance gains, but scale alone may not resolve fundamental
limitations, including hallucinations (the generation of incorrect or
fabricated replies), weak causal reasoning and limited contextual
memory.

New technology, old problems

Despite a rapidly expanding body of research on artificial intelli-
gence applications in mental healthcare, artificial intelligence has
yet to produce clinical decision-support tools that meaningfully
transform psychiatric practice.? By contrast, clinical artificial
intelligence has succeeded chiefly in image-based specialities,>*
driven by the maturity of computer vision, established frameworks
for aggregating massive data-sets and the high signal-to-noise ratio
inherent in pathological images.

Psychiatry occupies a distinctive position in medicine. The
aetiology of most mental disorders remains poorly understood, and
the field lacks robust biomarkers for diagnosis, prognosis or
treatment monitoring. Clinical practice instead relies heavily on
subjective patient reports and clinician judgement; validated psy-
chometric instruments help but are inconsistently applied in
routine care,” and diagnostic criteria for specific diagnoses have
moderate test-retest reliability.®

These limitations pose fundamental challenges for data-
driven approaches. Artificial intelligence models require reliable
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ground-truth labels, yet psychiatric diagnoses and symptom
scores are heterogeneous, often imprecise and linked only weakly
to underlying biology. Shifting to ‘harder’ proxy outcomes, such
as hospitalisation or sickness absence, may partially mitigate this
issue but captures only the coarse aspects of illness. Crucially,
the proportion of clinically meaningful variance explained by
candidate biomarkers in psychiatry remains far lower than in
most other medical disciplines. Whereas an ophthalmologist can
confidently diagnose severe diabetic retinopathy from a single retinal
image, a psychiatrist cannot distinguish a magnetic resonance
imaging scan of a patient with established schizophrenia from that of
a healthy control: the subtle structural differences emerge only
through large-scale statistical aggregation. Compounding this prob-
lem, the infrastructure required to collect large, longitudinal, high-
quality data-sets is not routinely embedded in psychiatric care.
Together, these constraints limit the scope for near-term artificial
intelligence-driven transformation.

Data sources for psychiatric artificial intelligence

Because modern artificial intelligence systems are data-intensive
and particularly effective with unstructured data such as text or
images, it is essential to consider which data sources can realistically
support progress.

Large international initiatives aim to assemble deeply pheno-
typed cohorts incorporating genomics, neuroimaging and bio-
chemical data, with artificial intelligence invoked to integrate these
high-dimensional data-sets and uncover subtle predictive signals that
might elude human clinicians. Important caveats apply, however.
Current artificial intelligence systems lack explicit causal frameworks
and may exploit spurious correlations or encode existing biases,
particularly affecting minorities.” Explainability remains limited, and
models struggle to clarify pathophysiological mechanisms. Calibra-
tion is a further concern, because poorly calibrated predictions can
misrepresent true clinical risk. Finally, models reliant on data col-
lected in resource-expensive research settings may prove clinically
impractical if their marginal benefit does not justify the cost of
deployment.

Beyond traditional biological data, the Internet of Things
(wearable devices in particular) offers an increasingly important
source of information. Smartphones and smartwatches are widely
adopted and generate continuous, longitudinal data with minimal
user burden. Although such devices can be incorporated into
research studies, far larger data-sets already exist within the general
population, held by private companies.® These data are not readily
available to academic researchers and typically lack detailed psy-
chiatric phenotyping, making them arguably more suited to the
study of mental well-being or dimensional traits than categorical
diagnoses. Relatedly, the emergence of large pre-trained models has
lowered the barrier to using such data; models pre-trained on large,
generic data-sets can now be adapted to smaller, domain-specific
cohorts through fine-tuning, a paradigm popularised by LLMs but
increasingly feasible for other modalities, including wearable-
derived actigraphy.’

Scientific progress and integrity

Scientific progress depends not only on technology but also on how
research itself is conducted. Open data access, within ethical and
legal constraints, has driven much of artificial intelligence’s prog-
ress and should be prioritised in psychiatric research too. Con-
sensus on which tasks are clinically meaningful, for example,
detecting at-risk populations from electronic health records,!®

https://doi.org/10.1192/bjo.2026.12129 Published online by Cambridge University Press

coupled with curated open-access datasets, would enable mean-
ingful model comparison and cumulative progress.

Artificial intelligence is increasingly utilised as a tool supporting
researchers, fundamentally reshaping science and not always for the
better. Under constant pressure to publish, researchers increasingly
use LLMs as a shortcut, effectively treating fallible models as
authoritative sources. Hallucinated citations (references to papers
that never existed) are the most visible symptom of this practice!!
but are relatively easy to catch. Far more insidious is LLM-assisted
generation of code or statistical methodology, which is time-
consuming to verify and demands technical expertise that many
peer reviewers lack; a flawed pipeline can pass review looking
polished and complete, wasting far more time than a hallucinated
reference ever would. The growing use of LLMs within peer review
itself raises questions about accountability,'* with the looming
possibility of a large portion of research being both generated and
evaluated by artificial intelligence. Mitigating these risks will require
setting clear standards: mandatory code and analysis pipeline-
sharing, disclosing artificial intelligence assistance with explicit
boundaries on permissible use and reviewing capacity built spe-
cifically to scrutinise artificial intelligence-assisted work.

LLMs and mental health

Following their public release in 2022, LLMs rapidly entered
mainstream use and many individuals now turn to these systems
for emotional support outside any formal healthcare context.
Researchers, meanwhile, are testing their capabilities in psycho-
therapy and triage. Given the scale of unmet need and the limited
availability of trained therapists, the appeal is intuitive but the
evidence base remains preliminary and mixed.

A randomised trial has suggested benefit from a chatbot built
on a language model specifically trained to discuss mental health
symptoms.'* However, claims that LLMs will soon match human
psychotherapists are not supported by the evidence: one study
found that interacting with a random human peer was significantly
more effective at reducing psychological distress and loneliness.'*
A large observational study, meanwhile, reported a positive asso-
ciation between LLM use and depressive symptoms;'> causality
cannot be inferred from this design, but the finding underscores the
need for caution rather than enthusiasm.

Safety concerns compound this uncertainty. Anecdotal reports
and case series describe the exacerbation of delusional thinking in
vulnerable individuals and, in rare cases, associations with suicidal
ideation or behaviour.'® These are no longer merely clinical concerns:
high-profile litigation has targeted major technology firms over sui-
cides linked to conversational artificial intelligence,'” and legislation
such as California’s SB 243 has begun establishing legal boundaries for
artificial intelligence-driven mental health interactions.®

Beyond individual harms, there are structural risks. From a
sociological standpoint, reliance on conversational agents may
displace meaningful human relationships, which are central to
mental well-being,!® thereby compounding the very psychosocial
vulnerabilities that drive psychiatric distress. Sycophantic LLM
behaviours (the tendency to reinforce a user’s existing beliefs and
prioritise flattery over honesty) may further decrease prosocial
intentions and promote dependence.?’

Against this backdrop, LLMs are probably better understood
not as a substitute for therapy but as a potential tool for managing
demand and waitlists, and, more prosaically, administrative
work. Ambient artificial intelligence scribes are already the most
widely adopted LLM application in healthcare, freeing clinical
time and cognitive resources by reducing after-hours docu-
mentation burden without compromising billing accuracy.?!
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Nevertheless, routine reliance on artificial intelligence-generated
notes can erode independent clinical formulation, prematurely
shaping a trainee’s reasoning before they can critically evaluate
the output. Used judiciously, however, ambient documentation
remains a grounded, non-aspirational application that empowers
rather than supplants human practitioners.

Implications for research and policymakers

Artificial intelligence is not a magic solution to psychiatry’s intrinsic
challenges: the remarkable capabilities of LLMs and the richness of
wearable data do not, by themselves, circumvent limited mechanistic
understanding, heterogeneous clinical labels or the absence of vali-
dated biomarkers. Experience from other medical disciplines sug-
gests that clinical impact emerges only when artificial intelligence is
developed alongside these fundamentals, and alongside how the
research itself is conducted. This means greater openness, shared
benchmark data-sets, closer collaboration between computer scien-
tists and mental health researchers, rigorous standards for artificial
intelligence-assisted analysis and sustained investment in infra-
structure for large, multimodal, longitudinal studies.

These are problems for the research community to solve. What
happens once solutions exist is a question for policymakers. Given
the intrinsically interpersonal vocation of psychiatry, the goal of
artificial intelligence should not be to replicate human judgement
but to augment it: supporting clinicians in remote monitoring,
assisting objective measurement of treatment response and helping
personalise care. Such aims are not self-enforcing and could remain
rhetoric. Under pressure to cut public spending, governments may
have little incentive to add artificial intelligence capacity on top of
existing staff, since doing so would mean spending more, not less.
In this context, a possible outcome could be thinning of clinical
ranks, leaving fewer staff to supervise systems that outpace human
review: the so-called ‘reverse-centaur’ setting,”> where the human
works at the machine’s pace rather than the other way around.
Vigilance for the rare error tends to degrade precisely as artificial
intelligence grows more reliably correct and, when something goes
wrong, responsibility could be placed on the nearest human operator.
A hospital can buy an artificial intelligence triage tool and cut staff in
the same budget cycle. Whether that happens is a choice for poli-
cymakers, not something the model architecture determines.
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