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In this article, the basic constructs of algebraic kinematics (links, joints, and
mechanism spaces) are introduced. This provides a common schema for many
kinds of problems that are of interest in kinematic studies. Once the problems
are cast in this algebraic framework, they can be attacked by tools from
algebraic geometry. In particular, we review the techniques of numerical
algebraic geometry, which are primarily based on homotopy methods. We
include a review of the main developments of recent years and outline some
of the frontiers where further research is occurring. While numerical algebraic
geometry applies broadly to any system of polynomial equations, algebraic
kinematics provides a body of interesting examples for testing algorithms and
for inspiring new avenues of work.
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1. Introduction

While systems of polynomial equations arise in fields as diverse as mathe-
matical finance, astrophysics, quantum mechanics, and biology, perhaps no
other application field is as intensively focused on such equations as rigid-
body kinematics. This article reviews recent progress in numerical algebraic
geometry, a set of methods for finding the solutions of systems of polyno-
mial equations that relies primarily on homotopy methods, also known as
polynomial continuation. Topics from kinematics are used to illustrate the
applicability of the methods. High among these topics are questions con-
cerning robot motion.
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Kinematics can be defined as the study of the geometry of motion, which
is the scaffolding on which dynamics builds differential equations relating
forces, inertia, and acceleration. While not all problems of interest in kine-
matics are algebraic, a large majority are. For instance, problems concern-
ing mappings between robot joints and their hand locations fall into the
algebraic domain. As our interest here is in numerical algebraic geome-
try, we naturally restrict our attention to the subset of kinematics questions
that can be modelled as polynomial systems, a subfield that we call algebraic
kinematics. We give a high-level description of kinematics that encompasses
problems arising in robotics and in traditional mechanism design and analy-
sis. In fact, there is no clear line between these, as robots are simply mech-
anisms with higher-dimensional input and output spaces as compared to
traditional mechanisms. We discuss which types of mechanisms fall within
the domain of algebraic kinematics.

While algebraic geometry and kinematics are venerable topics, numerical
algebraic geometry is a modern invention. The term was coined in 1996
(Sommese and Wampler 1996), building on methods of numerical continua-
tion developed in the late 1980s and early 1990s. We will review the basics
of numerical algebraic geometry only briefly; the reader may consult Som-
mese and Wampler (2005) for details. After summarizing the developments
up to 2005, the article will concentrate on the progress of the last five years.

Before delving into numerical algebraic geometry, we will discuss sev-
eral motivational examples from kinematics. These should make clear that
kinematics can benefit by drawing on algebraic geometry, while a short his-
torical section recalls that developments in algebraic geometry in general,
and numerical algebraic geometry in particular, have benefited from the
motivation provided by kinematics. Numerical algebraic geometry applied
to algebraic kinematics could be called ‘numerical algebraic kinematics’,
which term therefore captures much of the work described in this paper.
With a foundational understanding of kinematics in place, we then move on
to discuss numerical algebraic geometry in earnest, occasionally returning
to kinematics for examples.

Our presentation of numerical algebraic geometry is divided into several
parts. The first part reviews the basics of solving a system of polynomial
equations. This begins with a review of the basic techniques for finding all
isolated solutions and then extends these techniques to find the numerical
irreducible decomposition. This describes the entire solution set of a system,
both isolated points and positive-dimensional components, factoring the
components into their irreducible pieces. The second part describes more
advanced methods for dealing effectively with sets that appear with higher
multiplicity and techniques that reduce computational work compared to
the basic methods. Finally, we turn our attention to the frontiers of the
area, where current research is developing methods for treating the real
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points in a complex algebraic set and for finding exceptional examples in a
parametrized family of problems.

Like any computational pursuit, the successful application of numerical
algebraic geometry requires robust implementation in software. In Section 8,
we review some of the packages that are available, including the Bertini
package (Bates, Hauenstein, Sommese and Wampler 2008) in which much
of our own efforts have been invested.

2. Notation
This paper uses the following notation.
e i = /—1, the imaginary unit.
e o* for a € C is the complex conjugate of a.
e A for set A C CV is the closure of A in the complex topology.
e For polynomial system F = {f1,..., fu}, F: CY — C" and y € C",
Fl(y) = {z € CY | F(x) = y}.
We also write
V(F) =V(f1,.... fn) == F(0).
(Our use of V() ignores all multiplicity information.)
e ‘DOF’ means ‘degree(s) of freedom’.

o We use the following abbreviations for types of joints between two links
in a mechanism:

— R = 1DOF rotational joint (simple hinge),

— P = 1DOF prismatic joint (a slider joint allowing linear motion),
and

— S = 3DOF spherical joint (a ball and socket).
These are discussed in more detail in Section 4.2.
e C*, pronounced ‘Cee-star’, is C \ 0.

e P" is n-dimensional projective space, the set of lines through the origin

of C"H,
e Points in P may be written as homogeneous coordinates [z, ..., Zy]
with (zo,...,z,) # (0,...,0). The coordinates are interpreted as ratios:

[0y ..., xn] = [Axo, ..., Axy] for any A € C*.
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e A quaternion w is written in terms of the elements 1,1, j,k as
u = upl + uii+ uoj + usk, wg,ur,us,uz € C.

We call ug the real part of u and uii + usj + usk the wvector part. We
may also write u = (up,u), where u is the vector part of u.

e If u and v are quaternions, then u x v is their quaternion product. This
may be written in terms of the vector dot-product operator ‘-” and vector
cross-product operator ‘x’ as

(ug,u) * (vg, v) = (upvg — U - v, ugV + vpu + U X V).
Note that * does not commute: in general, u * v # v * u.

e When u = (ug,u) is a quaternion, v’ = (ug, —u) is its quaternion con-
jugate, and u x u’ is its squared magnitude.

PART ONE
Fundamentals of algebraic kinematics

3. Some motivating examples

Before attempting to organize kinematic problems into a common frame-
work, let us begin by examining some examples.

3.1. Serial-link robots

To motivate the discussion, let us see how one of the simplest problems
from robot kinematics leads to a system of polynomial equations. It will
also serve to introduce some basic terminology for robot kinematics. The
generalization of this problem from the planar to the spatial case is one of
the landmark problems solved in the 1980s.

3.1.1. Planar 3R robot

Consider the planar robot arm of Figure 3.1(a) consisting of three moving
links and a base connected in series by rotational joints. (Hash marks
indicate that the base is anchored immovably to the ground.) Kinematicians
use the shorthand notation ‘R’ for rotational joints and hence this robot
is known as a planar 3R robot. The rotation of each joint is driven by
a motor, and a sensor on each joint measures the relative rotation angle
between successive links. Given the values of the joint angles, the forward
kinematics problem is to compute the position of the tip, point R, and the
orientation of the last link. Often, we refer to the last link of the robot as
its ‘hand’. The converse of the forward kinematics problem is the inverse
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(a)

Figure 3.1. Three-link planar robot arm and its kinematic skeleton.

kinematics problem, which is to determine the joint angles that will place
the hand in a desired position and orientation.

The forward kinematics problem is easy. We assume that the position of
point O is known: without loss of generality we may take its coordinates to
be (0,0). The relative rotation angles, (01,602, 03) in Figure 3.1(b), are given,
and we know the lengths a, b, ¢ of the three links. We wish to compute the
coordinates of the tip, R = (R, Ry), and the orientation of the last link,
absolute rotation angle ¢3 in Figure 3.1(c). To compute these, one may first
convert relative angles to absolute ones as

(¢1, P2, ¢3) = (01,01 + 02,01 + 02 + 03). (3.1)
Then, the tip is at

[Rx} _ [a cos ¢1 + bcos ¢o + ccos P3 (3.2)

R, asin ¢y + bsin g + csings |
In this case, the forward kinematics problem has a unique answer.
The inverse kinematic problem is slightly more interesting. It is clear that

if we can find the absolute rotation angles, we can invert the relationship
(3.1) to find the relative angles. Moreover, we can easily find the position

of point @ = (Qr, Q) as
Q = (Qnyy) = (Rx - CCOS¢3,Ry — CSin¢3).

However, to find the remaining angles, ¢1, ¢2, we need to solve the trigono-
metric equations

Qz| |acos¢r +bcoso
|:Qy:| N [asinqﬁi —|—bsin¢22 ' (3.3)

Of course, an alternative would be to use basic trigonometry to solve for 6
as the external angle of triangle OPQ having side lengths a, b, and ||Q||,
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which can be done with the law of cosines. But, it is more instructive for our
purposes to consider converting equation (3.3) into a system of polynomials.

One way to convert the trigonometric equations to polynomials is to in-
troduce for ¢ = 1,2 variables x; = cos¢;, y; = sing;, i« = 1,2, and the
trigonometric identities cos? ¢; + sin? ¢; = 1. With variable substitutions,
the four trigonometric equations become the polynomial equations

axry + bra — Qy
ayr +byr — Qy
=0. 3.4
of+yf -1 (34)
3 +ys—1

This system of two linears and two quadratics has total degree 1-1-2-2 =4,
which is an upper bound on the number of isolated solutions. However, for
general a, b, @, Qy it has only two isolated solutions.

An alternative method often used by kinematicians for converting trigono-
metric equations to polynomials is to use the tangent half-angle relations
for rationally parametrizing a circle. This involves the substitutions sin ¢ =
2t/(1+1?) and cos ¢ = (1 —2)/(1+t2), where t = tan ¢/2. (Denominators
must be cleared after the substitutions.) This approach avoids doubling the
number of variables but the degrees of the resulting equations will be higher.
Either way, the conversion to polynomials is a straightforward procedure.

The pathway of first writing trigonometric equations and then converting
them to polynomials is not really necessary. We have presented it here to
illustrate the fact that for any robot or mechanism built by connecting rigid
links with rotational joints there is a straightforward method of arriving at
polynomial equations that describe the basic kinematic relations.

A different way of arriving at polynomial equations for this simple exam-
ple is to first concentrate on finding the location of the intermediate joint
P. Clearly P is distance a from O and distance b from @, both of which
are known points. Thus, P can lie at either of the intersection points of
two circles: one of radius a centred at O and one of radius b centred at Q.
Letting P = (P, P,), we immediately have the polynomial equations

[ P§ + Py2 —a? ] _0
(Pz_Qx)2+(Py_Qy)2_b2 .
Here, only (P, P,) is unknown, and we have two quadratic polynomial

equations. Subtracting the first of these from the second, one obtains the
system

(3.5)

2 2 _ 2
[ P+ P/ —a } _o, (3.6)

—2P,Q. + Q3 — 2P)Qy + Q2 — b* + a?

which consists of one quadratic and one linear polynomial in the unknowns
(Py, Py). Hence, we see that the 3R inverse kinematics problem has at most
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two isolated solutions. In fact, by solving a generic example, one finds that
there are exactly two solutions. Of course, this is what one would expect
for the intersection of two circles.

The situation can be summarized as follows. The robot has a joint space
consisting of all possible joint angles 8 = (61,62, 03), which in the absence
of joint limits is the three-torus, 7. The parameter space for the family
of 3R planar robots is R3, consisting of link-length triplets (a,b,c). The
workspace of the robot is the set of all possible positions and orientations of
a body in the plane. This is known as special Euclidean two-space SE(2) =
R?xS0(2). Since SO(2) is isomorphic to a circle, one can also write SE(2) =
R? x T'. Above, we have represented points in SE(2) by the coordinates
(Rz, Ry, ¢#3). Equations (3.1) and (3.2) give the forward kinematics map
K3r(0;q) : T x R? — SE(2). For any particular such robot, say one
given by parameters ¢* € R3, we have a forward kinematics map that is the
restriction of K3 to that set of parameters. Let us denote that map as
Kspg(0) = K3r(0;¢%), so Ksp g : T3 — SE(2).

The forward kinematics map K3g 4 is generically two-to-one, that is, for
each set of joint angles § € T3, the robot with general link parameters ¢
has a unique hand location H = K3p ,(6) while for the same robot there
are two possible sets of joint angles to reach any general hand location, i.e.,
Kgf%’q(H) is two isolated points for general H € SE(2). To be more precise,

we should distinguish between real and complex solutions. Let Tffé be the set
of real joint angles while T2 is the set of complex ones. Similarly, we write
SE(2,R) and SE(2,C) for the real and complex workspaces. The reachable
workspace of the robot having link parameters ¢ is the set

W, ={H € SE(2,R) | 30 € T3, K3r(0;q) = H)}. (3.7)

One can confirm using the triangle inequality that the reachable workspace
is limited to locations in which point @ lies in the annulus

{QeR[Ja—b| < QI < la+0b]}.

In the interior of the reachable workspace, the inverse kinematics problem
has two distinct real solutions, outside it has none, and on the boundary
it has a single double-point solution. An exception is when a = b. In that
case, the interior boundary of the annulus for ) shrinks to a point, the
origin O. When @ is at the origin, the inverse kinematics problem has a
positive-dimensional solution with 6, = +m and 6; = T'. We will refer
to cases where the inverse kinematics problem has a higher than ordinary
dimension as exceptional sets.

The forward kinematics equations extend naturally to the complexes,
where the situation is somewhat simpler due to the completeness of the
complex number field. Over the complexes, for generic a,b, the inverse
kinematics problem has two isolated solutions everywhere except at singu-
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larities where it has a double root. The forward and inverse kinematics
maps still make sense, but the reachable workspace is no longer relevant.
Since a real robot can only produce real joint angles, the maps over the re-
als and the corresponding reachable workspace are ultimately of paramount
interest, but to get to these, it can be convenient to first treat the prob-
lem over the complexes. The roots of the inverse kinematics problem over
the complexes are real whenever the hand location is within the reachable
workspace.

The problem of analysing the reachable workspace for the robot with
parameters g comes down to finding the singularity surface

S, = {0 € T3 | rank dg K3r(0; q) < 3}, (3.8)

where dy K3r denotes the 3 x 3 Jacobian matrix of partial derivatives of K3p
with respect to the joint angles. The boundaries of the reachable workspace
are contained in the image of the singularities, K3r 4(S;). Again, it is often
simplest to first treat this problem over the complexes and then to extract
the real points in the complex solution set.

We note that the forward and inverse kinematics problems are defined
by the analyst according to the intended usage of the device; there may
be more than one sensible definition for a given mechanism. These are all
related to the same essential kinematics of the device, usually related by
simple projection operations. As a case in point, consider the variant of
the forward and inverse kinematics problems, and the associated reachable
workspace problem, occurring when the robot is applied not to locating
the hand in position and orientation but rather simply positioning its tip
without regard to the orientation with which this position is attained.

In the position-only case, we have a new forward kinematics map K}, :
T3 xR3 — R? which may be written in terms the projection 7 : SE(3) — R2,
7 : (Ry, Ry, ¢3) — (R, Ry), as Kl = mo K3g. Holding the parameters
of the robot fixed, the forward kinematics problem for K7 is still unique,
but the inverse kinematics problem (finding joint angles to reach a given
position) now has a solution curve. The positional 3R planar robot is said
to be kinematically redundant, and motion along the solution curve for a
fixed position of the end-point is called the robot’s self-motion.

The reachable workspace for the positional 3R robot is either a disc or
an annulus in the plane, centred on the origin. The singularity condition,
similar to equation (3.8),

Sy =10 ¢ T3 | rank dgK4p(0;q) < 2}, (3.9)

gives an image K3p(S;) = m(K3r(S;)) that is the union of four circles
having radii |a = b= ¢|. These correspond to configurations where points O,
P, @, and R are collinear: as shown in Figure 3.2(a), this means the linkage
is fully outstretched or folded into one of three jackknife configurations.
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(a) (b)

Figure 3.2. Singularities and positional workspace for 3R planar robot.

Rotation of the first joint does not affect the singularity, so the projection
of each singularity curve gives a circle in the workspace.

The outer circle is a workspace boundary, while the inner circle may or
may not be a boundary depending on the particular link lengths. If any
point in the interior of the smallest circle can be reached, then the entire
inner disc can be reached. In particular, the origin can be reached if and
only if the link lengths satisfy the triangle inequality:

max(a, b, c) < a+ b+ c—max(a,b,c).

For the particular case we are illustrating, this is satisfied, as is shown in
Figure 3.2(b). The two intermediate circles are never workspace boundaries,
but they mark where changes occur in the topology of the solution curve
for the inverse kinematics problem.

This illustrates the general principle that potential boundaries of real
reachable workspaces are algebraic sets given by equality conditions, and the
determination of which patches between these is in or out of the workspace
can be tested by solving the inverse kinematics problem at a test point inside
the patch.
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In short, we see that the 3R planar robot has three associated kinematics
problems, as follows. For all these problems, the robot design parameters
q = (a,b,c) are taken as given.

(1) The forward kinematics problem for a given robot ¢ is to find the hand
location from knowledge of the joint angles. This has the unique solu-
tion (R, Ry, ¢3) := K3r(0;q).

(2) The inverse kinematics problem for a given robot ¢ is to find the joint
angle sets that put the hand in a desired location, H € SE(2). The
answer, denoted K, ]%7 ,(H), is the solution for ¢ of the equations H —
K3r(6;q)=0. For generic cases, the solution set is two isolated points.

(3) The reachable workspace problem is to find the boundaries of the real
working volume of a given robot ¢. This can be accomplished by com-
puting the singularity surface S, of equation (3.8).

An additional problem of interest is to identify exceptional cases, especially
cases where the dimensionality of the solutions to the inverse kinematic
problem is larger than for the general case. More will be discussed about
this in Section 12. For this problem, we let the robot parameters ¢ = (a, b, ¢)
vary and seek to solve the following.

(4) The exceptional set problem for forward kinematics function Ksg is to
find

Dy ={(0,q,H) € T° x R* x SE(2)|dim{0 € T?|K3r(0;q) = H} > 1},
(3.10)

where dim X means the dimension of set X. As will be described later, it
is preferable in general to use local dimension instead of dimension, but it
makes no difference in the 3R case. We described one exceptional set in
the discussion of the inverse kinematic problem above. The exceptional set
problem is significantly more difficult than the other three; the difficulty is
only hinted at by the fact that all the symbols (01, 62,63, a,b, ¢, Ry, Ry, ¢3) €
T3 x R3 x SE(2) are variables in the problem.

All four problems exist as well for the positional 3R robot and its forward
kinematics map K} (6; ¢). The generic inverse kinematics solutions become
curves, and the exceptional set problem would find robots in configurations
where the inverse solution has dimension greater than or equal to two.

In the problem statements of items (1)—(4) above, we have reverted to
writing functions of angles, implying a trigonometric formulation. However,
it is clear from the earlier discussion that all of these problems are easily
restated in terms of systems of polynomial equations.
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X
Z3 = —

Figure 3.3. Schematic six-revolute serial-link robot.

3.1.2. Spatial 6R robot

The spatial equivalent of the 3R planar robot is a 6R chain, illustrated in
Figure 3.3. In the drawing, the six spool-like shapes indicate the rotational
joints, which have axes labelled zi,...,z6. Vectors x1,...,Xg point along
the common normals between successive joint axes. Frame X, yo, Zg is the
world reference frame, and a final end-effector frame x7, y7, zy marks where
the hand of the robot arm would be mounted. The purpose of the robot
is to turn its joints so as to locate the end-effector frame in useful spatial
locations with respect to the world frame. For example, these destinations
may be where the hand will pick up or drop off objects.

The set of all possible positions and orientations of a rigid body in three-
space is SE(3) = R3 x SO(3), a six-dimensional space. Accordingly, for
a serial-link revolute-joint spatial robot to have a locally one-to-one map-
ping between joint space and the workspace SE(3), it must have six joints.
With fewer joints, the robot’s workspace would be a lower-dimensional sub-
space of SE(3). With more, the robot is kinematically redundant and has
a positive-dimensional set of joint angles to reach any point in the interior
of its workspace. With exactly six joints, the robot generically has a finite
number of isolated points in joint space that produce the same hand location
in SE(3).

For a general 6R robot and a general hand location, the 6R inverse kine-
matics problem has 16 isolated solutions over the complexes, while the num-
ber of real solutions may change with the hand location. The singularity
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surfaces divide the reachable workspace into regions within which the num-
ber of real isolated solutions is constant. This includes, of course, the bound-
aries between the reachable workspace and its exterior, where no solutions
exist. Robots with special geometries, which are very common in practice,
may have a lower number of isolated solutions, and for some hand locations
and special robot geometries, positive-dimensional solution sets may arise.
Thus, we see that the four types of problems discussed for the 3R robot
extend naturally to the 6R robot, although one may expect the answers to
be somewhat more complicated and harder to compute.

The most common way to formulate the kinematics of a serial-link robot
is to use 4 x 4 transformation matrices of the form:

A= [8’; ‘11] CeS0@3), deR™, 05=1[00 0]. (3.11)

The set of all such matrices forms a representation of SE(3). Pre-multi-
plication by A is equivalent to a rotation C' followed by a translation d.
When put in this form, a rotation of angle  around the z axis is written

cos@ —sinf 0 O
sinf cosf
0 0
0 0

We may use the 4 x 4 representation to build up the chain of transforma-
tions from one end of the robot to the other. The displacement from the
origin of link 1, marked by x1,21, to the origin of link 2, marked by xo, zo,
is R,(01)A1, where A; is a constant transform determined by the shape of
link 1. In this manner, the final location of the hand with respect to the
world reference system, which we will denote as H € SE(3), can be written

R.(0) = (3.12)

O = O
= o O

in terms of seven link transforms Ay, ..., Ag € SE(3) and six joint angles as
6
H = Ksr(0;q) == Ag H R.(0,)A;. (3.13)
j=1

Here, the set of parameters ¢ is the link transforms, so ¢ € SE(3)7, while
the joint space is the six-torus: # € T6. As in the planar case, to convert
from this trigonometric formulation to an algebraic one, we simply adopt
unit circle representations of the joint angles.

It is clear that the four basic problem types discussed for the 3R robot
(forward, inverse, workspace analysis, and exceptional sets) carry over to
the 6R case with Kggr playing the role of K3pg.

3.2. Four-bar linkages

The reachable workspaces of 3R and 6R robots have the same dimension
as the ambient workspace, SE(2) and SE(3), respectively. This is not true
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Figure 3.4. Four-bar linkage.

for many mechanisms used in practice. In fact, it is precisely the ability to
restrict motion to a desired subspace that makes many mechanisms useful.

Consider, for example, the four-bar linkage, illustrated in Figure 3.4. As
is customary, we draw the three moving links, two of which are attached
to the ground at points A; and As. The ground link counts as the fourth
bar; a convention that was not yet adopted in some of the older papers
(e.g., Cayley (1876), Clifford (1878) and Roberts (1875)). The middle link,
triangle By B2 P, is called the coupler triangle, as it couples the motion of
the two links to ground, A1 B; and A3 Bsy. Four-bars can be used in various
ways, such as

e function generation, i.e., to produce a desired functional relationship
between angles ©1 and Os;

e path generation, i.e., to produce a useful path of the coupler point P,
as shown in Figure 3.4(b); or

e body guidance, in which the coordinated motion in SE(2) of the coupler
link is of interest.

The path of the coupler point P is called the coupler curve. In the example
shown in Figure 3.4(b) the coupler curve has two branches; the mechanism
must be disassembled and reassembled again to move from one branch to the
other. (Over the complexes, the curve is one irreducible set. Whether the
real coupler curve has one or two branches depends on inequality relations
between the link sizes.)

To specify a configuration of a four-bar, one may list the locations of the
three moving links with respect to the ground link. That is, a configuration
is a triple from SE(3)3. We may take these as (A1,©1), (Az,02) and (P, ®).
For generic link lengths, the mechanism has a 1DOF motion, a curve in
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SE(3)3. The whole family of all possible four-bars is parametrized by the
shapes of the links and the placement of the ground pivots. These add up
to 9 independent parameters, which we may enumerate as follows:

e positions of ground pivots A; and Ag in the plane (4 parameters);
e lengths |A1By], |A2Bs|, |B1P|, and |BaP| (4 parameters); and
e angle /B PB; (1 parameter).

Clearly, the motion of a four-bar is equivalent to the self-motion of a
kinematically redundant positional 3R robot whose end-point is at As. The
workspace regions drawn in Figure 3.2 now become the regions within which
we may place Ao without changing topology of the motion of the four-bar.
The boundaries delineate where one or more of the angles ©1, ©2, and ¢
change between being able to make full 360° turns or just partial turns.

As in the case of the 3R robot, we may use several different ways to write
down the kinematic relations. One particularly convenient formulation for
planar mechanisms, especially those built with rotational joints, is called
isotropic coordinates. The formulation takes advantage of the fact that a
vector v = ax+by in the real Cartesian plane can be modelled as a complex
number v = a + bi. Then, vector addition, u + v, is simple addition of
complex numbers, u + v, and rotation of vector v by angle © is e©v.

Suppose that in Cartesian coordinates P = (z,y), so that the location of
the coupler link is represented by the triple (z,y, ®), which we may view
as an element of SE(2). To make the Cartesian representation algebraic,
we switch to the unit circle coordinates (z,y,cq,s0) € V(c3 + s3 — 1),
which is an isomorphic representation of SE(3). In isotropic coordinates,
the representation of SE(3) is (p, p, ¢,¢) € V(¢p — 1), where

p=x+iy, p=x—iy, ¢=¢% H=ec% (3.14)
When (z,y, ®) is real, we have the complex conjugate relations

p*=p and ¢* =0, (3.15)

where *’ is the conjugation operator. The isotropic coordinates are merely
a linear transformation of the unit circle coordinates:

e e T A F Y

To model the four-bar linkage using isotropic coordinates, we draw a
vector diagram in the complex plane, shown in Figure 3.5. Point O marks
the origin, from which vectors a; and as mark the fixed ground pivots and
vector p indicates the current position of the coupler point. As the coupler
rotates by angle ®, its sides rotate to ¢b; and ¢bs, where ¢ = '®. The links
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o

Figure 3.5. Vector diagram of a four-bar linkage.

to ground have lengths ¢; and /5. Letting 0; = ¢, j =1,2, we may write
two vector loop equations:

0161 = p+ ¢b1 — aq, (3.16a)
0202 = p + Ppba — as. (3.16b)
Since ay,az, by, be are complex vectors, their isotropic representations in-
clude the conjugate quantities ai,ag, b1, b2, with a; = aj, etc., for a real

linkage. Accordingly, the vector loop equations imply that the following
conjugate vector equations must also hold:

619_1 =p+ d_)l_)l —ar, (317&)
52@2 =p+ (2)[32 — a9. (3.17b)

Finally, we have unit length conditions for the rotations:
016, =1, 600, =1, and o¢p=1. (3.18)

Altogether, given a four-bar with the parameters a1, a1, as, @s, b1, by, ba, ba,
01,09, we have 7 equations for the 8 variables p,p, ¢, ¢, 01,01, 602,65, so we
expect in the generic case that the mechanism has a 1IDOF motion.

While equations (3.16)—(3.18) describe the complete motion of the four-
bar, we might only be interested in the path it generates. In general, in
such cases we might just invoke a projection operation,

K: (pvﬁa ¢7 CE, 017§1a927§2) — (paﬁ)7

and keep working with all the variables in the problem. However, in the case
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of the four-bar, we can easily perform the elimination operation implied by
the projection. First, the rotations associated to ©1 and O, are eliminated
as follows:

0} = (p+ ¢by — ar)(p+ ¢by — a1), (3.19a)

03 = (p+ ¢ba — a2) (P + ¢by — d2). (3.19Db)
After expanding the right-hand sides of these and using ¢¢ = 1, one finds
that the equations are linear in ¢, ¢. Consequently, one may solve these
using Cramer’s rule to obtain a single coupler curve equation in just p,p.

Using |a (| to denote the determinant of a 2 X 2 matrix having columns «
and 3, we may write the coupler curve equations succinctly as

feep,p:0) = v ullv u| + |u al” =0, (3.20)

where

(p— a2)(p — a@z) + baba — 3 (3.21)
[bl(ﬁ — al):| and G — [51 (p — al):| '
ba(p — a2) ba(p — az)]’

and where ¢ is the set of linkage parameters:
q= (CL]_,CLQ,b]_,b27dl7a2761,i)2,£1,£2).

Inspection of equations (3.20) and (3.21) shows that the coupler curve is
degree six in p, p, and in fact, the highest exponent on p or p is three. In other
words, the coupler curve is a bi-cubic sextic. The number of monomials in
a bi-cubic equation in two variables is 16, which is sparse compared to the
possible 28 monomials for a general sextic. The bi-cubic property implies
that a coupler curve can intersect a circle in at most 6 distinct points, one
of the important properties of coupler curves.

The coupler curve equation answers the workspace analysis question for
four-bar path generation. For example, the question of where the coupler
curve crosses a given line comes down to solving a sextic in one variable, a
process that can be repeated for a set of parallel lines to sweep out a picture
of the whole curve in the plane. (This is not the simplest procedure that
can be applied for this mechanism, but it is a workable one.)

A much tougher kind of question inverts the workspace analysis problem.
These are synthesis problems of finding four-bars whose coupler curve meets
certain specifications. For example, we might request that the coupler curve
interpolate a set of points. The most extreme case is the nine-point synthesis
problem of finding all four-bars whose coupler curve interpolates nine given
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points.! Essentially, this means solving for the parameters ¢ that satisfy the
system:

fcc(pjvpjvc,I) :05 j:07"'>87 (322)

for nine given points (p;,p;) € C?, j = 0,...,8. This problem, first posed
by Alt (1923), finally succumbed to solution by polynomial continuation in
1992 (Wampler, Morgan and Sommese 1992, 1997), where it was demon-
strated that 1442 coupler curves interpolate a generic set of nine points,
each coupler curve generated by three cognate linkages (Roberts’ cognates
(Roberts 1875)).

The system of equation (3.22) consists of nine polynomials of degree eight.
Roth and Freudenstein (1963) formulated the problem in a similar way, but
ended up with eight polynomials of degree seven. Since this version has
become one of our test problems, we give a quick re-derivation of it here.
The key observation is that since we are given the nine points, we may choose
the origin of coordinates to coincide with the first one: (po,po) = (0,0).
Moreover, the initial rotations of the links can be absorbed into the link
parameters, so we may assume that 01,05, P = 0 at the initial precision
point. Accordingly, at that point equation (3.19) becomes

6} = (b — a1) (b — @), (3.23a)
ﬁ% = (bg — (ZQ)(BQ - @2). (323b)

Substituting from these into the expression for v in equation (3.21), one
may eliminate /2 and ¢3. Accordingly, the Roth-Freudenstein formulation
of the nine-point problem is

fcc(pjaﬁﬁq) = Oa .7 = 17 cee 781 (324)

with the precision points (p;, pj) given and with variables a1, as, b1, b2, a1, az,
b1, by. Although the equations appear to be degree eight, the highest-degree
terms all cancel, so the equations are actually degree seven. Hence, the total
degree of the system is 7%. The original Roth-Freudenstein formulation did
not use isotropic coordinates, but their equations are essentially equivalent
to the ones presented here.

Various other synthesis problems can be posed to solve engineering design
problems. The nature of the synthesis problem depends on the use to which
the linkage is being applied. For example, if the four-bar is being used for
function generation, one may seek those mechanisms whose motion inter-
polates angle pairs (01,03 ;) € R? (for up to five such pairs). For body

! Nine is the maximum possible number of generic points that can be interpolated ex-
actly, because that is the number of independent parameters. Although we have 10
parameters in ¢, there is a one-dimensional equivalence class. This could be modded out
by requiring that by be real, i.e., by = b;. We enumerated a count of nine independent
parameters earlier in this section.
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guidance, one may specify triples (p;, p;, ®;) € SE(2) for up to five poses.
Instead of just interpolating points, synthesis problems can also include
derivative specifications (points plus tangents). Kinematicians sometimes
distinguish between these as ‘finitely separated’ versus ‘infinitesimally sep-
arated’ precision points. Every synthesis problem has a maximum number
of precision points that can be exactly interpolated. If more points are
specified, one may switch from ezact synthesis to approzimate synthesis,
in which one seeks mechanisms that minimize a sum of squares or other
measure of error between the generated motion and the specified points.

While this subsection has focused on the four-bar planar linkage, it should
be appreciated that similar questions will arise for other arrangements of
links and joints, and like the 6R spatial generalization of the 3R planar
robot, some of these move out of the plane into three-space.

3.8. Platform robots

Suppose you are given the task of picking up a long bar and moving it
accurately through space. While it may be possible to do so by holding the
bar with one hand, for a more accurate motion, one naturally grasps it with
two hands spread a comfortable distance apart. This reduces the moments
that must be supported in one’s joints. On the down side, a two-hand grasp
limits the range of motion of the bar relative to one’s body due to the finite
length of one’s arms.

Similar considerations have led engineers to develop robotic mechanisms
where multiple chains of links operate in parallel to move a common end-
effector. Generally, this enhances the robot’s ability to support large mo-
ments, but this comes at the cost of a smaller workspace than is attained
by a serial-link robot of similar size. While many useful arrangements have
been developed, we will concentrate on two ‘platform robots’: one planar
and one spatial. In each case, a moving end-effector link is supported from
a stationary base link by several ‘legs’ having telescoping leg lengths. As
SE(2) and SE(3) are 3- and 6-dimensional, respectively, it turns out that
the number of legs that make the most useful mechanisms is also 3 and
6, respectively. We begin with the planar 3-RPR platform robot and then
address the related 6-SPS spatial platform robot. (These notations will be
explained shortly.)

3.8.1. 3-RPR planar robot

Recall that R indicates a rotational joint and P indicates a prismatic joint.
An RPR chain is a set of four links in series where links 1 and 2 are connected
by an R joint, 2 and 3 by a P joint, and 3 and 4 by another R joint. A 3-
RPR planar robot has three such chains wherein the first and last links are
common to all three chains. This arrangement is illustrated in Figure 3.7(a).
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Figure 3.6. Pentad (3-RR) linkage.

Before working further with the 3-RPR robot, we first consider what
happens to a four-bar linkage if we add a fifth link between its coupler
point and a new ground pivot, Az, as shown in Figure 3.6(a). As it has
five links, this new linkage is known as the pentad linkage. Due to the new
constraint imposed on the motion of P by the link A3 P, the pentad becomes
an immobile structure. The possible assembly configurations can be found
by intersecting the four-bar coupler curve (branches C; and C3) that we
first met in Figure 3.4(b) with the circle C3 centred on Az with radius [AP].
As shown in Figure 3.6(b), this particular example has six real points of
intersection, one of which gives the illustrated configuration. We already
noted in the previous section that due to the bi-cubic nature of the coupler
curve, there are generically six such intersection points over the complexes.
In this example all of them are real.

The pentad could be called a 3-RR mechanism, as the three links (legs)
between ground and the coupler triangle have R joints at each end. If we
add ‘prismatic’ slider joints on each leg, it becomes the 3-RPR platform
robot shown in Figure 3.7(a). The prismatic joints allow the leg lengths
l1,49,05 to extend and retract, driven by screws or by hydraulic cylinders.
Thus, the input to the robot are the three leg lengths (/1, (2, f3) € R3, and
the output is the location of the coupler triangle, a point in SE(2).

We have already done most of the work for analysing the 3-RPR robot
when we formulated equations for the four-bar linkage. The vector dia-
gram in Figure 3.7(b) is identical to Figure 3.5 except for the addition of
vector as to the new ground pivot and the new link length /3. Using the
same conventions for isotropic coordinates as before, we simply add the new
equations

{303 = p — agz, 5353 =p—az and 9353 =1. (3.25)
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Figure 3.7. 3-RPR planar platform robot.

If we wish to eliminate ©3, we replace these with the circle equation

(3= (p—a3)(p — a). (3.26)

The inverse kinematics problem is to find the leg lengths (¢1, {2, ¢3) given
a desired location of the coupler triangle (p,p, ¢,¢) € SE(2). Since the leg
lengths must be positive, they can be evaluated uniquely from equations
(3.19) and (3.26).

In the opposite direction, the forward kinematics problem comes down to
computing the simultaneous solution of equations (3.20) and (3.26). This is
the same as solving the pentad problem illustrated in Figure 3.6(b), which
has up to six distinct solutions. Notice that once we have found (p,p) from
this intersection, we may recover (¢, $) from equation (3.19), where they
appear linearly. Using the notation of equation (3.21) for 2 x 2 determinants,
this solution reads

¢=lavl/lual, ¢=lvul/luil (3.27)

3.8.2. 6-SPS ‘Stewart-Gough’ platform

A natural generalization of the 3-RPR planar platform robot is the 6-SPS
spatial platform robot, where the rotational R joints are replaced by spher-
ical S joints and the number of legs is increased to six. This arrangement,
illustrated in Figure 3.8, is usually referred to as a ‘Stewart-Gough? plat-
form’. The device has a stationary base A and a moving platform B con-
nected by six legs of variable length. The six legs acting in parallel can

2 For historical reasons, the arrangement first became widely known as a Stewart plat-
form, although D. Stewart’s invention actually had a different design. As it appears
that E. Gough was the true first inventor of the device, current usage (Bonev 2003)
now credits both contributors.
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Figure 3.8. General Stewart—Gough platform robot.

support large forces and moments, which makes the platform robot ideal
as the motion base for aircraft simulators, although it has many other uses
as well.

Most practical versions of the device resemble the arrangement shown
in Figure 3.9, where the six joints on the base coincide in pairs, forming
a triangle, and those on the moving platform are arranged similarly. The
edges of these triangles along with the six connecting legs form the twelve
edges of an octahedron. In more general arrangements, such as the one
shown in Figure 3.8, the joints have no special geometric configuration.

It is easy to see that if the legs of the platform are allowed to extend and
retract freely without limit, the moving platform can be placed in any pose,
say (p,C) € SE(3), where p € R3 is the position of a reference point on
the platform and C' € SO(3) is a 3 x 3 orthogonal matrix representing the
orientation of the platform. Let a; € R3,j =1,...,6 be vectors in reference
frame A to the centres Ay,..., Ag of the spherical joints in the base, and
let b; € R3, 1,...,6 be the corresponding vectors in reference frame B for
the joint centres Bj,..., Bg in the moving platform. Figure 3.8 labels the
joints and joint vectors for leg 1. The length of the jth leg, denoted L; is
just the distance between its joint centres:

L} = [4;Bj]* = ||p + Cb; — aj]3
=(p+Cbj—a)l(p+Cb;—a;), j=1,...,6. (3.28)

This spatial analogue to equation (3.19) solves the inverse kinematic prob-
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Figure 3.9. Octahedral Stewart—Gough platform robot.

lem for the 6-SPS robot. There is only one inverse solution having all
positive leg lengths.

Another way to view equation (3.28) is that when leg length L; is locked,
it places one constraint on the moving platform: joint centre B; must lie
on a sphere of radius L; centred on joint centre A;. Since SE(3) is six-
dimensional, it takes six such constraints to immobilize plate B, turning
the robot into a 6-SS structure. The forward kinematics problem is to find
the location of B given the six leg lengths, that is, to solve the system of
equations (3.28) for (p,C) € SE(3) given the leg lengths (L1, ..., Lg) and
the parameters of the platform (a;,b;), j=1,...,6.

Notice that for the platform robots, the inverse kinematics problem is
easy, having a unique answer, while the forward kinematics problem is more
challenging, having multiple solutions. This is the opposite of the situation
for serial-link robots. It can happen that both directions are hard; for
example, consider replacing the simple SPS-type legs of the Stewart—Gough
platform with ones of type 5R.

It is somewhat inconvenient to solve the forward kinematics problem as
posed in equation (3.28), because we must additionally impose the condi-
tions for C' to be in SO(3), namely CTC = I and det C = 1. In the planar
3-RR case, isotropic coordinates simplified the treatment of displacements in
SE(2). Although isotropic coordinates do not generalize directly to SE(3),
there is an alternative applicable to the spatial case: Study coordinates.
Just as isotropic coordinates (p,p, ¢, ¢) € C* are restricted to the bilinear
quadric ¢¢ = 1, Study coordinates [e, g] € P7 are restricted to the bilinear
quadric Sz = V(Q), where

Qle,g) = e'g = eogo + e1g1 + €292 + e3g3 = 0. (3.29)

The isomorphic mapping between Study coordinates [e, g] € S? C P and
(p,C) € C3 x SO(3) is discussed in the Appendix. In Study coordinates,
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translation p is rewritten in terms of [e, g] via quaternion multiplication
and conjugation as p = g * €’/(e x €’) while rotation of vector v by rotation
matrix C is rewritten as Cv = ex v x €' /(e x €).

In Study coordinates, the leg length equations become:

LZ=|(gx€é +exbjxe)/(exe)—aj|3, j=1,...,6. (3.30)

Using the relations ||v||? = v *v’, and (a*b)’ = V' *d’, one may expand and
simplify equation (3.30) to rewrite it as

Ozg*g’+(bj*b9+aj*a;—L?)e*e’—l—(g*b;*e’+e*bj*g’)
—(gxe' xa;+ajxexg) —(exbjxe xaj+ajrexb)xe)
:ng+gTBje+eTAje, j=1,...,6. (3.31)

In the last expression, g and e are treated as 4 x 1 matrices and the 4 x 4
matrices A; (symmetric) and B; (antisymmetric) contain entries that are
quadratic in aj, b;j, L;. Expressions for A; and B; can be found in Wampler
(1996). In the forward kinematics problem, A; and B; are considered
known, so these equations along with the Study quadric equation, equa-
tion (3.29), are a system of seven quadrics on P7. The forward kinematics
problem is to solve these for [e, g] € P7 given the leg lengths (L1,..., Lg).

The forward kinematics problem for general Stewart—Gough platforms
received extensive academic attention leading up to its effective solution in
the early 1990s. It can be shown that a generic instance of the problem
has 40 isolated solutions in complex P7. The first demonstration of this was
numerical, based on polynomial continuation (Raghavan 1991, 1993), while
around the same time others published demonstrations based on Grobner
bases over a finite field (Lazard 1993, Mourrain 1993) and a proof by abstract
algebraic geometry (Ronga and Vust 1995). The formulation of the problem
in Study coordinates was arrived at independently by Wampler (1996), who
gave a simple proof of the root count of 40, and Husty (1996), who showed
how to reduce the system to a single degree 40 equation in one variable.
Using current tools in numerical algebraic geometry, the solution of seven
quadrics is a simple exercise, requiring from a few seconds to a minute or so
of computational time, depending on the computer applied to the task, to
track 27 homotopy paths. As we shall discuss further below, once the first
general example has been solved to find just 40 solutions, all subsequent
examples can be solved by tracking only 40 homotopy paths.

4. Algebraic kinematics

Now that we have discussed a variety of problems from kinematics, let us
examine how we may fit them all into a common framework. This frame-
work will help show why so many problems in kinematics are algebraic at
their core.
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4.1. Rigid-body motion spaces

In the examples, we have already dealt in some detail with SE(3), the six-
dimensional set of rigid-body transformations in three-space. The most
useful representations of SE(3) are as follows.

e (p,C) € R?*x SO(3), where SO(3) = {C e R¥3 | CTC =I,det C = 1}.
This acts on a vector v € R3 to transform it to u = Cv + p.

e The 4x4 homogeneous transform version of this, where (p, C') are placed
in a matrix so that the transform operation becomes

i=1o 50

e Study coordinates [e, g] € Sz C P7, where S2 = V(el'g) and the trans-
form operation is
u=(ervee +gre)/(exe).

In all three cases, the representations live on an algebraic set and the trans-
form operation is also algebraic.

There are several subgroups of SE(3) that are of interest. Most prominent
is SE(2), the set of planar rigid-body transformations, with representations
as follows.

e (p,C) € R?x SO(2), where SO(2) = {C € R?*? | CTC = I,det C = 1}.
The transform rule looks identical to the spatial case: u = Cv + p.

e The unit circle form {(z,y, s,c) € R* | ¢+ s = 1}. This is the same as
the former with p = zi + yj and

c- s )

e The tangent half-angle form (z,y,t) € R3?, in which rotations become

11— -2t
T142 | 21—t

e Isotropic coordinates {(p,p,0,0) € C* | 09 = 1}. Real transforms must
satisfy p* = p and 6* = . The action of transform (p, p, 6, 8) on a vector
given by isotropic coordinates (v, v) is the vector (u,u) given by

(w,u) = (p+ 6v,p+ 0v).

Again, each of these representations lives on an algebraic set and has an
algebraic transform operation. Clearly, SE(2) is a three-dimensional space.

Another subspace of interest is the set of spherical transforms, that is,
just SO(3), another three-dimensional space. This is SE(3) with the trans-
lational portion set identically to zero. The terminology ‘spherical’ derives
from the fact that this is the set of motions allowed by a spherical ball set
in a spherical socket of the same diameter.
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At root, all of these are algebraic because an essential property of a rigid-
body transform is the preservation of distance between any two points.
Squared distances are, of course, algebraic. The second property is that
the transform must preserve handedness, as we do not wish to transmute a
rigid body into its mirror image. It is this latter consideration that restricts
the rotational portion to SO(3), which is the component of the set of all
orthogonal matrices, O(3), that contains the identity matrix.

4.2. Algebraic joints

A mechanism is a collection of rigid bodies connected by joints. Without
the joints, each body could move with six degrees of freedom anywhere
in SE(3). Typically, we declare one body to be ‘ground’ and measure the
locations of all the other bodies relative to it, so a collection of n bodies lives
in SE(3)""1. Joints are surfaces of contact between bodies that constrain
the motion of the mechanism to a subset of SE(3)"~!. Algebraic joints are
those which constrain a mechanism to algebraic subsets of SE(3)" 1.

The most important joints for building mechanisms are the lower-order
pairs. These are pairs of identical surfaces that can stay in full contact
while still allowing relative motion. In other words, they are formed by
a surface that is invariant under certain continuous sets of displacements.
The lower-order pairs form six possible joint types, having the following
standard symbols.

R ‘Revolute’. A surface of revolution is invariant under rotation about its
axis of symmetry. A general R pair allows a 1DOF rotational motion
equivalent to SO(2). An example is a door hinge.

P ‘Prismatic’. A surface swept out by translating a planar curve along a
line out of its plane. A general P pair allows a 1DOF translational
motion. An example is a square peg in a matching square hole.

H ‘Helical’, also known as a ‘screw joint’. A surface swept out by a curve
that simultaneously rotates and translates about a fixed axis, with the
two rates in fixed proportion. This yields a 1IDOF motion for a general
H pair. The ratio of the linear rate to the rotational rate is called the
‘pitch’ of the screw. An example is a nut on a screw.

C ‘Cylindrical’. A round peg in a matching round hole can both rotate
around the axis of symmetry and translate along it independently,
generating a 2DOF motion.

E ‘Plane’, from the German ‘ebener’ since P is already taken. Plane-to-
plane contact allows a 3DOF motion, namely the set SE(2).

S ‘Spherical’. A spherical ball in a matching spherical socket allows a 3DOF
motion, the set SO(3).
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The importance of the lower-order pairs derives from the fact that surface-
to-surface contact spreads forces of contact over a larger area, reducing
stresses that might wear out the machinery.

Fortunately — from the viewpoint of an algebraic geometer — five of these
six joint types are algebraic. The exception is the H joint. The relative
motion of a helical joint of pitch p with axis through the origin along the z
direction is given by 4 x 4 transforms of the form

cos@ —sinf 0 O

sin@ cosf® 0 O . (A1)
0 0 1 pb
0 0 0 1

The mixture of § with cos  and sin # makes the motion truly trigonometric,
hence non-algebraic. An alternative line of reasoning is to observe that
a helix and a plane containing its symmetry axis intersect in an infinite
number of isolated points. Any algebraic curve in R? intersects a plane in
at most a finite number of isolated points.

Even more fortuitously, helical joints are rarely used as a direct motion
constraint in a manner that impacts kinematic analysis. Instead, screws
are usually used to transmit power along a prismatic joint. Consequently,
the geometric motion of a great many mechanisms is governed by algebraic
joints.

Not all joints in mechanism work are lower-order pairs. Line contact
between two surfaces can be adequate to spread stresses, and it is typical
of many rolling contacts (e.g., wheel on plane). With sufficient lubrication,
even sliding line contacts can endure, such as happens in some cam contacts.

To demonstrate that a joint type is algebraic, one may write down the
constraint conditions it imposes between the transforms for the two bodies in
contact. Suppose (p1,Ch), (p2,C2) € SE(3) are the rigid-body transforms
for bodies 1 and 2. To impose constraints equivalent to the lower-order
joints, we need to specify geometric features that are associated with the
joints. To this end, let a be a point of body 1, given in body 1 coordinates.
The world coordinates of the point are then a = p; + Cja. Similarly, let b
be a point in body 2, so that its world coordinates are b = py + Csob. Let
(u,ug,u3) be a dextral set of mutually orthogonal unit vectors in body 1,
that is, the matrix formed with these as its column vectors is in SO(3). Let
(v1,v2) be orthogonal unit vectors in body 2. The unit vectors transform
into world coordinates as ; = Ciw;, ¢ = 1,2,3, and v; = Covy, i = 1,2.
With these features, the constraints imposed by lower-order pairs R, P, C,
E, and S can be modelled with equations that are algebraic in the transforms
(p1,C1) and (p2, C2) and the features a, b, uj, ug, us, vi, ve, as follows.
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R: a = b and 6; = v1, which after substituting from the expressions above
become

p1 +Cia=p2+Cob, and Ciu; = Covy.
For brevity, in the remaining cases we only give the constraints on the

world coordinates, which the reader may easily expand to get equations in
the transforms and features.

P: ul(b—a)=0,al(b—a)=0, 04 =V, g = V.
C: af(b—a)=0,ul(b—a)=0,0, =¥
E: ul(b—a)=0, 0, =vi.

S: a=b.

Equating two points imposes three constraints, whereas equating two unit
vectors imposes only two independent constraints. From this, we see that
the R joint imposes 5 constraints, the C joint imposes 4, and the E and S
joints each impose 3 constraints. For the P joint, we are equating a pair
of orthogonal unit vectors to another such pair, which together imposes
three constraints. With the other two scalar equations, this brings the total
number of constraints imposed by a P joint to 5. These models are not
minimal with respect to the number of parameters involved, so in practice
we usually write down equations in other ways.? Nevertheless, this suffices
to show that the lower-order pairs R, P, C, E, and S are, indeed, algebraic.

Joints can be described either extrinsically in terms of the constraints they
impose or intrinsically in terms of the freedoms they allow. The foregoing
description is extrinsic. We have already seen how to model R joints intrin-
sically in the discussion of spatial 6R serial-link robots (see Section 3.1.2).
Note that this was written in terms of 4 x 4 transforms R, () from equation
(3.12), which is equivalent to the transform for a helical joint in equation
(4.1) with zero pitch, p = 0. The lower-order pairs can be modelled intrin-
sically using matrices of the form

cosf) —sinf 0 a

sinf cosf 0 b
0 0 1 ¢ (4.2)
0 0 0 1

R: Use (4.2) with a = b = ¢ =0, leaving # as the joint variable.

P: Use (4.2) with # = a = b = 0, leaving ¢ as the joint variable.

3 The Denavit-Hartenberg formalism is a minimal parametrization. See McCarthy
(2000) or any modern kinematics textbook for a definition.
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Table 4.1. Algebraic lower-order pairs:
constraints and freedoms.

/R P C E S

Constraints | 5 5 4 3 3
Freedoms 1 1 2 3 3

C: Use (4.2) with a = b = 0, leaving 6 and ¢ both as joint variables.
E: Use (4.2) with ¢ = 0, leaving 6, a, and b all as joint variables.

S: Use
cC 0
0 1

with C' € SO(3) as the joint freedom.

In an intrinsic formulation, the link geometry is encoded in link transforms
that are interposed between the joints, such as the matrices A; in the for-
mulation of the 6R kinematics in Section 3.1.2.

If ¢ is the number of independent constraints imposed by a joint, then
the number of freedoms of body 2 relative to body 1 allowed by the joint
is 6 — ¢, as summarized in Table 4.1. When modelling the joints with a
low number of freedoms (R, P, C) it is usually more convenient to use an
intrinsic formulation, while S joints are best modelled extrinsically.

4.8. Mechanism types, families, and spaces

To fit a wide variety of kinematics problems into a common format, we need
the definitions of a mechanism type and a mechanism family.

Definition 4.1. A mechanism type is defined by the number of links, nr,
and a symmetric ny, X ny, adjacency matrix 7" whose (i, j)th element denotes
the type of joint between links ¢ and 7, one of R, P, H, C, E, S, or (), where
() indicates no connection. By convention, all diagonal elements are (.

(Each joint appears twice in the matrix: T; ; = T}, are the same joint.)
We assume here that the joints are limited to the lower-order pairs, but
the list of possibilities could be extended. The enumeration of all possible
mechanism types for each value of n;, without double-counting mechanisms
that are isomorphic under renumbering of the links is a problem in discrete
mathematics. Choosing a prospective mechanism type is the first step in
a mechanism design effort, and methods for guiding the enumeration of
promising alternatives fall into the category of type synthesis. In this paper,
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we assume that this crucial step is already done so that we begin with a
mechanism type.

Each mechanism type has an associated parameter space. We have seen
in Section 4.2 one way to model each of the algebraic lower-order pairs,
R, P, C, E, and S, in terms of feature points and unit vectors. The cross-
product space of all these geometric features forms a universal parameter
space for the mechanism type. One may choose to model the joints in a
more parsimonious way, but we assume that in the alternative model there
still exists a parametrization for each joint and an associated parameter
space for all the joints taken together.

Definition 4.2. A wuniversal mechanism family (T,Q) is a mechanism
type 1" with an associated parameter space ) describing the geometry of
the joints. We assume that @ is irreducible.

If one has a parameter space () that is not irreducible, each irreducible
component should be considered to define a separate universal mechanism
family.

Definition 4.3. A mechanism family (T,Q’) is a subset of a universal
mechanism family (7', Q) restricted to an irreducible algebraic subset Q' C Q.

Examples of the common sorts of algebraic restrictions that define a mech-
anism family include the condition that the axes of two R joints in a certain
link must be parallel, perpendicular, or intersecting, etc. As a particular
example, consider that the universal family of spatial 3R serial-link chains
includes the family of 3R planar robots of Section 3.1.1 wherein the R joints
are all parallel. One should appreciate that there can be subfamilies within
families, and so on.

For certain mechanisms, all points of the links move in parallel planes,
hence the links move in SE(2) and the mechanism is said to be planar. In
particular, a mechanism family wherein all joints are either rotational R
with axis parallel to the z-direction or prismatic P with axis perpendicular
to the z-direction is planar.

Definition 4.4. The link space Z for an n link mechanism is SE(3)" 1,
where one of the links is designated as ground (p,C) = (0,7). Any of the
isomorphic representations of SE(3) from Section 4.1 can be used as models
of SE(3). If the mechanism family is planar, then Z = SE(2)"~! in any of
its isomorphic representations from Section 4.1.

Definition 4.5. The mechanism space M of a mechanism family (7', Q)
is the subset of Z x () that satisfies the joint constraints.

Proposition 4.6. If a mechanism family is built with only the algebraic
joints R, P, C, E, and S, then its mechanism space is algebraic.
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Proof. Section 4.1 with the Appendix shows that Z is algebraic and @ is
algebraic by assumption. That is, Z and @ are sets defined by algebraic
equations. Section 4.2 shows that the algebraic joints impose algebraic con-
straints on the coordinates of Z and (), and hence all the defining equations
for M are algebraic. O

Definition 4.7. A mechanism is a member of a mechanism family (7', Q)
given by a set of parameters ¢ € Q.

4.4. Kinematic problems in a nutshell

In this section, we present an abstract formulation that summarizes all the
main types of geometric problems that arise in kinematics. In the next
section, we will discuss more concretely how to map a mechanism into this

formulation.
The key to our formulation is the following diagram:
x—"I y— K .y
7T1T ‘%Ml w‘ TTI’4 (4.3)
X xQ P Q - Py Y x@Q

The main elements of the diagram are four sets X, M, Y, Q and three maps
J, K, 7. The four sets are as follows.

e X is the input space of the mechanism. In robotics, it is usually called
the ‘joint space’. Its coordinates are typically quantities that we com-
mand by controlling motors or other actuators.

e Y is the output space, often called the ‘operational space’ in robotics.
Its coordinates are the final output(s) we wish to obtain from the mech-
anism, such as the location of a robot’s hand.

e () is the parameter space of a family of mechanisms. It is the set of
parameters necessary to describe the geometry of the joints in each link.
Each point in @ is therefore a specific mechanism with designated link
lengths, etc. The whole set () constitutes a family of mechanisms, such
as the set of all 6R robot arms, with the coordinates of () representing all
possible link lengths, etc. We assume that @ is an irreducible algebraic
subset of some C™, that is, it is an irreducible component of V(G) for
some system of analytic functions G : C™ — C™. If V(G) has more than
one irreducible component, then each such component is considered a
different family of mechanisms.

e M is the mechanism space, which describes all possible configurations
of the mechanism for all possible parameters. Let Z be the space of
all possible locations of the links when they are disconnected. That
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is, for an N-link spatial mechanism with one link designated as ground,
7 = SE(3)N~L. Then, M is the subset of Z x @ where the link locations
satisfy the constraints imposed by the joints between them. Let F' :
Z x @@ = C° be a set of polynomials defining the joint constraints.
Then, M = V(F) N V(G) is an extrinsic representation of M. Each
point (z,q) € M is a specific mechanism ¢ € @ in one of its assembly
configurations z € Z. In some cases, it is more natural to describe M
intrinsically via an irreducible set, say ©, that parametrizes the freedoms
of the joints of the mechanism, so that Z becomes © x SE(3)V~1. We
will use this, for example, to describe M for 6R serial-link robots. In
such a representation, F' includes the equations that define © along with
the equations relating link poses to joint freedoms and equations for
the constraints imposed by closing kinematic loops. Formulating such
equations is part of the art of kinematics, and we will not delve into it
in this paper beyond what is necessary to present specific examples.

After choosing a representation for SE(3), and if present, for the joint free-
dom space O, the space Z is a subspace of some Euclidean space, Z C CV,
and z € Z has coordinates z = (z1,...,2,).

Three maps are defined on M, as follows.

e J: M — X is the input map, which extracts from M the input values.
The symbol J acknowledges that the inputs are usually a set of joint
displacements.

e K : M — Y is the output map, which extracts from M the output
values.

e my : M — @ is a projection that extracts the parameters from M. It
is the natural projection operator on Z x @ restricted to M given by

™ - (27Q) = q.

For the moment, we assume only that F, G, J, K are analytic so that the
spaces X, M,Y are analytic sets. Although later we will restrict further to
algebraic maps and algebraic sets, the analytic setting allows a somewhat
wider range of mechanisms into the framework. Specifically, H joints are
analytic but not algebraic.

The commutative diagram is completed by defining J = (J,mp) and
K = (K, ) and the associated natural projections 7y, 7o, 73, 74.

It should be understood that M characterizes a family of mechanisms,
such as the family of spatial 6R serial-link robots, the family of planar four-
bar linkages, or the family of Stewart—Gough platforms. Maps J and K
are tailored to an application of the mechanism. For a four-bar function
generator, J gives the input angle and K gives the output angle, while for a
four-bar path generator, K gives instead the position of the coupler point.
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Using the diagram of equation (4.3), we may succinctly recast all the
problems mentioned in the motivating examples of Section 3. The problems
broadly classified into three types of problems:

e analysis (mobility analysis, forward and inverse kinematics, workspace
analysis),
e synthesis (precision point problems), and

e exceptional mechanisms.

We describe each of these in more detail next.

4.4.1. Analysis
In analysis problems, one has a specific mechanism, say ¢* € @, and one
wishes to analyse some aspect of its motion.

Definition 4.8. The motion of a mechanism given by parameters ¢* € )
in a family with mechanism space M is 7, (¢*) = M NV(q—q*) where (2, q)
are coordinates in Z x (). This can also be called the motion fibre over g*.

In the following, it is also convenient to define the inverses of J and K:

JHz) ={(z,q) e M | J(2,9) =z}, K '(y) ={(2,9) € M | K(2,q) =y}

These are defined for € X and y € Y, respectively. In the set J~!(x)
for a particular z € X, ¢ is not fixed, so this inverse applies across a whole
mechanism family. When we wish to address just one particular mechanism,
q*, we want to consider the inverse of J instead:

T a,q") = {(z.0) € M | J(2,9) = (2,4}

Similarly, we have

K y,q") = {(2,9) € M | K(2,9) = (y,4")}-
The basic problems in analysis are as follows.

e Motion decomposition of a mechanism breaks 7, (¢*) into its irre-
ducible components, often called assembly modes by kinematicians. (See
Section 7 for a description of irreducible components.) The numerical
irreducible decomposition of 7, (¢*) (Section 7.5) finds the dimension
and degree of each assembly mode and provides a set of witness points
on each.

e Motion decomposition of a mechanism family breaks M into its ir-
reducible components. If A C M is one of these components, then
mum(A) C Q is the subfamily of mechanisms that can be assembled in
that mode, dim mys(A) is the dimension of the subfamily, and dim A —
dim 7y (A) is the mobility of that mode.
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e Mobility analysis seeks to find the degrees of freedom (DOFs) of the
mechanism, which is equivalent to

Mobility := dim 7/ (¢*). (4.4)

As the dimension of an algebraic set is always taken to be the largest
dimension of any of its components, this definition of mobility picks
out the assembly mode (or modes) having the largest number of DOFs.
There are simple formulas, known as the Gruebler—Kutzbach formulas,
that correctly estimate the mobility for a wide range of mechanisms, and
even more mechanisms submit to refined analysis based on displacement
group theory, but there exist so-called ‘paradoxical’ mechanisms that
have higher mobility than these methods predict. To handle all cases,
one needs to analyse the equations defining M in more detail, taking into
account that ¢* may be on a subset of @) having exceptional mobility.

e Local mobility analysis finds the mobility of a mechanism in a given
assembly configuration. That is, given (2*,¢*) € Z x @, one wishes to
find

Local mobility := dim,« 4+ i (d). (4.5)

A mechanism can have more than one assembly mode, corresponding
to the irreducible components of W&l(q*). The local mobility is the
dimension of the assembly mode that contains the given configuration,
z*, or if there is more than one such mode, the largest dimension among
these.

e Forward kinematics seeks to find the output that corresponds to a
given input z* for a mechanism ¢*. That is, for z* € X and ¢* € @), one
wishes to find

FK(z*,q%) = K(J Yz*,¢%)). (4.6)

Example: given the joint angles of a particular 6R serial-link robot, find
its hand pose.

e Inverse kinematics is similar to forward kinematics but goes from
output to input. For y* € Y and ¢* € @ find

IK(y*,q") == J(K'(y", ")) (4.7)

Example: given the hand pose of a particular 6R serial-link robot, find
all sets of joint angles that reach that pose.

e Singularity analysis finds configurations where the maps lose rank.
If we have found a motion decomposition of the mechanism, then for
each assembly mode A C 7r]\_41(q*) there is an associated input space

J(A) and an output space K(A). The input and output maps have
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Jacobian matrices 0.J/0z and 0K /0z. Assume for the moment that A
is a reduced algebraic set. (For example, V(x — y) is a reduced line in
the (x,y)-plane, while the double line V((x — y)?) is non-reduced.) For
generic points (z,¢*) € A, the Jacobian matrices have a constant rank,
say rank[0.J/0z(z,q*)] = r; and rank[0K/0z(z,q*)] = rx. Then, there
may be input and output singularities, as follows.

Input singularities: {(z,¢*) € A | rank %(z,q*) < ry}. In the com-
mon case that 0.J/0z is square and generically full rank, these are
the special configurations where, to first order, the mechanism can
move without any change in its input.

Output singularities: {(z,¢*) € A | rank %—I;(z,q*) < ri}. In the
common case that 0K /dz is square and generically full rank, these
are the special configurations where, to first order, the mechanism
can move without any change in its output.

If A is a non-reduced assembly mode, a kinematician might consider the
whole set to be singular, as the defining equations for A are degenerate
in the sense that the column rank of the Jacobian for the system of
equations that define 7'(';/11((]*) is less than the codimension of the set
A. Alternatively, one might wish to consider the input and output
singularities of the reduction of A, which can be analysed via a deflation
of A. (See Section 6.3 for a discussion of deflation.)

e Workspace analysis seeks to find all possible outputs of a robot or
mechanism. Ignoring limits on the inputs, this is just the set K(7/(¢*)).
The main concern in practice is the set of outputs for real assembly con-
figurations, so letting Ar denote the real points in an assembly mode A,
the corresponding workspace is K (Ag). As we discussed in Section 3.1.1,
the boundaries of the real workspace K (Ag) are given by the real out-
put singularities. When joint limits are included, these may also induce
boundaries in the workspace. If B C X is a joint limit boundary, then
K(J~Y(B) Ny} (¢*)) may form part of the workspace boundary. Posi-
tional workspaces and orientational workspaces fit into the same picture
by reformulating K to output just position or orientation.

Example 1: for a 6R serial-link robot, find all possible poses that the
hand can reach.

Example 2: for a given four-bar linkage with output defined as the
position of its coupler point, find the coupler curve.

Example 3: for a 6-SPS (Stewart—Gough) platform robot with limits on
the leg lengths, find all possible poses of the moving platform.
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The motion of a mechanism over the complexes contains its real motion,
but the extraction of the real motion from the complex one can be difficult,
all the more so as the dimensionality of the motion grows. See Section 11
for a discussion. The real motion may break up into smaller pieces than
the complex one: for example, the coupler curve illustrated in Figure 3.4(b)
has two real branches but they both belong to the same irreducible curve
in the complexes. Some branches of a real motion may even have a smaller
dimension than the complex motion that contains them. See Wampler,
Hauenstein and Sommese (2011) for further discussion.

The problems presented above mainly concern the geometry of a mech-
anism’s motion, where principally angles, positions, and poses enter the
picture. As indicated by the questions of singularity analysis, one may also
be concerned with differential relations between these, so that joint rates,
linear velocity, and angular velocity may become objects of study, as might
quantities related to acceleration. Once one has a point on M, differen-
tiation is a straightforward process as is the treatment of the linear maps
defined by the Jacobian matrices for the input and output maps. Even so,
it can be of interest to find computationally efficient procedures for eval-
uating the derivative relations, particularly in real-time control of robots.
Singularity analysis is important as the robot must either be banned from
moving too near its singularities or else special control methods must be
employed to avoid degenerate, and potentially dangerous, behaviour.

4.4.2. Synthesis

While analysis determines how a mechanism moves, synthesis finds mecha-
nisms that move in a specified way. Synthesis problems begin with a set of
desired outputs or a set of input/output pairs and seek to find the mecha-
nisms that will produce these. Synthesis tends to be harder than analysis
because one must consider the ability of the mechanism to reach each desired
state. In essence, we must consider multiple copies of M simultaneously.
The relevant construction in algebraic geometry is called the fibre product.

Definition 4.9. For algebraic sets M and ) with map 7 : M — @, the
fibre product of M over (@) is

M xg M = {(u,v) € M x M | w(u) = m(v)}.

This just means that u and v are two assembly configurations of the same
mechanism ¢, where ¢ = 7(u) = w(v). If F(z;9) = 0 is a set of polynomial
equations that defines M, that is, M = V(F(z;q)), then M xg M simply
repeats the equations keeping the parameters the same in both copies:

M xg M =V(F(z1;q), F(22;q)).
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Clearly, the fibre product operation can be extended to triple fibre prod-
ucts and higher, with the k-fold fibre product defined as

k
[1M =M xq- xoM:={(ur,...,ux) € M¥ | w(ur) = - = m(ug)}.
0 -~

k times

We may define a map 1I : Hg M — @ as the composition of

TX oo X
—_———
k times
with the map (g,...,q) — ¢. The input and output maps J and K also

extend naturally to fibre products, and we can also define a combined in-
put/output map JK as follows:

k
Ky : H M =Yk
Q
where Kj(ug,...,ux) = (K(u1),...,K(ug)), and
k
JK}, HM — (X xY)F,
Q
where JK(ur, .-, ug) = {(J(u), K (un), -, (J (), K (i)}
Note that K1 = K.
With these maps, we may define several kinds of synthesis problems. The

following problems are known as precision point problems, since there is a
set of specified points which the mechanism must interpolate exactly.

(4.8)

e Output synthesis seeks mechanisms that can reach a set of specified
outputs. For (y1,...,yx) € Y*, we wish to find the set

{¢€ Q| Kp(IT'(q)) = (y1,- -, yn)}-
Kinematicians distinguish between different types of output synthesis.

Path synthesis finds mechanisms where the path of a point of the
mechanism interpolates a set of given points. In this case, K is
defined on M such that Y c C3.

Body guidance. In this case, the output is the pose of one body of
the mechanism, that is, Y C SE(3). The purpose of the mechanism
is to guide that body through a set of specified poses.

e Input/output synthesis seeks mechanisms that produce a coordi-
nated input/output relationship specified by a set of input/output pairs.
For ((z1,v1),. ., (xr,yr)) € (X x Y)* we wish to find the set

{a€ QKUY (a) = ((z1.31), - -, (zh, y0))}-
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A common case is a 1IDOF mechanism, such as a four-bar, with the input
being the angle of one link with respect to ground. Then, with K defined
as in a path synthesis problem, the input/output problem becomes path
synthesis with timing. Similarly, one can have body guidance with timing.
(The nomenclature derives from an assumption that the input moves
at a constant rate.) If the input and output are both angles of the
mechanism, then input/output synthesis becomes function generation,
as the precision points approximate some desired functional relationship
between input and output.

What makes these problems difficult is that the whole system of equations
defining M is repeated k times, increasing the total degree of the system
exponentially in k.

For any precision point problem, there is a maximum number of precision
points that can be specified. Roughly speaking, this is the total number
of independent parameters in the mechanism family under consideration
divided by the number of constraints placed on the parameters by each
precision point. If more than the maximum number of precision points is
specified, then there will in general be no mechanism that interpolates them
exactly. One may then reformulate the problem by defining an error metric
and seek mechanisms whose motion best fits the specified approximation
points. This is analogous to finding a best-fit line that approximates three
or more points.

We should note that all these synthesis problems have been formulated
only at the geometric level. It is also possible to specify motions at the
level of velocity or acceleration or to mix specifications at several levels.
For a 1DOF motion, differential relations can be approximated by limits
as precision points approach each other. For this reason, classical synthesis
theory sometimes distinguishes between finitely separated precision points
and infinitesimally separated precision points. We will not discuss synthesis
problems involving differential relations further here.

4.4.3. Exceptional mechanisms

While M describes the motion of an entire family of mechanisms, 7ro41 (¢*) is
the motion of a particular mechanism in the family. For any generic q € @,
attributes such as the mobility of the mechanism or the local mobilities
of its assembly modes all stay constant. However, there may be algebraic
subsets of () where mobilities increase. These exceptional mechanisms are
often called ‘overconstrained mechanisms’, as a slight perturbation of the
parameters off of the exceptional set into a generic position suddenly brings
in extra constraints that reduce mobility. One may define subsets of M
where the local mobility is constant, that is,

Dlt = {(Z7Q) eM ’ dim(z,q) 7T]T/[1(Q) = k} (49)
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The closures of these, Dy = ﬁz, are algebraic sets. When D; C Dy, j > k,
we say that D; is an exceptional set of mechanisms, a family of overcon-
strained mechanisms.

The discovery of exceptional mechanisms is perhaps the most difficult
kind of kinematics problem. One may think of these as a kind of synthe-
sis problem where the only thing that is specified about the motion is its
mobility. As in the precision-point synthesis problems, it turns out that
fibre products play a central role. We leave further discussion of this to
Section 12.

4.5. Fitting into the nutshell

The examples of Section 3 illustrated how a range of problems from kine-
matics can be written as systems of algebraic equations. Moreover, Sections
4.1 and 4.2 show that any mechanism composed of n rigid links connected by
any combination of R, P, C, E, or S joints leads to a set of constraint equa-
tions that is algebraic in the link locations (p;,Cj) € SE(3), j = 1,...,n
and is also algebraic in the parameters defining the joints. In Sections 4.3
and 4.4, we put forward a schema that formulates a wide variety of kine-
matics problems in terms of spaces X, M,Y,Q and maps J, K, between
them. In this section, we will detail how the example mechanism types of
Section 3 fit into this schema.

4.5.1. Planar 3R robots

Consider first the 3R planar serial-link robots. These have ny = 4 links,
one of which is ground. The adjacency matrix has R in each element of
the super- and sub-diagonals and () everywhere else. Since the mechanism
is planar, the link space is Z = SE(2)3. Using the reference frames as
indicated in Figure 4.1, we have coordinates for Z as

21 = (Pampy’-rbyl)) z29 = (Qxavax%yQ)a z3 = (RmaRy7x37y3)a (410)
where (P, Py) are the coordinates of point P, etc., and z; = cos ¢;, y; =
sing;, j = 1,2,3. (Recall from Figure 3.1(c) that ¢1, ¢2, ¢3 are the absolute

rotation angles of the links.) Accordingly, the algebraic equations defining
the link space Z are

w4y —1=0, j=12,3 (4.11)

The parameters of the mechanism are just the link lengths (a,b,¢), so the
parameter space @ is C3. In the plane, the constraint imposed on two
links by a rotational joint is the coincidence of the point of connection.
Point O = (0,0) in the ground must coincide with point (—a,0) in the
reference frame of link 1:

(0,0) = (Py — ax1, Py — ay). (4.12)
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Figure 4.1. Planar 3R robot with reference frames.

Similarly, the other two joints impose the constraints

(vapy) = (Qx_bx%Qy_byZ) and (Qw:Qy) - (RJ;—CCL‘&Ry—CZ/S) (413)

Accordingly, equations (4.11)—(4.13) define the mechanism space M.
To complete the picture, we need the maps m, J, K. The projection 7 :
Z — @ simply picks out the parameters:

7 (21, 22, 23,a,b,¢) — (a, b, c). (4.14)

Assuming the input space X = T is the relative rotation angles (61,6, 03)
(see Figure 3.1(b)) represented by cosine/sine pairs, the difference formulas
for cosine and sine give

J : (21,22, 23,0, b, ¢) (4.15)
= (1, 91), (w221 + Y2y1, Y21 — Tay1), (X372 + Y3y2, Y302 — T3Y2)).

Finally, assuming the output space Y = SFE(2) is the location of reference
frame 3, the output map is

K (21722a23aa7 b’ C) = (23). (416)

If instead the robot is applied to just positioning point R in the plane, we
have Y = C? with the output map

K': (21, 22,23,a,b,¢) — (Ry, Ry). (4.17)
With these definitions, all the problems posed in Section 3.1.1 fit neatly

into the nutshell schema.

4.5.2. Spatial 6R robots
The case of spatial 6R robots is quite similar to the 3R planar case, but
we shall choose to handle the joint constraints by introducing variables
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implicitly modelling the freedom of the joints rather than explicitly writing
constraint equations. A 6R serial-link chain has ny = 7 links, one of which
is ground. The adjacency matrix has entries of R on the super- and sub-
diagonals and () elsewhere. Let the link space be Z = T% x SE(3)%, with unit
circle representations of the joint angles and 4 x 4 homogeneous transforms
for the link locations, so that Z is represented as z = {(c¢j,s;,1j), j =
1,...,6} with

G+s;-1=0, j=1,...,6 (4.18)

The first factor of Z is precisely the joint space X = T and the output is the
location of the ‘hand’, the last frame in the chain, Ti. The link parameters
are 4 x 4 transforms A; € SE(3), j = 0,1,...,6. One can use general
transforms, but the Denavit—Hartenberg formalism shows that by choosing
reference directions aligned with joint axes and their common normals as
indicated in Figure 3.3, it suffices to parametrize the A; as

1 0 0 (Ij
{0 a; —=B; O .
A=, 5 o 4 j=0,...,6. (4.19)
0 0 0 1

In this expression, (a;, 3;) are a cosine/sine pair for the twist of link j, a;
is the length of the link (along its x-direction), and d; is the link offset
distance (along its z-direction). To keep A; in SE(3), these must satisfy

af+ B -1=0, j=0,...,6. (4.20)
With this parametrization, the parameter space is Q = T7 x C* with
coordinates ¢ = (o ,fj,a;5,d;), 7 = 0,...,7. Joint rotations R.(c;,s;) of
the form
c —s 0 0
s ¢ 00
R.(c,s) = 0 0 1 0 (4.21)
0 0 01

alternate with relative link displacements A; to give the transforms of the
link locations as

T1 = AORZ(Cl, 81)A1, TJ = Tj_lR(Cj, Sj)Aj, j = 2, ceey 6. (4.22)

It is easy to see how equation (4.22) leads to equation (3.13) when one
eliminates all but the last transform, Ts. Equations (4.18)—(4.21) define the
mechanism space M in terms of coordinates (z,q). The associated maps
from M to Q, X =T%, and Y = SE(3) are

m:i(z,q9) = q, J:(z,9) = ((¢j,8),7=1,...,6), K:(z,q) — T
(4.23)
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4.5.3. Four-bar linkages

The four-bar has four links with four R joints. If we call the ground link 0,
the two links connected to ground as links 1 and 2, and the coupler as link 3,
then the adjacency matrix has entries 713 = Tb3 = Tp1 = Tp2 = R. We
have already detailed all the necessary equations to describe the four-bar
mechanism family in Section 3.2 using isotropic coordinates. The link space
Z is given by coordinates z = (p,p, ¢, ¢, 01,01, 02,02) subject to the unit
length conditions of equation (3.18) (¢¢ = 6101 = 6,0, = 1). The parame-
ter space is Q = C'° with coordinates ¢ = (a1, @1, az, @z, b1, by, bz, ba, £1, £2).
Equations (3.16)—(3.17) express the conditions for connecting the coupler
link and thereby define the mechanism space M.

The input and output spaces and their associated maps depend on the
application of the mechanism. For path generation, we have output Y = C?
with map K : (z,q) — (p,p). For body guidance, Y = SE(2) with K :
(2,q) — (p, P, ¢, ®). If timing along the coupler curve or timing of the body
motion are of concern, we may name the angle of one of the links connected
to ground as input, say X = T given by .J : (2,q) + (01,61). For function
generation, the input is the angle of link 1 and the output is the angle of
link 2, 50 J : (2,q) — (61,01) and K : (z,q) — (62, 02).

4.5.4. Planar 3-RPR platforms

Coordinates for the mechanism space M of the 3-RPR planar platform
are an extension of those for the four-bar with as, as, 63, 03, /3 appended.
However, there is a shuffle in which coordinates are parameters and which
are variables of the motion. The new maps are

7 (2,9) = (a1,a1,az,as, as, as, by, by, ba, ba),
J: (2,q) = (€1, 42, 03), (4.24)
K :(z,q) = (p,p, ¢, $).

4.5.5. Spatial 6-SPS platforms

For the forward and inverse kinematics problems of the 6-SPS platform, we
do not need to explicitly represent transforms for the upper and lower leg
segments. It is enough to use the leg lengths and the transform for the
moving platform. Hence, the link space is Z = C% x SE(3), and if we use
Study coordinates for SE(3), the space is Z = C% x S2, where S C P7 is the
Study quadric given by equation (3.29). By the notation of Section 3.3.2,
the coordinates of Z are (Lq,..., Lg),[e, g]. The parameter space @) consists
of the vectors a;,b; € C3, j =1,...,6. The mechanism space M is given
by the Study quadric along with the leg length equations (3.31). The input
space X = CS is the set of leg lengths L1, ..., Lg, and the output space is
Y = 562 is the Study quadric for the transform of the moving platform. The
maps J, K are the associated natural projections.
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5. History of numerical algebraic geometry and kinematics

The interaction between algebraic geometry and kinematics dates back to
the nineteenth century, when many leading mathematicians were quite fa-
miliar with kinematics. In this section, we briefly trace the arc from those
beginnings to the current state of the interaction between numerical alge-
braic geometry and kinematics. Symbolic computer algebra with applica-
tion to kinematics, often called computational algebraic geometry,* shares
the same roots, but the scope of this account is limited to the numerical
branch of developments. As our goal is to give a sense of the history, not a
thorough review of the literature, we cite only representative articles here.

In the late nineteenth century, mathematicians such as Chebyshev and
Cayley (see Cayley (1876)), made direct contributions to kinematics, while
Sylvester is known to have followed developments, having presented news of
the Peaucellier straight-line mechanism to the Royal Institution in January
1874 (Sylvester 1874). Offshoots of his investigations into straight-line mo-
tion are the Sylvester plagiograph and the Sylvester quadruplanar inversor
(Dijksman 1976, Kempe 1877). Sylvester’s interest in kinematics was report-
edly spurred by Chebyshev urging him to ‘Take to kinematics, it will repay
you; it is more fecund than geometry; it adds a fourth dimension to space’
(Halsted 1895). J. de Groot’s Bibliography on Kinematics (de Groot 1970)
lists 36 entries by Chebyshev, one of which, Théorie des Mécanismes Con-
nus Sous le Nom de Parallélogrammes (Chebyshev 1854), contains the first
appearance of what are now known as Chebyshev polynomials. Another
famous contribution is the Chebyshev approximate straight-line mechanism
(Kempe 1877, Dijksman 1976). Other mathematical notables with an in-
terest in kinematics include Kempe (1877), Schonflies (see Schonflies and
Greubler (1902)), Study (1891), and Clifford (1878).

The strong interaction between kinematics and algebraic geometry was
suspended in the early twentieth century, when algebraic geometry took
a turn towards abstraction under the Hilbert programme. At this time,
the consideration of concrete examples of polynomial systems fell out of
favour as mathematicians clamoured to obtain results using the power of
the new abstract formalism. In addition, the shift in focus was at least
partially spurred on by the increasing difficulty of carrying out by hand the
calculations required to study new and more challenging systems. How-
ever, kinematicians persevered, relying on the old methodologies, such as
the Sylvester ‘dialytic elimination’ method, a generalization of the Sylvester
resultant. Bottema and Roth (1979) and Hunt (1978) give thorough dis-
courses on the theoretical results in algebraic kinematics up to the late 1970s,

* Good general references in the area are Cox, Little and O’Shea (1997, 1998). While
most work in the area assumes exact (rational) coefficients, Stetter (2004) has pioneered
the consideration of numerical issues introduced by inexact (floating-point) data.
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while Dijksman (1976) covers more details of the planar case. The mathe-
matical techniques used in these classic books would have been familiar to
mathematicians from the turn of the century. The same can also be said
of most later contributions such as those of Angeles (2007) and McCarthy
(2000), although over time emphasis has shifted from hand derivations and
graphical methods to computer algorithms based on the same underlying
mathematics.

As computers first became available, kinematicians showed a strong in-
terest in applying them to solving polynomial systems, a drive that would
eventually bring the kinematics community back in touch with the applied
mathematics community. One of the first such publications, Freudenstein
and Sandor (1959), derived a quartic equation for synthesizing a four-bar
coupler curve to interpolate five precision points. The expressions were de-
rived by hand and solved on a computer using the quartic formulas. Just a
few years later, Roth and Freudenstein (1963) attacked the much more dif-
ficult problem of interpolating nine general points, the most possible with a
four-bar coupler curve. This work introduced the technique of continuation,
which they called the ‘bootstrap method’” and subsequently the ‘parameter-
perturbation procedure’ (Freudenstein and Roth 1963), and applied it to
finding solutions to the associated system of eight seventh-degree equations.
From that point onwards, problems from kinematics have played a strong
role in motivating the development of continuation into the powerful tool
that it has become today.

Roth and Freudenstein were motivated by the fact that Newton’s method
from a very rough initial guess rarely succeeded in the nine-point problem.
Continuation overcomes this problem by defining a parametrized family of
systems wherein there exists a starting system with a known solution. This
solution may then be updated by Newton’s method as the parameters are
stepped in small increments to arrive at the target system. In Roth and
Freudenstein’s formulation, there was no guarantee that the solution path
would safely arrive at a solution to the target system. In particular, they
worked over the real numbers, hence there was always the possibility that the
solution path would encounter a singularity where the real solution branches
out into the complexes. Although they introduced procedures to evade such
trouble spots, these still gave no guarantee of finding a solution. Even so,
they unquestionably advanced the art by showing that they could compute
some solutions to a problem that had previously seemed intractable.

The development of continuation into a technique that could find all solu-
tions to a system of polynomials required new mathematical ideas. The first
such algorithm was published by Drexler (1977), followed soon by Garcia
and Zangwill (1979), Garcia and Li (1980), and Chow, Mallet-Paret and
Yorke (1979). These latter works all used what today is known as a total
degree homotopy (see Section 6.1).
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In the beginning, continuation was rather computationally expensive, so
its wider acceptance as a convenient tool depended on more efficient algo-
rithms and more powerful computers. However, early on it was recognized as
being more robust than techniques based on algebraic elimination, since an
elimination procedure more readily fails on encountering special cases, such
as when certain leading coefficients are zero or nearly so. (Consider that
Gaussian elimination without pivoting will fail on encountering a zero lead-
ing coefficient.) Due to its robustness, Morgan implemented continuation
as a back-up method to elimination for finding intersections in GMSOLID,
an early solid-modelling program (Boyse and Gilchrist 1982).

Morgan’s work attracted the attention of co-worker L.-W. Tsai, a kine-
matician who thought that continuation might provide a solution to the
problem of the inverse kinematics of general six-revolute (6R) robot arms
(see Section 3.1.2). At the time, this was considered the most important
unsolved problem in the area, having once been declared the ‘Mount Ever-
est of kinematics’ by F. Freudenstein. Although an elimination procedure
had been found in 1980 that reduced the problem to a single univariate
polynomial of degree 32 (Duffy and Crane 1980), Tsai and Morgan’s (1985)
solution by continuation was considered to be the first robust algorithm
for solving the problem across all special cases. Their work established that
the problem has at most 16 isolated solutions, and ASME recognized its im-
portance to the robotics community by awarding them the Melville Medal.
Although Tsai was a student of Roth and therefore knew about the ear-
lier bootstrap method, the Tsai-Morgan paper was the one which alerted
the wider kinematics community that continuation is a powerful technique
for solving their problems. This message was further cemented in Morgan’s
book (Morgan 1987), which made continuation accessible to the engineering
community.

Around the same time, Morgan teamed up with one of us (Sommese)
to incorporate ideas from algebraic geometry into the formation of ho-
motopies for continuation. This allowed the field to progress beyond the
total degree homotopy to a multihomogeneous formulation that in many
instances reduces the number of continuation paths required (Morgan and
Sommese 1987a). Another major advance was the coefficient-parameter
technique (Morgan and Sommese 1989; see Section 10.1), which justifies
homotopies in the parameter space of a family of problems. Once a sin-
gle generic problem in the family has been solved, using the total degree
homotopy, a multihomogeneous homotopy, or any other method that gives
all isolated solutions, coefficient-parameter homotopy solves all subsequent
problems in the same family with the number of continuation paths equal to
the generic root count of the family. This idea lies behind the justification
of all continuation methods. These works were at least in part motivated
as improvements to the application of continuation to the 6R problem.
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To test the power of the new techniques, Morgan, Sommese and Wampler
went back to the nine-point synthesis problem that Roth had worked on
nearly twenty years earlier. Instead of the 78 = 5764801 paths that would
be required in a total degree homotopy, they used a multihomogeneous
homotopy and symmetry to reduce the number of paths to be tracked to
only 143 360. In the end, it was found that generic instances of the problem
have 1442 triplets of solutions. These triplets obey a three-way symmetry
discovered by Roberts (1875) through an indirect algebraic argument, and
first explained by a geometric construction due to Cayley (1876). Since we
only need one solution in a triplet to generate all of them, the problem can
be solved for any subsequent set of nine precision points using a parameter
homotopy that has just 1442 paths.

Some other notable applications of continuation to kinematics include
Raghavan’s (1991) early demonstration that the forward kinematics prob-
lem for general Stewart—Gough parallel-link platforms has 40 roots; see
Section 3.3.2. Su, McCarthy and Watson (2004) solved synthesis problems
for all of the basic two-degree-of-freedom spatial mechanisms.

The synergy between kinematics and numerical algebraic geometry con-
tinues today. Problems from kinematics continue to serve as test cases for
further developments in algorithms, while those algorithms are increasingly
becoming a standard tool for kinematics research.

PART TWO
Numerical algebraic geometry

The fundamental problem in numerical algebraic geometry is to numerically
compute and manipulate the solution set of a system of polynomials

fi(z)

where x = (z1,...,2x) € CV.

In this survey we have seen that many kinematics questions reduce to
questions about systems of polynomial equations. Systems of polynomi-
als naturally arise in many other engineering and science disciplines, e.g.,
chemical systems, game theory, and the discretization of differential equa-
tions. Algebraic geometry, the mathematical discipline that investigates
systems of polynomials, concerns itself not only with polynomials with real
and complex coefficients, but polynomials with coefficients from arbitrary
commutative rings. Algebraic geometry over the complex numbers, which
is classically called transcendental algebraic geometry, is special because the
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powerful tools of topology, complex analysis, and differential equations are
applicable and yield deep results about systems of polynomials. In fact, the
development of these tools drew motivation in large part out of transcen-
dental algebraic geometry. Furthermore, many of the tools for algebraic
geometry over general commutative rings have been developed by analogy
with the geometric results developed for complex algebraic geometry. The
books by Hartshorne (1977) and Griffiths and Harris (1994) are excellent
introductions for abstract algebraic geometry and transcendental algebraic
geometry respectively.

Different approaches to algebraic geometry engender different computa-
tional tools. Corresponding to the abstract approach to algebraic geometry
is the symbolic approach (including in particular resultants and Grébner
bases). Corresponding to transcendental algebraic geometry is numerical
algebraic geometry.

Historically, within numerical algebraic geometry, the problem of finding
isolated solutions for square systems, i.e., systems such as equation (5.1) in
the case n = N, came first. The most basic tool is homotopy continuation
(or continuation for short), which consists of studying a square system of
polynomials f(z) by starting with a simpler system g(x) that we know how
to solve and deforming g(z) and the solutions of g(z) = 0 to f(z) and the
solutions of f(z) = 0.

The book by Morgan (1987) is an excellent explication of the numerical
solution of square systems by continuation, as practised right at the end
of the period when the main tools were from differential topology with
few ideas from algebraic geometry. Li (1997) and Sommese and Wampler
(2005) are good references for the numerical approach to solving systems of
polynomials up to the end of 2004.

The solution of non-square systems (n # N in equation (5.1)) came con-
siderably later than methods for square systems. The techniques we employ
always reformulate such problems to reduce them once again to finding iso-
lated solutions.

At first sight, the case of n > N (more equations than unknowns) would
seem to be numerically unstable, as a small perturbation of the system
can obliterate a solution. Even for square systems, singular solutions and
near-singular solutions raise serious questions about stability with respect
to perturbations in the parameters of the homotopy.

To address numerical stability concerns, our approach to the numerical
solution of algebraic problems is based on two intertwined principles:

(1) extra digits may be used as needed; and
(2) the formulation of the problem is exact.

We dedicate the next few paragraphs to explaining these principles.
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Though the first assumption will be discussed further below (see Sec-
tion 6.5), we would like to discuss next several situations where mere double
precision does not suffice. Consequently, to obtain reliable results, enough
extra digits must be used to ensure that computational processes in floating-
point accurately reflect the underlying principles of algebraic geometry.

The first situation concerns the concepts of generic, general, and proba-
bility one. The numerical approach to the solution of polynomial systems
relies heavily on these notions. Extended discussions of these concepts may
be found in Sommese and Wampler (1996) and (2005, Chapter 4). The fun-
damental idea is that for algebraic problems depending on parameters, with
variables and parameters taken over the complex numbers, there is usually
a dense open subset of the parameter space on which some sort of generic
behaviour occurs. For example, for most choices of coefficients, two poly-
nomials of degree d; and dy on C? have exactly d;dy non-singular isolated
solutions. We can often use genericity, which in practice is implemented
using a random number generator, to very quickly check something that
would otherwise be computationally expensive. For example, let X ¢ CV
be a solution set of a polynomial system. Assume X is irreducible, i.e., that
the manifold points of X are connected. Let p(z) denote a polynomial on
CN. Either p(z) is identically zero on X or else the set B = V(p) N X is
very thin. In the latter case, B is contained in a set of real dimension two
less than that of X, and in particular, it is of measure zero. Thus, with
probability one, we can check if p(z) is identically zero on X by evaluating
p(x) at a random point of X. The problem is that even if a point z* is a
solution of p(z) accurate to a large number of decimal points, p(z*) may
be far from zero; see, e.g., Sommese and Wampler (2005, Section 5.3). One
needs to evaluate p(z) with enough digits of precision to reliably decide if
p(x*) is zero.

Another basic example of this comes up in path-tracking. The gamma
trick (Morgan and Sommese 1987b), which is discussed briefly in Section 6.1,
is a probability-one method of guaranteeing that different paths in continua-
tion do not cross. In practice, two paths, say A and B, may come so close to
crossing that the path-tracking algorithm jumps from A to B. This is often
not a problem for finding isolated solutions, since any permutation of the
solution list is acceptable (for example, a pair of jumps, one from path A to
path B and one from path B to path A, still gives all end-points). However,
for modern efficient algorithms, this does not suffice: the algorithms need to
be sure which start-point leads to which end-point. Even for finding isolated
solutions, a path-tracker that is highly resistant to path jumping minimizes
the need to check and correct for such faults. Consider the nine-point path
synthesis problem for four-bars mentioned in Section 3.2. The homotopy
used to solve this problem in Wampler, Morgan and Sommese (1992) re-
quires 143 360 paths to be tracked, of which all but 4326 end on various
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degenerate sets. The 4326 roots of interest appear in a three-way symme-
try known at the outset. The original computations for this problem were
conducted in double precision followed by a check for any points missing
from the expected symmetry groups. Reruns in extended precision cleaned
up any paths having questionable numerical stability, filling in the missing
points and thereby establishing with high confidence that the solution list
was complete. Experiments with a more sophisticated path-tracker having
adaptive multiprecision found that in order to be tracked accurately, 0.83%
of the paths required precision higher than double precision somewhere in
the middle of the paths before returning to double precision (see Bates,
Hauenstein, Sommese and Wampler (20095, Section 5.3)). This approach
consistently finds the entire solution set without requiring any reruns or
other corrective actions. Although in the early 1990s, this was an extraor-
dinarily difficult computation, we now use this problem as a moderately
difficult test system.

Now, let us turn our attention to the second principle, the assumption
that the formulation of the problem is exact. At first sight, this would seem
to run counter to the approximate nature of problems from engineering and
science. However, for the majority of polynomial systems that arise in actual
problems, the coefficients are small integers when the natural parameters
are incorporated into the systems. The uncertainties are in the parameter
values not in the coefficients. Consider a system of polynomials

fi(z,q)
f(z,q) = S (5.2)
fu(z,q)
where z = (z1,...,25,q1,...,qu) € CVN*M, We regard this as a family of

polynomial systems on C with ¢ € CM regarded as parameters: completely
general complex analytic parameter spaces easily fit within this framework.
We have already seen in the motivating kinematics examples of Part 1 that
in addition to complex Euclidean space, CM, other typical parameter spaces
from that field are SE(3) and the unit circle, for which the defining poly-
nomials have coefficients of 1. We may not know the twist angle of a link
exactly, but we do know that its cosine/sine pair must lie on the unit circle.

When discussing parameter spaces, it is useful to have the concept of a
Zariski open set. By a Zariski open set of CM we mean a set that is the
complement of a subset defined by the vanishing of a system of polynomi-
als on CM. A Zariski open set of CM is (except for the case when it is
empty) dense and path-connected. The same is true for a Zariski open set
of any irreducible algebraic set, such as a parameter space ) associated to
a mechanism family in Part 1.

For any parametrized family of systems as in equation (5.2), there is
a Zariski open set Y C CM of points ¢* such that the solution sets of
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f(z,q*) = 0 are very similar: see Morgan and Sommese (1989) and Sommese
and Wampler (2005, Section A14). For example, the systems f(x,¢*) =0
have the same number of isolated solutions with the same multiplicities and
the same number of positive-dimensional components with corresponding
multiplicities and degrees. In essence, these are all structural properties that
have integer values and must remain constant unless some extra algebraic
conditions are met. In particular, if parameter values ¢* € U are changed
slightly, a multiple solution moves just slightly to a solution of the same
multiplicity. On the complement of I/, that is, on the algebraic set, say A,
whose complement defines & = CM \ A, the integers may change in specific
ways. For example, along a path in I/ that terminates at a point in A,
several isolated solutions might merge to a single isolated solution whose
multiplicity is the sum of those for the incoming solutions. Now, A is a new
parameter space and the structural properties (isolated root count, etc.)
remain constant on a Zariski open set of A.

To make ideas concrete, consider the inverse kinematics problem for 6R
serial-link robots from Section 3.1.2, formulated into the kinematics nutshell
schema in Section 4.5.2. From this starting point, one can derive a square
system of equations, say f(x;y,q) = 0, whose solutions are sought as in
Tsai and Morgan (1985) or Morgan and Sommese (1987b). In the nutshell
schema, the problem is to compute IA(*l(y, q), y € SE(3), ¢ € Q, so the
parameter space of the problem is SE(3) x @, where y € SE(3) is the
desired location of the robot hand and where the definition of @) includes
the unit circle relations associated to the link twists, equation (4.20). If one
lets the hand orientation be a general 3 x 3 matrix instead of a member of
SO(3) and lets the cosine/sine pairs (o, ;) for the twist angles range over
all of C? instead of the unit circle, one creates a new family of systems with a
Euclidean parameter space that contains the family of 6R inverse kinematics
problems. This larger family, whose equations are still f(x;y,q) = 0 but
with (y,q) in Euclidean space instead of restricted to SE(3) x @, has a
bigger root count than the inverse kinematics problem. As the parameters
approach SFE(3) x @, some solutions diverge to infinity. (We will mention
in Section 6.2 how one may compute the end-points of such paths even as
they diverge.)

When one tries to solve the 6R inverse kinematics problem numerically,
one must use finite precision, and so numerical round-off almost inevitably
perturbs the parameters off of SE(3) x @ into the ambient Euclidean space.
Standard methods of numerical analysis can be used to evaluate how far the
solutions of the inverse kinematics problem will be moved from their true
values by the parameter perturbations. What might seem more problematic,
however, is that the perturbations also make extra solutions appear — the
ones that would diverge to infinity as the perturbations away from the unit
circle go to zero. If improperly interpreted, one might erroneously attribute
too large a root count to the problem.
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The saving grace is that we know the conditions for the true parameter
space exactly, and we can compute using values for the parameters as close
as we wish to it. It is just a matter of using enough digits of precision.
Increasing the precision of both the parameters and the end-point compu-
tations pushes the extra solutions ever nearer to infinity, providing clear
evidence that they will be at infinity for the nearby exact problem.

If one does not take the knowledge of the parameter space into account,
one might indeed come to the wrong conclusion. In particular, an incau-
tious person might take a version of the problem in which coefficients have
been computed (or printed) in limited precision as being a true member of
the kinematics problem. No matter how high a precision is applied subse-
quently in solving the problem, the parameter perturbations have already
been locked in and the extra solutions persist without approaching infin-
ity. This clouds the correct interpretation of the solution set. By properly
applying the knowledge of the true parameter space, one can avoid this
pitfall. For example, when solving the inverse kinematics problem for an
actual 6R robot, one cannot know the twist angles of the links exactly,
but one does know that whatever these angles may be, the associated co-
sine/sine pairs fall exactly on the unit circle. Similarly, if one takes an
example ‘IPP’ problem from Morgan and Sommese (1987b) (‘inverse posi-
tion problem’ is another moniker for the 6R inverse kinematics problem)
using a hand orientation as printed there to only single precision, one gets
extra solutions that would disappear to infinity if one corrected the data
to make it lie on SE(3). For a very concrete example of this, one may
compare solutions obtained from the version of the IPP problem posted at
www.math.uic.edu/~jan/, which uses the data from Morgan and Sommese
(1987b) without correction, to the solutions obtained from the version of
the problem posted at www.nd.edu/~sommese/bertini/ExampleSystems.html,
which with a bit of overkill has coefficients computed from parameters that
lie on the requisite parameter space to within 300 digits of precision.

As an aside, we note that the fact that systems with parameters often
have small integer coefficients makes it possible to use exotic characteristic
p methods to solve some real world problems, e.g., the construction in Geiss
and Schreyer (2009) of a family of exceptional Stewart—Gough mechanisms.

With our two basic assumptions in place, we are ready to survey the
techniques that make up the field of numerical algebraic geometry. In this
survey, we follow the historical order of developments.

We start with a quick review of the basic mechanics of continuation for
finding isolated solutions of square systems in Section 6. This starts with
an introduction to forming homotopies in Section 6.1 and a review of how
to track solution paths in Section 6.2. For non-singular roots, basic path-
tracking methods follow all the way to the end of the homotopy paths and
report the solution there. For singular solutions, it is beneficial to bring
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in a deeper understanding of multiplicities and to introduce the notion of
deflation, as discussed in Section 6.3. This leads to special methods, called
endgames, for computing path end-points to obtain both the non-singular
and the singular solutions (Section 6.4). Path-tracking and endgames are
often impossible to carry out with only double precision, especially when
systems become large or the degrees of the equations become high. Adaptive
precision, an important advance that has happened since 2004, addresses
this problem (Section 6.5).

In Section 7, we discuss the computation of positive-dimensional sets.
We begin in Section 7.1 by discussing how the solution set of a polynomial
system compares to the solution set of a randomization of the polynomial
system. In Section 7.2, we discuss the behaviour of the solution set of a
polynomial system under intersections with general affine linear subspaces
of the ambient Euclidean space. These results are important because the
data structure we use to represent an irreducible component X of the solu-
tion set of V(f) of a polynomial system f is a triple (f, W, L), where L is
a random affine linear subspace of dimension N —dim X and W = X N L.
In Section 7.3, we discuss membership tests that decide which irreducible
component of V(f) a given solution point of f(z) = 0 lies on. In Sec-
tion 7.4, we discuss how the deflation operation of Section 6.3 applies to an
irreducible component: often this operation allows us to reduce to the case
of a multiplicity-one component. In Section 7.5, we discuss the numerical
irreducible decomposition of V(f). This decomposition of V(f) is often the
starting point in applications.

6. Finding isolated roots

In this section we briefly discuss the continuation method of finding isolated
solutions of a polynomial system

fi(z)
f(x) = )
fn(x)
where x = (r1,...,2x5) € CN. We refer to Li (1997) and Sommese and

Wampler (2005) for more details.

6.1. Homotopy

By a homotopy for f(z) =0, we mean a system of polynomials
Hy(z,t)

H(z,t) = : (6.1)
Hy(x,t)
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n (z1,...,zn,t) € CVNT! with H(z,0) = f(z).
One of the most classical homotopies is the total degree homotopy
fi(z) g91(x)
H(z,t):=(1—-1) : +t : , (6.2)
fn(x) gn ()
where g; is a polynomial of degree degg; = deg f; = d;. For example, g;
might be x?j —1.
Assume that we have an isolated solution y* of H(z,1) = 0. Imagine for
a moment that there is a function x(t) : (0,1] — C¥ such that

(1) z(1) =y
(2) H(x(t),t) =0; and

(3) the Jacobian J,H (z,t) of H(z,t) with respect to the variables x is of
maximal rank at (z(¢),t) for t € (0,1].

If this happens then the path satisfies the Davidenko differential equation

Z@H x,t) da;(t) N OH (x,t) _0

Oz;  dt o7
and we say that we have a good path starting at y*.

Given the initial condition x(1) = y*, we can solve the differential equa-
tion numerically. A typical approach is to move an appropriate predictor
step in the ¢ variable and then use Newton’s method on H(z,t) = 0 in the
x variables to make a correction step. This sort of procedure, called path-
tracking, has been thoroughly examined. Given the tracking of the path,
some estimation procedure may be attempted to compute a solution

¥ = lim H(z(t),t)
t—0

of f(z) =0

Several things can go wrong:
(1) there might be no such path x(¢) for the values t € (0, 1];

(2) the path x(¢) might exist, but the Jacobian J,H (x,t) might not be of
maximal rank at all points (z(t),t) for t € (0, 1]; and

(3) it might be that lim;_,o H(z(t),t) is not finite.

Bézout’s theorem says that given general polynomials g; of degree d;,
the solution set of the system (gi(z),...,gn(x)) = 0 consists of dj ---dy
non-singular isolated solutions. A classical result (Morgan 1987) is that
the total degree homotopy starting at a system g(x), with the g; being
sufficiently general degree d; polynomials, has good paths for the dy ---dy
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non-singular isolated solutions of (g1(z),...,gn(z)) = 0 and that the finite
limits lim;_,o H(x(t),t) of the d; ---dn paths contain all the isolated solu-
tions of f(x) = 0, though they frequently also contain some points lying on
positive-dimensional components of the solution set of f = 0. Finding the
exact set of isolated solutions requires considerably deeper theory: the first
algorithm to do this is given in Sommese, Verschelde and Wampler (2001a).

The most general polynomials of degree d; in N variables can have a large
number of terms; to be exact, there are (N;dj ) different possible monomi-
als. The v trick of Morgan and Sommese (1987b) allows one to define a
good homotopy without introducing that level of complexity. Suppose that
polynomials g; of degree d; are such that the solution set of the system

(g1(x),...,gn(z)) = 0 consists of d; - - - dy non-singular isolated solutions.
Then the v trick states that with probability one, the homotopy
fi(z) g91(x)
H )= (-1 | : |+a| ¢ |, (63)
f(x) gn (x)

with v a random complex number, satisfies the properties:

(1) {(z,t) | t € (0,1);2 € CN;H(z,t) = 0} is a union of d; ...dy good
paths x1(t),...,24,..ay(t) starting at the solutions of H(z,1) = 0;
and

(2) the set of limits lim; 0 x;(¢) that are finite include all the isolated
solutions of H(x,0) = 0.

This theory justifies the use of the very simple start system defined by
gi(z) :m?j -1,7=1,...,N.
If we have an isolated solution x* of H(z,0) = 0 and if

(1) there is at least one good path with z* as a limit as ¢ — 0; and
(2) every path over (0, 1] with limit z* as ¢ — 0 is good,

then we say that H(x,t) is a good homotopy for z*. As will be discussed in
Section 6.3, general theory tells us that if H(z,t) is a good homotopy for a
solution z* of H(z,0) = 0, then the number of paths going to z* equals the
multiplicity of x* as a solution of H(x,0) = 0.

Constructing good homotopies with the number of paths not too different
from the number of isolated solutions of f was an important research topic
at the end of the twentieth century. There is detailed discussion of this topic
in Sommese and Wampler (2005, Chapter 8). For systems that are not too
large, which includes many mechanism systems, polyhedral homotopies are
excellent (see Li (2003) for a report on this by the inventor of the leading
algorithm for this method). For larger systems, the regeneration approach
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discussed in Section 10.2 is more favourable (Hauenstein, Sommese and
Wampler 2010, 2011).

For a hint of what difference the selection of homotopy can make, consider
the 3-RPR forward kinematics problem of Section 3.3.1, which is equivalent
to intersecting a four-bar coupler curve with a circle, as shown in Figure 3.6.
We saw at equation (3.20) that a four-bar coupler curve fe.(p,p,q) = 0 is
degree six in (p,p) but only degree three in p or p considered indepen-
dently. That is, it is a bi-cubic sextic. On the other hand, the circle is
degree two, but bi-linear in p and p: see equation (3.26). Accordingly, for
this problem, a total degree homotopy has 6 - 2 = 12 paths, while a two-
homogeneous homotopy has only 6 paths, the same as the generic number
of solutions. (Multihomogeneous homotopies were first proposed in Mor-
gan and Sommese (1987a) and discussed in Sommese and Wampler (2005,
Section 8.4).) For a given system, a polyhedral homotopy will never have
more paths than the best possible multihomogeneous one. In some cases,
the differences can be extreme. For example, the generalized eigenvalue
problem (A+ AB)v = 0 for given N x N matrices A and B has total degree
2NV but a two-homogeneous root count of just N. Due to the existence of
highly efficient software specialized for eigenvalue problems, one would not
use homotopy to solve these, but the root count is illustrative of why much
effort has gone into finding efficient formulations of good homotopies.

6.2. Path-tracking

Path-tracking for not necessarily polynomial systems is highly developed:
see Allgower and Georg (1993, 1997, 2003). An overarching advantage of
homotopy methods is that each path may be followed on a different node of
a computer cluster, leading to highly parallel algorithms well designed for
modern supercomputers.

Not all algorithms used in continuation are inherently parallel. In par-
ticular, polyhedral methods have so far not parallelized well: for systems
of moderate size, the computation of the polyhedral start system (done of
necessity on a single node) dwarfs the actual path-tracking. Equation-by-
equation methods, on the other hand, not only surpass polyhedral methods
on a single core for moderate systems, but are highly parallel (see Sections 8
and 10.2).

As will be discussed below, multiple paths go to singular solutions. Since
singular solutions are considerably more expensive than non-singular iso-
lated solutions, it is lucky that the Cauchy endgame allows us to only have
to do an endgame for a fraction of the paths going into the singular solution
(see Section 6.4).

Polynomial systems are much better behaved than general systems. As
mentioned above, the ~ trick ensures that paths of a homotopy are well
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behaved. Even so, there are numerical difficulties if the path gets near a
branchpoint. The Bertini package (Bates et al. 2008) circumvents these dif-
ficulties by means of adaptive multiprecision (Bates, Hauenstein, Sommese
and Wampler 20085, 2009b; see Section 6.5).

Another difficulty is paths going to infinity. Tracking them may be com-
putationally expensive as the path in CV is infinitely long, and numerical
conditioning may be poor as the magnitudes of the solution variables grow.
Morgan’s projective transformation trick (Morgan 1986) is to work on a ran-
dom coordinate patch in the projective space containing CV. This means
that instead of solving a given system f(x) = (fi(z),..., fv(x)), of polyno-

mials in 2 = (z1,...,2x5) € CV, one shifts to solving the related system on
(CN—H
fl(i'\O’ “ e ,ZE\N)
o -0, (6.4)
fN(x[), e ,mN)
apZTo + - -anTy — 1
where
o . _degf; , (21 Ty
fj(wo, . ,.Z’N) = .’L'Oegfjfj (A, ey A>
Zo Zo
is the homogenization of f; and (ao, ..., an) are random constants (near 1 in
absolute value). Note that the solutions (Z, ..., Z} ) of the system equation
(6.4) with zf; # 0 correspond to the finite solutions (Z}/zj, ..., 25 /%) of
f=0.

The random coordinate patch trick works generally: there is a straight-
forward prescription (Bates, Hauenstein, Peterson and Sommese 2010b) for
how to write down the random coordinate patch system for homogeneous
compactifications of CV, e.g., products of Grassmannians.

6.3. Multiplicities and deflation

For polynomials in one variable, the multiplicity of a solution z* of a poly-
nomial p(z) = 0 is easy to understand. It is the positive integer p such
that p(z) = (z — 2*)*g(z) with g(z) a polynomial not zero at z*. Of course,
numerically the question of whether a polynomial is zero at a point is a real
issue, but this is discussed in Section 6.5. In several variables, multiplicity
still makes sense, but it is a much weaker measure of the local structure of
a solution of a polynomial system than multiplicity is in one dimension. In
this subsection we consider only isolated solutions of a polynomial system.
The much more difficult question of how to decide if a solution is isolated
is put off to Section 9.2.

The definition of multiplicity for a system of polynomials in several vari-
ables is more technical than in the single-variable case. From the defi-
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nition above of multiplicity in the single-variable case, one can see that
derivatives at a solution z* of multiplicity w4 vanish up to order u — 1, i.e.,
dIp(z*)/dz? =0, j =0,1,...,u — 1. The somewhat technical way to state
the equivalent property in the multivariate case is as follows. Let z* be an
isolated solution of a polynomial system f as in equation (5.1). Let Z,«
denote the ideal generated by fi, ..., f, in the ring O, of convergent power
series in variables z1,...,zy centred at z*. The multiplicity u(f,z*) of z*
as a solution of the system f is defined as the dimension of

A= 0 [T,

considered as a complex vector space. Note that A contains much more
information than u(f, 2*). Indeed, taking into account the vanishing deriva-
tives, the polynomial system vanishes on an infinitesimal ‘chunk’ of the CV.
As a set this ‘chunk’ consists of just the single point z*, but the fine struc-
ture of this point is defined by A. One may regard A as the set of algebraic
functions defined in an infinitesimal neighbourhood of z*. The local ring
A is the non-reduced structure of the algebraic set defined by Z,« at z*. If
n = N and we computed z* using a good homotopy in the sense of Sec-
tion 6.2, then the number of paths ending in z* equals the multiplicity; e.g.,
Sommese and Wampler (2005, Theorem A14.11).

When the multiplicity @ of solution z* is greater than one, z* is said to
be a singular solution. Such solutions are difficult to work with numerically.
A primary problem is that the vanishing derivatives ruin the convergence
properties of Newton’s method near the singular point. For this reason,
tracking paths to z* from a good homotopy for z* is computationally ex-
pensive and often impossible in double precision. To deal with these points
effectively, we use endgames (see Section 6.4) and adaptive precision (see
Section 6.5).

Deflation is another approach for dealing with singular points (Ojika,
Watanabe and Mitsui 1983, Ojika 1987, Leykin, Verschelde and Zhao 2006,
Leykin, Verschelde and Zhao 2008, Hauenstein, Sommese and Wampler
2011). Consider that in the univariate case, z* is a non-singular root of
d*=1p(z)/dz#=t = 0. If we can determine the correct multiplicity, we can
restore the quadratic convergence of Newton’s method by searching for ze-
ros of this derivative instead of zeros of p. Deflation is a generalization of
this manoeuvre to the multivariate case. For reasons we discuss at the end
of this subsection, this approach is not very beneficial for treating isolated
singular solutions, but it turns out to be important for components, as we
shall discuss later in Section 7.4. To prepare for that eventuality, we discuss
deflation for isolated solutions next.

Let z* denote an isolated solution of a system f(z) = 0 of N polynomials
in the N variables z = (z1,...,2n). Let F(z,£) denote a system of N + k
polynomials in the variables z and £ = (&1,...,&). F(z,£) = 0 is called a
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deflation of f(z) = 0 at z* if there is a non-singular isolated solution (z*,£*)
of F(z,£) = 0. The usual deflations are linear in the variables &.

Leykin, Verschelde and Zhao (2006) presented a procedure to find a de-
flation of f(z) = 0 at a multiplicity p isolated solution z* that terminates
in less than p steps. A step in the procedure consists of replacing f(z) =0

with ) )
f(2)
&1
Df(z)- | :
EN =0,
&1 1
(Lo A o] =)
i &N 1]

where D f is the Jacobian matrix of f(z), N —k is the rank of D f evaluated
at z*, I is the k x k identity matrix, and A is a random k x N complex
matrix. Dayton and Zeng (2005) made a significant improvement in the
understanding of how many steps it requires for the procedure to terminate.

The main difficulty with this procedure lies in determining the rank of
Df evaluated at z*. For a specific root z* one may investigate and make
good guesses, but a polynomial system of interest may have millions or even
billions of solutions. In the face of this, one needs to have a highly reliable,
automated procedure to determine the rank. The trouble is that the rank
of Df(z) is falling as z approaches z*, so one needs an accurate value of
z* to get the correct rank of Df(z*). This leads to a vicious circle, since
computing z* accurately is the initial objective anyway. The upshot is that
for isolated solution points the cost of computing a deflation system dwarfs
the cost of computing the point accurately using the endgame methods in
the next subsection.

6.4. Endgames

Let H(x,t) = 0 be a homotopy as in equation (6.1) and let z(t) with ¢ € (0, ¢]
be a path as in Section 6.2 satisfying H(z(t),t) = 0. Endgames refer to the
process of computing z* := lim;_,02(t). Assume (as we may, by using
Morgan’s projective transformation trick, equation (6.4)), that =* is finite,
i.e., x* € CN.

The key to endgames is to realize that regarding ¢ as a complex variable,
there is an algebraic curve C C CV x C such that (2(t),t) € C for all
t € (0,1]. Note that C is an irreducible component of V(H) and thus by
the uniformization theorem (Sommese and Wampler 2005, Theorem A.2.2),
there is a closed disc

A(0,6) :={s € C||s| <6}
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of radius § centred at the origin and a holomorphic map
¢:A—C,
such that
(1) ¢(0) = z*; and
(2) ¢ is an isomorphism on the punctured disc A*(0,0) := A(0,0) \ 0.

By reparametrizing, we can assume that s¢ = ¢ for a positive integer c,
called the winding number of the path z(t). We set € = ¢°.

Let 7 : CV x C — C be the projection (z,t) — t.

Note that c is at least 1. Theory tells us that in a small enough open ball
B around (z*,0), the one-dimensional components of V(H) N B that surject
onto C under 7 have winding numbers adding up to the multiplicity of z* as
a solution of H(z,0) = 0. Note that the coordinate functions of ¢ expanded
in power series in fractional powers of ¢ are classically called Puiseux series.

The first endgames using the structure inherent in the above uniformiza-
tion were in articles by Morgan, Sommese and Wampler (1991, 1992a,
1992b), where the term ‘endgame’ was given for such algorithms. Of the
three related endgames from those articles, we only discuss the Cauchy
endgame (Morgan, Sommese and Wampler 1991), which has certain special
properties making it stand above the others.

By Cauchy’s integral theorem

1 z(s
¥ = — (—) ds,
27 |s|=6 S
or in terms of s¢ =t = eel?
1 2me )
= —— z(el/cele/c) dé.
27TC 0

Note that this last integral can easily and accurately be computed using
continuation on t = ee'?, going around the circle ¢ times. One does not need
to know ¢ ahead of time, because it is the lowest integer such that along the
continuation path z(ee?™¢) = z(e), that is, one continues around the circle
until z(t) repeats its initial value. There might be a worry that one could
have numerical trouble deciding when the repeat has occurred, but this is
not a problem. Indeed the distances between the values of z(t) over € are
of the order /e.

There are several difficulties with the Cauchy endgame that will prevent it
(or any endgame) from working if ¢ is large enough and only double precision
is available. Indeed for double precision, even ¢ = 4 can be numerically
challenging. Happily these difficulties disappear when we have adaptive
precision.
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To understand the difficulty with such solutions, consider

H(x,t) = [ié_ﬂ ~0
and the path z(t) = (¢,t1/%). At t = 1075, (z1,22) = (1076,1071) is quite
far from (0,0) = limy_,g z(¢). Putting aside the cost of tracking z(t) to still
smaller values of ¢, we find the condition number of D,H is of the order
of 10°. By Wilkinson’s theorem, we may potentially be losing 5 digits of
accuracy. The closer we go to ¢t = 0, the larger the condition number and
the more digits we lose. Thus we need to stay far from ¢t = 0.

But we might not be able to stay as far from t = 0 as we would like!
There may be multiple branch points near 0, i.e., the € for which the uni-
formization theorem holds may need to be chosen very small. Thus we have
two competing demands. The e needs to be chosen small enough so that
the uniformization theorem holds, but not so small that ill-conditioning of
D, H precludes path-tracking. The region where this is possible is called
the endgame operating region. Unfortunately, that region may be empty
in double precision. However, using adaptive precision, this region always
exists, because one can carry enough digits to overcome the ill conditioning.
Paying attention to how the values of the path should behave when ¢ is
in the region where the uniformization theorem holds yields heuristics that
signal when one is in the endgame operating region.

A big advantage of the Cauchy endgame is that it parallelizes nicely
(Bates, Hauenstein and Sommese 2010a). Indeed, each time we complete
a path-tracking loop around the small circle, we find another point over
t = €, giving ¢ points in all. Tracking these back to t = 1, we find which
starting points of the homotopy lead to the same end-point. Having already
calculated that end-point, we need not do any further computations, and
thereby save running an endgame for ¢ — 1 other start-points. Each trip
around the endgame circle can cost on the same order as tracking from ¢ = 1
to the endgame region, so as ¢ grows, the endgame begins to dominate the
computation. By running the endgame on only one of ¢ start-points, the
computation is reduced considerably, and the net cost for the group of ¢
paths is approximately the same as if they each had cycle number 1.

6.5. Adaptive precision

Using extra digits of accuracy solves many problems, but comes with real
costs. The first cost is the programming effort to implement high-precision
arithmetic on machines with different architectures. Happily, two packages,
the ‘GNU MPFR Library’ (www.mpfr.org) and the ‘GNU Multiple Precision
Arithmetic Library’ (gmplib.org), which come with standard Linux distri-
butions, remove the need to develop high-precision arithmetic on different
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machines and make it straightforward to port software (such as Bertini
(Bates et al. 2008)) to different machines. The price for this standardiza-
tion is that high-precision arithmetic makes little use of hardware double-
precision arithmetic, so there is a significant cost to using it. Even if
the computational cost of high precision matched the theoretical cost —
O(nlnn), where n is the number of digits — the cost would be significant.
For these reasons, it is important to use at least as many digits as needed,
but not too many more than that.

In homotopy algorithms, the most crucial area where high-precision may
be needed is in path-tracking. However, the number of digits needed may
fluctuate along a path, so it is desirable to scale the precision up and down
in response. Bates, Hauenstein, Sommese and Wampler (2008b) introduce
an adaptive multiprecision algorithm that tries to ensure that the Newton
corrector part of a path-tracker has enough precision. In Bates et al. (2009b)
they combine adaptive multiprecision and adaptive step size under the as-
sumption that the predictor part of the path-tracking uses the Euler ODE
method. In Bates, Hauenstein and Sommese (2011) they make modifica-
tions to combine the algorithms when higher-order ODE methods are used
for the predictor step.

The basic idea (without the technical details that make it a practical
method) recognizes that path-tracking solves linear systems involving the
Jacobian matrix in both the ODE predictor and in the Newton corrections.
The condition number of the matrix gives an estimate on how many sig-
nificant digits these processes yield. There must be enough digits to make
Newton’s method converge within the tolerance set for path-tracking. As
the accuracy of the step also depends on the accuracy with which the poly-
nomials are evaluated, the sizes of the coefficients of the polynomial system
need to be part of the estimates (see Bates et al. (2008b, 2009b)). (As
discussed in the introduction to Part 2, it also means that the polynomials
themselves must be given with sufficient accuracy to match the precision
required in their evaluation.) To do all this with enough margin for calcu-
lations to be secure, but not enough to make the cost prohibitive, requires
a facility for scaling precision up and down on the fly along with fast esti-
mates of how much precision is needed at any time. As noted earlier, using
this sort of algorithm to solve the nine-point path synthesis problem for
four-bars, we found that nearly one per cent of the paths required extra
digits beyond double precision somewhere in the middle of the t-interval
(0, 1] before returning back to double precision.

There are other uses of multiprecision besides path-tracking. At times,
one may wish to check the vanishing of a polynomial at a given point or
test the rank of the Jacobian matrix. It can be useful to do these checks at
several different precisions to see if the magnitude of the polynomial or of
the putatively zero singular values of the Jacobian matrix actually approach
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zero in proportion to the precision used. Though no numerical method is
absolutely certain, these moves are effective.

Yet another use of multiprecision is to produce points of a witness set (see
Section 7.2) to a very high number of digits so that various manoeuvres to
construct exact equations may be carried out (Bates, Peterson and Sommese
2008¢).

7. Computing positive-dimensional sets

As we saw in Section 6.1, the polynomial systems to which continuation
naturally applies are square, i.e., they have the same number of equations
as variables. What can we say about non-square systems? How do we deal
with them numerically? The answers to these questions lead quickly to
positive-dimensional algebraic sets. But before we go any further, we need
a few definitions from algebraic geometry.

A complex affine algebraic set is defined to be the solution set X := V(f)
of a system of polynomials as in equation (5.1) on some complex Euclidean
set CN. Unless stated otherwise, algebraic sets in this article are complex
affine algebraic sets. Here we drop all multiplicity information, e.g., V(x) =
V(z?) where z is the coordinate on the complex line. We say that X is
irreducible if the set of smooth points X,z of X is connected. In this case
we define dim X = dim X,.s, where, unless stated otherwise, we are using
complex dimensions, which are one-half of the real dimension, e.g., CV is
N-dimensional. Theory tells us that X,¢, is dense in X and that a single
polynomial p(x) being irreducible, i.e., not factorizable into polynomials of
strictly lower degrees, is equivalent to V(p) being irreducible.

Let X = V(f) for a system of polynomials f = 0 on CV. The irreducible
decomposition of X is the decomposition of X into the union of closures of
the connected components of X;.;. Each of these closures is an algebraic
set in its own right. We index the i-dimensional irreducible components of
this decomposition by X;; for j € Z;, where Z; is a possibly empty finite set.
Thus the i-dimensional algebraic subset of X is defined to be

Xi = Ujer, Xij,
and X is the union of these:
X =Ul X,

The irreducible decomposition is the typical starting point in most com-
putations involving algebraic sets. The analogue of the irreducible decom-
position is the numerical irreducible decomposition discussed in Section 7.5.

We say that an algebraic set X C C¥ is pure i-dimensional if all the irre-
ducible components in the irreducible decomposition of X are i-dimensional,
i.e., X = X;. Note that such an X has a well-defined integer deg X
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defined as the number of points in the set X N L£; where £; is a generic
i-codimensional linear space, in other words, £; is a general (N — i)-dimen-
sional linear subspace of CV.

Remark 7.1. We can define a complex quasi-algebraic set more generally
as a solution set of a system of homogeneous polynomials on PV minus the
solution set of a different such system. There is an analogous irreducible
decomposition. These concepts are discussed extensively in Sommese and
Wampler (2005), but for the sake of simplicity we restrict ourselves to affine
algebraic sets.

Before we consider positive-dimensional solution sets, let us consider non-
square systems when we want to compute isolated solutions. To this end,
fix a system f of n polynomials in N variables. The system is said to be
overdetermined if n > N and underdetermined if n < N.

If n < N, then general theory tells us (e.g., Sommese and Wampler (2005,
Corollary A.4.7) and Sommese and Wampler (2005, Corollary A.4.12)) that
if V(f) is not empty, then the complex dimension of V(f) is at least N — n.
Regarding f as defining a map from CV to C”, then the image is Zariski-
dense in an algebraic set B of a dimension b such that

(1) for y in the complement of an algebraic subset of B of lower dimension
than B, dim f~!(y) = N — b; and

(2) for all y € f(CN), dim f~(y) > N —b.

In other words, for almost all points in the image of f, the pre-image is a set
of dimension N — b, but there may be an algebraic subset of the image for
which the pre-image has a higher dimension. By Sard’s theorem (Sommese
and Wampler 2005, Theorem A.4.10), b equals the rank of the Jacobian of
f evaluated at a general point of CV. The integer b is called the rank of the
polynomial system.

Thus if we are interested in isolated solutions, we need the rank of the
polynomial system to be N, which requires that n > N. Suppose that
we were interested in isolated solutions of a rank N system with n > N
equations. In a numerical approach, where equations are only evaluated
approximately, this situation can present some challenges.

Consider the polynomial system

y?| =0. (7.1)

This system has a unique root, (0,0). However, if we change the equations
slightly, say we perturb the last one to xy — € = 0, the root disappears. In
this sense, the root is unstable under numerical perturbation. We observe
that the multiplicity of the root (0,0) is 3.
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One way to stabilize the root is to replace the system in equation (7.1)
with the system

[952 i wy} — 0, (7.2)

y? + By

where a and 3 are random, preferably of magnitude near 1. This new system
has a unique root (0,0) of multiplicity 4. Moreover if the equations in the
system equation (7.2) are changed slightly, the isolated solutions of the new
system will lie in a small neighbourhood of (0, 0), and their multiplicities will
add up to 4. Although this manoeuvre does increase the root’s multiplicity,
it has the substantial benefit that it stabilizes the root.

Let us consider another simple example:

[((xm__ll))y] = 0. (7.3)

The solution set consists of the vertical line = 1. This time, if we perturb
one of the equations slightly, e.g., if we replace the second equation with
x — 1.00001, the solution set changes from a one-dimensional set to just the
point (z,y) = (1.00001,0). As in the previous example, the solution set is
numerically unstable. One could say that the root cause is the same, because
in a sense a system of two equations that defines a one-dimensional solution
set in C? is overdetermined in the same way a system of three equations is
overdetermined for defining a zero-dimensional set (a point). To stabilize
the solution, we may take a similar action as before: use randomization. To
do so, we form the single equation

(zr—1Dy+p(x—1)=0, (7.4)

with 8 a random number near 1 in absolute value. The solution set of this
new equation consists not just of x = 1, but also of an extra component
y = —f. Changing the system in equation (7.3) slightly gives a perturbed
version of equation (7.4) whose solution set is a curve lying near the union
of these two lines. So the randomization has stabilized the solution of the
original system, but it has introduced an extraneous component.

In either of the two preceding examples, it is tempting to find the solution
set by solving the system with one equation omitted, and then checking if
these preliminary solutions satisfy the extra equation. This works in these
examples, but not for the system

(z+y—1y
(r+y—1zx| =0. (7.5)
Ty

This system has three isolated roots, {(0,0),(1,0),(0,1)}, but any system
formed by two out of three of these equations has just one of these as an
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isolated root. In contrast, the randomized system

(r+y—Dy+oaxy| _
(x+y—1)z+ Bry ’

with random « and 3, has four isolated roots. These consist of the three
roots of the original system and one extraneous root that depends on «
and (.

Randomization is our approach to stabilizing solutions in any overde-
termined situation, and it is key to dealing with positive-dimensional sets.
Accordingly, we devote the next section to understanding this procedure
better.

(7.6)

7.1. Randomization

Fix a system f of n polynomials in N variables. As we saw above, a natural
move is to replace f by a new system consisting of k linear combinations of
the equations making up f, e.g.,

fi

In
where M is a k X n matrix. For reasons that will be made clear in what
follows, we suppress M and write QR f(x) instead of Ry (M, f)(z) when M
is chosen generically, i.e., when the entries of M are chosen randomly. For
numerical stability, it is typically advantageous to choose M close to unitary.
We refer to Ry f(x) as a randomization of f.

How does V(R (M, f)) compare with V(f)? Without some restriction on
M, all we can say is that

V(f) CV(Re(M, [)).

A remarkable consequence of Bertini’s theorem (Sommese and Wampler
2005, Chapter 13.5) is that for most M, the relation is strong and simple.

Theorem 7.2. (A version of Bertini’s theorem) Fix a system f of n
polynomials in N variables. Fix an integer £k < N. There is a non-empty
Zariski open set U C CF*™, such that for M € U, every irreducible compo-
nent of V(f) of dimension equal to N — k is an irreducible component of
V(R (M, f)); and the irreducible components of V(R (M, f)) of dimension
greater than N — k coincide with the irreducible components of V(f).

In other words, a general randomization of f to k < N equations preserves
all solution components of dimension N — k or higher, but may introduce
some extraneous components at dimension N — k.

Bertini’s theorem implies some additional useful facts concerning general
randomizations V(R f(z)) for k£ < N.
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e The extraneous solutions V(R f(z)) \ V(f) are smooth of dimension
N — k.

e The multiplicity of an irreducible component of V(f) of dimension N —k
has multiplicity with respect to f = 0 no greater than its multiplicity
with respect to Ry f = 0.

e If the multiplicity of an irreducible component of V(f) of dimension
N — k has multiplicity one with respect to f = 0, then it has multiplicity
one with respect to SRy f = 0.

Using the fact that a general k x k matrix is invertible, it follows that if
k < n, then we may use M of the form [I;, A], where I} is the k x k identity
matrix and A is a random k x (n — k) matrix, i.e., we may use Ry f(x) of
the form
f1
[ AL 5]
fn
7.2. Slicing

As we saw from Section 7.1, if we want to investigate the k-dimensional
components of V(f), it is natural to randomize down to N — k equations.
Moreover, there will be no k-dimensional components unless we have a sys-
tem f whose rank is at least N — k.

In algebraic geometry, a classical way to understand a positive-dimen-
sional set is to intersect it with linear spaces (Beltrametti and Sommese
1995). This leads us to the approach to positive-dimensional solution sets
of Sommese and Wampler (1996), where we coined the term numerical al-
gebraic geometry as the area that corresponds to algebraic geometry in the
same way that numerical linear algebra corresponds to linear algebra.

The critical theory underlying the approach is a variant of Bertini’s the-
orem (Sommese and Wampler 2005, Chapter 13.2) that covers slicing. In
the following theorem, any set of negative dimension is the empty set.

Theorem 7.3. Let V(f) be the solution set of a system of n polynomials
CN. Let £ be a generic (N — k)-dimensional affine linear subspace of CV.
Then, given any r-dimensional irreducible component X of V(f), it follows
that:

(1) dim X N £ =r — k and dim Sing(X N £) = dim Sing(X) — k; and
(2) the algebraic set X N L is irreducible if r > k.

Many other properties of X are inherited by X N L.
As mentioned in the introduction to Section 7, the numerical irreducible
decomposition is the starting point for many computations with polynomial
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systems. The numerical irreducible decomposition was first constructed in
Sommese et al. (2001a).

Given a k-dimensional irreducible component Xj; of V(f), we define a
witness set for Xj; to be a triple (f, Wy;, L), where Ly, is a set of k£ random
linear equations and Wj; denotes the set of points on Xj; satisfying the
equations Ly = 0. Note that Wj; = Xi; N V(Ly), thus there are deg Xy;
points in the set W;.

Note that Wj; are isolated solutions of the polynomial system

fi
{mNi:(f)]: [In-r Al fn =0, (7.8)
Ly

where In_j is the (N — k) x (N — k) identity matrix and A is a random
(N — k) x (n — N + k) matrix. Note that the isolated solutions Wj; do
not have to be of multiplicity one. If they are, then Xj; is said to be a
generically reduced component of V(f). We can always reduce to this case
(see Section 9), and so for the rest of this subsection, we will assume we are
in this case.

A witness set Wj,; is a good proxy for Xj;. Indeed, let B be a set of k&
general linear equations on CV. By using continuation (for ¢ going from 1
to 0 with W}, as our start-points) on the system of equation (7.8) with Ly,
replaced with (1 —¢)B + ytLy, we get the solutions of B = 0 on Xj;. This
process lets us construct many widely separated points on Xj;.

Interpolation of a sufficiently large set of points on Xj; constructs poly-
nomials vanishing on it. This was used in Sommese et al. (2001a) to give
a probability-one membership test to determine whether a point x* is on
a k-dimensional irreducible component Xj; of the solution set V(f). Cru-
cially, in the whole process only a finite number of points S on CV arise.
Unfortunately, for a degree d component, the number of points required
to perform the interpolation is one less than the number of monomials of
degree at most d in NV variables, (N ;,“ d) — 1, which grows quickly. Although
some measures can be taken to reduce this number (Sommese, Verschelde
and Wampler 2001b), a completely different approach is needed to avoid
the combinatorial complexity inherent in any interpolation scheme. For
this reason, interpolation methods have been supplanted by a much more
efficient approach based on monodromy, and we visit this next.

7.83. The monodromy membership test

The main membership tests used in practice are variants of the following
test from Sommese, Verschelde and Wampler (2001¢) (see Sommese and
Wampler (2005, Chapter 15.4) for details).

https://doi.org/10.1017/50962492911000067 Published online by Cambridge University Press


https://doi.org/10.1017/S0962492911000067

536 C. W. WAMPLER AND A. J. SOMMESE

Let f be a system on n polynomials on CV. Let X be a k-dimensional
irreducible component of V(f) and let (f,W, L) be a witness set for X
associated to the system equation (7.8).

Problem 7.4. Decide if * € V(f) is a point of X.

To decide this, choose a set B of k linear polynomials that are general
except for the constraint that they vanish on x*. This is easily done by
choosing a random matrix M € C¥*V and setting B = M - (z — z*). Use
continuation with the homotopy

f1
v A f —0 (7.9)
(1—t)B+tL

to track the points for ¢ going from 1 to 0 starting with VW and ending with
a set £ Then z* € X if and only if 2* € £. Moreover if 2* € X, the
multiplicity of z* as a point of X equals the number of paths ending in x*.

7.4. Deflation revisited

The monodromy membership test for a component X € V(f) and its histor-
ical predecessor based on interpolation both require tracking points on X as
the system of linear slicing equations is moved in a homotopy. To do this ef-
ficiently, the points sliced out of X should be reduced so that the homotopy
function has full rank. In general, however, X might be non-reduced, that
is, it might be a component of multiplicity greater than one. In such cases,
it is desirable to deflate X by operating on f to produce a new system for
which X is a reduced component. We already saw in Section 6.3 how this
can be done when X is just an isolated point. This subsection describes a
procedure to handle the case when X is positive-dimensional.

Let f be a system on n polynomials on CV, let X be a k-dimensional
irreducible component of V(f), and let (f,W, L) be a witness set for X
associated to the system equation (7.8). Similar to the definition of mul-
tiplicity for an isolated point described in Section 6.3, the multiplicity of
components may be defined using the local ring associated to the prime
ideal of polynomials vanishing on X. This is the same number as the mul-
tiplicity of any one of the points * € W with respect to the restriction of f
to V(L), that is, the multiplicity of * € W as an isolated point of V(f, L).

Tracking such a point z* as the equations L change in equation (7.9) is
quite difficult when the multiplicity of X is greater than one (Sommese,
Verschelde and Wampler 2002q). Fortunately, the deflation procedure of
Section 6.3 when done at x* serves to generically deflate the component
X (see Sommese and Wampler (2005, Chapter 13.3.2)). To see what the
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systems for components look like, let us consider the first deflation step
as applied to equation (7.8). We need to take the Jacobian with respect
to coordinates on V(Lyg), so letting B and b be matrices such that Ly =
B-x —band letting B+ be the N x (N — k) matrix with column vectors an
orthonormal basis of the kernel of x — B -z = 0, we have

fi
[Inr Al
fn
&
[In-x A]-Df(z)-B*+ : =0,
EN—k
&1 1
e cl-0 s |-
i EN—k 1 |

where N — k — ¢ is the rank of
[In—x A]-Df(z*)- B*,

Df(z*) is the Jacobian matrix of f(z) evaluated at x*, Ij is the k x k
identity matrix, and C is a generic ¢ x (N — k — ¢) matrix. With L; and
therefore B fixed, this system is a deflation step for a non-empty Zariski
set of points x € X. When this procedure yields a system that deflates z*
as a solution of f restricted to Ly, it will also deflate a non-empty Zariski
open set of X. When one step of deflation does not suffice to deflate z*, one
may apply a second step of deflation to the above system, and so on until
a full reduction to multiplicity one has been obtained. For a multiplicity u
component, at most y — 1 deflation stages are required. A more controlled
deflation is given in Hauenstein et al. (2011). No matter which deflation
procedure is used, the end result is as recorded next.

Theorem 7.5. Let X be an irreducible component of V(f) € CV, where
f(z) is a polynomial system on CV. Let (f,W, L) be a witness set for
X. There is polynomial system F(z,u) on CY x CM and an irreducible
component X of V(F'), such that

(1) X is of multiplicity one;

(2) under the linear projection 7 : CN x CM — CV, a Zariski open set
of X maps isomorphically onto a Zariski open set of X containing W;
and

(3) (F,7~Y(W)N X, L) is a witness set of X.
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7.5. Numerical irreducible decomposition

Let f : CN — C" be a polynomial system. Let
V(f) = Utg "X = U2V Ujer, Xy

denote the irreducible decomposition. By the numerical irreducible decom-
position, we mean a set of witness sets (f, Wjj, L;), one for each X;;. Note
that we have the same set of linear equations

for each j € Z;, where B € C*N and b € C**!. Since the multiplicities
of any two witness points for the same component are the same, and since
a deflation of a component works on a set containing the witness set of
an irreducible component, we can assume after renaming that the W; are
non-singular solutions of the system equation (7.8).

The computation of the numerical irreducible decomposition proceeds in
three main steps:

e computing a witness superset;
e removing ‘junk’ points to obtain a composite witness set; and
e decomposing the composite witness set into irreducible pieces.

First, witness supersets are computed for the X;. By a witness superset

for X; we mean a triple (f, /V[Z-, L;) such that L; is a set of i general linear
equations and

—~

X; N V(LZ) cWw;
and
/V[Z‘ - UZ(f)Xk.

=1
This may be done by using continuation to solve the polynomial system
given in equation (7.8). This was done first in Sommese and Wampler
(1996) and improved in Sommese and Verschelde (2000). The most efficient
algorithm for this is presented in Hauenstein, Sommese and Wampler (2010).

The witness superset may contain some extra points that we designate as
‘junk’. Specifically, /WZ = W; + J;, where W; is the witness point set for X;
and J; is contained in Ugs;Xj. The homotopy that generates W; does not
distinguish between the desired witness points and the junk, so this requires
an extra step.

The first approaches to junk removal were based on membership tests
(Sommese et al. 2001a, 2001b). This hinges on the fact that the junk points
for X; all lie on the components of dimension greater than . Thus, if we
start at the top dimension and work down, we can test which points in
W; belong to higher-dimensional sets and expunge them. This works with
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either the interpolation membership test or the more efficient monodromy
membership test, both described above. Since one must use witness sets for
all the dimensions greater than 4 before one can attack dimension 4, we say
that these are global methods. This is in contrast to a local method, which
can decide whether a point is junk without any knowledge about solution
sets of other dimensions. Although the global methods are now obsolete,
the original one in Sommese et al. (2001a) is notable for being the first route
discovered for computing the numerical irreducible decomposition. Because
of that, it was also the first algorithm for finding X, which is the exact
set of isolated solutions of f(z) = 0. Without junk removal, all previous
homotopies provided a superset of Xj.

The global approach to junk removal has been supplanted by a more
efficient method based on using local dimension tests (Bates et al. 2009aq;
see Section 9.2). The idea is that one does not really need to know which
higher-dimensional set a junk point is on, or even know the precise dimension
of the containing set; one only needs to know that a point is on some higher-
dimensional set to conclude that it is junk. A local dimension test provides
this minimal information with much less computation than is required by
global membership testing.

With the junk points removed, the next step is the decomposition of W;
into Wj;, the witness point sets for the irreducible components of X;. Recall
that irreducible components are the path-connected pieces of the solution
set after singularities have been removed. Thus, if we can show that two
points are connected by a path that avoids singularities, we know that they
are in the same irreducible set. We have W; = X; N V(L;) for L; being a set
of ¢ random linear equations. Let us regard

Li(z,y) =B;i-xz+vy

as a family of linear equations in € CV with parameters y € C’. For a
Zariski open set U of C!, the set X; N V(L;(z,y)) consists of deg X; non-
singular points. Any appropriately random one-real-dimensional path in C°
will lie in U with probability one. Tracking the points W; around a closed
path in U, we obtain a permutation of the set W;. Points that are inter-
changed lie on the same component. Theory tells us that there are enough
paths to achieve the break-up into irreducible components (Sommese, Ver-
schelde and Wampler 2001¢, 2002b). This is the basis for the monodromy
approach to decomposing the witness set into irreducibles.’

Although we know that paths exist to achieve the break-up, there is
no a priori way to know which paths or how many of them are needed.
The way we proceed is to take random paths and form groups of points

5 Though in theory monodromy loops in y alone suffice, in practice looping in both B;
and y is more robust.
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Figure 7.1. Griffis-Duffy platform of Type I.

known to belong to the same irreducible component. We then check each
group to see if it is in fact a complete witness point set for a component.
The test for completeness is based on traces (Sommese, Verschelde and
Wampler 2002b), discussed in Sommese and Wampler (2005, Chapter 15).
If the monodromy loops have not yet found a complete decomposition but
the number of incomplete groups is not too big, exhaustive trace testing
can determine which incomplete groups need to be merged to complete the
decomposition. In this way, the algorithm is guaranteed to terminate in a
finite number of steps.

One interesting example of the application of the numerical irreducible
decomposition is a special case of the Stewart—Gough platform called the
Griffis—Duffy Type I architecturally singular platform. These have base and
moving platforms that are equilateral triangles, with legs connecting vertices
of the base to midpoints of the moving platform and vice versa in a cyclic
pattern (Husty and Karger 2000, Sommese, Verschelde and Wampler 2004 a).
No matter what the leg lengths are, a general case of this type of platform
has a motion curve in Study coordinates of degree 28. This is illustrated
in Figure 7.1, where the path of a small sphere attached to the moving
plate is shown. This path has degree 40 in R3. For a special case of this
in which the two triangles are congruent and the leg lengths are equal, this
curve factors into five pieces: four sextics and one quartic. The numerical
irreducible decomposition is able to find all of these, providing a witness set
on each (Sommese et al. 2004a).
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8. Software

There are several software packages that compute isolated solutions of poly-
nomial systems: Bertini (Bates et al. 2008), HOM4PS-2.0 (Lee, Li and
Tsai 2008), Hompack90 (Watson et al. 1997) and its extensions (Su, Mc-
Carthy, Sosonkina and Watson 2006, Wise, Sommese and Watson 2000),
and PHCpack (Verschelde 1999). Hompack90 has general parallel tracking
facilities. HOM4PS-2.0 has the best implementation of polyhedral methods,
but is not a parallel code. Only Bertini and PHCpack implement algorithms
of numerical algebraic geometry for positive-dimensional solution sets.

PHCpack and Bertini both allow the user to define their own homotopy
and prescribed start-points, but HOM4PS-2.0 currently does not.

HOMA4PS-2.0 uses only double-precision arithmetic to perform computa-
tions. To varying degrees, both PHCpack and Bertini have the capability
of using higher-precision arithmetic. PHCpack does not currently have the
capability of adapting the precision based on the local conditioning of the
homotopy path. This means that more human interaction is needed to ver-
ify that the precision is set appropriately to accurately and reliably perform
the requested computations.

The more advanced algorithms of numerical algebraic geometry (including
the powerful equation-by-equation methods for finding isolated solutions)
place strong requirements on the underlying numerical software (Bates,
Hauenstein, Sommese and Wampler 2008a). For example, without secure
path-tracking and adaptive precision, computing the numerical irreducible
decomposition for systems that involve more than a few variables is not
possible.

Only Bertini gives the numerical irreducible decomposition directly. Ex-
ceptional features of Bertini include:

e secure path-tracking;
e adaptive multiprecision (Bates et al. 20085, 20095, 2011);

e utilities for working with polynomial systems given as straight-line pro-
grams;

e parallel high-precision linear algebra (in a forthcoming release);

e the numerical irreducible decomposition (Sommese et al. 2001a, Som-
mese and Wampler 2005; see Section 7.5);

e equation-by-equation methods such as regeneration (Hauenstein et al.
2010, 2011; see Section 10.2), which require secure path-tracking for all
but the smallest systems;

e local dimension testing (Bates et al. 2009a; see Section 9.2); and
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e various endgames (see Section 6.4) including the power series endgame
(Morgan, Sommese and Wampler 1992b), the Cauchy endgame (Morgan
et al. 1991), and a parallel endgame based on it (Bates et al. 2010a).

To put some of this in perspective, consider a sequence of polynomial
systems arising from discretizing the Lotka—Volterra population model that
is presented in Hauenstein et al. (2011). HOM4PS-2.0 and PHCpack both
implement the polyhedral homotopy method for solving sparse polynomial
systems, while Bertini implements regeneration (discussed in Section 10.2)
for solving such systems (Hauenstein et al. 2011). For these systems, the
number of solutions over C is the number of paths tracked by the polyhedral
homotopy method. Even so, the polyhedral homotopy becomes impractical
as the number of variables increases due to the computational complexity
of computing a start system via the mixed volume. For example, consider
solving the n = 24, 32, and 40 variable instances of the Lotka—Volterra
model using a single core running 64-bit Linux. Here the number of non-
singular isolated solutions equals v/2" (which equals the mixed volume). For
the 24 variable system, PHCpack took over 18 days while HOM4PS-2.0 and
Bertini both took around 10 minutes. For the 32 variable system, PHCpack
failed to solve the system in 45 days, HOM4PS-2.0 took over 3 days and
Bertini took roughly 5 hours. For the 40 variable system, PHCpack and
HOMA4PS-2.0 both failed to solve the system in 45 days, but Bertini solved
the system in under a week. Since regeneration is parallelizable, we also
solved the 32 and 40 variable systems using 64 cores (8 nodes each having
dual 2.33 GH Xeon 5410 quad-core processors). In parallel, Bertini took
less than 8 minutes and 4 hours to solve the 32 and 40 variable polynomial
systems, respectively.

PART THREE
Advanced topics

9. Non-reduced components

At several points, we have noted that a component of the solution set V(f)
can be non-reduced, meaning that it has a multiplicity greater than one.
How do we compute the multiplicity of a k-dimensional irreducible compo-
nent of V(f) € CV, where f is a polynomial system (see equation (5.1))
of n polynomials? As mentioned earlier, by slicing with a general (N — k)-
dimensional affine linear space, this comes down to computing the multiplic-
ity of an isolated solution of a polynomial system. We will see in Section 9.1
that the Macaulay matrix gives a powerful method for solving this problem.
Modifying this method gives us an algorithm in Section 9.2 for computing
the local dimension of an algebraic set.
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9.1. Macaulay matrix

The Macaulay matrix gives a powerful method to compute multiplicities
and lay bare the local structure of an algebraic set. This approach to the
numerical computation of the multiplicity was presented by Dayton and
Zeng (2005) (see also Dayton, Li and Zeng (2011)). An alternative approach,
which played a role in the development of local dimension test (Bates et al.
2009a) of Section 9.2, was given by Bates, Peterson and Sommese (2006).
We need multi-index notation. Given an s-tuple of non-negative integers

a = (ai,...,as) and an s-tuple of complex numbers u = (uq, ..., us), let
u® = uft - uge,
al :==aq!- - agl,
peo— L(ONT (0"
ol \ 0z Oz, ’
lal =01 + -+ as.

Let x* denote a solution of f(z) = 0, a system of n polynomials in the
variables x1,...,xy. From this we can construct the kth Macaulay matrix:

My(f,2") = [(D*(2 — %) f;(2)) («")], (9.1)
where the rows are indexed by (3, j) with || < k—1, 7 < n and the columns
are indexed by « with |a| < k. Letting Py n denote the dimension of the
vector space of polynomials of degree at most d in N variables, My(f,x*)
is an (nPy n) x Py n matrix.

The rows are Taylor series expansions of generators of approximations to
the ideal generated by f in the ring of convergent power series at z*.

Theory (see Dayton and Zeng (2005), Bates et al. (2009a), Dayton et al.
(2011)) implies that the dimensions p(f, *) of the null space

{¢ € CPan | My(f,2%) - € =0}

are either strictly increasing with no limit (m which case V(f) is positive-
dimensional at x*) or strictly increasing until the first non-negative integer
k with pi(f,2*) = pr1(f, 2*) (in which case z* is an isolated solution of
f(z) = 0 of multiplicity p(f,z*)).

In particular, assume that we know a positive number [, such that if z*
is an isolated solution of f(x) = 0, then f is a bound for the multiplicity of
x* as an isolated solution of f(x) = 0. In this case, we can check whether z*
is isolated or not, because the pg(f,z*) must either stabilize or eventually
surpass fi. Since pg(f,x*) is strictly increasing, if it does not stabilize, it
must pass i no later than by k£ = i + 1. This last observation leads to the
local dimension test (Bates et al. 2009a) explained in the next subsection.

The Macaulay matrices My (f, z*) grow quickly in size, but to compute the
wr(f,x*), Mi(f, ) may be reduced to a much smaller matrix (Zeng 2009).
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9.2. Local dimension

In computing the numerical irreducible decomposition, we noted that com-
pared with the use of membership tests, a local dimension test can be used
to improve the speed of removing junk points. Even beyond this applica-
tion, the topic of determining local dimension is of interest in its own right.
The problem to be addressed is as follows.

Problem 9.1. Given a solution z* of a polynomial system f(x) = 0, de-
termine the local dimension at z* of the solution set V(f).

By local dimension at x*, we simply mean the maximum of the dimensions
of the irreducible components of V( f) that pass through z*. In junk removal,
we do not even need the full determination of the local dimension; it is
enough to determine whether or not a point in W; has a local dimension
higher than 1.

A global way to find the local dimension is to carry out a full irreducible
decomposition of V(f) and use membership tests to determine which com-
ponent or components contain z*. This is a global method requiring a very
expensive computation with much of the output of the computation unused.

The test described in the previous section which uses the Macaulay ma-
trix to determine whether or not a point is isolated was put forward in
Bates et al. (2009q) as an efficient method for junk removal in the numeri-
cal irreducible decomposition of V(f). The test requires a positive integer fi
which would be a bound for the multiplicity of the point in question. In the
irreduciblg\ decomposition, suppose we have a point, say z*, in the witness
superset W; for dimension 7. If z* is an isolated point of V(f(x), L;(x)),
where L;(z) = 0 is the set of ¢ linear equations that slice out the witness
set, then it belongs in the witness set. Otherwise, if it is not isolated, it
is a junk point to be expunged. In witness superset generation, the bound
[t is just the number of incoming paths to z* in the homotopy that com-
putes the witness superset. With this bound, the Macaulay matrix test for
isolation can eliminate junk points. Since we no longer need all the higher-
dimensional sets (dimensions j > i) to do junk removal at dimension 4, the
local dimension test allows us to do the numerical irreducible decomposition
for each dimension independently.

While junk removal only needs one test for isolation, a procedure de-
scribed in Bates et al. (2009a) uses a sequence of such tests to exactly
determine local dimension. The procedure uses the following fact. Let
(f(x),L(x)) = 0 be a new system formed by appending to f a single linear
equation L(z) that is general except for the restriction that it vanishes at
xz*. If * € V(f) is not isolated, then the local dimension of V(f, L) at z*
is precisely one less than the local dimension of V(f) at z*. Thus we can
compute the dimension by repeatedly slicing until x* is isolated. For this to
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work, each time we add another linear equation to the system, we need to
have a bound ji on what would be the multiplicity of x* if it were isolated.
The article by Bates et al. (2009a) leaves open the question of how to find
these bounds.

A natural way to provide the multiplicity bounds needed to complete the
local dimension procedure is to construct a good homotopy H(z,t) = 0 (see
the end of Section 6.1) for finding isolated solutions of (f(x),L;(x)) = 0
and count the number of paths coming into z*. (Here L;(x) is a system
of i general linear polynomials that vanish at x*.) If there are no paths
with limit z*, then z* is not an isolated solution of (f(x),L;(z)) = 0. If
paths do arrive at z*, their number gives the requisite bound and we may
check for isolation. If x* is an isolated solution of this system, then the local
dimension of V(f) at z* is 4. If it is not isolated, then the local dimension
must be greater than ¢ and we may start over, appending some greater
number of linear polynomials. Eventually, all the possible dimensions (from
0 to N) will be exhausted, so at some point we must terminate with the
correct local dimension. The homotopies used here to get the multiplicity
bounds are in fact generating witness supersets dimension-by-dimension, so
if one is charged with finding the local dimension at several test points, one
might be just as well off computing an entire witness superset for V(f). At
present, there is no known way to find the local dimension without resorting
to these homotopies.

Suppose that we do not have a multiplicity bound in hand and we are
unwilling to run homotopies to find one. It can still be useful to investigate
local dimension by testing the ranks of the Macaulay matrices. Limiting
the tests to My (f,z), for k < k*, gives the k*-depth-bounded local dimen-
sion (Wampler et al. 2011). For large enough k*, this is the correct local
dimension, but without a multiplicity bound, one cannot make a definitive
conclusion. Still the depth-bounded local dimension yields much of what
one needs to know in practice, where the difference between a very high
multiplicity and increased dimension can become academic. For example,
in the case of a mechanism, a high multiplicity isolated root in the rigid-body
model may in fact exhibit substantial motion when small elastic deforma-
tions of the links, which are always present in a physical device, enter the
picture.

10. Optimal solving

There is a basic and ever-present problem.

Problem 10.1. Assume we have a large polynomial system f(x) = 0 with
few solutions. How do we find the solutions without doing the amount of
work that the size of the system would suggest?
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The words large and few and the problem itself may seem imprecise, but
the problem is quite real. For simplicity we consider only a square system
f, and we seek to find a finite set of points in V(f) that contains all the
isolated solutions. Most problems in numerical algebraic geometry may be
reduced to this problem.

In the mid-1980s, a polynomial system with 8 equations and 8 variables
could be quite challenging. For example, to solve the inverse kinematics
problem for 6R robots (see Sections 3.1.2 and 4.5.2), Tsai and Morgan
(1985) used a total degree homotopy with 256 paths. Each path took several
minutes on a large mainframe, and paths that went to infinity were compu-
tationally much more expensive than finite isolated non-singular solutions.
The use of multihomogeneous structure (Morgan and Sommese 1987a) al-
lowed the construction of a homotopy tracking 96 paths, which were overall
not only fewer in number, but better behaved. Polyhedral homotopies are
even better behaved.

The nine-point path synthesis problem for four-bars (see Section 3.2 and
Wampler et al. (1992, 1997)) has only 1442 solutions, though a total degree
homotopy for the Roth—Freudenstein formulation of the problem would re-
quire tracking 78 = 5764801 paths. This would have required much more
computational power than was available around 1990, when the problem was
solved using a multihomogeneous homotopy. Even that calculation pushed
the limits of its day: it tracked 143 360 paths and required over 100 hours
of computation on a large mainframe computer.

Over and beyond numerics, finding the homotopy used in that first so-
lution of the nine-point problem required a great deal of insight. It is in-
teresting to consider whether there is a solution method that could proceed
efficiently to solve the original Roth—Freudenstein formulation of the system.
We will return to this question shortly.

As computers advance, the meanings of ‘large’ and ‘few’ change, but
the problem remains. For example, polyhedral methods are remarkable,
but when the number of variables grows, the computation to construct the
polyhedral homotopy eventually precludes solving the system (see the exam-
ples in Hauenstein et al. (2011)). This is because the construction involves
a combinatorial calculation, called the mixed volume, that grows quickly
with the number of variables and the number of monomials in the problem.

Another aspect of this problem is that many polynomial systems are given
in an efficient straight-line form, meaning that each polynomial is evaluated
using a sequence of expressions, with the later expressions being functions of
the earlier expressions. Evaluation for such systems may be much quicker
and more stable than if the same polynomials were expanded out into a
sum of terms. Consider, for example, the four-bar coupler curve equation
as written in equation (3.20). The efficient way to evaluate this is to first
evaluate each of the column matrices of equation (3.21), then the 2 x 2
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determinants in equation (3.20), and then finally evaluate the polynomial
using these. Polyhedral homotopies work with the expanded monomials of
the problem, so may destroy the straight-line structure.

Computational work is roughly proportional to the number of paths
tracked. Optimally, one hopes for a method of solution of the problem
whose computational cost is a small multiple of the computational cost of
tracking, for a system of similar characteristics, a number of paths equal
to the number of solutions. We shall see in Section 10.1 that this hope
can be attained for a parametrized family of problems f(z;q) = 0, if only
one can first solve any one general example in the family. In Section 10.2,
we will discuss a class of methods which promise to achieve near-optimal
computational cost, even for the first example problem.

10.1. Coefficient parameter homotopies

Fix a parametrized family of polynomial systems

fi(z,q)
fz,q) := S E (10.1)

I (z,q)
where (z,q) € CN x CM with M > 1. The basic result of Morgan and
Sommese (1989) (see also Li, Sauer and Yorke (1989) and Sommese and
Wampler (2005, Chapter 7)) is that, though it might be computationally

expensive to solve f(z,q) = 0 for a generic ¢*, the cost of solving f(x,q) =0
for subsequent ¢ is the optimal cost. Let us make this precise.

Theorem 10.2. (Morgan and Sommese 1989) Let f(x,q) = 0 be a
system of polynomials
fi(z,q)
f(z,q) = N E
fn(z,q)

where (z,q) € CN x CM. There is a non-empty Zariski open set U ¢ CM
such that for every positive integer u, the set
Zy, =

{(z,q) € CN x U | x is a multiplicity  isolated solution of f(z,q) =0}
is either empty or a manifold with the map 7z, : Z, — U, under the
restriction of the projection 7w : CV x CM — CM, a finite covering. Given
any ¢* € CM\ U and any isolated solution z* of f(z,q*) = 0, for any open

ball B around z*, there is an open ball D around ¢*, such that, for every
g€ DNU, f(x,q) = 0 has solutions in B x {¢} and they are all isolated.
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Set
Z = Uuleu.

Fix a generic ¢* € CM. Then U may be chosen with the further property
that the deflation of f(z,q*) at an isolated solution of f(x,¢*) = 0 deflates
the whole component of Z that (z,¢*) belongs to.

Thus, at the expense of computing the isolated solutions of f(z,q*) =
0, and carrying out a set of deflations one time, we can find the isolated
solutions of f(x,q) = 0 for any other ¢ € C™ at the cost of tracking a
number of paths equal to the sheet number of 7z : Z — U. This means
that if we solve enough examples of the problem family, the amortized cost
of solving f(x,q) = 0 approaches the cost of tracking a number of solutions
equal to the number of isolated solutions of f(x,q) for a generic ¢*.

Finally we note that all the results above are true with C* replaced by
any irreducible and reduced algebraic set which is locally irreducible (Som-
mese and Wampler 2005).

The coefficient-parameter homotopy is especially simple when one only
wishes to find Z1, the multiplicity-one isolated solutions. Suppose we have
already solved by some means the system f(x,¢*) = 0, with ¢* general. Call
the set of multiplicity-one isolated solutions Z7. Now suppose that we wish
to solve for Z7{* for the problem f(z,¢™*) = 0. If the parameter space is
Euclidean, then the path
o gk * _ T
o) = 1" + (1= =

leads from ¢* to ¢** as 7 goes from 1 to 0, and it stays general with prob-
ability one for random choices of v € C (Sommese and Wampler 2005,
Chapter 7). Accordingly, the coefficient-parameter homotopy is

H(z,7) = f(z, o(t(1))). (10.2)

If the parameter space is not Euclidean, one must arrange a path that stays
in the parameter space. This is easily done in most cases. For example, if
the parameter space is a unit circle, we just replace ¢(t) by ¢(t)/|p(t)].

As we saw in Part 1, problems from kinematics automatically come with
parameter spaces so coefficient-parameter homotopy becomes a powerful
tool in the area. As a first example, consider the forward kinematics problem
for general Stewart—Gough (6-SPS) platforms, given by equations (3.29) and
(3.31). These are 7 equations in [e, g] € P7, all quadratic. The parameter
space for the problem may be taken as the entries in the 4 x4 matrices A;, B
j=1,...,6. One can solve a general member of this family using a total
degree homotopy having 27 = 128 paths. If one takes general matrices A;
and B;, the problem has 84 finite solutions. But recall that in the kinematics
problem each Bj is an antisymmetric matrix. On this parameter space, the
problem has just 40 solutions. One can solve any other example in the family

€ (0,1],

https://doi.org/10.1017/50962492911000067 Published online by Cambridge University Press


https://doi.org/10.1017/S0962492911000067

NUMERICAL ALGEBRAIC GEOMETRY AND ALGEBRAIC KINEMATICS 549

with a coefficient-parameter homotopy that has just 40 paths. Moreover,
there are several different subfamilies of interest wherein some of the S joints
coincide. One of these is the octahedral family illustrated in Figure 3.9, for
which the problem has only 16 roots, appearing in a two-way symmetry.
(Reflection of the mechanism through the plane of the base does not alter the
geometry.) Since a coefficient-parameter homotopy respects this symmetry,
only eight paths need to be tracked. As discussed in Sommese and Wampler
(2005, Section 7.7), after solving one general member of any Stewart—Gough
subfamily, the remaining ones can be solved with an optimal number of
paths by coefficient-parameter homotopy. Although these problems are all
simple enough that a elimination approach can be devised — and this has
been done for most cases — each special case requires a new derivation. In
contrast, homotopy methods cover all the cases seamlessly.

A more extreme illustration of the power of the coefficient-parameter
homotopy technique is provided by the nine-point path synthesis problem for
four-bars. As we mentioned earlier, the best multihomogeneous formulation
found for the problem has 143360 paths. Of these, only 4326 paths have
finite end-points. So after a one-time execution of that homotopy for a
general example, all subsequent examples can be solved with a coefficient-
parameter homotopy having only 4326 paths. But the story gets even better,
because the 4326 solutions appear in a three-way symmetry called Roberts’
cognates (Roberts 1875). The coefficient-parameter homotopy respects this
symmetry, so only one path in each symmetry group needs to be tracked,
resulting in a homotopy with only 1442 paths. This is nearly a 100-fold
decrease in the number of paths compared to the original multihomogeneous
homotopy.

10.2. Equation-by-equation methods

The idea behind equation-by-equation methods is to process the system
adding one equation at a time, that is, intersecting the solution of the new
equation with the solution set for all the preceding equations. The hope
is that the computations at any stage will remain comparable to what one
might expect from an optimal homotopy having one path to each of the final
solutions. Specifically, one hopes that the number of paths in each stage of
the equation-by-equation approach is at most a small multiple of the number
of solutions at the final stage. If that number is small compared to the total
degree, or — even better — small compared to the mixed volume (the num-
ber of paths in a polyhedral homotopy), then the multistage equation-by-
equation approach will pay off. Although a coefficient-parameter homotopy
is efficient for all but the first example in a family, the equation-by-equation
approach tries to improve the efficiency of solving the very first example.
Also, one might hope that this can be done for a problem in its most basic
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presentation, without requiring extensive work up front to simplify it. In
fact, the equation-by-equation approaches often go a long way towards these
goals. For example, the regeneration method below solves the original unal-
tered Roth—Freudenstein formulation of the nine-point problem (Hauenstein
et al. 2011, Section 9.3) with computational effort similar to the extensively
reworked multihomogeneous version from Wampler et al. (1992).

We discuss the two equation-by-equation methods below. The diagonal
method (Sommese, Verschelde and Wampler 20045, 2005, 2008) is impor-
tant in its own right because it applies to the problem of intersecting general
algebraic sets. For the problems that both methods apply to, the regener-
ation method (Hauenstein et al. 2010, 2011) typically runs several times
more quickly than the diagonal method.

For simplicity we present the special case of both algorithms that apply
to find the non-singular isolated solutions of a system f of N equations
fi(x),..., fn(z) in N variables. Since

V(fisooon fIn) =V(f1) N0 V(fN),

an isolated non-singular solution z* € V(f) must be a smooth point of all
the V(f;) and they must be transversal at z*, i.e., have linearly independent

normals at z*. Thus the component of V(fi,..., fr) must be smooth of
codimension k at z*.
Fix N linear functions Li(x),..., Ly (x), each of the form
Ll(x) =a;1r1+ -+ a;,NTN — 1 (10.3)

with the coeflicients a; ; random. We will use the notation L;.;(x) to mean
the subset of these linears from index i to j:

Lj.(%')

It is to be understood that if ¢ > j, then L;.;(x) is empty.

For each k > 1, we proceed from V(f1, ..., fr) to V(f1,..., f) "V (fr+1) =
V(fi, -5 fet1). Let Fr(x) := {fi(z),..., fe(x)}, and let W} denote the
non-singular isolated solutions of

2]

Lk—i—l:N(‘T)

The number of paths in stage k of the equation-by-equation approaches is
proportional to the number of points in W. Typically, the sizes of these sets
grow as one proceeds towards Wy, so that the total computational work
is governed by the final number of solutions. This is not a hard-and-fast
rule; it is possible for the sizes of the intermediate sets to grow large and
fall again, but this is not generally seen in practice.
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Diagonal homotopy. Let Sk11 denote the non-singular isolated solutions of
Gr+1(x) = 0, where

Ll:k(x)
Gra1(z) == | frr(z)
Lk+2:N(x)

Note that the solution of Giy1(x) =0 is V(fr+1) N L, where £ denotes the
line £ :=V(L;.x—1(x), Liy1.n(x)). After solving for this line using standard
linear algebra, one can restrict fi.1 to it, turning the solution of Ggy1 =0
into a polynomial in one variable. In this way, one finds Sy easily, and it
has at most deg f;1 points.

Given Wy and Siy1, the goal is to construct the non-singular isolated
solutions Wy41 of {Fg41(z), Lgso.n(z)} = 0, and by progressing in this in-
cremental way arrive at Wy, the non-singular isolated solutions of Fiy(x) =
f(z) = 0. Consider the homotopy

Fy(z)
Jr+1(y)
Li(y) T — Y1
Hy(z,t) := |t : 1—t 5 10.4
(@) b O (10.4)
Liy1(x) Tht1 — Yk+1
Liyo.n(x)
L Liy2.n(y) ]

on CV x CN. Note that (a,b) € Wy x Sgy1 are non-singular solutions
of Hi(z,y,1) = 0. The isolated non-singular solutions of Hy(z,y,0) = 0
must satisfy £ = y and may be identified with the isolated non-singular
solutions of Fjyi(x) = 0 using the map (x,y) — (x). In this manner, we
have generated Wi 1, a result proved in Sommese, Verschelde and Wampler
(2008). All that remains to be done is to recur this procedure until we arrive
at the final answer Wy.

Notice that in equation (10.4), the trailing equations Ly 2.n(x) = 0 and
Li42:n(y) = 0 do not change during the continuation. Therefore, one can
use linear methods to compute a basis for the null space of these at the
beginning (they both have the same null space, of course), and use this to
substitute for x and y in the other equations. In this way, the homotopy is
effectively reformulated to work on C*¥+1 x C*+1. When k is small compared
to IV, this manoeuvre reduces the computation significantly.

Regeneration. Regeneration is an equation-by-equation method, whose an-
cestry includes the m-homogeneous homotopies of Morgan and Sommese
(1987a), the set structure homotopies of Verschelde and Cools (1993), and
the product homotopies of Morgan, Sommese and Wampler (1995).
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The set-up for regeneration uses functions Fi(z), L;(x) and the set Wy
in the same way as the diagonal homotopy, but we increment from Wj to
W41 in a new way. To do this, we introduce additional random linear
functions of the same form as equation (10.3), but with deg fx of them
associated to the kth polynomial. Let us denote these linear functions as
f,i’j(a:), i=1,...,N,j=1,...,deg f;. (It is acceptable to take IZM = L;,
but the others must be distinct random linear functions.)

Regeneration proceeds in two stages. First, for j = 1,...,deg fr11, we
move from Wy, to W, ;, being respectively the non-singular isolated solutions
of {Fi(x), Lis1.n(x)} = 0 and {Fy, Lpy1,;(x), Lpyo:n(x)} = 0. This is
accomplished with the homotopies

~ Fy(o)
Hy j(z,t) = |(1 —t)Lig1,(x) + tLpga(z)| =0, j=1,...,deg fry1.
Liyo.n(x)
(10.5)
After completing these, we may gather all the solutions into one set,
d
Sk = Ujiglkarl Wk’j.
The second stage of the regeneration procedure uses Sy, as the start-points
for the homotopy

B@
Ri(z,t) = | (1 = t) fe1 (@) + tLig1,1() - - - Lig1,deg foa () |- (10.6)
Lito.n()

The non-singular end-points of this homotopy as ¢ goes from 1 to 0 are the
set Wi11. As in the diagonal homotopy method, we recursively apply the
two stages of regeneration until we arrive at the final solution set Wy. The
main result of Hauenstein et al. (2011) justifies this procedure for finding
all the non-singular isolated solutions of f(z) = 0.

In both stages, the trailing equations, Lyi2.n(x) = 0, do not change
during the continuation, so, as before, one can work on the associated null
space and thereby reduce the number of variables to k£ 4+ 1. This is half of
the number of variables used in the diagonal homotopy.

To appreciate the power of regeneration, note that solving the Roth—
Freudenstein system for the nine-point problem using regeneration is compa-
rable in timing to solving it using a four-homogeneous formulation and faster
on one processor than the best polyhedral code (Hauenstein et al. 2011).
This happens even though the total degree of the Roth—Freudenstein sys-
tem is about twenty times the number of paths in the four-homogeneous
formulation and sixty-five times the number of paths in the polyhedral ho-
motopy. (When run using a parallel computer with 65 processors to track
the homotopy paths, the regeneration method was proportionately faster.)
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More tests comparing regeneration to polyhedral methods are reported in
Tari, Su and Li (2010), along with a complementary method that helps sort
the solution sets more automatically.

PART FOUR
Frontiers

11. Real sets

Throughout this article we have dealt almost exclusively with complez solu-
tions, even though isolated and positive-dimensional real solutions are the
main interest for most applications.

For isolated solutions, we may simply pick the isolated real solutions out
of the isolated complex solutions. Typically most complex solutions are
not real, but we do not know any algorithms that find all the isolated real
solutions without finding all the isolated complex solutions. Indeed, the
majority of systems arising in applications depend on parameters, and the
continuation of a real isolated solution as one goes from one point in the
parameter space to another, e.g., using the methodology in the coefficient
parameter theorem 10.1, very often does not end up at a real solution.
Similarly, the path that leads to a real solution might begin at a complex one.
Consequently, continuation of just the real solutions over a real parameter
space is problematic and generally will not produce a complete solution list,
so we work over the complex numbers instead.

For positive-dimensional sets, there is no direct method of computing the
real solution set when given the complex solution set. There is a classical de-
scription, using symbolic computation, called the cylindrical decomposition
(Basu, Pollack and Roy 2006), which may be approached numerically.

Let Vr(f) C RN denote the set of real solutions of the system f(z) = 0.
Throughout this article, we have used V(f) to mean the complex solution
set, though for emphasis here, we may use Ve (f).

Real and complex solution sets are not as closely related as one might
expect, and this shows up when considering the dimension of Vg(f) versus
Ve(f). For example, consider the equation 22 + 32 = 0. Over the complex
numbers the solution set consists of two lines meeting at the origin, i.e., a
set of complex dimension one. The real solution set is the origin, an isolated
singular point, i.e., a set of real dimension 0. This difference of dimension
only happens at real solutions contained in the singular set of the complex
solution set.

One-dimensional sets are relatively straightforward (Lu, Bates, Sommese
and Wampler 2007). Let f(z) = 0 be a polynomial system with real co-
efficients. Assume that the solution set is one complex dimension, i.e.,
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On a double line On a quadric On the quartic

Figure 11.1. Selected poses of the foldable Stewart—Gough platform.

dimV(f) = 1. We know that dimg Vr(f) < 1. We assume for simplic-
ity that all the positive-dimensional components are of multiplicity one (by
using deflation one can always make this so).

Choose a general linear projection m : CN — C. The projection 7 is of
the form

x1
A-| 1| +0b,

TN

where A is a 1 X N generic complex matrix and b is a random complex
constant. If we restrict A and b to be real, the set Vg(f) will map to the
real line. We can now compute the set of points & where my ) is not of
rank 1. Away from these points mys) is a covering map. We know that
Vr(f) is a union of isolated solutions (which must lie in S) plus intervals
meeting and ending at points of §. This information is enough to give a
decomposition of Vg (f) that may be used in applications.

The case when dim Vg(f) = 2 is more difficult. It is natural to choose
a random linear projection to C? which has real coefficients so that Vr(f)
maps to R2. A decomposition of Vg(f) into isolated points, intervals, and
cells may be done if all components are multiplicity one. When some compo-
nents have higher multiplicity, one must introduce deflation, but this brings
in some technical issues that are not easily dispatched. Thus the treatment
of the two-dimensional case is at present only partially complete.

In Section 7.5, we illustrated the Griffis—Duffy Type I platform robot, a
special case of the Stewart-Gough (6-SPS) platform, and mentioned that
the motion for the Griffis—Duffy Type II subcase factors into five pieces: four
sextics and one quartic. Lu et al. (2007) considered an even more special
example of a Griffis—Duffy Type II robot, one whose leg lengths are all
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equal to the altitude of the base and moving triangles (which are congruent
equilateral triangles). This robot is unusual in that it can fold up into the
plane with both triangles coinciding. Its motion is a curve that factors even
more finely than general Type II cases into three double lines, three quadrics,
and four quartics. (The sum of the degrees 3-2+3-2+4-4 = 28 is the same as
the degree of the irreducible curve in the Type I case.) Numerical irreducible
decomposition finds this factorization, and the technique sketched above
extracts the real curves inside these complex factors. It turns out that
three of the quartics have no real points, but each of the others gives a real
curve. One pose on each type of curve is shown in Figure 11.1. Notice that
the double lines are non-reduced, so deflation is needed to sample points
on them.

12. Exceptional sets

Many problems may be rephrased as a problem of finding the set of pa-
rameters where some exceptional behaviour occurs. An important example
that motivated much of our work is finding overconstrained mechanisms,
i.e., mechanisms of a given family that have more degrees of freedom than
most of the other mechanisms in the family.

Fibre products give a powerful handle on the computation of exceptional
sets. Before we say more, let us give a definition and an example.

Let p: X - Y and ¢ : W — Y be two algebraic maps between algebraic
sets. Then the fibre product X xy W is the set

{(ZL',’LU) eX xW|plx)= q(w)}.

Note that X xy W is an algebraic set and has natural maps to X, W, Y.
If Y is a point, the fibre product is the usual product.

On the level of systems of polynomials, let f(z,y) = 0 and g(w,y) = 0
be two systems of polynomials on CN x CM and CM2 x CM respectively.
Letting X = V(f(z,y)) and W = V(g(w,y)), we have the mapsp: X =Y
and ¢ : W — Y induced by the natural projections to CM. The fibre
product X xy W equals V(f(z,y), g(w,y)).

Letting X = V(f(x,y)), the fibre product X xy X of X with itself over
Y is the solution set of (f(z1,y), f(z2,y)) = 0.

The striking property of the fibre product is that exceptional sets corre-
spond to irreducible components of fibre products. As an example, con-
sider the algebraic set X = V(z — u,zy — v), which we would like to
consider as the solution set of a family of systems having (x,y) as vari-
ables and (u,v) as parameters. Note that the map (z,y,u,v) — (u,v)
restricted to X has a zero-dimensional fibre over general (u,v), given by
(z,y,u,v) = (A, u/X\, A, 1), but it has a one-dimensional fibre X3 over (0,0)
given by (z,y,u,v) = (0,,0,0), where A\, u € C. (Also, the fibre over (0, \)
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for A # 0 is empty, but this is not our main concern at the moment.) Since
X1 has larger dimension than the fibre over general points, it is an excep-
tional set. Since the whole set X can be parametrized as (A, u, A, Ap), it
is isomorphic to C2. It is therefore one irreducible set that contains X7,
and so X does not stand out as a component on its own in an irreducible
decomposition of X. However, the fibre product of X with itself is given by
V(x1—u, x1y1—v, xa—u, Toy2—v), and it can be shown that the solution set of
this system has two components. One is the two-dimensional set of the form
(z1,y1, 22, Y2, u, v) = (A, 1, A, o, A\, \ie) that maps onto C?, and the other is
the two-dimensional set of the form (x1,y1,x2,y2,u,v) = (0,\,0,u,0,0)
that maps onto (0,0). This latter component is the fibre product of X;
with itself, and it now stands out as an irreducible component.

In the example above, one fibre product was sufficient to promote the
exceptional set to irreducibility. In general, it may take several fibre prod-
ucts, e.g., X xy X xy X, and so on, to make the exceptional set stand
out. The main results of Sommese and Wampler (2008) show that taking
higher and higher fibre products will eventually promote any exceptional set
to irreducibility. It makes precise how exceptional sets become irreducible
components and gives some bounds on how many successive fibre products
are needed for different exceptional sets. The polynomial systems that arise
from fibre products grow large quickly, but they have much internal struc-
ture with many components that are irrelevant for finding exceptional sets.
There is promise that this approach will yield effective numerical algorithms
to compute overconstrained mechanisms.

We have already touched on several overconstrained mechanisms in this
paper. First, and simplest, is the planar four-bar linkage of Figure 3.4. This
is overconstrained in the sense that a 4R spatial closed-loop mechanism (four
links connected by rotational joints 1 to 2, 2 to 3, 3 to 4, and 4 to 1) cannot
move. For 4 x 4 link transforms A; € SE(3), j = 1,2, 3,4, the condition for
closing the 4R loop is

R.(01)A1R,(02)A2R.(O3)A3R,(O4) Ay = Iy, (12.1)

where R,(0) is as in equation (3.12) and I is the 4 x 4 identity matrix.
When the A; are general, this system is equivalent to six independent equa-
tions (the dimension of SE(3)) in only four unknowns, so there are no so-
lutions. However, when the A; are constrained to SE(2), the mechanism
becomes planar and we have just three independent equations (the dimen-
sion of SE(3)) in four unknowns, which allows in general a one-dimensional
motion (1DOF). Similarly, with A; restricted to SO(3), we obtain the spher-
ical four-bar linkages, which also have 1DOF. These cases are easy to see
by merely considering the subgroups SE(2) and SO(3) in SE(3), but these
do not tell the whole story. Bennett (1903) made the surprising discov-
ery that there is another family of moveable four-bar linkages, now called
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Figure 12.1. Double-parallelogram linkage.

Bennett four-bars, that have special relations between the four link trans-
forms Aj;. Delassus (1922) proved that there are no other families of move-
able four-bars.

Apart from four-bar linkages, the theory of overconstrained mechanisms
is not so complete. The Griffis—Duffy Type 1 family of 6-SPS mechanisms
illustrated in Figure 7.1 is an example of what is known as an architecturally
singular Stewart—Gough mechanism. Such mechanisms have the property
that if one locks the six leg lengths at the values corresponding to any pose
of the upper platform, the resulting 6-SS mechanism still moves, whereas
a general 6-SS platform can only be assembled in 40 isolated configura-
tions. Karger (2003, 2008) has classified all the architecturally singular
Stewart—Gough platforms. However, there also exist 6-SS platforms (Geiss
and Schreyer 2009) that move but are not covered by Karger’s analysis, be-
cause they are not architecturally singular: the movement of the associated
6-SPS platform only occurs when locking the leg lengths at special poses of
the upper platform. While Geiss and Schreyer found such an example by
generalizing to the reals from a search conducted over finite fields of small
characteristic, there is not yet any general theory for classifying all such
mechanisms.

For a simpler example, consider the planar analogue of the spatial 6-
SS mechanism, which is the planar 3-RR mechanism, also known as the
planar pentad, of Figure 3.6. It can be shown that the only non-trivial
moving pentads (that is, ignoring cases with some link length equal to zero)
are the double-parallelogram linkages, as illustrated in Figure 12.1. These
have upper and ground links that are congruent triangles, and legs that
are all equal length. The upper triangle moves in a circular fashion without
rotating. In the figure, two poses of the linkage are shown in gray and a final
one in black. The question of the existence of a moving pentad is equivalent
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to asking if a four-bar coupler curve can have a circle as one factor. (See
Figure 3.4(b).)

The relationship between moving pentads and four-bars that trace a cir-
cle illustrates the fact that a search for a mechanism with special motion
characteristics can often be cast as a search for a related overconstrained
mechanism. In this way, we see that methods for finding overconstrained
linkages actually have a wider applicability to finding non-overconstrained
mechanisms that have special motions. One classical question of this type,
discussed briefly in Section 5, was the search in the late 1800s to find
mechanisms with only rotational joints that draw an exact straight line.
The modern version of this is the search for 3DOF spatial parallel-link
robots whose output link translates without rotating (Carricato and Parenti-
Castelli 2003, Di Gregorio and Parenti-Castelli 1998, Gogu 2004, Huang
et al. 2004, Kong and Gosselin 2002, Kong and Gosselin 2004, Li and
Xu 2006, Tsai, Walsh and Stamper 1996).

To date, investigations of overconstrained mechanisms tend to employ
specialized arguments for the specific mechanism family under considera-
tion. The fibre product approach to finding exceptional sets has the poten-
tial to provide a general approach applicable to many mechanism families.

PART FIVE
Conclusions

From its roots in methods to find isolated roots of polynomial systems by
continuation, numerical algebraic geometry has matured into a set of tools
for finding and manipulating solution sets of any dimension. The key step is
to use generic linear slices to isolate a finite number of points on a positive-
dimensional set, thereby forming a finite witness set that becomes a proxy
for the entire set. Of central importance are methods to compute the nu-
merical irreducible decomposition, which consists of a witness set for each
irreducible component of an algebraic set. Through the use of witness sets
to represent intermediate results, a large system can be solved introducing
one equation at a time, an approach that often reveals simplifications as
the computation progresses and thereby reduces the computations required
in the most expensive final stages. While advanced formulations of homo-
topies reduce the number of continuation paths to be tracked, the numerical
techniques required to implement them are of equal importance. Adaptive
multiprecision is an important factor in obtaining high reliability, and the
use of parallel computing greatly increases speed.

These advances in methods for solving polynomial systems are quite useful
in treating problems from algebraic kinematics. We have reviewed some of
the specific problems from that field which have provided useful information
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to kinematicians while also motivating the development of better algorithms.
Furthermore, we have shown how problems in kinematics can be formulated
as algebraic systems, thereby introducing the concept of a mechanism space
and its associated input and output maps. This provides a framework for
understanding the definitions of a variety of kinematics problems, including
analysis problems, such as the forward and inverse kinematics problems for
robots, and synthesis problems that seck to design mechanisms that produce
a desired motion.

The current frontiers of work in the area include improving methods for
working with real sets, which is of obvious importance in applications, and
furthering initial progress that has been made towards algorithms to find
exceptional sets. In algebraic kinematics, exceptional sets correspond to
overconstrained mechanisms, an area of interest since the earliest days of
formal kinematics but which to date has resisted efforts to develop effective
general methods.
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Appendix: Study coordinates

Study coordinates, also known as dual quaternions and called soma coor-
dinates by E. Study (Bottema and Roth 1979), represent SE(3) as points
on a quadratic surface, the Study quadric, in seven-dimensional projective
space, P7. Although presentations may be found in numerous places, includ-
ing Study (1903), Husty, Karger, Sachs and Steinhilper (1997), McCarthy
(2000), Selig (2005), Husty, Pfurner, Schrocker and Brunnthaler (2007), for
completeness we give a brief description here.

The representation may be developed as follows. First, we note that if
e = egl + e1i + egj + ezk is a quaternion and v = v1i + voj + v3k is a pure
vector (a quaternion with real part equal to zero), then

u=cxvxe/(exe) (A.1)

is also a pure vector. Moreover, u and v have the same length uxu’ = v*v’.

In fact, casting u and v as three-vectors, one may see that equation (A.1) is

equivalent to multiplication by a 3 x 3 rotation matrix R(e) € SO(3). That

is, u = R(e)v with

6% +e2 —e2 - e% 2(—epe3 + e1€32) 2(epea + e1€3)

2(eges + eze1) 6(2) —e? e - e% 2(—epe1 + e2e3) |,

2(—epea +eze1)  2(eger +esen) e —e? —e3 +e2

(A.2)

R(e) = NG
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where A(e) is the squared length of e:
Ale) =exe =e2 +el+e3+ed (A.3)

Of course, we must restrict R(e) to the set of quaternions having non-zero
length.

In addition to a quaternion e for rotation, Study coordinates include a
second quaternion g related to position. Consider the mapping from Study
coordinates (e, g) to C* x C3*3 defined by

St:(e,g)— (gxe'/(exe),R(e)), exe #0. (A4)

In this map, we would like g * €’ to represent a translation vector, which is
a pure vector. Hence, we require

Q(e,g) = goeo + gre1 + gaea + gzez = 0, (A.5)

so that the real part of g* e’ is zero. S2 = V(Q) is called the Study quadric.
Since St, @, and A are all homogeneous, we may regard (e,g) as homo-
geneous coordinates on seven-dimensional projective space: [e,g] € P7.
Restricting St to (Sz \ V(A)) C P7 gives a map from a six-dimensional
quasi-projective set to SE(3).

The map St induces an isomorphism. That is, given (p,C) € SE(3),
C = R(e) has a unique inverse up to scale, and then p = g * ¢'/(e * €’)
may be inverted as ¢ = p * e. (Some authors use p = 2g * €//(e * €’) and
g = (1/2)p x e.) Letting ¢;; be the 4, jth element of C, the formulas for
inverting C = R(e) are

e=1+cy1 +coo+ 3332 —Ca3:C13 —C31:Ca1 — C12

=32 —Ca3: 1+ c11—co2 —c33:¢co1 +c12:c13+c3n (A.6)
=c13—c31:C1 +ci2:1—c11+coo —c33:c320+ a3

=cCo1 —Cl2:C13+C31:C32+C23: 1 —c11 — co9 + €33,

For C € SO(3), at least one of these four formulas is always non-zero.
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