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In recent decades, condition numbers have joined forces with probabilistic
analysis to give rise to a form of condition-based analysis of algorithms. In
this paper we survey how this analysis is done via a number of examples.
We precede this catalogue of examples with short primers on both condition
numbers and probabilistic analyses.
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Condition numbers were independently introduced by Alan Turing (1948)
and by John von Neumann and Herman Goldstine (1947) as a tool in their
efforts to understand the accuracy (or equivalently the loss of precision) in
the solution of linear systems in the presence of finite-precision arithmetic.
Very shortly thereafter, Magnus Hestenes and Eduard Stiefel (1952) showed
that these condition numbers played a central role in the determination of
the speed of convergence of the conjugate gradient method, thus adding
time to accuracy in the list of features that appeared to be controlled, at
least partially, by the condition of the input data.

During the more than sixty years that followed the publication of these
fundamental articles, condition numbers became pervasive characters in the
literature of numerical algorithms. Unfortunately, this ubiquity of condition
numbers is balanced by some difficulty in nailing them down: it appears
that computing the condition number of an input, for a given problem, is
no easier than solving the problem for this particular input. A programme
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322 F. Cucker

that emerged from this situation – going back to Goldstine and von Neu-
mann (1951) and strongly advocated by James Demmel (1988) and Steve
Smale (1997) among others – was to focus on the behaviour of an algorithm
for a typical input, rather than for a specific one. Such analysis would allow
one to ascertain how well the algorithm behaves in general. To implement
this approach, one would select an algorithmic feature to be analysed (say
time or loss of precision), obtain bounds for this feature in terms of a relev-
ant condition number, and then, having endowed the space of inputs with
a probability measure, derive results for the behaviour above in the form of
either expectations or probability tails for the selected algorithmic feature.
A recent twist in this programme, known as smoothed analysis and cham-
pioned by Daniel Spielman and Shang-Hua Teng (2002), shifted the focus
from a typical input to a typical small perturbation of an arbitrary input.

The following pages offer an overview of the development of this pro-
gramme. Like Julius Caesar’s Gaul (book I, ch. 1), this paper is divided
into three parts. In Section 1 we give a summary of condition numbers that
focuses on how are they defined in various frameworks. In Section 2 we do
the same for the two forms of probabilistic analysis we mentioned above.
Finally, in Section 3, we provide examples of problems and algorithms for
which this condition-based analysis has been implemented.

The subject of this overview has been given a detailed treatment in the
recent book by Bürgisser and Cucker (2013), and most of the concepts,
methods and results herein can be further explored there. A notable excep-
tion is the material in Sections 3.8(g) and 3.9.

1. A brief introduction to condition numbers

1.1. Condition and accuracy

Assume we want to compute a function ϕ via a computer algorithm Aϕ. In
the simplest possible setting,

ϕ : Rm → Rq. (1.1)

If computations are going to be done with finite precision only, the point

ϕ̃(a) returned byAϕ will be just an approximation of ϕ(a), for every a ∈ Rm.
The immediate relevant question is, how good is this approximation?

Leaving aside, for the moment, the fact that to answer this question we
need a way of measuring the quality of an approximation, our starting point
is the fact that, historically, this problem has been split into two simpler
problems. On the one hand, we seek to determine how well the algorithm
Aϕ computes ϕ. That is, how badly does Aϕ accumulate errors? On the
other hand, we attempt to estimate the sensitivity of the data a with respect
to ϕ. That is, how much does ϕ(a) change when a is slightly perturbed?
Condition numbers are numerical answers to this last question.
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A fairly general definition of the (absolute) condition number acondϕ(a)
of a with respect to ϕ would be

acondϕ(a) := lim
δ→0

sup
Error(ã)≤δ

Error(ϕ(ã))

Error(ã)
, (1.2)

where the numerator and denominator in the fraction measure the size of
the error in the output ϕ(ã) and the input perturbation ã, respectively.
These measures can be componentwise or normwise, and in the latter case,
still vary depending on the selected norm. In addition, relative errors can be
considered instead of absolute errors, in which case the (relative) condition
number condϕ(a) of a with respect to ϕ takes the form

condϕ(a) := lim
δ→0

sup
RelError(ã)≤δ

RelError(ϕ(ã))

RelError(ã)
. (1.3)

The ultimate choice for all these possibilities will have to depend on the
situation at hand (and the examples in Section 3 below will make this clear).
A common feature for all those choices, however, is the presence of ill-posed
data. These are the elements a ∈ Rm for which the limit in (1.2) or (1.3) is
infinite, the set of which is usually denoted by Σ.

Some of these choices lead to well-known objects. Thus, in the case when
ϕ is differentiable and we measure the size of both the input perturbation
and the error in the output using (Euclidean) norms, the absolute condition
number acondϕ(a) becomes

acondϕ(a) = lim
δ→0

sup
‖a−ã‖≤δ

‖ϕ(a)− ϕ(ã)‖
‖a− ã‖

= ‖Dϕ(a)‖,

and the corresponding relative condition number is therefore given by

condϕ(a) = ‖Dϕ(a)‖ ‖a‖
‖ϕ(a)‖

.

Condition numbers, however, come in more guises than the equalities
above suggest. The simple reason is that not all computational problems
consist in computing a differentiable function. We next briefly describe some
alternative situations.

(a) Multiple-valued functions. We use this to refer to situations where
given input data may have many possible (and equally valid) outputs. For
instance, given a complex univariate polynomial P , compute a zero ζ of P .
If P has degree d then it has at most d zeros (and, generically, it has exactly
d zeros) and any of them is a possible output of a zero-finding algorithm.
If ζ1, . . . , ζd are these zeros, then definition (1.2) (or (1.3)) yields a measure
of condition acond(P, ζi) for each one of them. But how does one define the
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condition of P? There is no canonical way to do so. But three possibilities
arise by taking the best, worst, or average condition for P over its zeros.

More generally, for an input a, let Sol(a) be its associated set of solutions
(i.e. all the possible outputs for a). If for each y ∈ Sol(a) we have a number
ξ(a, y) quantifying the condition of a with respect to y, we may define the
condition ξ(a) of a by taking any of the following options:

ξ(a) := inf
y∈Sol(a)

ξ(a, y), ξ(a) := E
y∈Sol(a)

ξ(a, y), ξ(a) := sup
y∈Sol(a)

ξ(a, y),

where the expectation in the middle expression is for some distribution on
Sol(A). Which of the three we choose will depend on the problem at hand,
and sometimes on the algorithmic approach we use to solve it.

(b) Condition on manifolds. Another way in which the setting (1.1) may
be too restrictive has to do with the spaces where data and outputs live. As
well as the obvious fact that ϕ may be only partially defined, for a number
of problems these spaces are manifolds more general than Euclidean spaces.
For instance, if (λ, v) is an eigenpair of a matrix A ∈ Cn×n, the eigenvector v
naturally lives in the projective space P(Cn), which motivates the following
general framework for condition numbers.

Let X be a manifold of inputs, Y a manifold of outputs, and let V ⊆ X×Y
be a submanifold of ‘solutions’ to some computational problem. We assume
that X and V have the same dimension n to guarantee a local uniqueness of
solutions. Consider the projection π1 : V → X, (x, y) 7→ x, and its derivative
Dπ1(x, y) : T(x,y)V → TxX, which is the restriction of the projection

TxX × TyY → TxX, (ẋ, ẏ) 7→ ẋ,

to the subspace T(x,y)V . We define the set of ill-posed solutions as

Σ′ :=
{

(x, y) ∈ V | rankDπ1(x, y) < dimX
}
. (1.4)

If (x0, y0) ∈ V \ Σ′, then Dπ1(x0, y0) : T(x0,y0)V → Tx0X is a linear iso-
morphism. The implicit function theorem shows that π1 : V → X can be
locally inverted around (x0, y0). Its inverse x 7→ (x,G(x)) is given by the
solution map G : X ⊇ U → Y defined on an open neighbourhood U of x0.
So we have (x,G(x)) ∈ V for all x ∈ U . The derivative

DG(x0) : Tx0X → Ty0Y

will be called the condition map. The inverse of Dπ1(x0, y0) is given by

Tx0X → T(x0,y0)V, ẋ 7→
(
ẋ, DG(x0)(ẋ)

)
. (1.5)

A common situation is that in which V is given as the zero set of a smooth
map F : X × Y → Rn. In this case we have the following characterization
of Σ′, in terms of the function F itself,

Σ′ =
{

(x, y) ∈ V | rank ∂F/∂y(x, y) < n
}
. (1.6)
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Here the partial derivative ∂F/∂y(x, y) : TyY → Rn is defined as the restric-
tion of DF (x, y) to TyY .

Now suppose that X and Y are Riemannian manifolds. That is, we
have an inner product on each tangent space TxX and TyY that varies
smoothly with x and y, respectively. In particular, TxX and TyY are normed
vector spaces. In this case, we may define the (absolute) normwise condition
number

acondG(x0) := ‖DG(x0)‖ = max
‖ẋ‖=1

‖DG(x0)(ẋ)‖

as the operator norm of DG(x0). We note that in this general framework,
it does not make sense to define relative condition numbers. However, im-
plicitly, we can model relative notions of condition numbers by choosing
the manifolds appropriately. For instance, working with projective spaces
means studying ratios, which accounts for a relative notion.

This framework relates to our previous discussion. For an element x0 in
the manifold of inputs X we have finitely many points (x0, y1), . . . , (x0, ys)
in the fibre π−1

1 (x0). Each of them has a corresponding solution map Gj ,

j = 1, . . . , s, and a condition number acondGj (x0). The condition of x0 will
depend on the computational problem we are considering associated with
the geometric situation V ⊆ X × Y . As described in (a) above, the three
typical choices are

acond(x0) := inf
j≤s

acondGj (x0),

acond(x0) := E
j≤s

acondGj (x0),

acond(x0) := sup
j≤s

acondGj (x0).

Note that the last two choices force us to define the set of ill-posed inputs
to be the set Σ := π1(Σ′), whereas the first choice requires

Σ :=
{
x ∈ X | (x, y) ∈ Σ′ for all (x, y) ∈ π−1(x)

}
.

(c) Finite-valued functions. Here we consider a function ϕ : Rm → Y
where Y is a finite set (say Y = {y1, . . . , yk}). In this situation the quantity
acondϕ(a) in (1.2) is of little use. It is immediate to check that acondϕ(a) =
∞ when a is in the boundary of some Sj := {a ∈ Rm | ϕ(a) = yj}, for
j = 1, . . . , k, and that acondϕ(a) = 0 otherwise.

The union Σ of the boundaries between the sets Sj is composed of data
a for which there is no hope that a finite-precision computation with input
a will yield a reliable output.

An idea championed by Jim Renegar (1994b, 1995a, 1995b) is to define
the condition for finite-valued problems to be the inverse of the distance to
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ill-posedness, that is,

condϕ(a) :=
1

dist(a,Σ)
,

or a relative inverse distance

condϕ(a) :=
‖a‖

dist(a,Σ)
(1.7)

if the scaling properties of the problem suggest that this is better, which is
often the case. Other approaches to defining conditions for these problems
have been used as well.

Notable within the class of finite-valued problems is the subclass of de-
cision problems. These consist of a question whose answer is either Yes or
No (e.g. Is a symmetric matrix A positive semidefinite? Does a given lin-
ear programme have feasible points?) Although less relevant in the context
of numerical algorithms (as opposed to their relevance to discrete computa-
tions, where they form the backbone of complexity theory) they nonetheless
form a class deserving analysis.

1.2. Condition and complexity

The first problem for which a condition number was considered was matrix
inversion (von Neumann and Goldstine 1947, Turing 1948). For an n × n
matrix A, the relative condition number, usually denoted by κ(A), was
characterized as κ(A) = ‖A‖ ‖A−1‖. Shortly thereafter, this quantity oc-
curred as a parameter in the complexity analysis of the conjugate gradient
method. This is an iterative algorithm to calculate the solution x∗ of the
linear system Ax = b, where A is a symmetric n×n positive definite matrix
and b ∈ Rn, given an initial approximation x0. Let xk denote the approx-
imation to x∗ after k iterations of the algorithm and let εk := ‖xk − x∗‖A
be the error of this approximation (with respect to a certain A-norm: see
(3.13)). Then (and we will return to this in more detail in Section 3.4),
the number of arithmetic operations – the cost of the execution with input
matrix A – to ensure that εk ≤ δε0 for a given δ > 0 can be shown to be
O(n2

√
κ(A) ln(1/δ)).

This situation – the fact that the cost of an iterative algorithm, even
assuming infinite precision, depends on the condition number of the input
– turned out to be pervasive.

2. A brief introduction to probabilistic analysis

A general feeling among researchers is that computing a condition number is
no easier than computing the corresponding function. An attempt to make
this feeling precise was given by Renegar (1994a). A different approach
(Cheung and Cucker 2005) showed that this is the case for all condition
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numbers given by (1.7) – which we will call conic. The value of condition
numbers thus appears to be questionable: they provide useful information
on the difficulty of computing a function but they are at least as difficult to
compute as the function itself.

A first way out of this quandary was proposed almost as early as condition
numbers themselves. Goldstine and von Neumann (1951), in a sequel to
their founding paper (von Neumann and Goldstine 1947), endowed the set of
n×n real matrices with a probability measure and estimated the probability
that ‘an approximate inverse’ is found; they concluded that this ‘will usually’
be the case provided n is not too large. The particular bounds for n (as a
function of the desired precision) are of no consequence here; these bounds
have been much improved since then. The overall idea, in contrast, is of
paramount importance. Instead of focusing on the difficulty of particular
instances of a problem (e.g. specific n × n matrices), Goldstine and von
Neumann proposed that one should attempt to understand how difficult
the problem is in general (e.g. how difficult it is to invert general n × n
matrices). In other words, instead of computing condition numbers for
a specific instance, one aims at probabilistic estimates for the condition
number of random instances. These estimates usually take the form of
either an expectation or a probability tail, and a sense of the difficulty of
the problem is derived from their order of growth with respect to the size
or dimension of the problem (the integer n in the example above). That the
latter was the goal was clear in the paper of Goldstine and von Neumann.
They write that ‘the coefficients . . . are probably not optimal, but result
from the crudeness of our probabilistic techniques. However, our principal
aim was not to produce “best possible” estimates, but was merely to obtain
a feeling for the sizes of the errors likely to be encountered’ (Goldstine and
von Neumann 1951, p. 201).

The approach outlined above received a strong push in the work of Jim
Demmel in the late 1980s. First (see Demmel 1987) he showed that for many
problems, the condition number defined in (1.3) can be either characterized
by the expression in (1.7) or bounded by a small multiple of this expression.
The import of this paper was thus that many problems admit conic condition
numbers. Then (see Demmel 1988) he gave bounds for the expectation of
conic condition numbers. These bounds were general and expressed in terms
of the dimension of the ambient space and the degree and codimension of the
set Σ. We will return to this subject, and give more details, in Section 3.10.

Demmel’s work was motivated by issues relating to finite precision. But
the idea of understanding the ‘typical’ behaviour of an algorithm through
a probabilistic analysis of its condition number naturally applies to com-
plexity as well. Steve Smale (1997) proposed a general approach to the
complexity of numerical problems. It consisted of first providing bounds for
an algorithm’s cost in terms of both the size and condition of the input,
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and then removing the condition from these bounds by replacing them with
probabilistic estimates.

Whether for accuracy or complexity analyses, probabilistic estimates will
rely on the underlying probability measure assumed. In addition, they
depend on what exactly the randomization of the input is meant to capture.

The current literature exhibits two different ideas for the latter. In the
first one, called average analysis, data are assumed to be drawn from ‘evenly
spread’ distributions. The analysis performed for such a randomization is
meant to describe the behaviour of the analysed quantity for ‘typical’ data.

The second idea for randomization, known as smoothed analysis, replaces
this average data with a small random perturbation of worst-case data.
That is, it considers an arbitrary element a in Rm (and thus, in particular,
the instance at hand) and assumes that a is affected by random noise. The
distribution for this perturbed input is usually taken to be centred and
isotropic around a, and assumed to have a small variance.

(a) Average analysis. Most of the condition numbers occurring in the
literature are scale-invariant, that is, they satisfy cond(a) = cond(λa) for
all a ∈ Rm and λ ∈ R \ {0}. We will therefore confine our discussion to
scale-invariant random variables.

We have already mentioned that the underlying distribution in average
analysis is ‘evenly spread’ and that expected values for such distributions
are meant to capture the behaviour of the random variable on the ‘average
Joe’ inhabitant of the data space. In the context we are interested in, the
probabilistic analysis of condition numbers, this data space is usually a Euc-
lidean space Rm. So the question that poses itself is with which distribution
should we endow Rm for the analysis. Assume we have a ‘natural’ system
of coordinates in Rm. A first step towards an answer consists in noting that
such a distribution should be rotationally invariant. The undistinguished
character of the ‘average Joe’ cannot favour any particular direction. Fur-
thermore, scale invariance allows us to take a second step. Indeed, for such
a function of Rm the value of the density along a half-line with origin at 0
is not relevant. It follows that we can take any rotationally invariant dis-
tribution on Rm, and the collection of remarkable features of the standard
Gaussian makes this distribution the obvious choice.

Scale invariance also suggests the choice of an underlying distribution
that is evenly spread by definition, namely, the uniform distribution on the
unit sphere Sm−1 (this requires us to consider data on the sphere only).

All the above, however, is subject to a ‘natural’ system of coordinates
in Rm. And while some situations may suggest such a system, its choice
remains a bone of contention for average-case analysis. The most common
objection to average-case analysis is that its underlying probability meas-
ures may not accurately reflect the distributions occurring in practice, in
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particular, that they may be ‘optimistic’ in the sense that they may put
more probability mass on the instances for which the values of the func-
tion ψ under consideration are small. Such optimism would produce an
expectation Eψ smaller than the true one.

(b) Smoothed analysis. Smoothed analysis was introduced mainly to
overcome this objection. Its underlying idea, we recall, was to look at the
behaviour of a function for small perturbations of arbitrary data. In the
case of a condition number, this amounts to understanding the condition
of slight perturbations of ill-posed data. When compared with the average
analysis, it replaces the goal of showing that

for a random a, it is unlikely that cond(a) will be large

by the following one:

for all a, it is unlikely that a slight random perturbation

a+ ∆a of a will have cond(a+ ∆a) large.

To perform a smoothed analysis, a family of distributions (parametrized by
a parameter r controlling the size of the perturbation) is considered with
the following characteristics:

(a) the density at a point a depends only on the distance ‖a− a‖,

(b) the value of r is closely related to the variance of ‖a− a‖.

A first possible choice for this family of distributions is the set of Gaussians
N(a, σ2 Idm). The role of r is in this case played by σ > 0. Because of scale
invariance, one usually assumes that the base point a lives in Sm−1. In this
way, the value of the parameter σ controlling the size of the perturbations
is directly comparable with the size of a.

A different choice of distributions consists in taking a ∈ Sm−1 and, for
each r ∈ (0, π], the uniform measure on the spherical cap,

cap(a, r) := {x ∈ Sm−1 | 〈x, a〉 ≥ cos r}.

Table 2.1 shows a schematic comparison of the quantities computed in worst-
case, average-case, and smoothed analyses for a scale-invariant function
ψ : Rm → R in both the uniform and Gaussian cases. Usually, the quantities
estimated in the first two columns are functions of m. For the estimate in
a smoothed analysis there is, in addition, a dependence on r or σ. This
dependence appears to interpolate between worst-case and average-case.
Indeed, in the uniform case, when r approaches 0, the value of

sup
a∈Sm−1

E
a∼U(cap(a,r))

ψ(a)
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Table 2.1.

Worst-case Average-case Smoothed

sup
a∈Sm−1

ψ(a) E
a∼U(Sm−1)

ψ(a) sup
a∈Sm−1

E
a∼U(cap(a,r))

ψ(a)

sup
a∈Sm−1

ψ(a) E
a∼N(0,Idm)

ψ(a) sup
a∈Sm−1

E
a∼N(a,σ2Idm)

ψ(a)

approaches supa∈Rm ψ(a), while when r = π it equals Ea∼U(Sm−1)ψ(a) (since

cap(a, π) = Sm−1 for all a). A similar situation holds in the Gaussian
framework.

The local nature of randomization in smoothed analysis, coupled with its
worst-case dependence on the input data, removes from smoothed analysis
the objection to average-case analysis mentioned above. A satisfying result
in this context (usually a low-degree polynomial bound in the input size m
and in the inverse of the dispersion parameter r) is consequently considered
a more reliable indication that one may expect low values for the function
ψ in practice. In addition, there is an emerging impression that smoothed
analysis is robust in the sense that its dependence on the chosen family of
measures is low.

Notation. In all that follows, we will omit the subindex m denoting di-
mension in Idm. These dimensions are always clear from the context.

3. A repertoire of examples

In this last section – the longest in this overview – we summarize for a num-
ber of examples the role played by a condition number in the evaluation of
some measure of algorithmic performance, and the way a probabilistic ana-
lysis (average or smoothed) allows for a direct assessment of this evaluation.
The goal is not to prove all, or even most, of the results described (due to
obvious space limitations), let alone to prove the sharpest possible results
(for most of them such a proof would be too long, and interesting to only a
few specialists). Instead we want to offer a catalogue as broad as possible of
instances of the general framework sketched in the preceding sections. To
do so, we have chosen to give full proofs for a few results we believe found-
ational, to sketch the proofs of some recent breakthroughs, and to simply
state, omitting proofs, some state-of-the-art technical results. The division
between these three categories is, needless to say, a personal choice.

In all cases we indicate references in the literature where notions have
been developed, algorithms designed, and theorems established. As well
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as these references, a recurring source is the recent book by Bürgisser and
Cucker (2013), where most of the themes we deal with in this overview are
given full-length discussion.

The problems of inverting matrices or solving linear systems engendered
condition numbers; a lively narrated story of the events that led Turing to
his pioneer paper (Turing 1948) is given by Wilkinson (1971). The same
reasons (I will not spell them out here) also explain why the condition
number for these problems is ubiquitous in the literature – and why we will
devote some time to it.

3.1. Linear systems

(a) Loss of precision. Assume we are solving the system Ax = b (or
inverting the matrix A) with a real-number algorithm A executed using
floating-point arithmetic, and let εmach be the epsilon-machine (or round-off
unit) at hand (for a primer on finite-precision computations see Higham
1996, Chapters 2 and 3). This means that all floating-point numbers occur-
ring during the execution of A are rounded to |log εmach| significant digits
(here log refers to logarithm in base 10). In particular, this is the precision
of the entries in the data (A, b). On the other hand, the number of correct
digits in the ith component of the computed solution x̃ is approximately
− logRelError(x̃i), where

RelError(x̃i) :=
Error(x̃i)

|xi|
=
|xi − x̃i|
|xi|

.

Therefore, the value

LoP(xi) := log
RelError(x̃i)

εmach
= |log εmach| − |logRelError(x̃i)|

quantifies the loss of precision in the computation of xi. If we take the
precision of x̃ to be

− logRelError(x̃) := − log
‖x− x̃‖
‖x‖

,

then the loss of precision in the computation of x is

LoP(x) := log
RelError(x̃)

εmach
= |log εmach|+ logRelError(x̃). (3.1)

Next assume that algorithm A corresponds to computing x via the House-
holder QR factorization method. The following result is a well-known back-
ward error analysis for this algorithm (see Higham 1996, Theorem 19.3).

In all that follows, for any square matrix M , ‖M‖F and ‖M‖ denote the
Frobenius and spectral norms of M , respectively.
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Theorem 3.1. Let A ∈ Rn×n be invertible and b ∈ Rn. If the system
Ax = b is solved using the Householder QR factorization method, then the
computed solution x̃ satisfies

Ãx̃ = b̃,

where Ã and b̃ satisfy the relative error bounds

‖Ã−A‖F ≤ nγsn‖A‖F and ‖b̃− b‖ ≤ nγsn‖b‖

for a small constant s and with γk := kεmach/(1− kεmach).

We can tie this result to the general discussion on condition numbers in
Section 1.1. To do so, we define the set of ill-posed matrices

Σ := {A ∈ Rn×n | det(A) = 0},

write D := Rn×n \Σ and let ϕ : D ×Rn → Rn be given by ϕ(A, b) = A−1b.
Taking

RelError(Ã, b̃) := max

{
‖Ã−A‖
‖A‖

,
‖b̃− b‖
‖b‖

}
, (3.2)

Theorem 3.1 (and the bound ‖·‖F ≤
√
n‖·‖) shows that x̃ = ϕ(Ã, b̃) with

RelError(Ã, b̃) ≤ n3/2γsn.

We now fix a normwise measure for the relative error of x̃ (i.e. RelError(x̃) :=
‖x̃− x‖/‖x‖), consider the relative condition number condϕ(A, b) with re-
spect to the relative errors in both the input (A, b) and the solution x, and
set εmach → 0. Then, γk = kεmach + o(εmach) and (recall definition (1.3))

RelError(x̃) ≤ RelError(Ã, b̃) condϕ(A, b) + o(εmach).

We conclude that this relative error satisfies

‖x̃− x‖
‖x‖

≤ sn5/2εmachcond
ϕ(A, b) + o(εmach), (3.3)

and consequently, that the loss of precision is bounded by

LoP(A−1b) ≤ 5

2
log n+ log cond(A, b) + log s+ o(1). (3.4)

(b) Characterizations of condϕ(A, b). We begin by proving an assertion
we claimed early in Section 1.2. Define the map κ : D → R by

κ(A) := ‖A‖‖A−1‖. (3.5)

Then κ(A) ≥ 1, since 1 = ‖Id‖ ≤ ‖A‖‖A−1‖ = κ(A).

Theorem 3.2. Let condϕ(A, b) be as above. Then,

condϕ(A, b) = κ(A) +
‖A−1‖‖b‖
‖A−1b‖

.
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In particular, we have

κ(A) ≤ condϕ(A, b) ≤ 2κ(A).

Proof. Let Ã = A − E and b̃ = b + f . By definition, ‖E‖ ≤ R‖A‖ and
‖f‖ ≤ R‖b‖, where for simplicity, R = RelError(A, b). We have, for R→ 0,

(A− E)−1 = A−1(Id− EA−1)−1 = A−1
(
Id + EA−1 + o(R)

)
= A−1 +A−1EA−1 + o(R).

This implies, writing x := A−1b and x̃ := Ã−1b̃,

x̃− x = (A− E)−1(b+ f)− x = A−1Ex+A−1f + o(R). (3.6)

Taking norms we conclude that

‖x̃− x‖ ≤ ‖A−1E‖‖x‖+ ‖A−1‖‖f‖+ o(R)

≤ ‖A−1‖‖E‖‖x‖+ ‖A−1‖‖f‖+ o(R)

≤ ‖A−1‖‖A‖‖x‖R + ‖A−1‖‖b‖R + o(R),

and hence

‖x̃− x‖
R‖x‖

≤ κ(A) +
‖A−1‖‖b‖
‖x‖

,

which shows the upper bound in the claimed equality.
For the corresponding lower bound we choose y ∈ Rn such that ‖y‖ = 1

and ‖A−1y‖ = ‖A−1‖. Further, we choose v = x/‖x‖ ∈ Rn so that ‖v‖ = 1
and vTx = ‖x‖. Now we put

E := R‖A‖ yvT, f := ±R‖b‖ y. (3.7)

We note that

‖E‖ = R‖A‖, ‖f‖ = R‖b‖,

the first equality holding since ‖yvT‖ = ‖y‖‖v‖ = 1. We have

A−1Ex = R‖A‖A−1y vTx = R‖A‖‖x‖A−1y

and hence ‖A−1Ex‖ = κ(A)‖x‖R. Similarly, A−1f = ±R‖b‖A−1y and
‖A−1f‖ = ‖A−1‖‖b‖R. Since A−1Ex and A−1f are both proportional to
A−1y, we obtain from (3.6)

‖x̃− x‖ = κ(A)‖x‖R + ‖A−1‖‖b‖R,

if we choose the sign for f in (3.7) appropriately. This proves the claimed
lower bound.

The next result shows that κ actually coincides with the condition number
for the problem of matrix inversion.
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Theorem 3.3. Let ψ : D → Rn×n be given by ψ(A) = A−1. We measure
the relative error on the data space and solution space with respect to
spectral and Euclidean norms, respectively. Then we have

condψ(A) = κ(A).

Proof. Let E ∈ Rn×n be such that Ã = A − E. Then RelError(A) =
‖E‖/‖A‖. As in the proof of Theorem 3.2, we have for ‖E‖ → 0,

‖Ã−1 −A−1‖ = ‖A−1EA−1‖+ o
(
‖E‖

)
. (3.8)

Hence, ‖A−1EA−1‖ ≤ ‖A−1‖‖E‖A−1‖. Consequently, we obtain

RelError(A−1) =
‖Ã−1 −A−1‖
‖A−1‖

≤ ‖A−1‖‖E‖+ o
(
‖E‖)

)
.

We conclude that

RelError(A−1)

RelError(A)
≤ ‖A‖‖A−1‖+ o(1)

and hence condψ(A) ≤ κ(A).
To prove the reverse inequality it is enough to find arbitrarily small

matrices E such that ‖A−1EA−1‖ = ‖A−1‖2‖E‖, since then we can proceed
from (3.8) as we did in Theorem 3.2 from (3.6).

To do so, let y ∈ Rn be such that ‖y‖ = 1 and ‖A−1y‖ = ‖A−1‖. Define

x := ‖A−1‖−1
A−1y, so that A−1y = ‖A−1‖x and ‖x‖ = ‖y‖ = 1. For any

B ∈ Rn×n we have

‖A−1BA−1‖ ≥ ‖A−1BA−1y‖ = ‖A−1‖·‖A−1Bx‖.

Since ‖x‖ = ‖y‖ = 1 there exists an orthogonal matrix B ∈ Rn×n such that
Bx = y. Therefore,

‖A−1BA−1‖ ≥ ‖A−1‖·‖A−1y‖ = ‖A−1‖2.

Taking E = δB with arbitrarily small δ finishes the proof.

(c) The condition number theorem. We mentioned in Section 2 that
Demmel (1987) showed that many problems admit conic condition num-
bers. The first result of this kind, which preceded the expression ‘condi-
tion number’, was proved by Eckart and Young (1936). It states that for
A ∈ Rn×n \ Σ, we have

‖A−1‖ =
1

dist(A,Σ)
(3.9)

where dist is the distance induced by either the spectral or the Frobenius
norm. It follows that

κ(A) =
‖A‖

dist(A,Σ)
.
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(d) Probabilistic analyses.Now we prove an average analysis for log κ(A).
The bounds we obtain are not the sharpest possible (see Theorem 3.12) but
we can use them to derive sufficiently good bounds for the average loss of
precision.

For an n×n matrix A, let Âi refer to A with the ith column removed and,
for an n× (n− 1) matrix A and b ∈ Rn, let (A, b)i refer to the n×n matrix
obtained from A by inserting b as the ith column. Also, let us denote by Ai
the ith column of A.

The next lemma relates the norm of the inverse of an n × n matrix to a
geometric condition on the columns of the matrix.

Lemma 3.4. Let A be an invertible n × n matrix. If ‖A−1‖ = x, then
there is an i ∈ {1, 2, . . . , n} and a vector Bi ∈ Rn with ‖Bi‖ ≤

√
n/x and

such that Ai +Bi is in the space spanned by Aj , j 6= i, j ∈ {1, . . . , n}.

Proof. That ‖A−1‖ = x means that there is a unit vector b ∈ Rn such that
v = A−1b and ‖v‖ = x. Choose i such that |vi| ≥ x/

√
n. By Cramer’s rule

vi =
det(Âi, b)i

detA
.

Hence det(Âi, vi
−1b)i = detA and det(Âi, Ai− vi−1b)i = 0. As the columns

of A are independent, this implies that Ai − vi−1b is spanned by the other
columns. Also, ‖vi−1b‖ ≤

√
n/x so the statement holds for Bi := −vi−1b.

We shall let M(n,m) denote the space of real n × m matrices, and if

m = n we shall denote this space simply by Mn. Let Sn2−1 ⊂ Mn be the
unit sphere with respect to the Frobenius norm. Also, let Bn2−n be the unit
ball in the space M(n,n−1) and for i = 1, . . . , n the map

πi :Mn → M(n,n−1)

A Âi.

For any ε > 0 we consider Nε ⊂ Sn2−1 the set of A ∈ Sn2−1 such that
A is not invertible or ‖A−1‖ > 1/ε. Equation (3.9) provides a geometric
characterization of Nε, namely

Nε = {A ∈ Sn
2−1 | distF (A,Σ) < ε}

where distF is the distance in Mn induced by the Frobenius norm.
Our goal is to estimate the volume of Nε. To do so, consider for ε > 0

and i = 1, . . . , n the set

Wε,i = {A ∈ Sn
2−1 | Ai is within

√
n ε of the

space spanned by the columns of Âi}.
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Lemma 3.5. For all ε > 0,

vol(Nε) ≤
n∑
i=1

vol(Wε,i).

Proof. By Lemma 3.4 we have that Nε ⊂
⋃n
i=1Wε,i.

Now we turn to Wε,i.

Proposition 3.6. For all ε > 0, B ∈M(n,n−1), and i = 1, . . . , n, we have

vol(Wε,i ∩ π−1
i B) ≤ 2

√
n ε vol

(
Sn−2

(1−‖B‖2F )1/2

)
,

where Sm−1
r is the sphere of radius r in Rm.

Proof. If A ∈Wε,i ∩ π−1
i B then ‖Ai‖ = (1− ‖B‖2F )1/2, that is,

Ai ∈ Sn−1
(1−‖B‖2F )1/2

,

and Ai is within
√
nε of the space spanned by the columns of B.

The volume of Wε,i ∩ π−1
i B is thus at most the volume of the cylinder of

base Sn−2
(1−‖B‖2F )1/2

and height 2
√
n ε.

Lemma 3.7. Let Bm−` ⊂ Rm−` be the unit ball and k ≥ 0. Then

1

vol(Sm−1)

∫
x∈Bm−`

vol
(
Sk

(1−‖x‖2)1/2

)
(1− ‖x‖2)1/2

dx1 . . . dxm−` =
π
k−`+1

2 Γ (m2 )

Γ (m+k−`+1
2 )

.

Proof. The left-hand side in the statement equals

vol(Sk)
vol(Sm−1)

∫
x∈Bm−`

(1− ‖x‖2)
k−1
2 dx1 . . . dxm−`,

which using spherical coordinates equals

vol(Sk) vol(Sm−`−1)

vol(Sm−1)

∫ 1

0
(1− r2)

k−1
2 · rm−`−1 dr.

Finally, using that for p, q ∈ R,∫ 1

0
tp(1− t2)q dt =

1

2

Γ (p+1
2 )Γ (q + 1)

Γ (p+1
2 + q + 1)

,

the fact that

vol(Sp−1) =
2πp/2

Γ (p2)
,

and some elementary computations, we obtain the right-hand side.

We can now estimate the volume of Nε.
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Proposition 3.8. For any ε > 0 and any n ≥ 2,

vol(Nε)

vol(Sn2−1)
≤ εn5/2.

Proof. By Lemma 3.5 it suffices to show that

vol(Wε,i)

vol(Sn2−1)
≤ εn3/2.

Let χWε,i be the characteristic function of Wε,i and let π : Sn2−1 → Bn2−n

be the restriction of the orthogonal projection. Then

vol(Wε,i)

vol(Sn2−1)

=
1

vol(Sn2−1)

∫
A∈Sn2−1

χWε,i(A) dA

=
1

vol(Sn2−1)

∫
B∈Bn2−n

∫
Q∈π−1(B)

χWε,i(Q)(1− ‖B‖2F )−1/2 dQdB

=
1

vol(Sn2−1)

∫
B∈Bn2−n

vol(Wε,i ∩ π−1
i (B))(1− ‖B‖2F )−1/2 dB

≤ 2
√
nε

vol(Sn2−1)

∫
B∈Bn2−n

vol
(
Sn−2

(1−‖B‖2F )1/2

)
(1− ‖B‖2F )−1/2 dB,

the second equality by the transformation formula (using that the normal
Jacobian of π at A is (1 − ‖π(A)‖2F )−1/2), and the inequality by Proposi-
tion 3.6. Using Lemma 3.7 (with m = n2, k = n− 2 and ` = n) we deduce
that the last line is at most

2
√
nε

π1/2

Γ (n
2

2 )

Γ (n
2−1
2 )

≤ 21/2

π1/2
εn3/2 ≤ εn3/2,

the first inequality since

Γ (x+ 1/2)√
xΓ (x)

< 1, for all x > 0.

Theorem 3.9. The probability that κ(A) > 1/ε for the standard Gaus-
sian probability distribution N(0, Id) on Mn is less than or equal to n5/2ε.
Also,

E
A∼N(0,Id)

log κ(A) ≤ 5

2
log n+O(1).

Proof. For the first statement in the theorem, define a second condition
number κF of n× n matrices by

κF (A) = ‖A−1‖ ‖A‖F .
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Clearly, κ(A) ≤ κF (A). Hence, it suffices to prove the statement for κF .
Also, since the latter is homogeneous of degree 0, it suffices to prove the
theorem for the uniform distribution on the sphere. And finally, since Nε

is the set of A ∈ Sn2−1 where µ(A) ≥ 1/ε, Proposition 3.8 gives the desired
bound.

The bound for the expectation follows from integrating the bound for the
probability tail.

The same ideas allow one to derive bounds for the tail and expectation
of the condition number of complex matrices. The set NC

ε is defined as in
the real case, and one can prove that

vol(NC
ε )

vol(S2n2−1)
≤ n4ε2.

The following result for the set MC
n of complex n × n matrices is an easy

corollary of this bound.

Theorem 3.10. The probability that µ(A) > 1/ε or that κ(A) > 1/ε for
either the standard Gaussian probability distribution onMC

n or the uniform

distribution on S2n2−1 (the unit sphere inMC
n) is less than or equal to n4ε2.

Also,

E
A∼NC(0,Id)

log κ(A) ≤ 2 log n+O(1).

(e) Average loss of precision in linear equation solving. The bound
in (3.4) and Theorem 3.9 immediately yield the following result on the
expected loss of precision in linear equation solving.

Theorem 3.11. For all b ∈ Rn,

EA∼N(0,Id)LoP(A, b) ≤ 5 log n+O(1).

(f) Additional results. The condition number κ is doubtless better stud-
ied than any other condition number. Because of this, the content of
the previous pages is just a small fraction of what is known about them.
Without intending to fill this gap entirely, we next state two results that
either sharpen or add to this content.

The first, by Alan Edelman (1988), shows a sharp bound for E log κ(A).

Theorem 3.12. For both real and complex standard Gaussian n × n
matrices A we have

E log κ(A) = log n+ C +O(1),

where C = 1.537 in the real case and C = 0.982 in the complex case.

The second one is the best smoothed analysis, as of today, for κ(A). It is
due to Mario Wschebor (2004).
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Theorem 3.13. There exists a universal constant K ≥ 1 such that for all
A ∈ Rn×n with ‖A‖ ≤ 1, all 0 < σ ≤ 1, and all t ≥ 1, we have

Prob
A∼N(A,σ2Id)

{κ(A) ≥ t} ≤ Kn 1

σt
.

Consequently, for all σ ∈ (0, 1] and all A ∈ Rn×n with ‖A‖ ≤ 1, we have

EA∼N(A,σ2Id)(log κ(A)) ≤ log n+ log
1

σ
+ 2 + logK.

3.2. Triangular linear systems

Theorem 3.11 shows that the expected loss of precision in the solution of
linear systems is logarithmic in the dimension of the system. This is a
reassuring result which appears to tally with computational practice.

In contrast, the solution of triangular systems of linear equations has
puzzled practitioners for decades. They have long observed that these sys-
tems are generally solved to high accuracy in spite of being, in general,
ill-conditioned. Thus, for instance, J. H. Wilkinson (1963, p. 105): ‘In
practice one almost invariably finds that if L is ill-conditioned, so that
‖L‖‖L−1‖ � 1, then the computed solution of Lx = b (or the computed
inverse) is far more accurate than [forward stability analysis] would suggest.’

The statement that in general, triangular linear systems are poorly con-
ditioned, was given a precise meaning by Viswanath and Trefethen (1998).
They showed that, if Ln denotes a random lower triangular n × n matrix
(with the entries in the diagonal and below independently distributed and
drawn from N(0, 1)), then

n
√
κ(Ln)→ 2 almost surely

as n → ∞. It follows from this result that E(log κ(L)) = Ω(n), a result
that suggests an expected loss of precision linear in n. Were computational
practice to conform to this bound, we would not be able to accurately solve
triangular linear systems. But in practice, on almost every occasion, the
accuracy of the computed solution is very high. It seems there is a gap
between computing practice and theoretical predictions (at least so long as
random matrices are modelled with a Gaussian distribution).

Nicholas Higham (1989) pointed out that the backward error analysis
given by Wilkinson (1963, Ch. 3, § 19) for forward substitution yields (small)
componentwise bounds on the perturbed matrix (see also Bürgisser and
Cucker 2013, Proposition 3.5).

Proposition 3.14. Let L = (lij) ∈ Rn×n be a non-singular triangular
matrix, b ∈ Rn, and assume εmach is sufficiently small (of the order of
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(log n)−1). Then, the solution x̂ of the system Lx = b computed using
forward substitution satisfies

(L+ E)x̂ = b,

for some matrix E = (eij) ∈ Rn×n with

|eij |
|lij |
≤ (2 log2 n)εmach.

An argument similar to that used to derive (3.3), with Proposition 3.14
replacing Theorem 3.1, allows us to prove

max
i≤n

|x̃i − xi|
|xi|

≤ 2 log2(n) εmachCw
ϕ(L, b) + o(εmach), (3.10)

where Cwϕ(L, b) is the componentwise condition number given by (1.3) with

RelError(L̃, b̃) := max
1≤i≤j≤n

1≤`≤n

{
|l̃ij − lij |
|lij |

,
|b̃` − b`|
|b`|

}
.

Consequently, the loss of precision in solving triangular systems is bounded
by

LoP(L−1b) ≤ log(log2 n) + logCwϕ(L, b) + log 2 + o(1). (3.11)

As in Section 3.1, we want to trade the occurrence of logCwϕ(L, b) in ex-
change for some probabilistic uncertainty. The next result (Theorem 1.1
in Cheung and Cucker 2015) does this. For a matrix A we define the max
norm

‖A‖max := max
ij
|aij |.

Theorem 3.15. Let T denote the set of n× n lower triangular matrices.
Let L̄ ∈ T and b̄ ∈ Rn be such that ‖L̄‖max ≤ 1 and ‖b̄‖∞ ≤ 1. For L ∈ T
and b ∈ Rn let Cw(L, b) denote the componentwise condition number, for
the problem of linear equation solving, of the pair (L, b). Then, for any real
number t > n(n+ 1) we have

Prob
(L,b)∼NT ((L̄,b̄),σ2Id)

{Cw(L, b) > t} ≤
(

1 + σ

σ

)(
n3(n+ 1)2

t− n(n+ 1)

)√
2

π

and

E(L,b)∼NT ((L̄,b̄),σ2Id)(log(Cw(L, b))) ≤ log

(
1 + σ

σ

)
+ 5 log(n) + 1.16.

The subindex T in NT ((L̄, b̄), σ2Id) is meant to denote that L is triangu-
lar. That is, the only entries of L which are drawn from the Gaussian
N((L̄, b̄), σ2Id) are those in its lower part.
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Note that if we replace (L, b) with (cL, cb) we obtain the same Cw. That
is, Cw(L, b) = Cw(cL, cb). Indeed, the relative errors will be the same for
both pairs. The bounds on the norms of L̄ and b̄ are, as usual, to give some
feel for the magnitude of σ.

Theorem 3.15 together with (3.11) provides a smoothed analysis for the
loss of precision for the solution of linear triangular systems via forward
substitution.

Corollary 3.16. Assume we solve systems Lx = b using forward substi-
tution. Then, for all L̄ ∈ T and b̄ ∈ Rn with ‖L̄‖max ≤ 1 and ‖b̄‖∞ ≤ 1 we
have

E(LoP(x)) ≤ log

(
1 + σ

σ

)
+ 5 log n+ log(log2 n) + 1.452 + o(1).

Here x = L−1b with (L, b) ∼ NT ((L̄, b̄), σ2Id) and o(1) is a quantity that
tends to zero with εmach.

3.3. Linear least-squares

A way of dealing with overdetermined linear systems going back to Gauss is
to compute for them a point minimizing the residual. More precisely, for a
rectangular matrix R ∈ Rq×n with q > n and a point c ∈ Rq, one computes

x := arg min
v∈Rn

‖Rv − c‖.

This point x is given by R†c where R† is the Moore–Penrose inverse of R
which, when R is full-rank, satisfies R† = (RTR)−1RT. To actually compute
x, QR factorization again turns out to be of help. Indeed, Theorem 3.1 is a
special case of a more general result (Theorem 19.3 of Higham 1996), which
we now quote in full.

Theorem 3.17. Let R ∈ Rq×n have full rank, q ≥ n, c ∈ Rq, and suppose
that the least-squares problem arg minv ‖c−Rv‖ is solved using the House-
holder QR factorization method. The computed solution x̃ is the exact
solution to

arg min
v∈Rn

‖c̃− R̃v‖,

where R̃ and c̃ satisfy the relative error bounds

‖R̃−R‖F ≤ nγcq‖R‖F and ‖c̃− c‖ ≤ nγsq‖c‖

for a small constant s.

Reasoning as in Section 3.1, we see that the loss of precision in the com-
putation of x is bounded by

LoP(R†c) ≤ log(n3/2q) + log cond†(R, c) + log s+ o(1), (3.12)
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where cond(R, c) is the normwise condition number for linear least-squares
(with respect to the spectral norm). That is,

cond†(R, c) := lim
δ→0

sup
max{RelError(R̃),RelError(c̃)}≤δ

RelError(x̃)

δ
,

where

RelError(x̃) :=
‖x− x̃‖
‖x‖

and similarly for RelError(R̃) and RelError(c̃). If, following (3.5), we define

κ†(R) := ‖R‖‖R†‖,

we can prove that cond†(R, c), even though not tightly approximated by
κ†(R), is bounded by a constant times κ2

†(R) (see Wedin 1973). Con-

sequently, to obtain expected bounds (or a smoothed analysis) for the loss
of precision LoP(R†c) from equation (3.12), it is enough to perform the
corresponding analysis for log κ†(R). The following result (Theorem 4.2 in
Bürgisser and Cucker 2013) exhibits a smoothed analysis for κ†(R).

Theorem 3.18. For all λ0 ∈ (0, 1) there exists q0 such that for all 1 ≤ n ≤
q with λ = (n− 1)/q ≤ λ0 and q ≥ q0, we have for all σ with 1/

√
n ≤ σ ≤ 1

and all R ∈ Rq×n with ‖R‖ ≤ 1, that

ER∼N(R,σ2Id)(κ†(R)) ≤ 20.1

1− λ
.

Jensen’s inequality immediately yields the following consequence.

Corollary 3.19. Under the hypothesis of Theorem 3.18,

sup
‖R‖≤1

ER∼N(R,σ2Id)(log κ†(R)) ≤ log

(
20.1

1− λ

)
.

It is worth noting that the bounds in Theorem 3.18 and Corollary 3.19
are independent of q and n, as long as q is sufficiently large and the elong-
ation λ is sufficiently small. But they depend only on λ. Indeed, perhaps
surprisingly, they are even independent of σ. In fact, Corollary 3.19 indic-
ates that for large, reasonably elongated matrices, one may expect the loss
of precision in the solution of least-squares problems to derive mostly from
the backward error bounds of the algorithm used (e.g. QR factorization).

3.4. The conjugate gradient method

In the preceding paragraph we saw that the solution x ∈ Rn of the problem

x := arg min
v∈Rn

‖Rv − c‖,
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when R ∈ Rq×n is full-rank, is given by

x = R†c = (RTR)−1RTc.

It follows that we can find x as the solution of the system Ax = b with
A := RTR, A ∈ Rn×n, and b := RTc.

Now, by construction, A is symmetric and positive definite. One may
therefore consider algorithms exploiting symmetry and positive definiteness.

Notable among the algorithms doing so is the conjugate gradient method.
In what follows we briefly describe how this algorithm works, how its conver-
gence rate is controlled by the condition number κ(A), and how probabilistic
analyses of the latter yield probabilistic estimates on the complexity of the
conjugate gradient. The role played by κ(A) in this development regards
the complexity of an algorithm rather than its numerical stability. To better
focus on this role, we will disregard all issues concerning finite precision and
assume, instead, infinite precision in all computations.

(a) The algorithm. For x ∈ Rn we define its A-norm by

‖x‖A := (xTAx)1/2 (3.13)

coming from the scalar product

〈x, y〉A := xTAy.

We say that x, y are A-orthogonal (or conjugated) if 〈x, y〉A = 0. Let
(d0, . . . , dn−1) be an A-orthogonal basis of Rn, that is, 〈di, dj〉A = 0 for
i 6= j. Moreover, let x̄ be the solution of Ax = b and x0 ∈ Rn be an initial
point. Expand

x̄− x0 =

n−1∑
i=0

αidi,

with αi ∈ R. Then, by A-orthogonality,

αk =
〈x̄− x0, dk〉A
‖dk‖2A

.

Define

xk :=
k−1∑
i=0

αidi + x0.

Then we have 〈xk − x0, d`〉A = 0, for all ` = k, . . . , n − 1. In particular,
taking ` = k,

〈x̄− x0, dk〉A = 〈x̄− xk, dk〉A = dT
kA(x̄− xk) = dT

k rk,
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with the residue rk := b−Axk = Ax̄−Axk. We obtain that

αk =
〈dk, rk〉
‖dk‖2A

.

Note that αk depends only on dk and rk.

Proposition 3.20.

(a) For k ≥ 1, xk minimizes the function x 7→ ‖x− x̄‖A on the line xk−1 +
Rdk−1 as well as on the affine space x0 + span{d0, . . . , dk−1}.

(b) We have 〈rk, di〉 = 0 for i < k. In particular, rn = 0 and xn = x̄.

Proof. For part (a) note that the point xk − x0 is the A-orthogonal pro-
jection of x̄− x0 onto span{d0, . . . , dk−1}. Therefore, xk − x0 minimizes the
A-distance to x̄,

x 7→ ‖x− x̄‖A = ‖(x− x0)− (x̄− x0)‖A,

on x0 + span{d0, . . . , dk−1}.
For part (b), consider the function

f(x) :=
1

2
xTAx− bTx.

The gradient of f at x is grad f(x) = Ax− b, and it is easy to see (Bürgisser
and Cucker 2013, § 5.2) that

f(x) =
1

2
‖x− x̄‖2A + f(x̄).

Part (a) then implies that xk minimizes f on x0+span{d0, . . . , dk−1}. Hence,
grad f(xk) is orthogonal to span{d0, . . . , dk−1}. But grad f(xk) = −rk, which
proves the first statement in (b). The second statement follows from the
fact that rn is then orthogonal to d0, . . . , dn−1 (and hence it must be 0).
This, in turn, implies xn = x̄.

Thus far, we have assumed an A-orthogonal basis {d0, . . . , dn−1} at hand.
The conjugate gradient method actually computes one, along with the com-
putation of the xk, by sequentially choosing the directions dk as conjugates
of the gradients −rk. Algorithm 1 shows how this is done (a proof of the
A-orthogonality of the resulting set can be found in Bürgisser and Cucker
2013, Theorem 5.12).

(b) First complexity considerations. We begin by looking at the cost
(i.e. number of arithmetic operations performed) of each iteration of the
algorithm. The cost of computing an inner product, such as 〈rk, dk〉, is
2n − 1. Consequently, the cost of a matrix–vector multiplication, such as
Axk, is 2n2 − n. It follows that computing an A-inner product costs 2n2 +
n− 1. At each iteration of Conj Grad the computation of each of xk+1 and
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Algorithm 1. Conj Grad

Input: A ∈ Rn×n, b ∈ Rn, x0 ∈ Rn

Preconditions: A is positive definite

r0 := d0 := b−Ax0

k := 0
while dk 6= 0 do

αk := 〈rk,dk〉
‖dk‖2A

xk+1 := xk + αkdk
rk+1 := b−Axk+1

βk := − 〈rk+1,dk〉A
‖dk‖2A

dk+1 := rk+1 + βkdk
k := k + 1

end while

return xk

Output: x ∈ Rn

Postconditions: Ax = b

dk+1 thus takes O(n) arithmetic operations, and those of αk, rk+1, and βk
take 2n2 +O(n) each (note that for the latter we use the already computed
‖dk‖2A). That is, the cost of an iteration of Conj Grad is 6n2 +O(n).

It follows from this bound that the cost of computing the solution x̄ of
Ax = b is 6n3 + O(n2). This bound is larger than the 2

3n
3 bound for the

cost of Gaussian elimination, making the conjugate gradient a poor choice
for the computation of x̄.

We note at this juncture, however, that unlike Gaussian elimination, the
conjugate gradient produces a sequence xk of approximations of x̄. If we
are only interested in a good approximation, as opposed to the exact value
of x̄, then early termination of the conjugate gradient might outperform
Gaussian elimination. To understand this issue we need to estimate the
speed of convergence of the former.

(c) Convergence analysis. Let εk := xk − x̄ be the kth error.

Theorem 3.21. The error at the kth step of the conjugate gradient sat-
isfies

‖εk‖A ≤ 2

(√
κ(A)− 1√
κ(A) + 1

)k
‖ε0‖A.
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Corollary 3.22. For all δ > 0 we have ‖εk‖A ≤ δ‖ε0‖A whenever

k ≥ ln

(√
κ(A) + 1√
κ(A)− 1

)−1

ln

(
2

δ

)
≈ 1

2

√
κ(A) ln

(
1

δ

)
.

With the proof of Theorem 3.21 in mind, we introduce some notation. We
Pk denote the linear space of all real polynomials in one variable X with
degree at most k. We also write Qk for the subset of Pk of polynomials with
constant coefficient 1.

Theorem 3.23. The error εk at the kth step of the conjugate gradient
method satisfies

‖εk‖2A ≤ min
q∈Qk

max
j≤n

q(λj)
2 · ‖ε0‖2A,

where λ1, . . . , λn are the eigenvalues of A.

Proof. By Proposition 3.20(a) we know that xk minimizes the A-distance
of x̄ to the affine space

x0 + Sk−1 = x0 + span{d0, . . . , dk−1} = x0 + span{r0, Ar0, . . . , A
k−1r0}.

An element x of x0 + Sk−1 can therefore be written as

x = x0 − p(A)r0,

with p ∈ Pk−1, and conversely, for any such polynomial we obtain x ∈
x0 + Sk − 1. Using r0 = b−Ax0 = A(x̄− x0) we get

x− x̄ = x0 − x̄− p(A)A(x̄− x0) = x0 − x̄+Ap(A)(x0 − x̄)

= (Id +Ap(A))(x0 − x̄).

It follows that the error εk = xk−x̄ at the kth step of the conjugate gradient
method satisfies

‖εk‖A = min
x∈x0+Sk−1

‖x− x̄‖A = min
p∈Pk−1

‖(Id +Ap(A))ε0‖A. (3.14)

Suppose that v1, . . . , vn is an orthonormal basis of eigenvectors of A cor-
responding to the eigenvalues λ1 ≥ · · · ≥ λn > 0. Write

ε0 = x0 − x̄ =
n∑
j=1

ξjvj

for some ξ1, . . . , ξn ∈ R. Then

‖ε0‖2A =

n∑
j=1

n∑
k=1

ξjξk v
T
j Avk =

n∑
j=1

λjξ
2
j .
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Moreover, for any polynomial p ∈ Pk−1,

(Id +Ap(A))ε0 =

n∑
j=1

(1 + λjp(λj))ξjvj .

Therefore

‖(Id +Ap(A))ε0‖2A =

n∑
j=1

(1 + λjp(λj))
2λjξ

2
j ≤ max

j≤n
(1 + λjp(λj))

2
n∑
j=1

λjξ
2
j ,

and using (3.14),

‖εk‖2A ≤ min
p∈Pk−1

max
j≤n

(1 + λjp(λj))
2

n∑
j=1

λjξ
2
j .

The result now follows by observing that Qk = 1 +XPk−1.

Theorem 3.23 is hard to apply in concrete situations. It depends on all
the eigenvalues of A and it optimizes a function of them over the space Qk.
It is nevertheless a building block in the proof of Theorem 3.21. We proceed
to see why.

Suppose that λn = a and λ1 = b, for 0 < a < b. What are the optimal
polynomials q ∈ Qk if nothing is known about the location of the eigenvalues
λ except that λ ∈ [a, b]? In this case we have to minimize the quantity

max
a≤λ≤b

q(λ)2

over all real polynomials q ∈ Qk. This minimization problem can also be
considered for arbitrary a, b ∈ R with a < b. In the particular case a = −1,
b = 1 it turns out that its solution is given by the Chebyshev polynomials
Tk (defined by the equation cos(kφ) = Tk(cos(φ))).

Proposition 3.24. For all 0 < a < b we have

min
degq≤k
q(0)=1

max
a≤λ≤b

q(λ)2 =
1

Tk
(
b+a
b−a
)2 .

Proof. The polynomial

p(λ) :=
Tk
(
b+a−2λ
b−a

)
Tk
(
b+a
b−a
)

has degree k, satisfies p(0) = 1, and

max
a≤λ≤b

p(λ)2 =
1

Tk
(
b+a
b−a
)2 =: c2.

(Note that λ 7→ (b+ a− 2λ)/(b− a) maps [a, b] onto [−1, 1] and Tk has
maximal value 1 on this interval.)
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In order to show the optimality of p, suppose that for some polynomial
q ∈ Qk,

max
a≤λ≤b

|q(λ)| < max
a≤λ≤b

|p(λ)|.

Since p alternately takes the values c,−c, c,−c, . . . exactly k+1 times in the
interval [a, b], we conclude that the polynomial p− q has at least k roots in
this interval (intermediate value theorem). Moreover, p(0)−q(0) = 1−1 = 0.
Hence p − q has degree at most k and k + 1 distinct roots. It follows that
p = q.

Proof of Theorem 3.21. To estimate the optimal value in Proposition 3.24,
note that for z ∈ C, z = cos(φ) + i sin(φ) = x+ i

√
1− x2, we have

Tk(x) = Re(zk) =
1

2
(zk + zk) =

1

2

((
x+

√
x2 − 1

)k
+
(
x−

√
x2 − 1

)k)
.

Again take a = λn, b = λ1, the smallest and largest eigenvalues of A. Then
κ = κ(A) = b/a. For

x =
b+ a

b− a
=
κ+ 1

κ− 1

we get

x2 − 1 =
(κ+ 1)2 − (κ− 1)2

(κ− 1)2
=

4κ

(κ− 1)2

and therefore

x+
√
x2 − 1 =

κ+ 1 + 2
√
κ

κ− 1
=

(
√
κ+ 1)2

κ− 1
=

√
κ+ 1√
κ− 1

.

Hence

Tk(x) ≥ 1

2

(√
κ+ 1√
κ− 1

)k
.

(d) Conjugate gradient on random data. Theorem 3.21 gives bounds
for the rate of convergence of the conjugate gradient in terms of the condition
κ(A) of the matrix A. An average (or smoothed) analysis of κ(A) would
therefore result in an average (resp. smoothed) analysis for this rate of
convergence. The question that emerges is which probability distribution
we draw A from.

In the case of unstructured or triangular matrices A, we have endowed
the corresponding class of matrices with a Gaussian distribution. In our
present case, with A positive definite, this choice is no longer available. A
look at our original computational problem may, however, shed some light.
Matrix A is obtained as A = RTR. It then makes sense to consider R as our
primary random data – and for R we can assume Gaussianity – and endow
A with the distribution inherited from that of R. In the particular case
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that R is standard Gaussian, this inherited distribution of A is known as
the Wishart distribution with q degrees of freedom. It extends the chi-square
distribution, since it coincides with a χ2

q when n = 1.
By the Singular Value Decomposition, there exist orthogonal matrices

U and V and positive reals σ1 ≥ σ2 ≥ · · · ≥ σn > 0 such that R =
U diag(σ1, σ2, . . . , σn)V T. Then

A = RTR = V diag(σ2
1, σ

2
2, . . . , σ

2
n)V T

and, consequently, κ(A) = κ2
†(R).

It follows from the above that the analysis of κ(A) for a Wishart distri-
bution reduces to the analysis of κ†(R) when R is standard Gaussian (and
similarly for ‘non-centred Wishart distributions’).

Corollary 3.22 shows that the number k of iterations needed to decrease
‖x0 − x̄‖A by a factor of δ is proportional to

√
κ(A), that is, proportional

to κ†(R). Theorem 3.18 shows that for q large enough and λ = (n− 1)/q
small enough we have, for all 0 < σ ≤ 1,

sup
‖R‖≤1

ER∼N(R,σ2Id)(κ†(R)) ≤ 20.1

1− λ
.

Thus, if A is obtained as RTR for a large elongated rectangular matrix R,
then we should expect to effect the decrease mentioned above with about

1

2
· 20.1

1− λ
ln

(
1

δ

)
iterations (where λ = q/n is the elongation). Since each iteration takes
6n2 +O(n) arithmetic operations, the expected cost of the computation is

3n2 20.1

1− λ
ln

1

δ
+O(n) =

60.3n2

1− λ
ln

1

δ
+O(n).

The leading term in this expression is smaller than the 2
3n

3 operations per-
formed by Gaussian elimination as long as

δ ≥ e−
n(1−λ)

91 .

For large n (and λ not too close to 1) this bound produces very small val-
ues of δ, and therefore Conj Grad yields, on average (both for a Gaussian
distribution of data and for Gaussian perturbations of arbitrary data), re-
markably good approximations of x̄.

We conclude that for reasonable δ > 0 and large n, computing an approx-
imation of the solution x̄ of Ax = b using Algorithm Conj Grad will typically
be faster than computing x̄ with Gaussian elimination.
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3.5. Feasibility of polyhedral conic systems

(a) The feasibility problem and its condition. A homogenization of
the linear programming feasibility programme can be stated as follows.
Given A ∈ Rm×n, n > m, consider the primal feasibility problem

∃x ∈ Rn \ {0}, Ax = 0, x ≥ 0, (PF)

and the dual feasibility problem

∃y ∈ Rm \ {0}, ATy ≤ 0. (DF)

We say that A is primal feasible or dual feasible when (PF) or (DF), re-
spectively, is satisfied. In both cases we talk about strict feasibility when
the satisfied inequality is strict.

Let FP and FD denote the sets of matrices A where (PF) and (DF) are
satisfied, respectively, and let F◦P and F◦D be the sets of strictly primal and
strictly dual feasible matrices. Finally, let

Σ := FP ∩ FD.

It is well known that, modulo a set of lower dimension, primal (dual) feas-
ibility is equivalent to dual (resp. primal) strict infeasibility. The following
result (see Bürgisser and Cucker 2013, Theorem 6.14) is more precise. To
state it, we let int(M), M , and ∂M = M \ int(M) denote the interior,
closure, and boundary of a subset M of Euclidean space.

Theorem 3.25. Both FP and FD are closed subsets of Rm×n. In addition,
this space is partitioned as

Rm×n = int(F◦P ) ∪ int(F◦D) ∪ Σ,

and we have

Σ = ∂FP = ∂FD.

Furthermore,

F◦P ⊇ int(FP ),

F◦P \ int(FP ) = F◦P ∩ Σ = {A ∈ Σ | rankA < m},
and F◦D = int(FD).

We see that for matrices in Σ, arbitrarily small perturbations can lead to
a change with respect to feasibility. In contrast, in the set D = Rm×n \ Σ
the following problem is well-defined:

Given A ∈ D, decide whether A ∈ F◦P or A ∈ F◦D.

We call this the polyhedral cone feasibility problem. For all A ∈ Σ the
problem is ill-posed.
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The polyhedral cone feasibility problem is a decision problem (as de-
scribed in Section 1.1(c)). We will define for it a measure of condition in
terms of a relative distance to ill-posedness. We have just seen that the
set of ill-posed instances is the boundary between feasible and infeasible
instances. This motivates the following definition.

Definition 3.26. Let A ∈ Rm×n be given with non-zero columns ai. Sup-
pose A 6∈ Σ. Then, A ∈ F◦S for S ∈ {P,D}. We define

∆(A) := sup

{
δ > 0

∣∣∣∣ ∀A′ ∈ Rm×n
(

max
i≤n

‖a′i − ai‖
‖ai‖

< δ ⇒ A′ ∈ F◦S
)}

,

where a′i stands for the ith column of A′. The GCC condition number of A
is defined as

C (A) :=
1

∆(A)
.

If A ∈ Σ, we set ∆(A) = 0 and C (A) =∞.

We have written the definition in such a way that it becomes clear that
we measure the relative size of the perturbation for each row ai, where the
relativization is with respect to the norm of ai. Also, it is clear from the
definition that ∆(A) is scale-invariant in the sense that

∆([λ1a1, . . . , λnan]) = ∆([a1, . . . , an]) for λi > 0.

For the analysis of ∆ we may therefore assume, without loss of generality,
that ‖ai‖ = 1 for all i. Hence we can see the matrix A with columns
a1, . . . , an as an element in the product (Sm−1)n of spheres. The scale
invariance of C (A), together with the characterization

‖A‖12 = max
i≤n
‖ai‖

immediately yields the following result.

Proposition 3.27.

C (A) =
‖A‖12

d12(A,Σ)
.

A number of different characterizations of C (A) are shown in Bürgisser
and Cucker (2013, Chapter 6).

(b) Algorithms and complexity. During the late 1970s and early 1980s
two algorithms proved that linear programming problems (with integer coef-
ficients) can be solved in polynomial time: the ellipsoid algorithm and
interior-point methods. These algorithms are naturally described as real
number algorithms. But when considered over real (as opposed to integer)
data their halting time is no longer bounded by a function of the input size
only. Instead, the condition of the data at hand appears to play a role.
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Of course, one may argue that the condition of the data is now replacing
the bit-size of the largest component in this data. But the fact remains that
this bit-size is directly related to the size of the input whereas the condition
of the input is not (and it is not even known a priori).

Of these two methods, the most efficient (both in theory and in practice)
is the interior-point method. There is a vast literature on this method (the
book by Renegar 2000 being a very good introduction to them for general
conic programming). For our purposes, it should suffice to state a result
with the complexity of an interior-point algorithm solving the polyhedral
cone feasibility problem. The proof of this result (and a self-contained
introduction to interior-point methods for linear programming) can be found
in Chapter 9 of Bürgisser and Cucker (2013).

Theorem 3.28. We exhibit an interior-point algorithm which, on input
A 6∈ Σ, returns either a strictly feasible primal solution, i.e., a point x ∈ Rn
such that Ax = 0, x > 0, or a strictly feasible dual solution, i.e., a point
y ∈ Rm such that ATy < 0. In both cases, the algorithm halts after at most

O(
√
n(log n+ log C (A)))

iterations. The total number of arithmetic operations is bounded by

O
(
n3.5(log n+ log C (A))

)
.

A version of this result which takes into consideration the effects of finite
precision, and shows complexity bounds of the same order, can be found in
Cucker and Peña (2002).

(c) Condition of random data. Theorem 3.28 is an instance of a common
phenomenon in the analysis of iterative algorithms (which we already met
regarding the conjugate gradient method). The cost of each iteration is
bounded by a function of the size or dimension of the input (in our case,
it is O(n3) where, we recall, A ∈ Rm×n with n > m) but the number
of iterations performed by the algorithm depends on the condition of the
input at hand. To get an idea of how efficient the algorithm is ‘in general’,
a probabilistic analysis is a must.

There is a sequence of papers on probabilistic analyses of C (A). The
sharpest bound for the expectation of log C (A) appears in Bürgisser, Cucker
and Lotz (2010). It shows that

EA∼N(0,Id) ln C (A) ≤ 2 ln(m+ 1) + 3.31.

As for a smoothed analysis, Amelunxen and Bürgisser (2012) showed that

sup
A∈(Sm−1)n

EA∼N(A,σ2Id) log C (A) = O

(
log

n

σ

)
.

These two bounds carry a very clear message: the cost of solving a typical
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polyhedral feasibility problem (or a typical perturbation of an arbitrary one)
is O(n3.5 log n). The contribution of the condition of the input to this cost
is very minor.

3.6. Linear programming

(a) The problem. The linear programming problem in standard form is
to find x ∈ Rn solving

min cTx subject to Ax = b, x ≥ 0, (OP)

where A ∈ Rm×n, b ∈ Rm and c ∈ Rn are given. The well-known Duality
Theorem states that if a minimizer x∗ exists then a maximizer y∗ exists as
well for the dual problem

max bTy subject to ATy ≤ c, (OD)

and we have cTx∗ = bTy∗. It additionally ensures that this is the case if
and only if both the primal and dual are feasible. That is, there exists a
pair (x, y) ∈ Rn+m such that Ax = b, x ≥ 0 and ATy ≤ c. In this case, we
say that the triple d = (A, b, c) is feasible.

For any subset B of {1, 2, . . . , n}, we let AB denote the submatrix of
A obtained by removing from A all the columns with index not in B. If
x ∈ Rn, xB is defined analogously. Also, let N := {1, 2, . . . , n} \ B. Then
AN and xN are defined similarly. We say that B is a basis for d = (A, b, c)
when |B| = m and AB is invertible.

In this case, we may solve ABx = b. Consider the point x∗ ∈ Rn defined
by x∗N = 0 and x∗B = x. Clearly, Ax∗ = b. We say that x∗ is the primal
basic solution of (OP) associated with B. If, in addition, x∗ ≥ 0, which is
equivalent to x∗B ≥ 0, then we say that x∗ is a primal basic feasible solution.

Similarly, we may solve AT
By = cB. The point y∗ thus obtained is said

to be the dual basic solution of (OD) associated with B. If, in addition,
ATy∗ ≤ c, then y∗ is said to be a dual basic feasible solution.

Definition 3.29. A basis B for a data triple d is called an optimal basis if
both the primal and dual basic solutions associated with B are feasible, in
which case the latter are called the basic optimal solutions of d associated
with B.

There is a rationale for the word ‘optimal’ in this definition. If B is an
optimal basis and x∗, y∗ are its associated basic optimal solutions, then x∗

and y∗ are optimizers for the problems (OP) and (OD), respectively. Fur-
thermore, optimal bases exist (Bürgisser and Cucker 2013, Theorem 8.13).

Theorem 3.30. Let d = (A, b, c) be a data triple satisfying rankA = m.

(a) There is an optimal basis for d if and only if both (OP) and (OD) are
feasible.
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(b) Let B be a basis for d. Then B is optimal if and only if both the primal
and the dual basic solutions associated with B are optimizers for (OP)
and (OD) respectively.

(c) If there is more than one optimal basis, say B1, . . . , Bs, s ≥ 2, then the
set of optimizers for (OP) contains the convex hull of x∗1, . . . , x

∗
s, where

x∗i ∈ Rn is the primal basic solution associated with Bi, i = 1, . . . , s.
Likewise for the set of optimizers for (OD).

Theorem 3.30 suggests a strategy to compute optimizers for feasible data
with full-rank matrices, namely, to compute an optimal basis B and its asso-
ciated basic solutions x∗ and y∗. These points are vertices in the polyhedra
of feasible points for (OP) and (OD), respectively. The simplex algorithm
searches for such a solution by examining a cleverly constructed sequence
in this set of vertices. Interior-point methods instead produce a sequence of
points in the interior of these polyhedra that leads to the desired vertex.

(b) Ill-posedness and condition. The problems of computing optimizers
and optimal bases are, strictly speaking, different. But both their sets of ill-
posed data and their condition numbers are, as one can expect, very closely
related.

Even though we will only be interested in feasible data (in this example we
compute optimizers for data of this type) we still need to mention infeasible
data at the boundary of the set of feasible data. A more detailed discussion
of ill-posedness, with connections to the notion of degeneracy, can be found
in Bürgisser and Cucker (2013, § 8.4).

We observe that infeasible triples should be considered as ill-posed if and
only if arbitrarily small perturbations can make these triples feasible (and,
consequently, create optimizers for them). We thus define

ΣI := {d | d is infeasible and ∀ε > 0 ∃d′ feasible with ‖d− d′‖ ≤ ε}

and call this the set of infeasible ill-posed triples.
For the problem of computing optimizers one can show that the property

of having more than one pair (x∗, y∗) of optimizers can be destroyed by
arbitrarily small perturbations of the triple d = (A, b, c). Also, for problems
having a unique pair of optimizers, small perturbations of the data will
preserve this character and the resulting pair of optimizers will be close to
the original one. Consequently, we define the set of ill-posed triples for this
problem to be

Σopt := {d | d has at least two optimizers (x, y)} ∪ ΣI .

Let us focus next on the problem of computing an optimal basis. In
contrast with the preceding problem, this one is discrete-valued: the output
for any given datum d is an m-element subset in [n]. Therefore, we can
take the set ΣOB of ill-posed triples as the boundary between these possible
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I WB3

WB1

WB2

WB4

Figure 3.1. The situation in the space of data.

outputs. In other words, if OB(d) denotes the set of optimal bases for a
triple d, we define

ΣOB := {d | ∀ε > 0 ∃d′ such that OB(d) 6= OB(d′) and ‖d− d′‖ ≤ ε}.

Note that ΣI corresponds to triples d in ΣOB with OB(d) = ∅.

Proposition 3.31. Let d = (A, b, c) be feasible. Then we have d ∈
Σopt ⇐⇒ d ∈ ΣOB. Furthermore, if rankA < m then d ∈ ΣOB.

Following the above we say that d is feasible well-posed when there exists
a unique optimal solution (x∗, y∗) for d. In this case, we write d ∈ W. If
more than one optimal solution exists, we say that d is feasible ill-posed.

Let B := {B ⊆ [n] | |B| = m}. Theorem 3.30(c) implies that if d ∈ W
is feasible well-posed with optimal solution (x∗, y∗), then there is a unique
B ∈ B such that (x∗, y∗) is the basic optimal solution associated with B.
We may then define, for any B ∈ B, the set

WB := {d ∈ W | B is the optimal basis for d}.

The set W is thus partitioned by the family {WB | B ∈ B}. Figure 3.1
schematically summarizes the situation in the space of data.

The left of the diagram is not relevant to us: it represents the set I
of infeasible triples. At the right of the diagram we have the set W of
well-posed feasible triples, which is partitioned into the subsets WB. The
dotted lines separating these subsets correspond to data with more than
one optimal basis. The two continuous segments are the boundary between
feasible and infeasible triples. The union of these lines – the dotted lines
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and the continuous segments – forms the set Σopt = ΣOB of ill-posed triples
for both the optimal solution and the optimal basis problems.

The picture we just described allows for a very natural definition of con-
dition number. We only need a norm in the space of data triples, and for
this we take

‖d‖ =

∥∥∥∥(A b
cT 0

)∥∥∥∥.
Definition 3.32. Let d be feasible well-posed. We define the distance to
ill-posedness to be

%(d) = inf{‖∆d‖ | d+ ∆d ∈ Σopt}.

Moreover, we define the RCC condition number K (d) of d by

K (d) =
‖d‖
%(d)

.

If d is feasible but not well-posed, we let %(d) = 0 and K (d) =∞.

(c) Algorithms and complexity. There is no shortage of algorithms for
the linear programming optimization problem. A distinctive feature of the
one described in Cheung and Cucker (2006) is that it works with finite preci-
sion. Another feature is that both complexity and accuracy are analysed in
terms of K (d) (which, somewhat conveniently, was introduced and studied
in Cheung and Cucker 2004).

Theorem 3.33. There exists a finite-precision algorithm which, given a
feasible well-posed triple d = (A, b, c), finds an optimal basis B for d. The
machine precision varies during the execution of the algorithm (allowing for
rereading the input d with higher accuracy) and the finest required precision
satisfies

ε∗mach =
1

O((m+ n+ 1)26K (d)16)
.

The total number of arithmetic operations is bounded by

O
(
n3.5(log n+ log K (d)) log log(K (d) + 1)

)
.

The feasibility of the triple d needs to be ascertained before the execution
of the algorithm in Theorem 3.33, but it is shown in Cheung and Cucker
(2006) that this can be done within the accuracy and complexity bounds in
the theorem.

The bound for ε∗mach shows that the largest number of digits needed for
the floating-point numbers occurring during the computation is bounded as

O(log(n) + log K (d)). (3.15)

In Bürgisser and Cucker (2013, Chapter 11) there is a version of The-
orem 3.33 for infinite precision. Needless to say, the corresponding proof is
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much simplified. There is also a description of a different algorithm with
a slightly smaller complexity bound (without the log log K (d) factor) but
requiring an initial pair (x0, y0) satisfying some properties.

One final remark is essential. Once we have computed the optimal basis
B for the triple d we still want to compute the optimizers. For this, recall
that we need to compute

x∗B = A−1
B b and y∗ = A−T

B cB.

Whereas the complexity of this computation is dominated by that of com-
puting B, its accuracy analysis (such as the one in Section 3.1) depends on
κ(AB) = κ(AT

B). However, the inequality

κ(AB) ≤ K (d)

(see Bürgisser and Cucker 2013, Proposition 11.22) reduces all our needs to
one: understanding how large K (d) is in general.

(d) Probabilistic analyses. An average analysis of K (d) was obtained
in Cheung and Cucker (2013).

Theorem 3.34. We have

Ed∼N(0,Id)

(
log K (d) | d ∈ W

)
≤ 5

2
log(n+ 1) + log(m+ 1) + log 24e,

as well as

Ed∼N(0,Id)

(
log log K (d) | d ∈ W

)
= log log n+O(1)

and

Ed∼N(0,Id)

(
log K (d) log log K (d) | d ∈ W

)
= log n log log n+O(1).

Theorems 3.33 and 3.34 combine to yield the following.

Corollary 3.35. There exists a finite-precision algorithm that, given a
triple d = (A, b, c), finds an optimal basis B for d. The average cost of the
algorithm, on Gaussian data d, conditioned to d being feasible well-posed,
is bounded by

O
(
n3.5 log n log logn

)
.

The machine precision varies during the execution of the algorithm. The
largest number of digits needed for the floating-point numbers occurring in
the computation is bounded on average as

Ed∼N(0,Id) log ε∗mach(d) = O(log n).

Remarkably, as of today, the problem of showing a smoothed analysis
version of Theorem 3.34 remains open.
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3.7. Homotopy methods

In all the previous examples, the behaviour of an algorithm (either with
respect to numerical stability or with respect to complexity) is determined
by, in addition to size, the condition of the input at hand. The examples in
the next two paragraphs showcase a more intricate situation in which the
complexity of an execution depends on the condition of an infinite collection
of objects, namely a curve in the product space X×Y , where X is a manifold
of inputs and Y a manifold of solutions. We are therefore in the framework
described in Section 1.1(b), which the reader might want to refresh before
continuing.

In our context, it will be convenient to look at the elements in the manifold
of inputs as functions defined on Y with values on some linear space. The
computational problem is, given f ∈ X, find y ∈ Y such that f(y) = 0.
Homotopy (or continuation) methods are a family of algorithms that do
just this. They require a pair (g, ζ) at hand with g ∈ X and ζ ∈ Y a zero
of g.

The general idea of the method is to consider a path

γ : [0, 1]→ X, t 7→ qt,

such that q0 = g and q1 = f . This path needs to be computable (in the
sense that qt may be computed from f, g, and t).

Under certain conditions the path γ can be lifted to a path Γ in the
solution manifold V ⊂ X × Y such that Γ (0) = (q0, ζ). If this is the case,
by projecting onto Y we obtain a path {ζt}t∈[0,1] on Y such that ζ0 = ζ and
f(ζ1) = 0. The goal of homotopy methods is to ‘follow’ (or ‘continue’) the
path on V to eventually obtain an approximation of ζ1. The algorithmic
scheme, broadly described, is shown in Algorithm 2. Figure 3.2 attempts to
give an idea of this process.

To turn this broad description into a working algorithm, a number of
issues need to be clarified: What is ‘an approximation’ z of a zero ζt of qt?
How are the approximations zi computed? How are the points ti computed?

It turns out that Newton’s method and Smale’s theory of approximate
zeros give an elegant answer to these questions.

When we talk about Newton’s method we are referring to a general idea
that is adapted to different contexts. The general idea is that to a function
f : Y → Cn we associate its Newton’s operator Nf : Y → Y , which is
defined almost everywhere on Y . The key property of this operator is that
if we start from a point z0 ∈ Y sufficiently close to a simple zero ζ of f
and we iteratively compute its image under Nf , then the resulting sequence
converges immediately and quadratically fast to ζ. Newton’s method does
not actually find a zero of f , but starting with a modest approximation of
such a zero, it refines its accuracy in a very fast manner.
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Algorithm 2. Adaptive Homotopy

Input: f, g ∈ X, ζ ∈ Y
Preconditions: g(ζ) = 0

set i := 0, zi := ζ, and ti := 0
while ti < 1 do

compute ti+1 from ti, zi, and qti
compute an approximation zi+1 of ζti+1

from zi and qti+1

end while

return zk

Output: z ∈ Y
Postconditions: z is an approximate zero of f

ζ0

ζ1

g = q0 f = q1qti

ζti

zi

qti+1

ζti+1

zi+1

Y

Figure 3.2. The continuation of the solution path.
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To make this notion into a definition we assume a distance dist on Y .

Definition 3.36. We say that z ∈ Y is an approximate zero of f if the
sequence given by z0 = z and zi+1 = Nf (zi) is defined for all natural
numbers i, and there is a ζ with f(ζ) = 0 such that, for all i ∈ N,

dist(zi − ζ) ≤
(

1

2

)2i−1

dist(z − ζ).

We say that ζ is the associated zero of z.

This definition gives an answer to one of our questions above, What is an
approximation of a zero? Newton’s method itself gives an answer to another
of these questions, How are the zi computed? Indeed, we make the second
computation in the while loop in Algorithm 2 precise by taking

compute zi+1 := Nqti+1
(zi).

It remains to give an answer to the third question: How are the points ti
computed? That is, how do we compute ti+1 from ti, zi, and qti?

The short answer is: we choose ti+1 so that zi is an approximate zero
of qti+1 .

Procedures for a choice of ti+1 ensuring this property turn out to be easy
to implement and difficult to justify. In all cases, they rely on an estimate
of the size of the basin of quadratic attraction of f ∈ X around a zero ζ.
That is, how large is the set

{z ∈ Y | z is an approximate zero of f with associated zero ζ}.

Smale’s Gamma theory gives an answer to this question in terms of a quant-
ity γ(f, ζ) that relates to Hadamard’s formula for the radius of convergence
of an analytic function around a given point. As it happens, γ(f, ζ) is closely
related to condition as well.

The combination of zi being an approximate zero of qti+1 and zi+1 being
defined as Nqti+1

(zi) ensures that, for all i, the point zi is very close to the
zero ζi. Figure 3.3 depicts the situation. The curve in the centre is the lifted
path Γ ⊂ V , that is, the set {(qt, ζt)}t∈[0,1]. The lightly shaded area is the
set of points (qt, z) such that z is an approximate zero of qt with associated
zero ζt. The dark shaded area is a contraction of the lightly shaded one
centred at Γ with coefficient 1/2. The sequence of approximations zi lie on
this dark shaded region. In a way, they are ‘strong approximate’ zeros.

Both the role played by condition numbers in the choice of the homotopy’s
step-size and the way they affect the speed of the algorithm will be main
characters in the next two examples.
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Figure 3.3. Approximate and ‘strong approximate’ zeros.

3.8. Smale’s 17th problem

(a) The problem. Let d = (d1, . . . , dn) with di ∈ N, di ≥ 2. We letHd de-
note the linear space of homogeneous polynomial systems f = (f1, . . . , fn),
where fi ∈ C[X0, . . . , Xn] is homogeneous of degree di.

Steve Smale (2000) proposed a list of 18 problems for the mathematicians
of the twenty-first century. The 17th problem asks whether there exists an
algorithm that, given f ∈ Hd, returns an approximate zero of f in time
polynomial (on average) in the size of f . Here ‘approximate zero’ is in
the sense of Definition 3.36 (with respect to a projective Newton’s method
tailored to this problem by Mike Shub 1993) and ‘average’ is with respect
to the standard normal distribution for the coefficients of the fi when these
polynomials are written in the Weyl basis (a simple modification to the usual
basis that makes the associated Hermitian product unitarily invariant: for
details see Bürgisser and Cucker 2013, Section 16.1). The ‘size’ of f is the
total number of these coefficients or, equivalently, the dimension N of Hd

over C. This yields

N =

n∑
i=1

(
n+ di
di

)
.

Attempts to give an affirmative answer to Smale’s 17th problem have re-
volved around homotopy algorithms. The works by Beltrán and Pardo
(2009, 2011) provided a partial answer in the form of a randomized al-
gorithm whose expected running time (with respect to both the randomiza-
tions and the input f) is polynomial in N . A further development was given
in Bürgisser and Cucker (2011), where a deterministic algorithm working
in nearly polynomial time was described. All these works heavily relied on
the analysis of a condition number. In what follows we define this condition
number, specify the choice of step-length in the homotopy algorithm, and
show (sketching the proofs) how a smoothed analysis leads to the results
mentioned above.
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(b) Condition numbers. To define the condition for Smale’s 17th prob-
lem we use the setting described in Section 1.1(b). Here the manifold of
inputs is Hd, the manifold of outputs is Pn := P(Cn+1), and the submani-
fold V ⊂ Hd × P(Cn+1) of solutions is the set of pairs (f, ζ) with f(ζ) = 0.

It turns out that the set of ill-posed solutions is then (recall (1.6))

Σ′ =
{

(f, ζ) ∈ V | rankDf(ζ) < n
}

(3.16)

and that, for (f, ζ) ∈ V , (f, ζ) ∈ Σ′ if and only if z is a multiple zero of f .
Recall the projections π1 and π2:

V

π2π1

Hd P(Cn+1).

We also define the set Σ := π1(Σ′) consisting of those systems f ∈ Hd that
have some multiple zero ζ.

For a pair (f0, ζ0) ∈ V \ Σ′ we have defined the absolute condition num-
ber acond(f0, ζ0) to be the operator norm of the solution map G : U →
Pn, G(f) = ζ that locally inverts π1 : V → Hd around (f0, ζ0) on an open
neighbourhood U of f0 in Hd. To make the condition independent of the
scaling of f we take, for (f, ζ) ∈ V \ Σ′,

µ(f, ζ) := ‖f‖ · ‖DG(f)‖, (3.17)

where the operator norm is with respect to the standard Hermitian product
(with respect to the Weyl’s basis) on Hd and the Hermitian product on
TζPn coming from the standard one on Cn+1.

The condition number µ(f, ζ) can also be expressed in terms of the de-
rivative Df(ζ) : Cn+1 → Cn of f : Cn+1 → Cn. Euler’s identity implies that
ζ lies in the kernel of Df(ζ). So, if Df(ζ) is of full rank, its kernel is Cζ
and Tζ equals its orthogonal complement. The inverse of the restriction
Df(ζ)|Tζ is described by the Moore–Penrose inverse Df(ζ)†, and we have

µ(f, ζ) = ‖f‖ · ‖Df(ζ)† diag(‖ζ‖di−1)‖.

The function µ is a condition number in the classical sense: it bounds
the speed of change of the solutions when the data change. Indeed, if
[0, 1]→ V, t 7→ (ft, ζt) ∈ V is a smooth curve such that ft ∈ S(Hd) for all t,
then

‖ζ̇t‖ ≤ µ(ft, ζt)‖ḟt‖.

For technical reasons, it has proved to be convenient to work with a slight
modification to µ. We define the normalized condition number µnorm(f, ζ)
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for (f, ζ) ∈ V by

µnorm(f, ζ) := ‖f‖ ·
∥∥Df(ζ)† diag(

√
di‖ζ‖di−1)

∥∥. (3.18)

Note that the introduction of the
√
di factors is the only change compared

with µ(f, ζ). In particular, we have

µ(f, ζ) ≤ µnorm(f, ζ) ≤
√
Dµ(f, ζ) (3.19)

where D := maxi di. Furthermore, since our algorithms work with approx-
imations of zeros only, it will be convenient to extend µnorm(f, z) to the case
that z is not a zero of f .

Definition 3.37. For f ∈ Hd and z ∈ (Cn+1)∗ we define the normalized
condition number µnorm(f, z) as

µnorm(f, z) := ‖f‖ ·
∥∥Df(z)|−1

Tz
diag

(√
di ‖z‖di−1

)∥∥
if Df(z)|Tz : Tz → Cn is invertible. Otherwise, we set µnorm(f, z) :=∞.

By Euler’s identity, if f(z) = 0, this is consistent with the original defin-
ition (3.18):

µnorm(f, z) = ‖f‖ ·
∥∥Df(z)† diag

(√
di‖z‖di−1

)∥∥.
We note, however, that using this formula in the case f(z) 6= 0 would lead
to a different notion of µnorm(f, z) (although the difference is small if z is
close to ζ).

The condition number µnorm has several properties. It is invariant under
scaling: that is, for λ1, λ2 ∈ C∗, we have µnorm(λ1f, λ2z) = µnorm(f, z). It
is bounded below: µnorm(f, z) ≥

√
n for all (f, z) ∈ Hd × (Cn+1)∗. And,

crucially, it controls the size of the basin of quadratic attraction of f around
a zero ζ (see Bürgisser and Cucker 2011, Theorem 2.2). Let dP denote the
Riemannian distance in projective space Pn (i.e. the angle).

Theorem 3.38. Let (f, ζ) ∈ V and x ∈ Pn such that

dP(x, ζ) ≤ 3−
√

7

D3/2µnorm(f, ζ)
.

Then x is an approximate zero of f with associated zero ζ.

(c) The homotopy algorithm. It is this last theorem (along with a bound
on the Lipschitz constant for µnorm) that allows for a very simple choice of
step-size in the homotopy, namely,

∆τ :=
6.67× 10−3

dS(f, g)D3/2µ2
norm(qi, zi)

,

τi+1 := min{τi + ∆τ, 1},
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where dS(f, g) denotes the angle between f and g. Algorithm 2 – given a
system f and an initial pair (g, ζ) – endowed with this choice of step-size
returns an approximate zero of f . The following result (see Bürgisser and
Cucker 2011, Theorem 3.1, or Bürgisser and Cucker 2013, Theorem 17.3)
shows that this is so, and gives a first estimate of the cost of the homotopy.

Theorem 3.39. Suppose that the segment [f, g] does not intersect the
discriminant variety Σ. Then the homotopy stops after at most K iterations
with

K := K(f, g, ζ) :=≤ C D3/2 dS(f, g)

∫ 1

0
µ2

norm(qτ , ζτ ) dτ

for some constant C. The returned point z is an approximate zero of f with
associated zero ζ1.

The number K of iterations performed by the algorithm is closely re-
lated to the total cost since it is easy to see (Bürgisser and Cucker 2013,
Proposition 16.32) that each iteration is performed with O(N) arithmetic
operations.

We note that the ingredients in the integral in Theorem 3.39, the angular
distances and the condition number µnorm are scale-invariant. This is nat-
ural since the number of iterations of the homotopy algorithm is invariant
under scaling of f and/or g.

(d) Random data and/or initial pairs. The bound in Theorem 3.39
depends on an integral which, in turn, depends on f and the pair (g, ζ). In
order to obtain more concrete bounds one needs to eliminate this integral,
a computation that requires either specific choices for f or (g, ζ) or assumes
them drawn from a probability distribution. In the case of f , the latter
amounts to working in the average complexity framework of Smale’s 17th
problem. In the case of (g, ζ), it allows for the use of randomized algorithms.
For now, we will consider randomizing both f and the pair (g, ζ).

Note that to do the latter we need two additional ingredients: a probab-
ility measure on the solution manifold V and an algorithmic procedure to
draw pairs from this measure.

For the first, we adopt the measure ρst (we call it the standard distribution
on V ) that is informally described by the following procedure:

draw g from N(0, Id)

draw ζ from the uniform distribution on the D zeros of g

Here D :=
∏n
i=1 di is the Bézout number. Systems in Hd have, with

probability 1, D different zeros. While this description has the advantage of
clarity, it does not suggest an algorithmic procedure to actually draw pairs
from ρst: for this we should have to have at hand the D zeros of g!
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Such a procedure (along with the randomization approach for Smale’s
17th problem) was devised by Beltrán and Pardo. It is described in Beltrán
and Pardo (2011) (a more efficient variant can be found in Bürgisser and
Cucker 2013, Section 17.6). It allows for a Las Vegas type algorithm –
denoted by LV – that, with input f ∈ Hd, first draws (g, ζ) from V and
then computes an approximate zero of f by passing f and the initial pair
(g, ζ) to Algorithm 2.

The central question is: What is the expected complexity of LV? Here
the expectation is with respect to both the input f and the pair (g, ζ). The
expected number of iterations of the call to Algorithm 2 is then

Ef∼N(0,Id) E(g,ζ)∼ρstK(f, g, ζ),

a quantity that, using Theorem 3.39 and the description of ρst, can be
bounded by

CD3/2dS(f, g)Ef∼N(0,Id) Eg∼N(0,Id)
1

D

D∑
j=1

∫ 1

0
µ2

norm(qτ , ζ
(j)
τ ) dτ. (3.20)

Here {(qτ , ζ(j)
τ )}τ∈[0,1] is the lifting of the segment [g, f ] corresponding to

the jth zero of g. To further analyse (3.20), we note that neither f nor g
explicitly appears in qτ . They both appear implicitly through a complicated
function of τ . This function can be simplified by changing the parametriza-
tion of the segment [g, f ] from the ratio τ of angles to a ratio t of Euclidean
distances. Elementary geometry shows that this change of parametrization
is given by

t(τ) =
‖g‖

‖f‖(sinα cot(τα)− cosα) + ‖g‖
,

where α = dS(f, g); elementary calculus shows that (3.20) is bounded by

CD3/2dS(f, g)Ef∼N(0,Id) Eg∼N(0,Id)‖f‖‖g‖
1

D

D∑
j=1

∫ 1

0

µ2
norm(qt, ζ

(j)
t )

‖qt‖2
dt.

A further argument (involving Gaussian distributions truncated at
√

2N
and scale invariance: see Bürgisser and Cucker 2011 for details) shows that
this last expression is bounded by

2CD3/2dS(f, g)NEf∼N(0,Id) Eg∼N(0,Id)
1

D

D∑
j=1

∫ 1

0

µ2
norm(qt, ζ

(j)
t )

‖qt‖2
dt.

Further, Tonelli’s theorem allows us to move the integral to the left of the
expectations and obtain

2CD3/2dS(f, g)N

∫ 1

0
Ef∼N(0,Id) Eg∼N(0,Id)

µ2
av(qt)

‖qt‖2
dt, (3.21)
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where

µ2
av(qt) :=

1

D

D∑
j=1

µ2
norm(qt, ζ

(j)
t )

is the mean square condition number of qt. The advantage of (3.21) is that,
for a fixed t ∈ [0, 1], the distribution of qt = tf + (1− t)g is Gaussian with
centre 0 and covariance matrix (t2+(1−t)2)Id. That is, we can replace (3.21)
with the simpler expression

2CD3/2dS(f, g)N

∫ 1

0
Eqt∼N(0,(t2+(1−t)2)Id)

µ2
av(qt)

‖qt‖2
dt. (3.22)

We are therefore left with a need to bound the expectation in this expression
(for a fixed t ∈ [0, 1]). Before proceeding with this task, though, it will be
useful to discuss the more involved framework of a deterministic choice of
the initial system g.

For the time being, we will still assume such a g in the sphere S(Hd) and
a zero ζ of g which is randomly chosen (as is the input f). In this case, the
reasoning above, replacing the starting bound (3.20) with

CD3/2dS(f, g)Ef∼N(0,Id)
1

D

D∑
j=1

∫ 1

0
µ2

norm(qτ , ζ
(j)
τ ) dτ,

ends with the bound

CD3/2dS(f, g)
√

2N‖g‖
∫ 1

0
Eqt∼N((1−t)g,t2Id)

µ2
av(qt)

‖qt‖2
dt. (3.23)

Again, we are left with a need to bound the expectation in this expression,
but this time the expectation leads to a smoothed (as opposed to average)
analysis.

(e) Smoothed analysis of µ2
av(q)/‖q‖2. This is the most technically in-

volved part of the example. The result (see Bürgisser and Cucker 2011 § 8,
for details of the proof) is as follows.

Theorem 3.40. For q ∈ Hd and σ > 0 we have

Eq∼N(q,σ2Id)

(
µ2
av(q)

‖q‖2

)
≤ e(n+ 1)

2σ2
.
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Sketch of the proof. For ζ ∈ (Cn+1)∗ we consider the subspace Rζ of Hd

consisting of all systems h that vanish at ζ to higher order:

Rζ :=
{
h ∈ Hd | h(ζ) = 0, Dh(ζ) = 0

}
.

We further decompose the orthogonal complement R⊥ζ of Rζ in Hd. Let Lζ
denote the subspace of R⊥ζ consisting of the systems vanishing at ζ, and let

Cζ denote its orthogonal complement in R⊥ζ . Then we have an orthogonal
decomposition

Hd = Cζ ⊕ Lζ ⊕Rζ (3.24)

parametrized by ζ ∈ (Cn+1)∗. Note that the spaces Cζ , Lζ , and Rζ depend
only on [ζ] ∈ Pn.

Let ϕHd
denote the density of the Gaussian N(q, σ2Id) on Hd, where

q ∈ Hd and σ > 0. For fixed ζ ∈ S(Cn+1) we decompose the mean q as

q = kζ + gζ + hζ ∈ Cζ ⊕ Lζ ⊕Rζ
according to (3.24). If we denote by ϕCζ , ϕLζ , and ϕRζ the densities of
the Gaussian distributions in the spaces Cζ , Lζ , and Rζ with covariance

matrices σ2Id and means kζ ,M ζ , and hζ , respectively, then the density
ϕHd

factors as

ϕHd
(k + g + h) = ϕCζ (k) · ϕLζ (g) · ϕRζ (h). (3.25)

Let M := Cn×(n+1) and consider the manifold

Ŵ :=
{(
M, ζ) ∈M × S(Cn+1) |Mζ = 0

}
,

whose projection p2 : Ŵ → S(Cn+1), (M, ζ) 7→ ζ, has the fibres

Wζ := {M ∈M |Mζ = 0}.

One can prove (see Bürgisser and Cucker 2013, Proposition 16.16) that we
have isometric linear maps

Wζ → Lζ , M 7→ gM,ζ :=
(√
di 〈X, ζ〉di−1

∑
jmijXj

)
. (3.26)

Thus the Gaussian density ϕLζ on Lζ induces a Gaussian density ϕWζ
on

the fibre Wζ with covariance matrix σ2Id via this map, so that ϕWζ
(M) =

ϕLζ (gM,ζ).

Now consider the lifting V̂ ⊆ Hd × S(Cn+1) of the solution variety V ⊆
Hd × Pn induced by the natural projection S(Cn+1)→ Pn.

We can derive from the Gaussian distribution ϕHd
on Hd a probability

distribution ρV̂ on V̂ (naturally extending ρst) as follows. One draws (q, ζ)

at random from V̂ by first choosing q ∈ Hd from N(q, σ2Id), then choosing
one of its D zeros [ζ] ∈ Pn at random from the uniform distribution on
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{1, . . . ,D}, and finally choosing a representative ζ in the unit circle [ζ]∩ Sn
uniformly at random.

One can then prove that

Eq∼N(q,σ2Id)

(
µ2
av(q)

‖q‖2

)
= E(q,ζ)∼ρV̂

(
µ2

norm(q, ζ)

‖q‖2

)
. (3.27)

Put ∆ := diag(
√
di). Then the condition number µnorm(q, ζ) can be de-

scribed in terms of the linearization map

Ψ: V̂ → Ŵ , (q, ζ) 7→ (M, ζ), where M := ∆−1Dq(ζ),

as follows:

µnorm(q, ζ)

‖q‖
= ‖M †‖, where (M, ζ) = Ψ(q, ζ).

Hence

E(q,ζ)∼ρV̂

(
µ2

norm(q, ζ)

‖q‖2

)
= EM∼ρM

(
‖M †‖2

)
, (3.28)

where ρM denotes the pushforward density of ρV̂ with respect to the map

p1 ◦Ψ: V̂ →M .
A general identity in probability theory tells us that

EM∼ρM

(
‖M †‖2

)
= Eζ∼ρS(Cn+1)

(
EM∼ρ̃Wζ

(
‖M †‖2

))
, (3.29)

where ρS(Cn+1) is the pushforward density of ρV̂ with respect to p2 ◦Ψ: V̂ →
S(Cn+1) and ρ̃Wζ

denotes the conditional density on the fibre Wζ . This
conditional density turns out to be (and this is intricate) of the form

ρ̃Wζ
(M) = c−1

ζ · det(MM∗)ϕWζ
(M), (3.30)

with cζ denoting a normalization factor. At this stage one can use invariance
under the unitary group acting on Cn+1 to reduce the study of the inner
expectation in (3.29) to the case ζ = (1, 0, . . . , 0). In this case we can
identify Wζ with Cn×n, and ρ̃Wζ

takes the form

ρ̃(A) = c−1| detA|2ϕ(A),

where c := EA∼N(0,Id)| detA|2 and ϕ is the standard Gaussian density in

Cn×n. The density ρ̃ is thus closely related to a standard Gaussian, and one
can prove that

EM∼ρ̃Wζ
(
‖M †‖2

)
= EA∼ρ̃

(
‖A−1‖2

)
≤ e(n+ 1)

2σ2
. (3.31)

This implies by (3.29) that

EM∼ρM

(
‖M †‖2

)
≤ e(n+ 1)

2σ2
,
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and this bound, substituted in (3.28) and hence in (3.27), completes this
sketch of the proof.

(f) The complexity results. Theorem 3.40 can be easily used to obtain
complexity bounds for LV.

Theorem 3.41. Algorithm LV returns an approximate zero of its input
f almost surely. Its expected cost (number of arithmetic operations per-
formed) is bounded by O(D3/2nN2).

Proof. By Theorem 3.40 (with q = 0) we have

Eqt∼N(0,(t2+(1−t)2)Id)
µ2
av(qt)

‖qt‖2
≤ e(n+ 1)

t2 + (1− t)2

and therefore∫ 1

0
Eqt∼N(0,(t2+(1−t)2)Id)

µ2
av(qt)

‖qt‖2
dt ≤

∫ 1

0

e(n+ 1)

t2 + (1− t)2
dt =

πe(n+ 1)

2
.

Replacing this expression in the bound (3.22) for the expected number of
iterations performed by the continuation shows that this is O(D3/2nN).
And multiplying this bound by the O(N) cost of each iteration finishes the
proof.

The analysis of deterministic algorithms is more lengthy. It requires the
following result.

Theorem 3.42. For g ∈ S(Hd) \ Σ we have

CD3/2dS(f, g)
√

2NEf∼N(0,Id)

∫ 1

0

µ2
av(qt)

‖qt‖2
dt = O(D3Nnµ2

max(g)),

where µmax(g) := maxζ|g(ζ)=0 µnorm(g, ζ).

Sketch of the proof. The starting point is the bound (3.23) for the left-hand
side in the statement. Within this bound, the expression to be estimated is∫ 1

0
Eqt∼N((1−t)g,t2Id)

µ2
av(qt)

‖qt‖2
dt.

The idea is to split the range [0, 1] of this integral into two subintervals [0, t0]
and [t0, 1] with a small t0. Indeed, one takes t0 = t(τ0) with τ0 proportional
to

D3/2
√
Nµ2

max(g).

In the interval [0, t0] the system qt is close to g, and one proves that
µ2
av(qt)/‖qt‖2 can be bounded by a small multiple of µ2

max(g). This implies
the desired bound on the integral over [0, t0].

https://doi.org/10.1017/S0962492916000027 Published online by Cambridge University Press

https://doi.org/10.1017/S0962492916000027


370 F. Cucker

In the interval [t0, 1] we use Theorem 3.40 to deduce∫ 1

t0

Eqt∼N((1−t)g,t2Id)
µ2
av(qt)

‖qt‖2
dt =

∫ 1

t0

e(n+ 1)

t2
dt

= e(n+ 1)
1

t

∣∣∣∣t0
1

= O
(
D3/2n

√
Nµ2

max(g)
)
.

Replacing this bound in (3.23) finishes the proof.

Theorem 3.43. There is a deterministic algorithm that on input f ∈ Hd

computes an approximate zero of f in average time NO(log logN). Moreover,
if we restrict data to polynomials satisfying

D ≤ n
1

1+ε or D ≥ n1+ε,

for some fixed ε > 0, then the average time of the algorithm is polynomial
in the input size N .

Sketch of the proof. We proceed differently according to whether D ≤ n.
If D ≤ n the algorithm amounts to executing Algorithm 2 with initial pair
(Ū , z1), where Ū ∈ Hd is given by

Ū1 =
1√
2n

(Xd1
0 −X

d1
1 ), . . . , Ūn =

1√
2n

(Xdn
0 −X

dn
n ) (3.32)

(the scaling factor guaranteeing that ‖Ū‖ = 1) and z1 = (1, 1, . . . , 1).
The reason for this choice is the strong presence of symmetries. These

symmetries guarantee (at least) two features. Firstly,

µnorm(Ū , zj) = µnorm(Ū , z1), for all j = 1, . . . ,D.

Here z1, . . . , zD are all the zeros of Ū . Secondly (and more importantly),

Ef∼N(0,Id)K(f, Ū , z1) = Ef∼N(0,Id)
1

D

D∑
j=1

K(f, Ū , zj).

That is, the average (with respect to f) number of iterations of Algorithm 2
with initial system Ū is the same no matter whether the zero of Ū is taken
at random or set to be z1. This property, together with the bound

µ2
max(Ū) ≤ 2 (n+ 1)D,

allows us to apply (3.23) and Theorem 3.42 to deduce that the average
number of iterations is bounded by

O(D3NnD+1).

For any fixed ε > 0 this bound is polynomial in N in the range D ≤ n1/(1+ε).
In the range n1/(1+ε) ≤ D ≤ n it is bounded by NO(log logN).
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If, instead, D > n, one can use classical algorithms for zero isolation
(such as the one in Renegar 1987). These algorithms (adapted to return
approximate zeros in the sense of Definition 3.36) have average complexity
polynomial in N and D. Again, for any fixed ε > 0 this is polynomial in N
in the range D ≥ n1+ε, and in the range n < D < n1+ε it is bounded by
NO(log logN).

(g) Recent developments. The advances regarding Smale’s 17th problem
described above encouraged the same approach for the eigenpair problem,
which will occupy us in the next example. Deterministic average polynomial
time was not an issue in this case: it was cleanly achieved. But an additional
goal presented itself, namely to minimize the degree of the (polynomial)
complexity bound. Some of the new ideas that helped us towards this goal
have recently been applied in the context of polynomial systems (Armentano
et al. 2015a).

The basis of the new developments is a modification to the computation
of the step-length in the homotopy that improves Theorem 3.39 as follows.

Theorem 3.44. Suppose that the segment [f, g] does not intersect the
discriminant variety Σ. Then the (modified) homotopy stops after at most
K∗ iterations with

K∗ := K∗(f, g, ζ) := C D3/2 dS(f, g)

∫ 1

0
µnorm(qτ , ζτ )‖(q̇τ , ζ̇τ )‖dτ

for some constant C. Here (q̇τ , ζ̇τ ) is the tangent vector to the curve
{(qτ , ζτ )}τ∈[0,1] ⊂ V at the point (qτ , ζτ ). The returned point z is an ap-
proximate zero of f with associated zero ζ1.

Theorem 3.39 may be seen as a consequence of Theorem 3.44 since the
very nature of the condition number µnorm(qτ , ζτ ) is the fact that ‖ζ̇τ‖ is
bounded by (a small multiple of) µnorm(qτ , ζτ )‖q̇τ‖. This nature is com-
monly expressed in the sentence ‘condition numbers measure the worst-case
magnification in the output of a perturbation in the input’. The new idea is
to bound the expected magnification in ‖ζ̇τ‖ instead of the worst-case one.
This leads to the notion of stochastic condition number, which goes back to
the work of Fletcher (1985) and was further pursued by Weiss, Wasilkowski,
Woźniakowski and Shub (1986), Stewart (1990) and Armentano (2010).

For f ∈ S(Hd), let TfS(Hd) denote the tangent space at f on S(Hd) and
let us denote by S(Tf ) the unit sphere in this tangent space. In the case
that both f and g are drawn from the uniform measure in S(Hd) (which
is equivalent, in our context, to drawing them both from N(0, Id)) one can
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prove that

dS(f, g)Ef,g∈S(Hd)

∫ 1

0

1

D
∑

ζτ |qτ (ζτ )=0

µnorm(qτ , ζτ )‖(q̇τ , ζ̇τ )‖ dτ

=
π

2
Ef∈S(Hd) Eḟ∈S(Tf )

1

D
∑

ζ|f(ζ)=0

µnorm(f, ζ)‖(ḟ , ζ̇)‖,

where both spheres are endowed with the uniform distribution. It is this
uniformity on S(Tf ) which allows one, for a fixed f ∈ Hd and ζ ∈ Pn with

f(ζ) = 0, to look at Eḟ∈S(Tf )‖(q̇τ , ζ̇τ )‖ as the stochastic condition number

of the pair (f, ζ) and use the techniques in Armentano (2010) to estimate
this expectation. This estimate, together with Theorem 3.40 (with q = 0
and σ = 1) are finally combined to prove the following improvement to
Theorem 3.41.

Theorem 3.45. Algorithm LV (with the modified homotopy routine) re-
turns an approximate zero of its input f almost surely. Its expected cost is
bounded by O(D3/2nN3/2).

3.9. The eigenvalue problem

The second example we want to mention – of a homotopy method for which
complexity estimates are obtained via a probabilistic analysis of condition
numbers – has to do with the computation of eigenpairs (i.e. eigenvalue–
eigenvector pairs) for complex matrices.

The state of the art for the problem was, until very recently, lacunary in
the sense that the existing algorithms were either well understood regarding
complexity but numerically unstable in practice or they exhibited stable
behaviour but defied complexity analysis. The best-known example of the
former is that of computing the characteristic polynomial χA of the n × n
input matrix A and then approximating the zeros λ1, . . . , λn of χA. Both
ingredients are known to have low complexity but the whole procedure often
fails due to numerical instability. A perfect example of the latter (and
today’s algorithm of choice in practice) is the QR iteration with implicit
shifts, about which Jim Demmel (1997, p. 139) wrote:

It is interesting that after more than 30 years of dependable service, convergence
failures of this algorithm have quite recently been observed, analysed, and patched
. . . But there is still no global convergence proof, even though the current al-
gorithm is considered quite reliable. So the problem of devising an algorithm that
is numerically stable and globally (and quickly!) convergent remains open.

An answer to this demand was very recently given in Armentano et al.
(2015b), where a homotopy method for computing eigenpairs is analysed and
shown to have polynomial-time complexity on average. Homotopy methods
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had already been considered for eigenvalue problems (see e.g. Li and Sauer
1987) but these previous works did not provide any form of complexity
analysis.

We give one final remark before proceeding with the technical core of this
example. Since the eigenpair problem has an algebraic nature, one may
wonder whether the algorithms for zero finding in the previous example
can be applied. Indeed, if we let ai denote the rows of matrix A, the
equality Av = λv can be written as n quadratic equations aiv − λvi = 0,
i = 1, . . . , n, and we may add the extra equation v2

1 + . . .+ v2
n = 1 ensuring

that v 6= 0. We thus have a system of n + 1 equations in n + 1 variables
which, once homogenized, could be considered as an input for algorithm LV,
for example. Unfortunately, though, with high probability, the execution
will loop forever. The reason is that, generically, a system of n+1 quadratic
equations has 2n+1 solutions. In our case, n of these are the eigenpairs we
are looking for and the remaining 2n−1 − n are ill-posed zeros at infinity
(i.e. with λ =∞). Following a path corresponding to one of the latter will
take infinite time.

(a) The setting. Given a matrix A ∈ Cn×n, we want to compute an
eigenpair of A, that is, a pair (λ, v) ∈ C × (Cn \ {0}) such that Av = λv.
Clearly, if (λ, v) is such a pair then, for all c ∈ C \ {0}, the pair (λ, cv)
is also an eigenpair of A. Therefore we consider eigenpairs in the product
C × P(Cn). A matrix A ∈ Cn×n has, generically, n different eigenpairs in
this product space.

The space Cn×n × C × P(Cn) is endowed with the Riemannian product
structure. The resulting distance equals

dist((A, λ, v), (A′, λ′, v′))2 := ‖A−A′‖2F + |λ− λ′|2 + dP(v, v′)2.

We will only use this distance on S × C × P(Cn). Note that for A,A′ ∈ S,
the distance dist((A, λ, v), (A′, λ′, v′)) is smaller than or equal to the natural
geodesic (product) distance in S × C × P(Cn). For any non-zero matrix
A ∈ Cn×n (not necessarily of unit norm) we will write

distA((λ, v), (λ′, v′))2 :=
|λ− λ′|2

‖A‖2F
+ dP(v, v′)2.

Note that for any non-zero A ∈ Cn×n, distA is a distance function in C ×
P(Cn) and if A ∈ S, then

distA((λ, v), (λ′, v′)) = dist((A, λ, v), (A, λ′, v′)).

A number of notions are defined as in the previous example. Thus we
consider the solution manifold

V = Vn :=
{

(A, λ, v) ∈ Cn×n × C× P(Cn) | (A− λ Id)v = 0
}
,
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with its natural projections

V

π2π1

Cn×n C× P(Cn)

as well as the set Σ′ of ill-posed triples (A, λ, v) ∈ V for which Dπ1(A, λ, v)
is not an isomorphism, and the set Σ := π1(Σ′) of ill-posed matrices.

For v ∈ P(Cn) we let v⊥ = {x ∈ Cn | 〈x, v〉 = 0} denote the tangent
space to P(Cn) at v. Let Pv⊥ : Cn → v⊥ be the orthogonal projection.
Given (A, λ, v) ∈ Cn×n × C × P(Cn), we let Aλ,v : v⊥ → v⊥ be the linear
operator given by

Aλ,v := Pv⊥ ◦ (A− λ Id)|v⊥ . (3.33)

One can then prove (Armentano 2014, Lemma 2.7) that a triple (A, λ, v) ∈ V
is well-posed if and only if Aλ,v is invertible, which occurs if and only if λ
is a single eigenvalue of A.

One can also devise, for a non-zero matrix A ∈ Cn×n, a Newton map
NA : C× P(Cn)→ C× P(Cn) associated with A by

NA

(
λ

v

)
=

(
λ

v

)
−
(
λ̇

v̇

)
, where

(
λ̇

v̇

)
=
(
DFA(λ, v) |C×v⊥

)−1
FA

(
λ

v

)
and FA(λ, v) = (A−λ Id)v is the evaluation map. This map was introduced
in Armentano (2014) as a Newton-like operator associated with the evalu-
ation map FA, and the following formulas were obtained for v̇ and λ̇ (recall
the definition of Aλ,v from (3.33)):

v̇ = Aλ,v
−1 Pv⊥Av, λ̇ =

〈(λ Id−A)(v − v̇), v〉
〈v, v〉

. (3.34)

It is immediate to see that NA(λ, v) does not depend on the representative
in Cn \ {0} for v ∈ P(Cn). We also note that NA(ζ, w) can be computed
from the matrix A and the pair (ζ, w) in O(n3) operations, since the cost
of this computation is dominated by that of inverting a matrix (or simply
solving a linear system).

With Newton’s algorithm at our disposal the following definition is nat-
ural.

Definition 3.46. Given (A, λ, v) ∈ V \Σ′ we say that (ζ, w) ∈ C×P(Cn)
is an approximate eigenpair of A with associated eigenpair (λ, v) when, for
all k ≥ 1, the kth iterate Nk

A(ζ, w) of the Newton map at (ζ, w) is well
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defined and satisfies

distA
(
(Nk

A(ζ, w)), (λ, v)
)
≤
(

1

2

)2k−1

distA
(
(ζ, w), (λ, v)

)
.

The following result (for a proof see Armentano 2014, Theorem 5) is a
version of Theorem 3.38.

Theorem 3.47. There is a constant c0 > 1/5 with the following property.
Let (A, λ, v) ∈ V \ Σ′ with ‖A‖F = 1 and let (ζ, w) ∈ C× P(Cn). If

distA
(
(λ, v), (ζ, w)

)
≤ c0

µ(A, λ, v)
,

then (ζ, w) is an approximate eigenpair of A with associated eigenpair
(λ, v).

(b) Condition numbers. The framework we described in Section 1.1(b)
along with the projections

C× P(Cn)

πvπλ

C P(Cn)

allow us to define two condition numbers for eigenvalue and eigenvector,
respectively. Formulas for both of them have been known at least since
Van Loan (1987). Armentano (2014, § 3) has shown that one can merge
the two, which, with minor changes, leads to the definition of the condition
number of (A, λ, v) ∈ Cn×n×C×P(Cn) in Armentano et al. (2015b), namely

µ(A, λ, v) := ‖A‖F ‖A−1
λ,v‖, (3.35)

(or ∞ if Aλ,v is not invertible) where ‖·‖ is the operator norm. This coin-
cides with µv(A, λ, v) in Armentano (2014). When restricted to the class
of normal matrices, the condition number µ admits the following elegant
characterization.

Lemma 3.48 (Armentano 2014, Lemma 3.12). Let A ∈ Cn×n \Σ be
normal, and let (λ1, v1), . . . , (λn, vn) be its eigenpairs. Then

µ(A, λ1, v1) =
‖A‖F

minj=2,...,n |λj − λ1|
.

As in the case of polynomial systems, we can define the the mean square
condition number of A by

µ2
av(A) :=

1

n

n∑
j=1

µ2(A, λj , vj).
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The version for the eigenpair problem of Theorem 3.40 is as follows (see
Armentano et al. 2015b, Theorem 2.14).

Theorem 3.49. For A ∈ Cn×n and σ > 0 we have

EA∼N(A,σ2Id)

(
µ2
av(A)

‖A‖2F

)
≤ n

σ2
.

(c) Complexity results: deterministic algorithms. Theorems 3.47
and 3.49 allow us to follow the main reasoning in the previous example to
design and analyse homotopy algorithms for the eigenpair problem. Indeed,
as in the previous example, one can take the step-length in the homotopy
to be proportional to the inverse of µ2(Bi, ζi, wi), where Bi is the matrix
dealt with at the ith iteration and (ζi, wi) is an approximate eigenpair of
Bi. A result like Theorem 3.39 (without the D3/2 factor) likewise follows,
and an appropriate choice of initial triples leads to the following two results
(for computing one or all of the eigenpairs of a matrix).

Theorem 3.50 (Armentano et al. 2015b, Theorem 2.24). There ex-
ists a homotopy algorithm Single Eigenpair which returns (almost surely) an
approximate eigenpair of its input A ∈ Cn×n. Its average cost is bounded
by O(n7).

Theorem 3.51 (Armentano et al. 2015b, Theorem 2.27). There ex-
ists a homotopy algorithm All Eigenpairs which returns (almost surely) n
approximate eigenpairs of its input A ∈ Cn×n with pairwise different asso-
ciated eigenpairs. Its average cost is bounded by O(n9).

(d) Complexity results: randomized algorithms. The ideas described
in Section 3.8(g) can be used in the context of the eigenpair problem. A
modification to the computation of the step-length of the homotopy leads
to the following result (Armentano et al. 2015b, Theorem 2.28).

Proposition 3.52. The expected (with respect to both the input matrix
A and the initial triple (A0, λ0, v0)) number of homotopy steps satisfies

EA∼N(0,Id)EA0∼N(0,Id)
1

n

∑
(λ0,v0)|(A0,λ0,v0)∈V

K(A,A0, λ0, v0) ≤ Cn2,

where C is a universal constant.

If we had a procedure to efficiently draw triples from the distribution in
V informally described by

randomly choose A0 ∼ N(0, Id)

randomly choose one eigenpair (λ0, v0) of A0

we could design a Las Vegas algorithm like the one in the previous example,
computing a single eigenpair of its input matrix in average randomized
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time O(n5) (since each iteration of the homotopy has a cost of O(n3)). As
it happens, we do not have such a procedure. Nonetheless, a randomized al-
gorithm can be designed whose analysis takes advantage of Proposition 3.52.
This analysis, however, has an overhead cost that eventually leads to an av-
erage randomized cost of O(n7) (Armentano et al. 2015b, Theorem 2.34).

3.10. General bounds for conic condition numbers

The last example in this repertoire is not, strictly speaking, an example but
rather a general result from which many examples can be derived.

Recall that at the beginning of Section 2 we defined conic condition num-
bers as those that admit an expression of the form

C (a) :=
‖a‖

dist(a,Σ)
.

In what follows we assume that the data a ∈ Kp+1 where K is R or C and
that the norm and distance above are induced by an inner (resp. Hermitian)
product. We also assume that the set Σ of ill-posed instances is an algebraic
cone in Kp+1, that is, a Zariski closed subset that is closed under multiplic-
ation by elements in K. The main contention of Demmel (1987) is that
many (if not most) of the condition numbers we associate with a variety of
problems are – or are closely approximated by – a conic condition number
as above.

The fact that Σ is a cone implies that for all a ∈ Kp+1 and all λ ∈ K\{0}
we have C (a) = C (λa). Hence, we may restrict attention to data a ∈ Pp :=
P(Kp+1) in projective space over K for which the condition number takes
the form

C (a) =
1

dsin(a,Σ)
, (3.36)

where, abusing notation, Σ is interpreted now as a subset of Pp and dsin =
sin dP denotes the sine distance in Pp (see Figure 3.4). Because Σ is a
projective variety, it has associated with it a number of geometric invariants,
notably a dimension m = dimK Σ and a degree d = degΣ.

In a sequel to his 1987 paper, Jim Demmel (1988) endowed projective
space Pp with the uniform distribution and exhibited bounds for the prob-
ability tail of C depending only on the parameters p, m and d. Estimates for
the expectation of C or of log C (also depending on these parameters) follow
from these bounds using well-known arguments. This average analysis was
extended to a smoothed analysis in Bürgisser, Cucker and Lotz (2006, 2008)
but, unlike the previous examples, not for Gaussian perturbations but for
perturbations uniformly chosen on balls in projective space.

Since the total volume of Pp for its Riemannian measure is finite, it makes
sense to talk about the uniform probability distribution on the closed ball
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a
‖a‖

a

Σ

Pp

Kp+1

dsin(a,Σ)

dP(a,Σ)

d(a,Σ)

Figure 3.4. Three distances.

B(a, σ) of radius σ around a ∈ Pp with respect to dsin. We thus consider
a smoothed analysis of C whereby a random perturbation a of a ∈ Pp is
modelled by choosing a ∈ B(a, σ) from the uniform distribution on B(a, σ).

The case K = C allows for a very general result, the only restriction being
that the set of ill-posed inputs Σ is purely dimensional, that is, all of its
irreducible components have the same dimension. This is almost invariably
the case for common computational problems. The version of this result in
Bürgisser and Cucker (2013, Theorem 20.1) reads as follows.

Theorem 3.53. Let C be a conic condition number with a set of ill-posed
inputs Σ ⊆ P(Cp+1), of pure dimension m, 0 < m < p. Let

K(p,m) := 2
p3p

m3m(p−m)3(p−m)
.

Then, for all a ∈ P(Cp+1), all σ ∈ (0, 1], and all

t ≥ p
√

2m

p−m
,

we have

Prob
a∈B(a,σ)

{C (a) ≥ t} ≤ K(p,m) degΣ

(
1

tσ

)2(p−m)(
1 +

p

p−m
1

tσ

)2m

,

as well as

Ea∈B(a,σ)(C (a)) ≤ 2eK(p,m)
1

2(p−m)
(
degΣ

) 1
2(p−m)

pm

p−m
1

σ
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and

Ea∈B(a,σ)(log C (a))

≤ 1

2(p−m)

(
logK(p,m) + log degΣ + 3 log e

)
+ log

pm

p−m
+ log

1

σ
.

Taking σ = 1, we obtain an average-case analysis.

In most applications, the set of ill-posed inputs Σ is a hypersurface. That
is, Σ is the zero set ZP(f) of a non-zero homogeneous polynomial f , and
thus degΣ is at most the degree of f . In this case, we have the following
corollary.

Corollary 3.54. Let C be a conic condition number with set of ill-posed
inputs Σ ⊆ P(Cp+1). Assume Σ ⊆ ZP(f) with f ∈ C[X0, . . . , Xp] homo-
geneous of degree d. Then, for all a ∈ P(Cp+1), all σ ∈ (0, 1], and all
t ≥
√

2 p3/2,

Prob
a∈B(a,σ)

{C (a) ≥ t} ≤ 2e3p3d

(
1

tσ

)2(
1 + p

1

tσ

)2(p−1)

as well as

Ea∈B(a,σ)(C (a)) ≤ 4(2e5)1/2p3/2 d1/2 1

σ

and

Ea∈B(a,σ)(log C (a)) ≤ 3

2
log p+

1

2
log d+ log

1

σ
+ 3 log e+

3

2
.

Taking σ = 1, one obtains an average-case analysis.

The case K = R turns out to be more complicated. Demmel (1988) states
a result which he attributed to Adrian Ocneanu, estimating the volume
of ε-tubes around real algebraic varieties, and makes a conjecture on the
asymptotic behaviour of these volumes when ε tends to zero. Ocneanu’s
result, however, is cited as an unpublished report and, as of today, it remains
so. Very recently, Martin Lotz (2015) gave a proof of this result and, in
passing, proved Demmel’s conjecture. But he did not derive a probabilistic
analysis for conic condition numbers. Moreover, as well as the condition
on pure dimensionality assumed in the complex case, these results impose
a more stringent requirement, namely that the real algebraic variety is a
complete intersection.

The general bound in Bürgisser, Cucker and Lotz (2008) (which we cite
again from the more recent version in Bürgisser and Cucker 2013) is weaker
than its complex counterpart.

Theorem 3.55. Let C be a conic condition number with a set of ill-posed
inputs Σ. Assume that Σ is contained in a real algebraic hypersurface, given

https://doi.org/10.1017/S0962492916000027 Published online by Cambridge University Press

https://doi.org/10.1017/S0962492916000027


380 F. Cucker

as the zero set of a homogeneous polynomial of degree d. Then, for all
0 < σ ≤ 1 and all t ≥ (2d+ 1)(p/σ), we have

sup
a∈Sp

Prob
a∈Bsin(a,σ)

{C (a) ≥ t} ≤ 4edp
1

σt

and

sup
a∈Sp

Ea∈Bsin(a,σ) log C (a) ≤ log p+ log d+ log
1

σ
+ log(4e2).

In particular (take σ = 1), for all t ≥ (2d+ 1)p,

Prob
a∈Sp
{C (a) ≥ t} ≤ 4e dp

1

t

and

Ea∈Sp(log C (a)) ≤ log p+ log d+ log(4e2).

Very likely, one can extend Theorem 3.55 to obtain probability tails with
a rate of decay of the order of tp−m in the case when Σ is a complete
intersection, by adapting the results in Lotz (2015).
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