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Abstract

Rerandomization is a new technique employed in randomized field experiments to enhance
the balance of covariates across experimental groups. Rerandomization is recommended
because it reduces imbalances in known covariates, thereby enhancing the precision of the
average treatment effect estimates. However, employing rerandomization necessitates
adjusting observed p-values, using regression-based inference, and selecting predictive
covariates. All these amendments increase the number of researcher degrees of freedom,
that is, methodological decisions involved in designing and analyzing experiments. I argue
that this increased analytical flexibility may be misused to p-hack for statistically significant
or preferred results, thereby reducing the credibility of the results.

I. Introductory remarks

The method of randomized experiments, which involves randomly assigning
experimental units to treatment and control groups and then administering
treatments to the trial arms to estimate the average treatment effect, seems
homogeneous across the social and biomedical sciences. Social sciences, particularly
economics, are among the main areas where the design of medical randomized
controlled trials (RCTs) has been recently imported, mainly to deliver evidence for
policy decisions by evaluating the efficacy of alternative programs. The movement of
evidence-based policy reflects the earlier methodological debates concerning the
quality of evidence in medicine, with the distinguishing characteristic of the
Evidence-Based Medicine (EBM) and Evidence-Based Policy (EBP) being the
prioritization of randomized trials and the combined results of such studies on the
ground that the risk of bias is typically lowest for effect size estimates reported by
such study types (La Caze 2009). Several philosophers have challenged the
prioritization of RCTs (e.g., Worrall 2007; Cartwright and Hardie 2012), with most
philosophical discussions concentrated on medical RCTs. Randomized field experi-
ments (RFEs) used by social scientists to assess the efficacy of various development
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programs and economic policies “have not attracted much attention [from
philosophers] until recently” (Nagatsu and Favereau 2020).

Despite substantial similarities, RCTs and RFEs differ in several ways (Favereau
2016; Jiménez-Buedo and Russo 2021; Favereau and Nagatsu 2020). One such
difference is how the baseline (pretreatment) balance between the treatment and
control groups is evaluated and the subsequent solutions applied when such an
imbalance occurs. In medicine, baseline characteristics of treatment and control
groups are reported, but statistical tests of imbalance in covariates are currently
frowned upon on methodological grounds (Altman and Dore 1990; Senn 1994).
Furthermore, even if baseline imbalances are discovered in a medical trial, repeating
randomized assignment (rerandomizing) is infeasible because patients are typically
randomly assigned to treatments immediately after being recruited into a trial, which
means that imbalances (such as a higher proportion of women receiving treatment)
can only be identified after the trial concludes. The CONsolidated Standards of
Reporting Trials (CONSORT) guidelines (Moher et al. 2014), followed by all major
medical journals, explicitly prohibit such practices, even though testing for baseline
imbalances was common in the 1990s and earlier.

Instead, social scientists typically experiment on units that can be recruited into a
trial and randomized before the treatment and control interventions are given. The
opportunity to test for baseline imbalances before administering interventions has
led to a methodological amendment, as economists standardly check experimental
groups for covariate imbalances and repeat randomized assignments after identifying
such imbalances. For example, if twenty biomarkers predict the primary outcome in a
clinical trial, simple randomization will, on average, lead to an assignment of patients
to treatment and control groups such that the difference in the average value of one
biomarker between the two groups will be statistically significant. The relatively high
number of these covariates makes alternative assignment procedures, such as
stratified randomization, infeasible. Rerandomization, which involves repeating
randomized assignments until there are no statistically significant differences
between experimental groups or generating many assignments and selecting the one
that minimizes the differences in covariates, seems to be a useful way to balance
groups and improve estimate precision.

Some prominent economists, including those who have won the Sveriges Riksbank
Prize in Memory of Alfred Nobel, encourage such a practice on the grounds that
rerandomizing enhances the precision of average treatment effect estimates (Peter
and Soetevent 2019; Banerjee and Duflo 2017), though the extent of the practice and
the degree to which it is currently endorsed are unknown. The existing
methodological literature that appraises rerandomization because it improves
balance between treatment and control groups and allows for reporting average
treatment effect estimates with narrower confidence intervals. Rubin (2008) reported
that Ronald Fisher and Bill Cochran both supported rerandomization, and he believed
too that “[i]f a randomized allocation likely will lead to an imprecise result (i.e., the
allocation is one with substantial potential for conditional bias given the observed
values of covariates), then one should rerandomize” (p. 1351).

Later, Morgan and Rubin (2012, 2015) developed a rerandomization procedure
aimed at minimizing a measure of imbalance and demonstrated that such
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rerandomization increases estimate precision and enhances balance. Bruhn and
McKenzie (2009) simulated the impact of rerandomization on covariate and outcome
balance using economics data. Li and Ding (2020) analytically demonstrated precision
gains from rerandomization and showed that rerandomized studies report more
precise estimates of the average treatment effect. Banerjee et al. (2020) analyzed the
trade-off between balancing covariates expected to be correlated with the outcome
and robust inference independent from one’s prior knowledge. So far, existing
methodological literature has focused on the benefits of rerandomization,
emphasizing better balance in experimental groups and improved precision.
However, rerandomization affects observed p-values, which need to be adjusted;
otherwise, their estimates become too conservative. This adjustment is a step often
omitted by researchers using rerandomization (Mutz and Pemantle 2015).

In this article, I argue that the rerandomization used in RFEs enhances estimate
precision at the expense of unbiasedness. This is because testing for baseline
imbalances, rerandomizing, and adjusting statistical analysis complicate research
design and data analysis. This heightened researcher degrees of freedom (Wicherts
et al. 2016) creates more opportunities for researchers to misuse analytical flexibility
to p-hack for statistically significant results, thereby diminishing the quality of
evidence from RFEs utilizing rerandomization. P-hacking “is the intentional or
unintentional misuse of statistical techniques, through the exploitation of researcher
degrees of freedom, that may lead to artificially significant results for a
predetermined hypothesis of interest” (Erasmus 2025, 2934).

P-hacking involves “trying multiple things” (Nuzzo 2014, 152), that is, running
many statistical analyses based on different choices about design and analysis, then
selectively reporting the results. To p-hack, researchers may try changing the
dependent and independent variables, optionally stopping data collection, using
different outlier exclusion procedures, including or changing covariates, redefining
scales and transforming variables, discretizing variables in various ways, running
alternative hypothesis tests, handling missing data favorably, dividing the sample
into subgroups, and applying different rounding procedures (Stefan and Schénbrodt
2023). Because p-hacking involves misusing analytical flexibility, the effect of this
questionable research practice on false-positive results depends on the researcher
degrees of freedom: Simpler designs that require fewer analytical decisions allow for
fewer statistical tests, while more complex designs enable more comparisons,
increasing the chance of reporting a false-positive result. P-hacking commits a
researcher to the problem of multiple comparisons and invalidates the assumptions
of null hypothesis statistical testing (NHST) (Eisma and de Winter 2025). However, as
Erasmus (2025, 2933) rightly notes in a footnote, p-hacking, despite the name
suggesting otherwise, “can occur regardless of what statistical inference tools are
being used, including other frequentist or Bayesian approaches.” Less common terms
include “hunting with a shotgun” (Mayo 1996, 300-1), data-dredging, or B-hacking/
posterior hacking to distance it from NHST.

In the first study on analytical flexibility and p-hacking, Simmons et al. (2011)
examined how the choice of the dependent variable, sample size, including covariates,
and subgroup analyses could affect research outcomes. The simulation shows that the
risk of false-positive results depends on the number of researcher degrees of freedom
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and can be inflated to more than 60 percent if these four researcher degrees of
freedom are used in a p-hacking attempt. However, their estimate is conservative
because there are more than four simulated methods to push the p-value past the
threshold of statistical significance (Stefan and Schénbrodt 2023). Despite some mixed
findings, a growing body of evidence shows that p-hacking is common in published
scientific literature. John et al. (2012) reported that 15-63 percent of surveyed US
psychologists used various p-hacking strategies. The prevalence of p-hacking in
published results can be examined by analyzing deviations in reported p-values from
the expected distribution (Simonsohn et al. 2014). A p-curve analysis of articles
indexed in Scopus shows a disproportionately high number of p-values between 0.4
and 0.5, suggesting possible p-hacking or other fraudulent practices such as data
fabrication (De Winter and Dodou 2015). Using a similar method, Head et al. (2015)
found that p-hacking is widespread in the life sciences.

The perspective or error statistics (Mayo 1996, 2018; Mayo and Spanos 2006) comes
in handy for explaining the grave consequences of p-hacking, which diminishes the
strictness of hypothesis tests: With enough motivation and unlimited analytical
flexibility, nearly any hypothesis can be shown to have some statistically significant
effect (Lakens 2019). This invalidates learning from failed predictions and correcting
hypotheses and experimental design in response to discovered errors (see Allchin
2001 for a discussion of error types in science). In effect, empirical literature
contains false-positive results that cannot be reliably replicated (Romero 2019).
Preregistration, which involves planning research design and data analysis before
conducting an experiment, was suggested to limit researcher degrees of freedom and
thus p-hacking (Nosek et al. 2018). Rerandomization, by increasing analytical
flexibility and p-hacking risks, poses a threat of introducing bias into randomized
experiments.

The article’s structure is outlined as follows. In section 2, I discuss how randomized
assignment ensures unbiasedness but does not guarantee estimate precision, that is,
the actual effect of the intervention under test can differ from its expected value.
In section 3, I summarize the arguments favoring rerandomization on the grounds
that it improves estimate precision. However, as [ argue in section 4, there is a trade-
off between estimate precision and result credibility because rerandomization
inflates researcher degrees of freedom and thus creates more opportunities for
p-hacking. In section 5, I analyze the trade-off between improved estimate precision
and reduced result credibility and point toward situations when either is preferable.
Section 6 concludes.

2. Randomized assignment guarantees unbiasedness but not necessarily
precision

Despite significant variability among various philosophical accounts of causality,
causal effects are typically defined by the difference between a situation when a
cause C occurs and an alternative when it does not (~C). For example, Cartwright’s
(2010, 1983) probabilistic theory states that C causes E when the probability of the
effect E occurring is greater when C is present than when it is absent, considering
other factors influencing E (K;):
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P(E| C&K;) > P(E| ~C&K;)

The causal effect can be deductively inferred from the so-called ideal RCTs, that is,
studies where all other covariates are evenly distributed across the treatment and
control groups (Cartwright 2007). This requirement to balance the joint effect of all
other covariates (K;) (see Maziarz 2025; Philippi 2022; Fuller 2019) can be easily shown
using the potential outcome framework (POA). POA defines individual treatment
effect (TE(n)) as the difference in outcomes observed under treatment (Y;(n)) and
control (Y¢(n)). If we could observe individual outcomes in hypothetical scenarios in
which treatment and control are administered, then the average treatment effect at
the population level could be calculated by summarizing individual treatment effects:

1 n
ATE = = E TE(n)
n«

i=1

Given that observing outcomes for the same individuals in counterfactual
scenarios is impossible (Rubin 2005, 1974), and that the arithmetic mean of the
differences equals the difference in the means, the solution to the fundamental
problem of causal inference is to estimate the average treatment effect by comparing
average outcomes in the treatment and control groups:

1 1 ¢
ATE = H; Yr(n) — ;}; Ye(m))

If the only difference between the causal factors determining outcomes in the
treatment and control groups is the intervention, ATE reflects the true average causal
effect. Randomization ensures that potential outcomes are statistically independent
of any covariates (Deaton and Cartwright 2018); that is, the only difference between
the treatment and control groups is, in the limit, the treatment, and hence ATE is an
unbiased estimate of the true causal effect. Unfortunately, the perfect balance of the
joint effect of confounders could only be observed in an ideal RCT with infinite sample
size or, alternatively, in an infinite series of actual trials with finite sample sizes.

In actual experiments with finite samples, the average treatment effect estimate
(ATE) remains an unbiased estimate of the true causal effect (ATE,,,.) (Greenland 1990;
Neyman 1990[1923]), but the price for the stochastic distribution of confounders is the
introduction of noise (&) (Mutz et al. 2019): The average treatment effect may differ
from the true causal effect by an arbitrarily large amount (see Worrall 2007), but the
distribution of this difference can be estimated. It arises from an “unlucky” random
assignment, which led to imbalanced treatment and control groups. For instance,
more young people with better prognoses or classes with more gifted students were
accidentally assigned to the treatment group, resulting in an overestimated effect
size.

ATE,,, = ATE + ¢

z Yy
e=Y (Ki)— Y (Ky)
j=1 i=1
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The difference between ideal and actual RCTs is reflected in how inferences about
causal effects are drawn in actual trials. While ideal RCTs report estimates that match
the true causal effects, that is, causal conclusions follow deductively, the probability
that an actual RCT might encounter an unlucky draw with imbalanced groups can be
determined by examining outcome variance and sample size, which involves testing
for a statistically significant difference in outcomes observed in the treatment and
control groups (see Cook and De Mets 2007 for details). The variance of ATE reported
by an actual trial arises from the random differences in the distribution of the joint
effect of covariates among treated and control instances. Although the probability of
a false-positive result is always equal to the threshold of statistical significance
(usually 0.05), estimate precision—described by the narrowness of the confidence
interval—is positively related to sample size and negatively related to the
heterogeneity of individual treatment responses. Researchers can enhance estimate
precision by increasing sample size (which typically incurs ethical and/or financial
costs) or managing the balance of covariates across trial arms.

3. Repeating randomized assignment improves balance and estimate precision

Researchers can employ several assignment procedures other than simple
randomization to control for balance. These include blocked random assignment,
matched pair random assignment, random subsampling, stratified randomization,
and rerandomization. Some methods, such as stratified randomization, have long
been used to balance known covariates at the design stage, and do not raise
methodological concerns except for the limitation of the number of prognostic
factors that can be balanced (Taves 1974). Other approaches, like rerandomization,
have been developed more recently and await an in-depth methodological and
philosophical assessment. In addition to designing randomized assignments to
balance selected covariates, researchers can also reduce noise and improve estimate
precision by statistically controlling for known prognostic factors. This can be
achieved by using ANCOVA (analysis of covariance) instead of ANOVA (analysis of
variance) or by incorporating covariates into a regression.

The rationale for improving the balance of covariates—whether in assigning
patients to treatments or adding a covariate in a regression—is that balancing a
covariate K, will reduce the portion of outcome variance (62,come) caused by that
covariate. Given that the remaining part of 62 ;m is orthogonal to K,,, it will remain
unaffected (see Bruhn and McKenzie 2009, 217). For instance, if age accounts for 10%
of 02 tcome» balancing age will reduce the variance by 10 percent and will have no
impact on the remaining 90 percent of o2, come. In other words, balancing an
observable covariate does not affect the balance of unobserved covariates, neither
positively nor negatively. Bruhn and McKenzie (2009) demonstrated this by
simulating the rerandomization of RFE data and examining the balance in covariates
that were assumed to be unobservable by experimenters. Li and Ding (2020)
analytically proved this result, demonstrating that, in terms of estimate precision,
“[r]lerandomization trumps complete randomization in the design stage, and
regression adjustment trumps the simple difference-in-means estimator in the
analysis stage” (241).
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Rerandomization improves ATE estimate precision and has no negative
consequences for the balance of unobserved covariates but claiming it has no
negative effect on result credibility is, as I argue later, too quick of a conclusion.
Credibility has been discussed as long as philosophy has existed, but I use this notion
in the commonsensical sense. Accordingly, credibility denotes “the fact
that ... something can be believed or trusted” (Credibility 2026). When applied to
experimental research, such a concept implies that studies are more credible when
reported results reflect the actual effects of interventions rather than false-positive
outcomes or results that emerge from the use of questionable or fraudulent practices.

Unfortunately, the RFE reports do not address the assignment procedure,
suggesting that economists might anticipate reviewers or the audience for their RFEs
to frown upon repeating randomized assignment. Based on their survey, Bruhn and
McKenzie (2009) observed that only one out of eighteen papers published in
prestigious venues described the rerandomization procedure, even though its use, as
reported by economists participating in their survey, was much more common. The
situation has not changed much, and my crude search for “rerandomization” or
“rerandomized” in the articles published in the American Economic Review over the last
four years returned only two results. One is a methodological article (Banerjee et al.
2020), and the other mentioned rerandomization in the context of a two-stage
randomized controlled trial design (Leaver et al. 2021). Underreporting also affects
more mature experimental sciences. For example, the type of randomization
procedure (simple, stratified, block, etc.) was reported in fewer than a quarter of
phase I1I clinical trials (Lai et al., 2021) and in approximately 70 percent of clustered
randomized controlled trials testing public health interventions in developing
countries (Shaw et al. 2025).

In December 2007, Bruhn and McKenzie (2009) surveyed thirty-five economists
conducting field experiments. Although these results may not be representative of
current practices among experimental economists, given the small sample and the
field’s evolution in response to criticism (see Ogden 2020), there is no better evidence
on the extent to which rerandomization is used, as no more recent surveys have been
conducted. According to the survey, economists rerandomize assignment to
treatment and control groups mainly in two ways: either by deciding to repeat
randomization when group assignment is not balanced (what is assessed subjectively
or based on a prespecified criterion such as a failed balance test), or by conducting a
substantial number of randomizations (a hundred or a thousand) and then selecting
the assignment that minimizes a measure of balance among the treatment and
control arms. This approach resembles the rerandomization procedure proposed by
Morgan and Rubin (2012, 2015), who used Mahalanobis distance to measure the
balance of chosen covariates.

Regardless of which of the two ways of rerandomization was used, the statistical
inference should reflect the significant improvement in balance across trial arms
compared to the simple randomization procedure (i.e., a single and unconstrained
random assignment of experimental units). This is so because the distribution of the
difference in means under the null hypothesis no longer accords with the Student’s t
distribution. As randomization succeeds in improving (expected) balance across trial
arms, it “changes the distribution of the test statistic, most notably by decreasing the
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true standard error” (Morgan and Rubin 2012, 1264). This undermines the usual
approach to hypothesis testing by making it too conservative, that is, reported
observed p-values are larger than actual probabilities of obtaining such or more
extreme results.

In effect, if standard statistical tests are used despite rerandomization, null
hypotheses are rejected less often than the nominal significance level and the power
of the test is lower. Bruhn and McKenzie (2009) observed that “the correct statistical
methods for covariate-dependent randomization schemes, such as minimization, are
still a conundrum in the statistical literature” (219), and the situation did not change
much. For example, Zhao and Ding (2024) recently reported Monte Carlo results
suggesting that standard regressions are not suitable for estimating ATE when
randomized assignment was repeated after discovering baseline imbalances in
covariates and suggested some plausible improvements, but these amended
regression-based inference methods are far from being widely endorsed and
accepted as a standard of data analysis in rerandomized experiments.

4. Rerandomization, researcher degrees of freedom, and the problem of
credibility
Wicherts et al. (2016) listed all methodological decisions required to design, execute,
and analyze a psychological experiment, but the concept applies equally well to
medical RCTs or RFEs in economics. These “researcher degrees of freedom” refer to
the various choices and decisions that researchers make during the process of
designing, conducting, and analyzing experiments. These degrees of freedom can
include choices about study design, measuring outcomes, preprocessing data,
statistical analyses, and how results are interpreted. Researchers might explore
various paths and make subjective but methodologically sound decisions. Researcher
degrees of freedom can introduce bias, as different teams analyzing the same data or
attempting replication may report varying results. Many analyst studies vividly
illustrate this issue (e.g., Silberzahn et al. 2018). A well-known example of such a
situation concerning randomized field experiments is the so-called deworming
controversy, where the efficacy of antiparasitic drugs administered to the entire
population of children in the developing world (Miguel and Kremer 2004) was
challenged by a reanalysis of data using an alternative statistical approach (Davey
et al. 2015). Generally speaking, inflating the number of methodological decisions
creates more analytical flexibility that may be misused by researchers to report
statistically significant or favorable results, while limiting researcher degrees of
freedom improves the trustworthiness and replicability of results. This is the purpose
of preregistration, which is currently required by CONSORT guidelines in medicine
and all American Economic Association journals.

Even though rerandomization succeeds in improving estimate precision, it inflates
the number of researcher degrees of freedom involved in planning and executing RFE
and analyzing data. It does so by creating the need to:

1. Choose predictive covariates, which is not straightforward (section 4.1.);

2. Adjust the observed p-values, a task that is poorly understood by current
statistical theory (section 4.2); and
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3. Analyze data in a way that accounts for the covariates used in a
rerandomization procedure (section 4.3).

This increased analytical flexibility reduces the reliability of the results, even when
the rerandomization procedure is fully preregistered because different analysts may
commit to alternative forking paths that yield different results despite similar data.
However, increasing evidence indicates that preregistration and preanalysis plans do
not fully determine methodological decisions in RFEs (Brodeur et al. 2024) or medical
RCTs (van Drimmelen et al. 2024). For this reason, employing rerandomization and
data analysis implied by this assignment procedure improves estimate precision,
although it diminishes the credibility of the results reported by rerandomized
experiments because inflated analytical flexibility may yield more p-hacking
opportunities.

As correctly observed by one of the anonymous referees for Philosophy of Science,
the standard methods used to improve balance across experimental groups pose
similar challenges concerning inflated researcher degrees of freedom. Blocking to
improve balance across experimental groups requires identifying confounders that
are predictive of the primary outcome, defining the block size based on the number of
controlled confounders, and randomizing treatment assignment within blocks.
Stratified randomization involves selecting predictive covariates and defining strata
and is often combined with block random assignment. These assignment procedures
also violate the assumption that experimental units are assigned to the treatment and
control groups independently of their characteristics and therefore require a more
complex statistical analysis that adjusts for balanced confounders (Broglio 2018). To
do so, researchers need to choose the correct multivariate model, considering the
data-generating process (Kernan et al. 1999).

When these methods were in their infancy, their use provided more freedom in
research design and greater flexibility during analysis because statistical theory had
not yet fully understood the effects of blocked randomization on the distribution of
outcomes (Ogawa 1961). The advances in mathematical statistics and a wider use of
these methods to enhance experimental group balance led to a reduction in
researcher degrees of freedom. Nevertheless, medical researchers have favored
complete randomization because it produces experimental results that are less likely
to be biased compared to other assignment methods used to improve balance in the
experimental groups (Lachin et al. 1988). Stratification and block randomization can
be contrasted with matched pair randomization, which appears to introduce more
researcher degrees of freedom, as several alternative matching algorithms and
distinct statistical estimation procedures are currently in use. These conflicting
approaches to pair matching and statistical analysis “have inspired a heated debate in
the literature for over sixty years” (Balzer et al. 2015). Using covariate adjustment
either as a separate tool to balance experimental groups or together with these
assignment procedures, which is required due to their invalidation of the assumptions
underlying randomization-based inference, additionally inflates researcher degrees
of freedom and may lead to a higher rate of false-positive results when a data-driven
method is used for selecting covariates (Kahan et al. 2014).

Using rerandomization instead of standard methods like blocking, stratification,
and matching introduces the same types of researcher degrees of freedom involved in
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designing the assignment process, making decisions about its details, and then
analyzing data using model-based inference. However, due to the novelty of
rerandomization, the decisions involved in designing the experiment and analyzing
data appear less constrained. This may increase the risk of bias if researchers exploit
this flexibility to achieve particular results, especially when their actions are
influenced by a conflict of interest. Unfortunately, except for some medical
researchers noting that simple randomization reduces bias risk (e.g., Lachin et al.
1988), the potential trade-off between improving experimental group balance
through blocking, stratification, and matching and diminished result credibility
resulting from inflated researcher degrees of freedom has not been studied
systematically. This trade-off is also missing from the debate about rerandomization.

4.1. The choice of predictive covariates

The first type of researcher degrees of freedom introduced by using rerandomization
in an experiment is the choice of covariates that will be balanced. A rule of thumb is to
use covariates that are the most predictive of outcomes because balancing covariates
orthogonal to the outcome measure has an effect on estimate precision that is
contrary to what is expected; namely, it will lower estimate precision and increase the
length of the confidence interval. This is so because the covariates considered in a
rerandomization procedure should be included in the statistical analysis of data,
which increases degrees of freedom and, therefore, positively affects the observed
p-value.

Unfortunately, selecting the predictive covariates is not straightforward,
particularly in fields where the theoretical understanding of phenomena is
underdeveloped or where multiple competing theories exist. This is often the case
in the social sciences, where rerandomization is primarily used. For example, Goldfarb
(1997, 232) observed that one of the explanations for conflicting empirical results is
the development of economic theory and economists’ engagement in data dredging,
which aims to confirm current theory. Moosa (2019, 353) argued that conflicting
econometric models support alternative theories in growth economics. However,
choosing predictive covariates can also pose a challenge in the natural sciences.
Medical research often proceeds based on guesses and hypotheses that are later
confirmed through empirical research. A theoretical understanding of why a drug
works and which factors interact with treatment effect is frequently lacking (Varga
2024), as demonstrated by examples such as fruits curing scurvy with the mechanism
of action involving vitamin C remaining unknown long after efficacy was proved
(Baxby 1997) and selective serotonin reuptake inhibitors (SSRIs), which are effective
in a subgroup of depression patients but predictive factors remain unknown
(Healy 2015).

In essence, the selection of predictive covariates to balance in a rerandomization
procedure allows for considerable flexibility, providing the opportunity to balance
different covariates based on whether researchers utilize theoretical insights
(sometimes stemming from competing theories) of the phenomenon in question
or rely on statistical analyses. Assman et al. (2000), in their criticism of reporting
regression-based results in clinical trials, observed that “[r]esearchers commonly
cannot predeclare the strong predictors, so the choice of a covariate-adjusted analysis
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is determined by a variable selection procedure.” (1067). A practice common in
medical RCTs is to report some standard characteristics of the experimental groups
such as average age, sex ratio, comorbidities, and so forth. Those researchers who
rerandomize after observing a failed baseline test (ReP rerandomization) may
consider those standardly reported characteristics even if their correlation to
outcomes is limited. However, such a procedure would involve balancing covariates
with unknown predictive power and can be frowned upon on the ground that one
tests for the hypothesis that experimental units were randomly assigned (which is
known to be true) and hence only false-positive results can be discovered (Senn 1994;
Mutz et al. 2019).

Furthermore, at least in principle, the additional degrees of freedom stemming
from covariate choice may be used in a p-hacking attempt. In his defense of
rerandomization, Rubin (2008) argued that rerandomization does not create an
opportunity to fraudulently bias results because, at the stage when it is planned and
executed, no outcome data are available. However, data from rerandomized
experiments require more complex statistical analysis (see sections 4.2 and 4.3),
which increases the opportunities for p-hacking. Additionally, experimental data are
analyzed after observing treatment outcomes. Furthermore, it seems that this
opinion underestimates researchers’ creativity in their attempts at reporting
publishable results, and the asymmetry of information available to researchers
conducting a trial and the audience.

There seem to be two different ways a researcher could use rerandomization to
bias the effect size estimate. First, they might use rerandomization to report
balancing selected covariates but imbalance other, more predictive factors to produce
spurious results. Such a misuse of rerandomization is particularly plausible given that
rerandomization often goes unreported (Bruhn and McKenzie 2009). Schulz and
Grimes (2002) provided evidence suggesting that either medical researchers can
accurately predict which baseline characteristics are balanced by simple randomiza-
tion, or that some studies only report baseline characteristics of treatment and
control groups that do not differ significantly. Second, they might honestly
rerandomize to improve experimental group balance and then use the more
complicated and less constrained data analysis required by rerandomization to push
the estimate’s p-value past the threshold of statistical significance. The latter method
of biasing results during analysis, which aligns with Rubin’s view that the assignment
procedure is used when treatment outcomes are unknown, appears especially
convincing, considering the observation of Barrett and Carter (2010) that in the social
sciences “[t]hese crucial details of how design deviates from implementation are
almost never reported in papers that employ experimental methods, unlike in the
natural sciences, where the exact details of experiments are systematically recorded
and shared with reviewers and made publicly available to readers for the purpose of
exact replication” (523). Furthermore, registration reports of randomized field
experiments often lack a preanalysis plan and are insufficiently detailed to limit
p-hacking (Brodeur et al. 2024).

In the limit, studies that balance different subsets of predictive covariates in a
rerandomization procedure will report the same results (that will also agree with ATE
reported by a study relying on simple randomization). However, focusing on
balancing various subsets of predictive covariates may negatively impact the
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replicability and, thus, the credibility of results in individual experiments.
Furthermore, simulation studies show that even rerandomizing highly predictive
covariates balances future outcomes to a limited degree compared to the effect of
balancing baseline outcomes (Bruhn and McKenzie 2009). This suggests that a
workaround for the problem of choosing predictive covariates is to focus balancing
efforts on the baseline outcome, which is a univariate measure of the joint effect of all
(known and unknown) confounders (Fuller 2019). The feasibility of this solution
hinges on the specific characteristics of the domain, with greater applicability in
social sciences compared to medical trials, mainly due to the nature of certain
outcome measures employed in health sciences. In this context, a simpler
randomization procedure, such as stratified randomization, may be preferable to
rerandomization. Such a solution should be preferred as rerandomization involves
other methodological decisions not determined by existing statistical theory.

4.2. Adjusting observed p-values

Because rerandomization is successful at improving experimental group balance and
treatment effect estimate precision, “the appropriate analysis given the rerandom-
ization is different from the one based on ignoring the rerandomization. Specifically,
p-values need to be adjusted” (Banerjee et al. 2017, 109). However, if rerandomization
is not reported in papers describing RFEs, economists do not account for it in the data
analysis stage. In effect, researchers do not adjust observed p-values because, without
reporting rerandomization, doing so would not be justified and could be perceived
by the audience as an attempt at p-hacking. As Bruhn and McKenzie (2009) reported,
“it appears that many researchers ignore the method of randomization in
inference.... [Tlhis leads to hypothesis tests with incorrect size [...and] the
standard errors are overly conservative when the method of randomization is not
controlled for in the analysis, implying that researchers may not detect treatment
effects that they would detect if the inference did take into account the
randomization method” (202). Even though reporting too conservative p-values
may not seem a particularly harmful problem if one is mainly concerned with the risk
of false-positive results, simulation shows that treating some rerandomized
experiments as relying on simple randomized assignment may lead to “less than
10 percent of replications having p-values under 0.10” (ibid., 219).

However, even if researchers using rerandomization to enhance covariate balance
are willing to adjust p-values accordingly, the process remains ambiguous due to the
underdevelopment of current statistical theory. As I mentioned previously,
rerandomization comes in two flavors. It can be done by randomly assigning
experimental units a specified number of times and then selecting the assignment
that minimizes imbalance measured as a function of chosen covariate values (usually
Mahalanobis distance concerning chosen covariates), which is the main rerandom-
ization approach discussed in the statistical literature (referred to as ReM).
Alternatively, researchers rerandomize when a baseline imbalance in a covariate(s)
of interest is detected either through a statistical test (ReP) or observed subjectively.

The latter approach to rerandomization (ReP) is currently insufficiently studied,
and statistical theory lacks an understanding of how such a procedure impacts
p-values beyond that it inflates the type-II error rate and reduces the type-I error
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rate. Apart from the issue of applying statistical testing to a problem, where only a
false-positive result can be discovered (provided that one trusts their assistants’
abilities to randomize properly) (Altman and Dore 1990; Senn 1994), such a procedure
“only results in narrow improvements in balance over a single random draw” (Bruhn
and McKenzie 2009, 212). This suggests that ReM may be a preferable rerandomization
procedure. Zhao and Ding (2024) is the first attempt to estimate the impact of the
“test baseline imbalance in covariates and rerandomize” (ReP) procedure on estimate
precision. They did not establish a statistical theory for testing the null hypothesis
based on data produced by such rerandomization; but merely noted that such an
inference method can be imported and adjusted from their earlier paper concerning
the adjustment of the Fisher randomization test for the ReM rerandomization (Zhao
and Ding 2021). This gives significant flexibility to researchers, who may potentially
use it to shift the reported p-values beyond the threshold of statistical significance,
given the evidence that more analytical flexibility in economic research leads to more
p-hacking (Brodeur et al. 2020). Zhao and Ding (2024) simulated nine different
rerandomization and inference schemes, which add to the several decisions
concerning the choice of balanced covariates and decision rules about when to
rerandomize. Among the experimental economists surveyed by Bruhn and McKenzie
(2009), almost one-third decided subjectively to rerandomize at least once, while only
12 percent used a statistical rule based on testing for baseline imbalances to redraw.
If researchers decide to rerandomize based on a subjective, informal assessment of
imbalance, they will be unable to adjust observed p-values due to their subjective and
ad hoc nature, with unknown implications of repeating randomized assignment for
the distribution of potential trial results.

The impact of the minimization-based rerandomization procedure (ReM) on
observed p-values is now better understood; thus, adjusting for rerandomization is
more straightforward. However, it still introduces significant analytical flexibility,
which creates a potential for p-hacking. Zhao and Ding (2021) advanced the
theoretical framework of the Fisher randomization test to test both sharp and weak
null hypotheses on data from ReM rerandomized experiments. However, the use of
other inferential procedures, such as linear regression, which is popular in economics,
necessitates employing Monte Carlo methods to simulate the distribution of potential
trial results to adjust the values of observed p-values. Simulation-based inference
involves numerous decisions about probability distribution, preprocessing data used
in simulation, and choosing algorithms relying on approximations that will
effectively run the simulation. Each of these decisions may have an effect on the
p-value adjustment, potentially leading to severe consequences when the adjusted
p-value approaches the threshold of statistical significance.

The lack of theoretical foundations for statistical hypothesis testing of
rerandomized experimental data led Glennerster and Takavarasha (2014), the
authors of the first textbook on randomized field trials, to recommend against
repeating randomized assignments, at least until statistical theory provides a clearer
understanding of its benefits and drawbacks. Even though statisticians are currently
developing theory and statistical tests for rerandomized experiments, procedures
beyond ReP and ReM have also been proposed, such as using a rank-based covariate
balance measure (Johansson and Schultzberg 2020). Other rerandomization
procedures will require developing new approaches to p-value adjustment. This
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further adds to the researcher degrees of freedom of experiments using
rerandomization.

One of the referees for Philosophy of Science suggested that (1) although homemade
p-value adjustments could enable p-hacking, all statistical methods pose this risk, and
(2) proposed a workaround involving reporting unadjusted, conservative p-value
estimates, which is common in randomized field experiments. These two potential
counterarguments against the claim that p-value adjustment in rerandomized
experiments inflates researcher degrees of freedom could be a serious objection to
the main argument of the paper and should be addressed.

I believe that the first objection is correct in claiming that all statistical inferences
involve some degree of analytical flexibility. Often, statistical methodology and best
practices do not fully constrain methodological decisions, leading to the situation in
which different teams of analysts may commit to different choices and potentially
obtain different or even conflicting results based on the same data (Sterner and
Lidgard 2024; Gelman and Loken 2013). However, the extent of analytical flexibility or
the number of researcher degrees of freedom may differ across statistical methods,
depending on the complication of the method (and the number of decisions it
involves) and the degree to which methodological decisions are constrained. For
example, calculating an average from a full set of observations involves fewer
methodological decisions, which are more constrained, meaning that fewer choices
are permissible at each step, compared to the endeavor of estimating a multivariate
nonlinear model based on a multidimensional dataset. In a similar vein, analyzing a
dataset produced by an experiment using simple randomized assignment with
randomization-based inference involves fewer decisions compared to analyzing a
dataset from a rerandomized experiment. While it is true that every statistical
analysis involves some flexibility, the extent of that flexibility differs and is higher
when data (and the experimental design) are more complex. Using any assignment
procedure that is not fully random violates the assumptions of randomization-based
inference, thereby complicating statistical analysis. Because rerandomization is more
effective than simple randomization at balancing experimental groups, it requires
adjusting p-values to accurately reflect the true probabilities of observing a given or
more extreme result if the null hypothesis is true. Considering that p-value
adjustment is not straightforward (at least given the current state of statistical
theory), rerandomizing inflates the researcher degrees of freedom involved in, among
others, p-value calculation.

4.3. Issues with regression-based inference from experimental data

While experiments using simple randomization can be analyzed with randomization-
based inference without controlling for covariates at the analysis stage, data from
rerandomized experiments require regression-based inference and controlling for
covariates used in the rerandomization procedure. Although statistical control for
covariates during the analysis stage may appear to be a distinct method for balancing
experimental groups, it is closely related to rerandomization. Bruhn and McKenzie
(2009), following Scott et al. (2002), advised that “researchers include all the variables
used to check balance as linear covariates in the regression” (Bruhn and McKenzie
2009, 220). This advice arises from Taves’s (1974) observation that the minimization
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method (a nonrandom assignment procedure that balances selected covariates) does
not fulfill the assumptions of randomization-based inference. Given that inferences
like testing for a difference in means require each unit to be assigned equiprobably to
treatment and control groups, which is only achievable through simple randomiza-
tion, “concerns over the validity of the analysis surround not just minimization but all
other allocation methods” (Scott et al. 2002, 668). In particular, rerandomization also
alters the probabilities of experimental units being assigned to treatment and control
groups based on their covariate values to some extent. Rubin (2008) also advised using
model-based adjustments for the covariates balanced in a rerandomization
procedure; he pointed to ANCOVA as an example of such an adjustment. He argued
that the adjustment “will not change the point estimates much because within the
balanced groups, the distributions of the [balanced] covariates are so similar-there
are only small . . . differences for which to adjust” (1352). Rubin’s suggestion indicates
that the choice between model-based and randomization-based inference is an
additional researcher degree of freedom in rerandomized experiments.

However, analyzing experimental data with linear regression, a common practice
in randomized field experiments, poses challenges. The issue with using regression
methods to draw inferences from (re-)randomized experiments is that randomization
alone does not validate these methods (Freedman 2008). While testing for a difference
in means is straightforward and does not require overly stringent assumptions about
the data-generating process, regression-based adjustments involve greater commit-
ments (Blackburn and Neumark 1993). Simple randomization asserts that the
unadjusted average treatment effect (the difference in average outcomes between the
treatment and control groups) is an unbiased estimate under the Neyman model,
requiring fewer assumptions compared to linear regression. In particular, “It relies on
the fact that the mean is a linear operator so that the difference in means is the mean
of the differences. No model or assumptions about other variables are required.
The treatment effects can be heterogeneous, requiring nothing to be stated about the
shapes of statistical distributions” (Sekhar and Thapa 2024, 65).

The Ordinary Least Squares (OLS) estimation of linear regression, commonly used
in randomized field experiments, can be demonstrated to yield an unbiased estimate
of the average treatment effect only when no covariates are included in the
regression. Adding covariates (explanatory variables) to a regression requires
checking the accuracy of the assumptions OLS relies on, such as exogeneity, linear
independence, homoscedasticity, no autocorrelation, and normality (see Wooldridge
2016, 149 et seq.). Using model-based inference in RFEs validates Heckman'’s (2020)
criticism that “advocates of randomization have overstated their case for having
avoided arbitrary assumptions” (304). Testing whether OLS assumptions are met is
not straightforward, and, particularly in some areas of social sciences, they may
remain unfulfilled (e.g., Bun and Harrison 2019; Blackburn and Neumark 1993). Other
estimation methods rely on different assumptions, and testing those assumptions,
along with selecting the appropriate estimator, is a forking path with considerable
extent of analytical flexibility. Moreover, different estimation approaches may
produce varying results. For instance, the Least Absolute Deviation (LAD) estimation
places greater importance on outliers than the OLS method (Maziarz 2024). The
unfulfilled assumptions of model-based inference led Freedman (2008) to comment
that “[r]egression adjustments are often made to experimental data. Since
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randomization does not justify the models, almost anything can happen” because
estimators do not remain unbiased when any of their assumptions are not true about
the data.

However, the primary issue with using linear regression to adjust for covariates in
the context of how rerandomization inflates researcher degrees of freedom is that it
introduces substantial analytical flexibility, which may be exploited for p-hacking to
achieve a statistically significant result or confirm/disconfirm a theory under study.
In principle, if covariate adjustment in a linear model is preregistered and the model’s
assumptions are fulfilled, the risk of false positive results should remain constant and
equal to the threshold of statistical significance. However, despite the American
Economic Association’s (AEA’s) requirement for preregistration, only 35 percent of
articles published in the AEA journals are preregistered (Brodeur et al. 2024).
Furthermore, preregistration and especially statistical analysis plans are often too
vague to fully limit researcher degrees of freedom (ibid.). This, along with simulation
results suggesting that attempting model specifications with various sets of
covariates can yield any results if a sufficient number of covariates are available
(Pham 2016), indicates that using regression with covariates balanced through a
rerandomization procedure—especially if the details of the procedure and statistical
analysis are not preregistered—may lead to flipping the observed p-value past the
threshold of statistical significance, resulting in false-positive results. In this regard,
the ReP rerandomization procedure may resemble the practice of testing for baseline
imbalances in covariates and adjusting for any imbalanced covariates. Mutz et al.
(2019) criticized this on the grounds that it jeopardizes scientific integrity by
generating misleading confidence statements and permitting arbitrary results
through the selection of covariates.

Although there are few studies comparing the results of randomization-based and
model-based inference from experimental data, current evidence confirms that the
increased researcher degrees of freedom resulting from using linear regression to
adjust for covariates leads to a higher rate of false-positive results. Heckman (2020)
discussed two studies that used nonexperimental methods to analyze the efficacy of
some unemployment interventions tested in the mid-1970s in The National
Supported Work Demonstration (NSW) study. He observed that LaLonde (1986) and
Fraker and Maynard (1987) “produce a wide array of estimates of impacts of the same
program using different non-experimental methods. They claim that there is no way
to choose among competing non-experimental estimators. All non-experimental
methods are based on some maintained, untestable assumption.” In a recent study
examining the impact of applying regressions to experimental data, Young (2019)
reanalyzed data from fifty-three RFEs published in the American Economic
Association journals using randomization-based inference and reported that this
approach yields up to 49 percent fewer positive results.

Recently, in an arXiv preprint, Lu and Ding (2025) argued, using mathematical
statistics and simulation, that rerandomization reduces p-hacking opportunities,
which seems to directly conflict with the argumentation of this article. The
disagreement seems to stem from two differences: (1) using a too narrow definition of
p-hacking and (2) comparing p-hacking opportunities between model-based inference
without recognizing that simple randomization allows for using randomization-based
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inference without the need to control for covariate imbalances by including them in a
statistical model like regression.

According to Lu and Ding (2025), p-hacking is “the practice of strategically
selecting covariates to get more significant p-values” (henceforth, LD-p-hacking).
Such a definition is too narrow and does not encompass the full range of methods
researchers use to push the observed p-values beyond the threshold of statistical
significance. Instead, researchers may use other degrees of freedom involved in
“flexibility in data collection, analysis, and reporting” (Simmons et al. 2011, 1359),
which is a much broader concept than simply selecting covariates for a regression.
Therefore, Lu and Ding (2025) only demonstrated that “rerandomization can mitigate
[LD-]p-hacking caused by strategically selecting covariates in regression adjustment”
(2), but they did not address other types of p-hacking involving flexibility in different
aspects of research design and data analysis.

Furthermore, Lu and Ding (2025) compared the LD-p-hacking potential of a fully
randomized experiment to that of ReM and ReP rerandomized experiments, but their
comparison focuses on the regression-based inference from the two types of
experiments. Because rerandomization effectively balances covariates, these covariates
have less influence on the ATE estimate when included in a regression, which explains
their conclusion. However, rerandomization requires regression-based adjustments,
whereas simple randomization allows for the use of randomization-based inference,
such as testing for a difference in mean outcomes observed in the treatment and
control groups. Such an inference is more constrained than the model-based inference
with covariates. In fact, testing for a difference in means does not permit the inclusion
of any covariates, so the asymptotic type I error rate of the LD-p-hacked p-value under
ReM should be compared to no LD-p-hacking. Although Lu and Ding (2025) does not
present such a comparison, their conclusion that “under rerandomization, [LD-]p-
hacking will not change the p-values too much” (8) indicates a nonzero (even if
negligible) effect and suggests that even such restrictively interpreted LD-p-hacking
risk is greater in rerandomized experiments than in those using simple randomization
to assign units to groups.

5. The trade-off between credibility and precision of the effect size estimate

Previously, I argued that rerandomization effectively improves the balance of
experimental groups, thereby enhancing the precision of estimates. This provides a
substantial epistemic benefit, allowing for smaller sample sizes while keeping the
same levels of type I and type 1I error rates. However, the benefit comes with an
epistemic cost, that is, reduced credibility of the results. The reason is that more
complex data analysis increases researcher degrees of freedom and creates more
opportunities for p-hacking. Choosing between the improved precision of estimates in
rerandomized experiments and the credibility of studies using simple randomization
involves balancing epistemic reasons and nonepistemic values, with decisions likely
depending on the context and purpose of the experiment.

Furthermore, the choice between assigning experimental units with either simple
randomization or rerandomization depends on weighing the gain in estimate
precision against the risk of bias from increased analytical flexibility of rerandomized
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data. If rerandomization did not inflate researcher degrees of freedom, then the
change in estimate precision can be described as follows:

As = Ererandomization — Esimple randomization

Where:

A,—the change in sampling error due to rerandomization;
Ererandomization—Sampling error emerging from the rerandomization procedure;
Esimple randomization—Sampling error emerging from the simple randomization.

Further considerations require assuming the distribution of bias introduced by the
additional researcher degrees of freedom. When the same conflict of interest affects
research teams in a field, or they share similar assumptions about expected results, it
is likely that all results will be biased in the same direction, with an average bias size
of (x). In such a situation, if a decision or inference about effect size is made based on
only one experiment, comparing the gain in estimate precision and the size of bias
can inform the decision regarding the assignment procedure. However, if an
experiment is likely to be repeated, unbiasedness might be preferred because the
estimate’s precision will eventually improve as more published results enable meta-
analyses of the effect size estimate.

Otherwise, if both conflict of interest and guesses about expected results differ
among researchers, the inflated analytical flexibility may cause researchers to use
different analysis pipelines and report varying results. In such a case, the researcher
degrees of freedom in experiments can be seen as an additional source of random
error.

As+{ = (Srerandomization = Esimple randomization) + (;rerandomization - gsimple randomization)

Where:

Crerandomization—sampling error resulting from different analysis pipelines in a
rerandomized experiment;

Csimple randomization—Sa@mpling error resulting from different analysis pipelines in an
experiment using simple randomization.

This suggests that, regardless of the decision maker’s values and the experimental
context, rerandomization should be favored if the improvement in estimate precision
is larger than the variability produced by the additional analytical flexibility of
rerandomized experiments (A,,, < 0). While the significant gains in estimate
precision resulting from rerandomization are well understood, simulation studies or
multiverse analyses of actual rerandomized experiments (Steegen et al., 2016) are
necessary to quantify how much the permissible forking paths resulting from more
complex data analysis of rerandomized experiments may bias the results.

Scientific inferences and clinical and policy decisions are primarily based on
amalgamated evidence rather than single studies (Fletcher 2022), and hence, such
context prioritizes the unbiasedness of individual effect size estimates because
precision increases eventually when more studies addressing the same research
question are published. Furthermore, Banerjee et al. (2020) argued that fully random
assignment should be preferred in cases of “adversary experimentation” when the
audience does not trust the experimenter. Given that most scientific contexts, such as
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a regulatory agency (e.g., the Food and Drug Administration) using clinical results for
drug approval decisions or competing teams testing theoretical predictions, resemble
adversarial experimentation, rerandomization may currently not be the best
assignment procedure because the increased analytical flexibility can lead to
p-hacking opportunities. In contrast, rerandomization is more appropriate when the
experimenter uses the results internally, such as during quality control tests within a
company or an in vivo study of a new drug candidate.

The problem of additional analytical flexibility introduced by rerandomization can
be mitigated to some extent. If statisticians and research communities develop
standardized methods for analyzing data from rerandomized experiments, researcher
degrees of freedom will decrease, thereby increasing the credibility of these
experiments while preserving the benefits of this assignment procedure. For example,
there are currently no standardized methods for adjusting p-values (see section 4.2),
and homemade adjustments developed by experimenters can risk p-hacking. This
problem could be minimized if a standardized approach were developed, other than
simply not reporting rerandomization and calculating unadjusted p-values.

The credibility of rerandomized experiments, especially in the social sciences, can
be increased more quickly by improving the reporting practices. Publishing a
preanalysis plan with a sufficiently detailed preregistration report will limit the
researcher degrees of freedom introduced by rerandomization and thus preserve the
results credibility. Greater transparency about: (1) how rerandomized assignment was
designed and executed, and (2) which statistical analyses were conducted to analyze
the data, and the results they produced, may limit researchers’ opportunities to use
the additional researcher degrees of freedom emerging from rerandomization to
report desired results.

6. Concluding remarks

Rerandomization is an effective method for enhancing the precision of average
treatment effect estimates (ATE). Reducing the standard deviation of the estimate
while keeping the sample size fixed reduces both type-I and type-II error rates,
decreases exaggeration of effect size estimates (type-M errors), and results in fewer
incorrect sign results (type-S errors), which are epistemically significant benefits.
Ethical considerations regarding the burden of involving additional patients or
laboratory animals in a trial, the cost-effectiveness of experimental samples, and
policy makers’ need for more accurate evidence all deem rerandomization a valuable
methodological improvement. Such considerations led several statisticians and
economists to favor rerandomization and advocate for its wider use (Banerjee et al.
2017; Morgan and Rubin 2012).

However, the necessity to employ alternative and more complex methods of data
analysis inflates researcher degrees of freedom and thus creates more chances for
researchers to misuse this additional flexibility to produce results that are
statistically significant or align with their preferred theory or political agenda.
While refraining from adjusting p-values seems promising, it has a detrimental effect
on replicability: In such cases, replicator teams will remain unaware of
rerandomization, which reduces standard deviation, and thus may conduct an
underpowered replication attempt. When analyzing the difference in false positive
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result probability across various experimental and quasiexperimental research
methods in economics, Brodeur et al. (2020) hypothesized that “some methods offer
researchers different degrees of freedom than others” (3). Applying this to the
problem at hand indicates that experiments using rerandomization, while providing
more precise estimates of the average treatment effect (ATE), carry a greater risk of
bias. Therefore, the quality of evidence produced by such studies should be rated
lower than otherwise. This conclusion is accurate as long as further methodological
work does not develop some widely accepted standards for analyzing data from
rerandomized experiments, thereby limiting analytical flexibility. However, the study
of rerandomized experiments may indicate that considering researcher degrees of
freedom involved in designing and executing a study may help in assessing the quality
of evidence stemming from that study. Future philosophical work is needed to
develop a more nuanced concept of credibility that applies across the full range of
empirical research.

The analysis of rerandomization points toward a trade-off between estimate
precision and the risk of bias. Depending on the context and purpose of experimental
research, the preference for unbiasedness may outweigh the epistemic benefits of
more precise estimates, or vice versa; sometimes, the need for a precise estimate
despite small samples may take priority over concerns about credibility. More efforts
from statisticians and philosophers are needed to fully understand the impact of
inflated degrees of freedom on the credibility of rerandomized experiments, and to
guide decisions on designing these studies and interpreting their outcomes.
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