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Introduction
Learning health systems (LHS) embed “knowledge 
generation … into the core of the practice of medi-
cine.”1 Their efforts to evaluate and improve the care 
they provide to their patients are quality improvement 
(QI) activities. LHS thus engage in continual quality 
improvement as part of their operations.2 I assume 
here that LHS are a net positive development in health 
care delivery. I also assume that their QI activities are 
a desirable practice and public policy should promote 
QI. Subject to considerations such as cost, safety, and 
practicality, QI activities should be designed with rig-
orous internal methodology. That is, QI should have 
high internal validity: LHS must be able to infer the 
effects of changes in practice to understand how to 
make improvements. While internal validity is more 
important than external validity, because QI is pri-
marily a local endeavor, QI should endeavor to offer 
lessons for other health systems. High external valid-
ity, the ability to generalize results to other settings, is 
therefore also a desired feature of QI at the margin, 
subject to other constraints. 

Although the Common Rule (CR or “Rule”) was cre-
ated to regulate human subjects research, it has been 
interpreted to apply to some QI activities.3 From a 
regulatory definitional point of view, some QI activi-
ties appear to also be human subjects research activi-
ties within the scope of the CR. Prior to the CR revi-
sions, a great deal was written about the ambiguous 
boundary between QI and human subjects research.4 
My focus here is post-revision — where we are after 
the CR changes? Despite hope that the revised CR 
would provide a clearer QI-research boundary, the 
revised CR leaves the same ambiguities largely intact.5 
These ambiguities impose costs on the performance 
of “high-validity” QI. I shall sketch some guidance for 
health systems and regulators on operating within 
the revised Rule, and close with a suggestion for how 
to modify the Rule. I offer a proposed regulatory 
exclusion for QI activities, defined as an evaluation 
performed by a health system to improve the health 
system’s care to its patients, provided such activities 
impose no risks greater than usual care. 
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Trends in Quality Improvement
American health care systems are experiencing an 
ongoing evolution, one in which the characteristics 
of QI are changing.6 Three factors have converged 
to change QI practices. These forces have made QI 
more closely resemble human subjects research. 
First, health information technology has changed 
both the methodologies of QI and the outcomes that 
may be measured. Almost all U.S. health care sys-
tems have adopted electronic health record systems 
(EHRs).7 Before EHRs, information for QI had to be 
abstracted from charts by hand, making large stud-
ies with detailed patient information impracticable. 
The same was true of research, but because research 
is more likely to collect information prospectively, the 
limitations of paper charts were especially concerning 

for QI. EHRs store information about patient char-
acteristics, care utilization, and clinical outcomes in 
structured data fields. When information is not struc-
tured, it is increasingly extractable through natural 
language processing.8 EHR information makes mea-
suring clinical outcomes easier. For example, suppose 
a hospital takes steps to encourage physicians to wash 
their hands. Data from the EHR may be queried to 
measure rates of nosocomial infection. 

In addition, EHRs have lowered the implementa-
tion costs of using randomization as a tool for evalu-
ation. EHRs have produced a new class of QI tools, 
computerized early warning systems.9 These systems 
use EHR data to look for a current or predicted future 
state, such as clinical deterioration, and when the state 
is found, notify clinical staff through automated pages 
and “pop up” alerts. Randomization is an emerging 
feature of EHRs.10 Randomization through the EHR 
reduces the high expense and resource demands of 
randomized evaluation because the electronic health 
record can be used to randomize use of the warning 

system. Since some commercial EHRs allow such 
warning systems to be active or silenced in a random-
ized fashion, hospitals may have a practical option to 
evaluate the warning system in a randomized fashion.11 
For example, a hospital might develop a computerized 
early warning system to predict clinical deterioration 
and notify clinicians through a page to the attending 
physician of record. This warning system could be 
randomized to be active (i.e. send the notification) for 
a randomly chosen set of patients. 

Second, changes in reimbursement have altered 
the incentives to perform QI well. The fee-for-service 
model of reimbursement offers no direct financial 
incentives to improve the quality of care — it may 
even offer disincentives for QI, at least when QI might 
reduce utilization of high-intensity services. While fee-

for-service remains the most common form of reim-
bursement, alternate payment programs have become 
increasingly common.12 For example, the Affordable 
Care Act created several programs to compensate hos-
pitals and providers in alternate forms under which 
quality improvement may lead to higher reimburse-
ment.13 These programs have encouraged health sys-
tems to expend resources on QI initiatives. 

Third, the consolidation of health systems has 
changed the generalizability of QI. Hospitals con-
tinue to merge at increasing rates.14 Consolidation 
sometimes leads to merging of different types of hos-
pitals, including mergers between academic medical 
centers and community hospitals, thereby increasing 
the heterogeneity within health systems.15 Reduced 
competition may produce uncertain incentives for QI, 
but it also shifts the definition of “local” from a single 
hospital to a multi-institutional system, one that may 
have different types of care settings within it.16 QI ini-
tiatives that span multiple hospitals in a single health 
system might yield results that better generalize to 

My focus here is post-revision — where we are after the CR changes? Despite 
hope that the revised CR would provide a clearer QI-research boundary, the 

revised CR leaves the same ambiguities largely intact. These ambiguities 
impose costs on the performance of “high-validity” QI. I shall sketch some 
guidance for health systems and regulators on operating within the revised 

Rule, and close with a suggestion for how to modify the Rule. I offer a 
proposed regulatory exclusion for QI activities, defined as an evaluation 
performed by a health system to improve the health system’s care to its 

patients, provided such activities impose no risks greater than usual care. 
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other health systems than a QI initiative at a single 
hospital. 

Together, these trends have given QI characteristics 
associated with research. These characteristics include 
simple or cluster randomization, multi-system scope, 
use of outcomes data, and publication of results. QI 
now “looks” more like research. These characteristics 
in turn have produced “high-validity” QI. The evolu-
tion of QI is primarily one of internal validity, but not 
entirely. Multi-site QI interventions have produced 
results that better generalize to other health systems. 
Further, the evolution continues, as health services 
researchers partner with their institutions to design 
evaluations that have the intent of both improving 
care locally and producing generalizable knowledge.17 

One framing of these trends is to characterize “high-
validity” QI as human subjects research. That is, one 
view is that QI has become human subjects research, 
and health systems now conduct research to under-
stand and improve their own care. I caution, however, 
against abandoning the label of QI because QI is diffi-
cult to distinguish from a class of clinical research, one 
focused on changes to institutional practice. There is 
still an inward-looking orientation of these activities 
that remains useful to categorize a set of activities 
as QI. When a chief quality officer starts an institu-
tional initiative to improve sepsis care for hospital-
ized patients, implements a series of steps to change 
practice, and evaluates the impact of those measures, 
those steps are QI. This practice has different orga-
nizational and cultural characteristics from clinical 
research. The evaluation is conducted in response to 
an operational priority, the funding sources tend to be 
operational rather than grant-based, and the intended 
audience is more likely to be institutional leadership 
rather than a community of investigators. None of 
these characteristics in isolation delineates an abso-
lute boundary between research and QI, but they do 
represent general differences. Yet, while the QI label 
does describe a class of evaluative activities, it does 
not address a separate question about the regulatory 
definition of human subjects research, when that defi-
nition may encompass QI, and the implications for 
conducting high-validity QI. 

Common Rule Guidance: Original and 
Revised 
Despite changes in QI practice, the revised Common 
Rule offers little clarification to help health care sys-
tems understand when and how to apply IRB review 
to QI. The Rule does not apply to QI activities as 
QI, but the persistent question is when a QI activ-
ity is human subjects research under the Rule. Some 
changes related to such provisions as multi-site IRB 

review could affect QI.18 However, the general frame-
work has not changed: the definition of research in 
the Rule does the work of identifying QI, and that 
definition is largely unchanged.19 Since most QI is sys-
tematic, QI as research comes to depend on whether 
the QI activity is “designed to develop or contribute 
to generalizable knowledge,” unless the QI initiative 
meets one of a limited number of exemptions.20

 Generalizability, however, is an unclear standard.21 
There are two major sources of ambiguity with gen-
eralizability that apply to QI.22 First, generalizabil-
ity is a continuum, not a binary, and even were the 
research definition otherwise clear, it would not be 
clear when, for example, a randomized, multi-site QI 
activity becomes sufficiently generalizable to qualify 
as research. Even a single example from one patient 
offers lessons for other patients, and even a national, 
multi-site clinical trial may fail to generalize to specific 
patient populations or settings of care. QI usually falls 
in the middle: it incorporates data from many patients, 
but those patients come from a single institution or set 
of institutions within a health system. QI’s generaliz-
ability is contextual, depending on the nature of the 
intervention under evaluation, patient characteristics, 
and other factors that vary from one QI initiative to 
the next, but which determine the degree to which an 
evaluation is similar to what other institutions might 
conduct. 

Second, the role of intent in generalizability is 
unclear. The regulatory definition is a systematic 
investigation “designed to develop or contribute to 
generalizable knowledge,” not one that in fact pro-
duces generalizable knowledge.23 The revised CR 
retains this phrasing without adding explanation. QI 
could be distinguished from other classes of high-
validity activities by the intent. However, the revised 
CR leaves unanswered several questions. First, is the 
intent a subjective one, of the practitioner? Whose 
subjective intent matters? If the practitioner designs 
an evaluation only to reach conclusions about local 
care, but the design is one that will generalize, does it 
matter what the subjective intent is? 

The generalizability provision, while ambiguous, 
also appears to lack ethical weight in determining the 
type of review. It is unclear why a QI initiative should 
incur independent review because of generalizability, 
especially if generalizing depends on context-depen-
dent factors that seem orthogonal to patient risk. Two 
important considerations here are the magnitude of 
risk and whether the subjects themselves, who assume 
the risks of participating in evaluation, also receive the 
potential benefits. For the first question, greater gen-
eralizability does not increase the magnitude of risk, at 
the margin. The factors that increase generalizability, 
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such as the representative of the patient population 
and setting of evaluation to other potential contexts 
in which the intervention might be delivered, do not 
in themselves increase risk. More generalizable find-
ings do change the intended beneficiaries — they now 
enlarge to include other patient populations beyond 
the local health systems. However, the study environ-
ment is still most representative of the local environ-
ment. To the extent that study patients may benefit 
through future use of the local health system, they 
continue to benefit even if results also inform care for 
patients of other health systems. Nor do other ethi-
cal harms change. If a property of the generalizable 
design does change the potential harms, then that 
property, not the generalizability of the design, should 
influence the sort of review required. 

To better illustrate this point, consider two QI sce-
narios at hospital A that differ only in their degree of 
generalizability. Both evaluate an early warning sys-
tem for clinical deterioration placed in the EHR. The 
warning system uses information about patient vital 
signs, laboratory values, and other information to pre-
dict deterioration in the next six hours. The system’s 
criteria are identical. In both cases, the criteria have 
never been tested in any systematic fashion. In both 
cases, hospital A implements the warning system on 
hospital wards in a staggered fashion to help evalu-
ate its impact on hospital mortality, randomly choos-
ing the order of wards. In case 1, however, hospital A 
has developed the warning system internally, and no 
other institution has a similar system. The system dif-
fers in multiple ways. It uses a prediction model differ-
ent from other health systems and it relies on unique 
organizational resources that are not available at most 
other health systems. Other institutions use very differ-
ent warning systems, also developed internally. In case 
2, hospital A is using a warning system widely adopted 
at hospital systems across the country. Case 2 will bet-
ter contribute to generalizable knowledge. However, 
case 1 may yield greater risks to patients because there 
is no evidence, even from informal examples, to help 
quantify predicted risks. There is thus greater uncer-
tainty regarding the estimated risk to patients of being 
randomized to the system or control. At a minimum, 
even if the risks are not greater, they do not appear to 
be lesser. Nor are there clear additional ethical harms 
presented by case 2.24 

Apart from the definition of research, a second 
important source of ambiguity is how measuring 
clinical outcomes affects the status of a QI activity 
under the Rule. By clinical outcomes, I distinguish 
outcomes from process measures. Process measures 
refer to changes in care delivery that matter only 
as intermediate steps to desired changes in health 

states. Examples include the proportion of clinicians 
who wash their hands before entering patient rooms, 
which might be a process measure for an educational 
campaign to improve handwashing. Clinical outcomes 
are those that process measures are intended to influ-
ence, such as infection rates. Outcomes were not ref-
erenced in the original Rule. However, guidance from 
the Office for Human Research Protections (OHRP) 
suggested that OHRP interprets the measurement of 
clinical outcomes to be a relevant factor in determin-
ing whether an evaluative activity is research.25 

The revised CR adds a definition for clinical trials 
that adds to the indirect evidence that measurement 
of clinical outcomes may affect an evaluation’s regu-
latory status as research. It defines a clinical trial as 
a study “in which one or more human subjects are 
prospectively assigned to one or more interventions 
(which may include placebo or other control) to evalu-
ate the effects of the interventions on biomedical or 
behavioral health-related outcomes.”26 I think this def-
inition of a clinical trial is wrong to use measurement 
of clinical outcomes as a criterion. Measurement of 
clinical outcomes is neither necessary nor sufficient to 
qualify an evaluative undertaking as a clinical trial. A 
randomized study may be designed to test the impact 
of an intervention on process measures, and process 
measures may be the primary endpoints in clinical tri-
als. Likewise, an evaluation may measure clinical out-
comes in a form that is not generalizable. While this 
definition has a formal narrow role within the revised 
Rule for the posting of consent forms, it could con-
tribute to use of clinical outcomes as a factor in clas-
sifying a QI activity as a “clinical trial” and thus, by 
implication, as research regulated by the revised CR. 
Part of the scope may depend on the interpretation 
of “assign” and whether it encompasses only specific 
forms of random assignment, such as parallel patient-
level assignment, or whether the scope refers more 
broadly to systematic methods of assigning patients to 
evaluation arms. 

Even within the regulatory framework focused on 
generalizability, measurement of clinical outcomes 
rather than process measures alone should not affect 
whether a QI activity is designed to generalize. A QI 
initiative can reach generalizable conclusions about 
process measures or clinical outcomes. Generaliz-
ability about outcomes implies generalizability about 
process measures. Process measures are intermediate 
steps that mediate clinical outcomes. If a handwash-
ing educational campaign is intended to reduce infec-
tion rates, it does so by increasing handwashing rates. 
For effects on infection rates to generalize, effects on 
process outcomes must as well. Conversely, an effect 
on outcome A works through an effect on some pro-
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cess measure P. Reaching generalizability conclusions 
about the effect on P implies similar conclusions about 
A. Generalizability does not turn on the process ver-
sus outcome distinction, and regulatory definitions of 
generalizable research should not turn on such a dis-
tinction either. 

Implications of CR Ambiguity and Oversight 
for QI Activities
The CR criteria for oversight of QI are ambiguous. 
In many cases, QI activities are reviewed by IRBs.27 
When QI is thought to be research under the CR, QI 
practitioners submit it for IRB review. Problems with 
CR oversight are not fatal to the QI enterprise. 

Yet, there are costs to CR ambiguity and the unpre-
dictable need for oversight. First, the CR creates the 
wrong incentives for QI. I stated at the onset that 
health systems should, subject to considerations about 
cost, safety, and practicality, pursue high-validity QI. 

When appropriate, use of high-validity techniques to 
infer causal impact on important clinical outcomes 
should be encouraged. At the margin, QI activities 
are more useful when institutions can reach valid 
conclusions about the impact of the steps they take to 
improve. They are more useful still when conclusions 
speak meaningfully to the needs of other institutions. 
Institutions pursue QI to improve their own care, but 
if in so doing, they learn lessons to help other institu-
tions, so much the better. Yet, the need for indepen-
dent oversight through an institutional review board 
(IRB) may depend on pursuing high-validity QI rather 
than low-validity QI.28 

Uncertainty about IRB requirements imposes costs 
and misaligns incentives. QI practitioners may be 
unclear about when they need IRB review, what level 
of review they need, and how to decide if they should 
submit for IRB review. In the face of uncertainty, 
some practitioners choose to ask IRBs to make these 
determinations. Yet these reviews increase adminis-
trative costs to IRBs and cause delays in undertaking 

QI activities.29 Practitioners face incentives to “disam-
biguate” by avoiding high-validity methods, because 
high-validity relates to the systematic (internal valid-
ity) and generalizable (external validity) provisions of 
the research definition. This uncertainty is not helped 
by inconsistencies between IRBs.

The IRB process is also ill-adapted to the flexibil-
ity needed for QI activities. For example, activities 
undertaken as QI are more likely than research to 
use unconventional methods that, while systematic 
and high-validity, differ in ways that fail to conform 
to the review demands of an IRB process designed 
for research. One of these unconventional meth-
ods is rapid-cycle evaluation. For example, hospital 
A designs an early warning system to predict sepsis 
within six hours. The objective is to improve local rec-
ognition and early treatment of septic states. Hospital 
A decides to conduct a series of short, systematic tri-
als, each followed by iterative modification of the alert 

and reassessment. These methods pose challenges for 
IRB review, which is designed for research protocols 
with a fixed, unchanging design that can be submit-
ted upfront for review. One option is to say that the 
protocol fails to qualify as research because it is not a 
systematic investigation, but an iterative process can 
be systematic and yield generalizable results. It also 
begs the question: why should the protocol under 
independent review only if it uses one fixed protocol 
rather than series of iterative changes? 

Third, although I cannot point to systematic evi-
dence, my anecdotal impression is that the CR rules 
have changed how QI practitioners view their meth-
ods. Techniques like randomization, measurement of 
clinical outcomes, and publication of outcomes are 
associated with research. These techniques are asso-
ciated with high internal validity, high external valid-
ity QI evaluation. The Rule reinforces this concep-
tion through the definition of research, and it is this 
definition that QI practitioners must use to determine 
review of their QI activities. QI comes to be distin-

I do not intend here to ignore benefits of independent review. IRB review of QI 
activities has some benefits. It provides an additional layer of review of risks to 
patient health, other ethical harms, and ethical implications of protocol design. 
Data security, for example, is important when health care systems use sensitive 

information about patients, whether for clinical care or other operational 
pursuits. My purpose is not to deny any benefits, only to note the costs that 
accompany the ambiguous relationship that remains with the revised Rule. 
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guished from this conception of research by its reli-
ance on methods that lack these characteristics. As a 
result, both QI practitioners and outsiders may come 
to view techniques like randomization as inappropri-
ate because they are not a part of QI, and practitio-
ners are conducting QI, not research. This process is 
exactly backwards. Instead, QI practitioners should 
use the techniques appropriate to conduct high-valid-
ity QI, subject to operational constraints. When they 
depart from these methods — and sometimes they 
should — the rationale should not be that QI simply 
does not “do” randomization. 

All these problems are more significant for the 
learning health systems. One QI initiative does not 
incur significant costs in navigating uncertainty and 
IRB review. A continual process of QI, spread through 
multiple departments, however, does incur such costs. 

I do not intend here to ignore benefits of indepen-
dent review. IRB review of QI activities has some ben-
efits. It provides an additional layer of review of risks to 
patient health, other ethical harms, and ethical impli-
cations of protocol design. Data security, for example, 
is important when health care systems use sensitive 
information about patients, whether for clinical care or 
other operational pursuits. My purpose is not to deny 
any benefits, only to note the costs that accompany the 
ambiguous relationship that remains with the revised 
Rule. I note also that benefits — along with costs — 
would accompany independent review of any use of 
patient data, including an independent review of every 
use of patient data for operational purposes, even when 
the use does not directly benefit the patient, such as for 
making decisions about future changes to patient ser-
vices. Such review would, however, be impractical. 

Options in the Current Regulatory 
Environment 
I believe there are steps that health systems and regu-
lators can take to mitigate these costs, while adhering 
to the Rule and maintaining ethical protections for 
patients. I turn first to IRBs, and I focus on process, 
followed by substance. When I refer to IRBs, I mean 
IRBs working collaboratively with health systems. 
Learning health systems are the focus of this essay, 
and their IRBs operate within, or in conjunction with, 
health systems. IRBs are part of the health system 
enterprise. Their primary responsibility is to ensure 
the ethical treatment of research subjects. However, 
as a part of their obligations to subjects, who are also 
patients in this context, IRBs have an obligation to 
work collaboratively with health systems to avoid 
unnecessary obstacles to high-validity QI, so long as 
such work does not come into conflict with their other 
ethical duties to patient. I believe a lot can be done 

through process to reduce uncertainty, if not eliminate 
the counter-productive incentives for QI. 

First, IRBs should adopt procedural measures to 
reduce confusion. The first is offering ex ante help to 
QI practitioners planning QI activities. Some IRBs 
already take many of these steps.30 Help can include 
clear checklists to identify when IRB review needed, 
as well as specific requirements for level of review 
and patient consent. Many IRBs have these materials 
already. Their contents vary from IRB to IRB. I advise 
for more consistency. IRBs should borrow (with per-
mission) the materials of other IRBs. There are more 
than 600 health systems in the United States, but 
there is no need for 600 IRB checklists.31 We would do 
better to truncate to a set of ten or fifteen sets of guide-
lines for different types of health systems. A second 
step is for IRB staff to work closely with clinical and 
administrative departments that conduct QI. Such 
collaboration could help departments to educate their 
staff on IRB requirements, and how to conduct QI 
without IRB review becoming an obstacle. QI practi-
tioners, IRB staff, and health system leadership need a 
common definition of QI to make distinctions, ideally 
a written definition, one shared by multiple health sys-
tems. I offered one in the introduction that would tie 
QI to the purpose — improving local care — as well as 
the magnitude of risk (similar or less than usual care). 
If resources permit, I encourage IRBs to have “QI spe-
cialists,” IRB staff who review all the applications that 
arise from QI activities.32 IRBs can allow applicants to 
declare an activity to be QI to help with this process. 

The review process itself should focus on meeting 
regulatory requirements while promoting high-valid-
ity QI. IRBs already use flexibility to accommodate the 
needs of specific types of research. Qualitative research, 
for example, often uses iterative modification of inter-
view guides and other subject materials in response to 
feedback. Not every edit of materials requires a proto-
col modified with repeat IRB staff review, and no reg-
ulatory requirement mandates review of all changes. 
Similarly, iterative protocols in QI might not require 
repeat review. For example, it might be possible for a 
QI protocol to describe in advance the iterations that 
will be made in the intervention and how the study 
design will be modified. 

Turning to substance, I suggest that IRBs focus on 
the definition of research rather than “flags” associ-
ated with research, which are tempting to take as per 
se markers of a research study. Randomization (here 
used to mean random assignment of interventions) is 
one example. It is true that many studies regulated as 
research use random assignment. However, random-
ization is insufficient to make an activity research. 
Randomization by itself does not make results of an 
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evaluation more generalizable.33 Randomization may 
increase internal validity by removing unmeasured 
confounders, helping identify the causal connection 
between an intervention and measured outcomes. 
However, it does not by itself make that connection 
more generalizable to other situations. To the extent 
randomization requires changing routine practice 
to make randomization feasible, it may even make 
results less generalizable. A second similar character-
istic is measurement of clinical outcomes rather than 
process measures.

I would encourage OHRP to add guidance to its 
frequently asked questions on quality improvement, 
stating that it does not view random assignment 
and measurement of clinical outcomes as sufficient 
in themselves to make a systematic investigation 
research. OHRP previously indicated that publishing 
results is insufficient.34 As OHRP notes, people may 
wish to publish non-research for a variety of reasons. 
Ironically, an intent to publish offers some degree of 
evidence that an evaluation is designed to generalize, 
as something about the evaluation — the methods, 
results, or purpose — must generalize to make the 
evaluation useful to other health systems. In contrast, 
randomization and measurement of clinical outcomes 
may serve entirely internal purposes. However, there 
are two reasons that an intent to publish does not 
necessarily mean an evaluation is research. First, as 
noted, all forms of evidence offer some degree of gen-
eralizability information. Second, a QI evaluation may 
provide useful lessons for other health systems with-
out necessarily reaching generalizable conclusions. 
OHRP is thus correct to consider neither an intent 
to publish nor the actual fact of publication as suffi-
cient to qualify an activity as research. So too could 
the same be stated of randomization and measuring 
clinical outcomes. These are common features, like 
publication, of human subjects research, but they are 
not definitionally sufficient qualities. 

Should Existing Regulations Be Changed? 
I suggest further formal changes to the CR to clarify 
the treatment of quality improvement. There are mul-
tiple options to address problems of uncertainty and 
misaligned incentives. Generally, options fall into one 
of two approaches, indirect or direct. The indirect 
approaches would involve clarifying terms such that 
the boundary between non-reviewable QI and QI as 
research is easier to identify. This is could involve, for 
example, adding a formal definition of generalizabil-
ity. The direct approach would address QI explicitly 
in the Rule. 

I doubt any indirect approach will end ambiguity. I 
doubt that any definition of generalizability can elimi-

nate uncertainty as applied to QI — there will always 
be a boundary problem. Generalizability is a concept 
with imprecise boundaries, and I am not sure that any 
definition could construct a clear division between QI 
and research. Nor can it change the incentives. The 
Rule conceives of research as a high-validity endeavor, 
one with high internal and external validity. The defi-
nition of research as systematic and designed to gen-
eralize reflects this understanding. 

Instead, I think OHRP should create an explicit 
exclusion for quality improvement activities. OHRP 
contemplated such an exclusion in the proposed rule, 
but discarded the exclusion out of concerns that it 
would cause additional confusion, and it is not clear 
why OHRP did not consider a revision definition for 
exclusion instead. It proposed an exclusion for an 
evaluation when the purpose was “limited to altering 
the utilization of the accepted practice and collecting 
data or biospecimens to evaluate the effects on the uti-
lization of the practice.”35 This definition would have 
formalized the importance of the distinction between 
measuring process endpoints and clinical endpoints. 
For example, a handwashing initiative could be evalu-
ated through a randomized process, but not if the QI 
activity measured infection rates in addition to hand-
washing rates. OHRP was right to discard this defini-
tion. While it would have reduced uncertainty, it would 
have done so at the cost of reinforcing incentives for 
QI to limit measurement to process measures, exclud-
ing those clinical outcomes that matter most. 

I encourage OHRP to consider a different defini-
tion of QI, one based on the underlying objectives. 
This definition would have two critical components. 
The first is to connect the doer and the objective to 
a health system. An evaluation would be excluded 
when it is performed by a health system primarily to 
improve the care that the health system provides to its 
own patients. Second, the definition should limit such 
activities to those that are minimal risk, but a modi-
fied formulation of minimal risk. Risk should be based 
on what patients experience absent the intervention. 
The current definition bases risk instead on the mag-
nitude of harms “encountered the performance of rou-
tine physical or psychological examinations or tests.”36 
For patients with acute or chronic illness, however, the 
level of risk they encounter in their routine medical 
care may be quite different. Risk should be based on 
the anticipated incremental potential harm to an indi-
vidual based on existing information, and thus to the 
risk encountered in medical care absent the interven-
tion under evaluation. By the current definition, an 
intervention could reduce risk for a patient relative to 
usual care, yet not be considered minimal risk because 
it still results in a level of risk beyond routine exami-
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nation. Putting these elements together, I suggest an 
exclusion for activities conducted by a health care sys-
tem to improve the care they provide to their patients, 
when those activities do not increase the frequency 
or magnitude of harms for patients beyond what they 
would otherwise experience through clinical care. 

This new definition relies on some element of good 
faith because it bases review on the motivations of 
practitioners. Could not a researcher claim that a 
study of a new medical procedure she developed was 
being conducted only to improve care at the local 
institution? I believe these concerns are overstated. 
Health care operations always rely on the good faith 
of practitioners. Use of patient health information is 
limited to certain purposes under the HIPAA privacy 
rule, yet not every use is reviewed by an independent 
board in advance to ensure it complies with the def-
inition. A degree of trust in the good faith efforts of 
practitioners is necessary for health care operations to 
function. Incentives support this level of trust. Most 
important is to achieve a system of oversight that 
protects research subjects while permitting learning 
health systems to use rigorous QI methods to improve 
the care they provide to their patients. 

Note
Dr. Rolnick reports personal fees from Tuple Health Inc. and per-
sonal fees from Acumen, LLC, outside of the submitted work.
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