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We propose a framework for reasoning about program security building on
language-theoretic and coalgebraic concepts. The behaviour of a system is viewed as a
mapping from traces of high (unobservable) events to low (observable) events: the less the
degree of dependency of low events on high traces, the more secure the system. We take the
abstract view that low events are drawn from a generic semiring, where they can be
combined using product and sum operations; throughout the paper, we provide instances of
this framework, obtained by concrete instantiations of the underlying semiring. We specify
systems via a simple process calculus, whose semantics is given as the unique
homomorphism from the calculus into the set of behaviours, i.e. formal power series, seen as
a final coalgebra. We provide a compositional semantics for the calculus in terms of rational
operators on formal power series and show that the final and the compositional semantics
coincide. This compositional, syntax-driven framework lays a foundation for automation
and abstraction of a quantified approach to flow security of system specifications.

1. Introduction

Security analysis of programs has traditionally been centred on a notion of non-interference
(Goguen and Meseguer 1982). Research has mostly been into a functional interpretation
whereby a program is acceptable if low-confidentiality variables or actions do not depend
on high-confidentiality ones. This approach has been developed in both imperative
(Sabelfeld and Myers 2003) and process algebraic (Focardi and Gorrieri 1995) settings.
Non-interference is now generally recognized as enforcing too strict a policy. For this
reason, more flexible variants of this concept are often considered. In declassification, a
program may be declared as acceptable if information can flow from high to low but only
in prescribed ways (Chong and Myers 2004; Sabelfeld and Sands 2005). In more recent
years, attempts have been made to provide methods to quantify the amount of leaked
information, mostly building on information-theoretic or probabilistic tools (Boreale 2009;
Chatzikokolakis et al. 2008a; Clark et al. 2001; Clark et al. 2007). Then, a program may be
declared as acceptable if the information it leaks does not exceed a prescribed threshold.
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In this paper, we propose a framework for reasoning about information leakage that
builds on language-theoretic and coalgebraic concepts. The framework offers a unifying
view of diverse facets of language security, such as those mentioned above, puts them in a
more abstract perspective and possibly paves the way to their unification. It also elucidates
interesting connections between language-based security, coalgebras and language theory.

Let us introduce a scenario that motivates our approach. Consider a discrete-time,
nondeterministic system P. During the execution of P, certain events, such as updates
of high-variables, are under the control of a secret scheduler and not directly observable
from the outside. Some other events are observable, including updates of low variables,
input/output actions, certain file accesses and so on. These observable events are not
directly controlled by the secret scheduler, and may obey nondeterministic or probabilistic
laws. An attacker can make observations of the system only at prescribed times, e.g.
only upon termination. Moreover, he can have the system re-execute as many times
as he wishes: throughout these repeated executions we assume the policy of the secret
scheduler (high behaviour) remains fixed, meanwhile (all) the possibilities arising from the
nondeterministic or probabilistic low behaviour of the system are observed.

Through the activity described above, the attacker collects a set of observations o1, 0, ...
and combines them into a global observation to make deductions about the non-observable
events — in essence, about the choices of the secret scheduler. One can think of two basic
ways in which the observations can be combined. The first is a form of sequential
composition, say *, by which a sequence of consecutive observations, e.g. 01, 02, 03, results
in a combined observation, 0 = 01 * 0, * 03. Note that, from the point of view of the
attacker, only the final, combined observation o may be available, not the intermediate
0; — the * operation may not be actually available to him. The second operation, call it 4,
is a form of disjunction that can be used to combine observations arising from repeated
executions of the system, e.g. o and o/, into a global observation o + o’. This operation is
therefore available to the attacker. In the end, to each sequence of unobservable events,
say m, there corresponds a global observation o, thus defining a mapping from high traces
to observations that we name £(P). This mapping can be deduced from P’s specification,
which must be assumed to be public. Hence, using £(P) and the global observation o, the
attacker can learn information about the secret sequence n: at minimum, he can discover
whether 7 € (L(P))" (o).

As a concrete example, consider a system P, informally specified as follows. Either
of two unobservable events, h or I/, is executed initially, the choice depending on the
secret scheduler. Then, h leads to a state where the low-event [ is always executed, while
I leads to a state where either of two branches is taken: in the first branch, I’ and
then [” are executed, while in the second just [ is executed. In any case, the system then
terminates. The two branches are taken, respectively, with probability % and %. In this
case, the observations are probability sub-distributions on low traces, while * and + are,
respectively, the product and sum of distributions. The above specification hence yields
L(P)h)=[l— 1] and L(P)(W) = [I'l" — %, I— %].

From the point of view of a designer that must assess the security of the system, the
mapping L(P) is the central object of interest. For example, if £(P) is a constant, then
an observed low event does not depend on the secret sequence of high events: the system
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is perfectly secure (see Wittbold and Johnson (1990) for a similar notion of security,
formulated in a synchronous setting and called Nondeducibility on Strategies). If this is
not the case, the designer might at least be interested in learning how many equivalence
classes the domain £(P) is partitioned into (that is the number of pre-images (£(P))"!(0),
for o ranging over the observations): the fewer, the better. Also, he might want to make
some flow measurements if probabilistic behaviour is involved. In the example above,
L(P) can be seen as a stochastic matrix whose rows and columns are indexed by high
and low traces, respectively, and its capacity can be computed by standard techniques.
Indeed, an information theorist might recognize in this example an instance of the noisy
Z-channel having {h,h'} and {l, I'l"} as an input and an output alphabet, respectively.

In essence, it is crucial for the designer to be able to specify L(P), generate it and
reason on it — e.g. prove that two system specifications generate the same behaviours —
in a compositional, syntax-driven fashion. We face these issues and draw on language-
theoretic concepts. We take the general view that observable events are elements of a
semiring (Kuich and Salomaa 1986), S, whose product and sum correspond to the *
and + operations mentioned above. A set of unobservable, high-events H is assumed.
The security significant behaviour of the system, £(P), is then a mapping from H" to S,
that is a formal power series (FpS) over the alphabet H with coefficients in S (Kuich and
Salomaa 1986). We provide a simple process calculus to specify systems, equipped with an
operational semantics given in terms of Moore automata. Then, following Rutten (2003),
we characterize the semantic mapping £(-) in terms of the unique homomorphism from
this calculus into the set of Fps seen as a final coalgebra. We next provide a compositional
semantics of the calculus in terms of rational operators on Fps’s, defined via behavioural
differential equations (BDE’s) (Rutten 2003). We show that the final and the compositional
semantics coincide. A consequence of this result is a Kleene theorem saying that, in our
calculus, all and only the rational Fps’s are definable. The benefits of the two semantics can
be summed up as follows: the final semantics allows for reasoning — proving equivalences
— on systems by coinduction, while the compositional semantics, and in particular the
BDE’s, can be used for stepwise, syntax-driven generation of the behaviours £(P), for any
P. Throughout the paper, we provide instances of this framework obtained by concrete
instantiations of the semiring S, and examples that illustrate these ideas.

The rest of the paper is organized as follows: in Section 2, we provide background
notions about semirings and Fps and introduce a few concrete instances of them that are
relevant to information leakage analysis. In Section 3, we give the syntax and operational
semantics of the language. In Section 4, we describe the abstract semantics using finality
and characterize the semantic mapping in terms of language equivalence. Following this,
we provide a compositional semantics and show that the final and the compositional
semantics coincide in Section 5. In Section 6, we provide three non-trivial examples
illustrating the use of the compositional semantics and of the language as a modelling
tool. To round off the paper, in Section 7, we briefly discuss an extension of the language
with a simple form of parallel composition. All the calculations performed in the examples
can be carried out manually, as sketched in Section 6, or can be automated, as outlined
in Section 8. In Section 9, we offer some comparison with related work and directions
for future research. Some technical proofs have been confined to Appendix A. Finally,
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Appendix B contains a synopsis of the meaning and use of the main symbols used
throughout the paper.

This is an extended and revised version of Boreale et al. (2010), with respect to the
preliminary version, this paper contains full proofs, a new application of our framework
(namely, the exponentiation attack in Section 6.2), some details on the implementation
and a more extensive discussion of related work.

2. Semirings and formal power series
We start by recalling the definition of semirings.

Definition 1. A semiring S is a tuple (S,+, x,0,1) such that (S,+,0) is a commutative
monoid, (S, X, 1) is a monoid, x distributes over 4+ both on the left and on the right and
0 annihilates both on the left and on the right (i.e. 0 X 0 = 0 x 0 = 0 for each o € §).

If the monoid (S, %, 1) is commutative, we say S is a commutative semiring. We let
0,0',... range over S. Moreover, given oy,...,0, € S, we let >_._,  0; denote o1 + -+ + 0.
A semiring (endo )morphism is a function f : S — S such that: f(0) =0, f(1) =1 and for
each 0,0’ € S, f(o+0') = f(0)+ f(0') and f(o x 0') = f(0) x f(0'). Whenever necessary or
convenient, we shall augment the semiring operation symbols with appropriate subscripts
to make the underlying semiring explicit. E.g. we may write Og, ls, +s, g and Xs.

The simplest possible semiring is B, obtained by taking S = {0,1} and + and X to be
the sum and product of booleans, that is or and and. Other examples of semirings are
the natural numbers N and the nonnegative reals R*. Every ring, hence every field, is of
course a semiring. As an example of a non-commutative semiring, consider a finite and
non-empty alphabet 4: then, L = (24°,U, -, &, {€}), with U being language union, - being
language concatenation and e being the empty string, is the semiring of languages over A.

Fix a semiring S = (S, +, X,0, 1) and a finite, non-empty alphabet A. A Fps over 4 with
coefficients in S is a function ¢ : A" — S. The set of all such functions will be denoted by
F4s, or simply by F when no ambiguity arises about 4 and S. Given 0,7 € F, the sum
¢ + 7 and convolution product ¢ x 7 are the Fps’s defined in the expected manner, that is,
by setting for each w € A"

(6 + )W) = a(w) +s (W) (1)
(6 xD)(w) = ) ¢ o) xs (o). )

Note that there is no harm in overloading the symbols + and x as we do here. Indeed, S
can be seen as a subset of ' by identifying each o € S with the Fps ¢ such that g(e) = o
and a(w) = 0 elsewhere. This identification is easily seen to preserve the meaning of +g,
Xs, Os and 1g. With this identification, S < F. It is readily checked that (IF,+, x,0,1) is
in turn a (non-commutative) semiring. In the special case when |4| = 1, then F,g can be
identified with S®, the set of infinite sequences of elements of S: these are called streams
in Rutten (2003).

Let us now fix a finite, non-empty alphabet L, ranged over by [,/’,.... In the rest of the
paper, elements of L will usually be interpreted as observable, low confidentiality actions,

https://doi.org/10.1017/50960129513000601 Published online by Cambridge University Press


https://doi.org/10.1017/S0960129513000601

A semiring-based trace semantics for processes 263

as opposed to unobservable, high confidentiality actions, to be introduced in the next
section. For the time being, however, there is no need to fix a specific interpretation of
L. We let 4,//,... range over L". The semiring WL of weighted (low-)traces is defined as
F,r+. That is, weighted (low-)traces are functions o : L* — R, with operations of sum
and product defined as in (1) and (2) above. The reason for our interest in this semiring is
that it includes all functions o : L* — [0, 1] such that ), ;. o(4) = 1, that is, all probability
distributions on low traces, as well as all functions o such that 3, ;. o(4) < 1, that is, all
probability sub-distributions. Note that neither of these two sets forms a semiring, which
explains why it is mathematically convenient to work with the larger set WIL. In what
follows we shall sometimes take the freedom of writing down weighted (low-)traces as
formal sums. For instance, %ll’ + %ll” denotes the element 0 € WL such that: o(4) = % if
A=1l,0(d) = % if A=1l" and o(1) = 0 for any other 1 € L*. Sometimes, we shall write
such an o as [II' — %,ll” — %].

Let us give another instance of semiring related to security analysis. Given any non-
empty set V' of program variables, a store is a partial function m : V — D, where D is
some data-type. Let M be the set of all such stores. Each element of 2, the powerset of
M, can be thought of as the result of the execution of a nondeterministic program. It is
natural to endow 2™ with a semiring structure as follows. Let us denote by m * m’ the
sequential composition of two stores, defined thus: (m * m')(v) = m/(v) if m'(v) is defined,
(m*m')(v) = m(v) if m(v) is defined and m/(v) undefined, (m * m')(v) is undefined if neither
of m(v), m'(v) are defined. In other words, m * m’ describes the effect of running two
programs one after another, the first producing m and the second producing m’. Now
consider M = (2M, U, *, ¥, { }), where: * is extended pointwise to 2M (that is, given
L, e M, L1 xI, = {m*m'|m € I;,m’ € I,}) and & denotes the empty set, which is also
the nowhere defined partial function. It is readily checked that M is a (non-commutative)
semiring. We will let p, 1/, ... range over M.

Remark. Following the tradition of Fps, throughout the paper several symbols (+, x, 0,
1, ...) will be overloaded: such an overloading is harmless, as any ambiguity is easily
resolved by the context, e.g. by looking at the type of the operands. For the reader’s
convenience, we provide in Appendix B a table summarizing all the overloaded symbols:
for each symbol, we give its possible uses and say where the corresponding definitions
can be found in the paper.

3. A process calculus
3.1. Syntax.

Let us fix a finite, non-empty alphabet H, ranged over by h,//,.... It is convenient to
think of H as a set of unobservable, high-confidentiality actions (as opposed to the set
L introduced in the preceding section; the two sets are assumed to be disjoint). We let
n,7,... range over H*. Let us fix a semiring S. The set of all processes is given by the
following syntax:

P:i=o|h|P+P|P;P|P{f)]|P (3)

https://doi.org/10.1017/50960129513000601 Published online by Cambridge University Press


https://doi.org/10.1017/S0960129513000601

M. Boreale, D. Clark and D. Gorla 264
where 0 € S, h € H and f : S — S is a semiring morphism. As usual, +, ; and *
denote choice, sequential composition and iteration, respectively; P(f) is a filtering
operator that applies the filter f — a morphism on the semiring — to the observable events
produced by P; the condition that f be a morphism appears to be quite natural and
yields a compositional way to compute filter applications. Given processes Py,..., P,, we
let >°,_, , Pi denote P; + -+ + P,, where the summands are arranged in any arbitrary
fixed order. By convention, we let this summation denote Og when n = 0. Again, the
symbols + and X are overloaded here, but no ambiguity arises if one looks at the type of
the operands.

In what follows, we shall not commit to any specific semiring, even though our reference
instance is meant to be WIL. The set of all processes is denoted by Pgs, or simply by P
when there is no need to be specific about S.

3.2. Measures

A measure A : Pg — S is a total map from processes to the semiring S such that its
support supp(A) = {P € Ps : A(P) # Og } is finite. We denote the set of all measures by
M. Intuitively, a measure will be used to describe all possible states (processes) a term
can reach by performing a given high action, together with the ‘weights’ attached to any
such transitions. Since the processes we consider are finitely branching, it is quite natural
to demand that measures have a finite support.

For any P € P, we let 6(P) (Dirac’s Delta) denote the measure A s.t. A(P) = 1g and
A(Q) = Os for any other Q. When describing the semantics, the following two notable
measures will turn out to be useful: 1,4 = §(1s) and O, such that 0,,(P) = Og, for every

Pep.
It is useful to define operations of internal sum and scalar product for measures. For
each P:
(A+A)P) = A(P)+s A'(P) (4)
(0 x A)(P) = 0 xs A(P). (5)

With these operations, every measure can be written as A = ) ,.» A(P) X 6(P). A few
syntactic operations on measures will be useful: if A =3, A(P) x 6(P), then:

A;Q = " AP)x 5(P;Q) (6)
PeP

Q;A = )" A(P) x 3(Q;P) (7)
PeP

A(f) =Y FAP) x 8(P(f)) ()
PepP

where the right hand sides rely on the sum and scalar product defined in (4) and (5).

It is worth remarking the following properties of the operators just defined. Recall
that a semimodule over a semiring (Kuich and Salomaa 1986) is an algebraic structure
satisfying the same axioms as a vector space, with the difference that scalars range in a
semiring rather than in a field.
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Table 1. Operational rules.

h
PA o0 bha,

iy W Som oboum p
P+Q— A +A;

Ploa otaa, Ptia Ptia

P;0 5 (A1;0) + (W(P) x Ay) P(f) -5 Alf) P APt

Proposition 1.

1. M is a semimodule over S with the internal sum and scalar product defined in (4)
and (5);

2.0 X (A;P)=(0oxA);P

3.(A1;P) + (A2; P) = (A1 + Ao) P

4. (0 x A)(f) = f(o) x A(f)

5.(A1+ A)(f) = Ailf) + Axlf).

Proof. See Appendix A. U]

Corollary 1. Proposition 1(1) entails the following laws:
LA+ M) +As = Ap + (A + A3).
2.(01 +02) X A= (01 Xx A)+ (03 X A).
3.0 X (A1 +Ay) = (0 x Ay)+ (0 X Ap).
4.01 X (02 X A) = (01 X 02) X A.

3.3. Operational semantics

The operational semantics of P is given by a pair of functions (w,—). Here, w : Pg — S
assigns each process P its final weight w(P), on the basis of the observation that can be
made upon P in the current state. A non-zero weight may be understood as the possibility
of observable termination for the current state. Specifically, w is a function defined by
induction on P as follows':

w(o) =0 w(h) = 0s W(P1; P2) = w(P1) Xs wW(P2) 9)
w(P(f)) =f(w(P)) Ww(Q")=1s W(Pi+Ps)=w(P1)+s W(P)

The function — : (P x H) — M describes the effect of executing a high action and
making a transition to a measure. As customary, (P,h,A) € — will be written as P LN A.

The judgments defining P LN A are reported in Table 1, where we assume /' # h. The
rules should be self-explanatory. In particular, the rule for sequential composition states

f Note that our definition of w(Q*) respects some of the traditional laws of Kleene’s algebras. For example,
(Q")" = Q" and, whenever lg is an absorbing element (1g +s 0 = lg for each o), also Q* =1+ (Q;Q").
However, the Kleene algebra structure is not needed for our purposes, and we can also consider semirings
where lg is not absorbing.
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that the h-derivative of P;Q (i.e. the measure obtained after the transition from P;Q
labelled with h) results from summing up the h-derivatives originating from P, with Q as
a continuation and from Q; the latter contributes to the sum only if P may terminate
immediately. The rule for filtering P with f applies the filter f to every element of the
derivative of P. The rule for P* is obvious if one thinks of Kleene’s law P* =1+ P;P".

The operational semantics (w, —) can be turned into a more traditional representation
in terms of state-transition machines. Recall that a weighted automaton (Kuich and
Salomaa 1986; Rutten 2003) is like a nondeterministic automaton, but both its arcs and
its states are also labelled with weights taken from a semiring. Here, we define a weighted
automaton where states are in P, the state labelling function is w(-) and the transition

. . . h,
relation — = P x H x S x P is defined thus: (P,h,0,P’) € —>, written P N P/,

whenever P — A and A(P') =0 #0.

As an example, the weighted automaton for the process Q =
(02;h + 033 1) is given here on the right, where the leftmost state
corresponds to process Q and the rightmost one to 1;Q. In the next oy
section, we shall introduce an abstract semantics that equates automata with the same
weighted language. It will turn out that the classical law Q = 1;Q holds also in our
setting; a possible application of such a law could be the simplification of the previous
automaton to one with just one state (the rightmost one).

To conclude, let us fix S = WL and give a specification in our language of the Z-
channel mentioned in the Introduction. The input alphabet is {h,#'} = H and the output
alphabet is {I,I'l"} = L*; let p € [0,1]. Then

h,0y
h,0y

o3

Z=h; 1+HK; pl'l"'+K; (1-p)l.

As we shall see, this turns out to be equivalent to h;l + I ;(pl'l" + (1 — p)l).

4. Abstract semantics

We first describe the abstract semantics of P by finality and then characterize the semantic
mapping in terms of (weighted) language equivalence.

We endow P with a Moore automaton structure’ and then define its semantics
coalgebraically, following Boreale and Gadducci (2006) and Rutten (2003). Recall that
a Moore automaton with inputs in a finite non-empty alphabet A and outputs in K is a
triple (S, t, k) where S is a (not necessarily finite) set of states, t : S x A — S is a transition
function and k : § — K is an output function. Let us keep 4 and K fixed. Central to this
treatment is the notion of bisimulation.

Definition 2 (bisimulation). Given M = (S,t,k), a bisimulation is a binary relation R <
S x S such that, whenever (s,5') € R, then k(s) = k(s") and (t(s, a), t(s',a)) € R, for every
a € A. We write s ~ & if there exists a bisimulation relating s and s'.

 Formally, we are endowing M with a Moore automaton structure, i.e. we are considering Moore automata
whose states are measures. With some abuse of terminology, we can consider processes as states, once we
identify a process P with the measure J(P).
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The relation ~ over S is easily seen to be an equivalence relation and a bisimulation in
turn; we shall call it bisimilarity. A homomorphism between two Moore automata M and
M’ is a function ¢ mapping the states of M to the states of M’ such that, with an obvious
symbology, for each s € S, k(s) = k'(¢(s)) and, for each a € A, ¢(t(s,a)) = t'(¢(s),a). The
class of all Moore automata has a final object F that can be characterized in terms of
FPS’s. Specifically, we let F be the Moore automaton (S,t,k) defined thus:

— S =TF4k.
— (0,a) = a,, where a,(w) = a(aw), for each w € A" (g, is called the a-derivative of o).
— k(o) = a(e).

Theorem 1 (finality and coinduction principle (Rutten 2003)). F is final in the class of
Moore automata with inputs in 4 and outputs in K. That is, for every such automaton
M, there exists a unique homomorphism ¢ : M — F. Moreover, for every s and s states
of M, it holds that s ~ s if and only if ¢(s) = ¢(s).

We proceed now to endow P with a Moore automaton structure, with inputs in H
and outputs in the semiring S. Then, the above results will give us: (1) a notion of
bisimulation, and (2) a canonical way of interpreting processes as FpS’s, which is fully
abstract w.r.t. bisimilarity. The construction goes as follows. We extend the weight function
and transition relation to M by linearity: for each P and h, we let Ap; be the unique

h
measure such that P — Ap,; then, we define:

w(A) £ > A(P) x w(P) (10)
PeP
Al Ay where Ay 23,5 AP) X Apy,. (11)

Now, we let A = (M, t,w), where t(A,h) = Aj,: this is a Moore automaton with inputs in
H and outputs in S. Observe that P is naturally embedded in M, once one identifies P
with the measure 6(P). We now let P ~ Q stand for 6(P) ~ 6(Q). It is crucial for the
compositionality of the semantics that bisimilarity over P be a congruence. To prove this
result we need two auxiliary lemmata whose proofs are relegated to Appendix A.

Lemma 1. For every A;,A; € M such that A; ~ A,, it holds that:

LA+ A ~A+ Ay, for every A € M.

2.0 XA ~0 X Ay, forevery o € S.

3.A1;P ~ Ay;0Q, for every P,Q € P such that P ~ Q.
4. A({f) ~ Ay (f), for every semiring morphism f.

Lemma 2. 6(P)+6(Q) ~ 6(P + Q).

Theorem 2. For every P,Q,R € P such that P ~ Q and for every semiring morphism
f S — S, it holds that:

()P +R~Q+R (P:R~Q:R () Pf)~0) @P ~0Q"

Proof. The first fact is a trivial consequence of Lemmas 1(1) and 2. The second fact is a
trivial consequence of Lemma 1(3) and of the fact that, by definition, 6(P;R) = 6(P); R.
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The third fact is a trivial consequence of Lemma 1(4) and of the fact that, by definition,
(P (f)) = ((P)){f). Let us prove the fourth fact. We prove that

R={(A1;P",A;0") : P~Qand Aj ~ Ay}

is a bisimulation; this trivially implies the result by taking Ay = A, = 1, and by noting
that 1,¢; P = 6(1g; P) ~ 6(P), for every P.

— The output is the same:

W(A;PT) =3 grep(Ar; PT)(R) X W(R)
=D rep A1(R)) x W(R) x w(P")
w(P") x W(Al)
= w(Q") x w(Az)
= w(A2; Q7).

Indeed, w(A;) = w(Ay), since A; ~ Ay. Moreover, w(P*) = 1g = w(Q").
— The derivatives are still bisimilar:

(Ai;P*)y = 3 ogep(A1; PT)(R) X Agpy
—ZRfepAl ) ><AR’P h
= ZR’eP A1 ) (AR’ haP + W(R,) X AP",h)
= rep Mi(R) X Apip; P
+ Y rep AM(R) x (W(R') X (Apy; P7))
= (A)n; PT + (W(A1) X Apy); P
= ((A)n + W(A1) X Apyp); P

Similarly, for Q in place of P and A; in place of A;. Now, since w(A{) = w(A;)
and Apjy ~ Agp, by Lemma 1(2) w(A;) X Apjp ~ W(A2) X Agy; by (A1) ~ (Az), and
Lemma 1(1), (A)r + W(A1) X App) ~ ((A2)n + W(A2) X Ag ). This suffices to conclude
that ((A1;P*)y , (A2;0Q%)) € R, as desired. U

Let us denote by £ the unique homomorphism from A to F given by Theorem 1; it is a
function of type M — [, mapping every measure to a FpS. We now want to give a more
explicit characterization of this homomorphism in terms of the operational semantics
(w,—) of P; this will be useful to carry out explicit calculations (see, e.g. Section 6.2).
To this purpose, we extend the notion of h-derivative of a state A, previously written Ay,
to sequences of high actions = € H* in the expected way: A. = A and Ay, = (Ap)s.

Proposition 2. For every A and =, L(A)(n) = w(A,), for every n € H".

Proof. The proof is by induction on the length of n. For the base case, we have that
L(A)(e) = w(A) = w(A,), where the first equality holds since £ is a homomorphism
of Moore automata. For the inductive case, let # = hn'; then, by the homomorphism
properties of £ and induction hypothesis, L(A)(hn') = L(AR) (') = W((Ap)w) = W(Apy). [

To conclude, we can define the language generated by a process P, written £(P), as
expected: L(P) = L(J(P)).

Let us now illustrate the semantics just introduced by a small, concrete example. Let
us consider the Z-channel again, Z = h;l + I;pl'l"” + I';(1 — p)l. The Moore automaton
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Table 2. Behavioural differential equations (BDE’s ).

Initial condition Condition on derivatives
o(e) = o (o)w = OF
N N g ifh="N
hie) = Os () = {O]F otherwise
(6 +0d')e) = ale) +d'(e) (c+ad'w= on+o,
(0;0")(€) = a(e) x a'(e) (050 = on;0' +a(e);a,
(a{f)e) = f(a(e)) (a{fMn = (a){f)
(")) = 1s () = on;0”

generated by 6(Z) (or, more formally, the portion of the infinite automaton A that is
reachable from 6(Z)) according to the operational rules is given by

o(Z)

/ d

o(l) S(pl'l") +6((1 — p)I)

with w(d(Z)) = Os, w(A,) =1 and w(Ay) = pl'l” + (1 — p)l, as expected. The same result
is obtained starting from Z' = h;l + I ;(pl'l" + (1 — p)l); thus, Z ~ Z'.

5. A compositional construction

We provide another, more informative way of describing the semantic mapping £ discussed
in Section 4. In particular, we want to introduce the analogue of the process operators over
[ and then prove that £ is compositional w.r.t. these process operators (see Corollary 2
below). We follow the approach in Boreale and Gadducci (2006) and Rutten (2003) and
define operators on FpPS’s via BDE'S. Generally speaking, a BDE is a coinductive specification
of a Fps, providing its initial value — o(€) — and the form of its derivatives oy, for every
h € H. Of course, one has in general to prove that the given equations have a unique
solution. The advantage of this kind of definition, over explicit but possibly more involved
ones, is that it allows for coinductive, step-by-step reasoning on the Fps’s it defines. The
BDE’s defining the operators associated with the constructs of the language are given in
Table 2. There, for every = € H*, we let

R L [1ls fn=e€
O (m) = 0s Ir(m) = { Os otherwise.
Also note that in the BDE for sequential composition (viz. ‘;’) we treat o(e) € S as a FPs,
under the inclusion S = F discussed in Section 2.

Indeed, some of these BDE’s give rise to operators which are well-known in the literature
on rational series: ¢ + ¢’ and ;' are, respectively, just the sum and convolution product
defined by (1) and (2) — so another notation for ¢; ¢’ is just o x ¢’ and we will use these two
symbols on FpS’s interchangeably, while ¢ is standard iteration (see e.g. Rutten (2003)).
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As we shall discuss later on (Section 8), these BDE’s can be given a direct translation into
Haskell’s lazy streams and trees, along the lines of Douglas Mcilroy (1999). This provides
us an automatic way of calculating £L(P).

The main result of this section is Corollary 2 below. To prove it, we characterize the
solutions of the BDE’s in an operational manner, as follows. For each ¢ € I, fix a distinct
symbol g. We consider a syntax of extended processes, EP which includes P, built out of
the following grammar which features an extra clause for constants:

EP ::=g|o|h|EP+EP|EP;EP | EP". (12)

The weight function and operational semantics of Section 3 are extended by the rules

w(g) = a(e) (13)
o -5 5(an). (14)

The definitions and results described for P — including the Moore automaton definition —
carry over to £P. We shall continue to call £(-) the final morphism mapping EP to F.
For proving the main result, we need a few auxiliary lemmata.

Lemma 3.
L (L(A)n = L(Ap);
2. A ~ A if and only if L(A) = L(A).

Proof. Trivial, by definition. L]
Lemma 4. 6(go), = d(ap).

Proof. 6(a)n = > gpeep O(@NEP) X Agpjy =1 X Agjy = Agjy = 0(an). [
Lemma 5. L(g) = 0.

Proof. By induction on the length of n, we show that £(g)(n) = a(x). For the base case,
by definition of ¢, we have that £(g)(¢) = L(6(a))(¢) = w(d(a)) = a(e). For the inductive
case, let © be hn'. By the homomorphism properties of £ and Lemma 4, L(g)(hn') =
L(6(a))(hn') = L(d(a)n)(n') = L(d(on)(n") = L(o4)(n'); by definition of derivatives in FPS,
a(hn') = op(n’). We conclude by using the inductive hypothesis. ]

Lemma 6. 6(L(A)) ~ A.
Proof. By showing that R = {(A,d(L(A)))} is a bisimulation. First, A and §(L(A))
have the same output: indeed, W(0(L(A))) = W(L(A)) = W(L(A)e) + D pepy hs LIAA)) =

L(A)(€) = w(A). Second, A and §(L(A)) have the same h-derivative: indeed, 6(L(A)), =

O((L(A)r) = 6(L(Ay)), where the first equality is Lemma 4 and the second one follows
from Lemma 3(1). This suffices to conclude. ]

Lemma 7. 0 X 6(g) ~ d(0 X g).

Proof. We prove that R = {(0 x 6

— w(o x 6(a)) = ZEPegP(O x 6(a))
0 X w(g) =0 x a(e) = (0 X 5)(e)

g),0(0 x g))} is a bisimulation.

(
(EP) x WEP) £ Y ppeep 0% 8(@)(EP) x w(EP) =
= w(o x 6) = w(d(0o x 7).
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— (0 x6(a)h = Yppegp(0 X O(@NEP) X Appp = 3 ppegp(o X 6(a)(EP)) X App) =
0 X Ay = 0 x 6(a;). Moreover, d(0 X g), = Y gpeep 00X O)EP) X Appp = Apxon
d((o x o)) = §(o X ay,). Indeed, for every m € H”, it holds that (0 X a),(n) = (0
o)(hr) = 0 x a(hm) = 0 X ay(n) = (0 x ap)(). Thus, ((0 x 6(a))n, (e x a)y) € R,

desired.

0% x 1

Theorem 3. In F, there exist unique constants ‘o’ and ‘4’ and operators ‘+’, <, “(f)” and
“** that satisfy the BDE’s in Table 2.

Proof. Let us define

o = L(0) (15)

h £ L(h) (16)
o+ & Lio+d) (17)
g;06" £ L(g;0) (18)
a(f) = L(a(f)) (19)
o = L(g). (20)

First, let us prove that they satisfy the BDEs in Table 2.

1.— o(e) = L(0)(€) = L(5(0))(e) = w(d(0)) = 1 x w(0) = o, where the first equality holds
by Proposition 2.

— By Lemma 3(1) and definition of h-derivative for (o), it holds that (o), = (L(0)), =
(L(6(0))n = L(0(0)n) = L(Op1) = Op.

2.— By Proposition 2, h(e) = L(h)(e) = L(5(h))(e) = w(S(h)) = w(h) = 0.

— By the homomorphism properties of £, (h)y = (L(h))y = (L(6(h)))y = L(O(h)y).

— If h =W, the definition of h-derivative for d(h) entails that L(d(h),) = L(1) =
lF;

— If h # I, the definition of i'-derivative for §(h) entails that L(5(h)y) = L(0r) =
Op.

3.— By Proposition 2, (¢ + ¢')(€) = L(a + d’)(€) = L(d(a + a'))(€) = w(b(a + g')) =
w(g+a') = w(a)+w(a') = L(g)(€)+ L(a’)(e) = a(€) + ¢'(€), where the last equality
holds by Lemma 5.

— By (17) and Lemma 3(1), (¢ + ¢')y = (L(6(a + &')))n = L(d(a + a’)»). By definition
of the operational semantics, (g + o), = A, where A is such that g + ¢’ BN A;
thus, it must be A = A’ + A”, where ¢ BN A and ¢’ LN A". By definition of _-,
we have that A" = d(g;) and A” = 6(a},). Thus, L(d(a + a')n) = L(0(a4) + 0(a},)) =
L(6(ay +0})) = L(oy+ 7)) = 0) + 7}, where the second equality holds by Lemma 2
and the last one by (17).

4— By Proposition 2, (d;0')(e) = L(g;d')(€) = L(6(g;a'))€) = w(d(a;a))) =
w(a;a’) = w(a) X w(a') = L(a)(€) x L(a')(e) = a(€) x d'(¢), where the last equality
holds by Lemma 5.
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— By (18) and Lemma 3(1), (¢;0"), = (L(6(g;a)n = L(d(g;a’)). By definition
of the operational semantics, d(c;0’), = A, where A is such that g;0’ LN A;
thus, it must be A = (A';a') + (w(g) x A”), where ¢ —> A’ and ¢’ —> A”. By
definition of -, we have that A" = d(g;) and A" = 6(qy). Thus, L(é(g;0’)n) =
L((8(an); a))H(W(a) x8(a}))) = L(S(a1; a")+(W(g)xd(a}))). By definition of ¢ and by
Lemma 7, w(g) X 8(a}) ~ &(c(€) X a},); moreover, by Lemma 6 and (18), 3(a;;0’) ~
3(L(3(01:6) £ (Llop:a’)) = dlonso’). Hence, L(3(op:a") + (wlg) x 3(a}))) =
L(0(ap;0") + 0(a(€) x a))) = L(6(an;0" + a(e) X 6,)) = L(on;0" + a(e) X g)) =
on;0’ + a(e) x g), where the first equality holds by Lemmas 1(1) and 3(2), the
second one by Lemma 2 and the last one by (17).

5.— By Proposition 2, (a(f))(€) = L(a(f))(e) = L(3(a(f)))(€) = w(d(a(f))) = f(W(a)) =
a(e), where the last equality holds by definition of w(-) and g.

— By (19) and Lemma 3(1), (o(f))r = (L(3(a(f))n = L(6(a(f))n). By definition of
the operational semantics, 6(a(f)), = A, where A is such that g(f) LN A; thus, it
must be A = A'{f), where ¢ LNy By definition of -, we have that A’ = d(gy);
thus, £(3(c(f)n) = L(5(cy)(f)). Now, by the fact that d(EP(f)) = (S(EP))(f) and

by (19), we have that £(3(a,)(f)) = LG(a(f))) £ L(ax(f) = onf).
6— By Proposition 2, (¢*)(e) = L(a")(€) 2 L(3(a"))(€) = w(3(a")) = w(a") £ Is.

— By (20) and Lemma 3(1), (¢"), = (L(6(c")))n = L(6(a")y). By definition of the
operational semantics, 6(c*), = A, where A is such that ¢” BN A; thus, it must
be A = A';g", where o SN A’. By definition of -, we have that A’ = 6(ay); thus,
L(6(g")n) = L(6(an);¢"). By Lemma 6 and (20), 5(¢") ~ 6(£(d(g"))) = 0(L(g")) =
d(a”). Thus, L(d(a4);0") = L(d(an);0") = L(6(on;0")) = L(gn;0") = 430", where
the first equality holds by Lemmas 1(3) and 3(2) and the last one by (18).

Concerning uniqueness, suppose that there is o that satisfies the first BDE in Table 2;
thus, by the coinduction principle, o = 0. The case for h is similar. Let us suppose that
there is ‘3’ that satisfies the third BDE in Table 2 (unicity of *;, “(f)’ and ** can be proved
similarly). We now prove that (¢+¢’)(n) = (64-¢')(n), for every n; the proof is by induction
on 7. For the base case, (6 +0")(€) = a(e)+0d'(¢) = (6+0")(¢), since both ‘“+ and ‘4 satisfy
the third BDE in Table 2. For the inductive case, let 7 = hn’; by definition of h-derivative
for FPSs, by the condition on derivatives of the third BDE and by induction hypothesis,
(0 +0")(hn') = (6 + o W)() = (o1 + 0})() = (a1 F0})(7') = (630" ))(n') = (aF0") ().

L]

Corollary 2 (compositionality). In F, the unique constants ‘0’ and ‘4’ and operators ‘+’,

¢ oo

7, “(f) and “** defined by the BDE’s in Table 2 also satisfy the following equalities:
L(o)=0 Lh)y=h L(P+Q)=L(P)+ L(Q)

LP(f)) = (L))  LP;Q)=L(P);LQ)  L(P")=(L(P))"

Proof. The constants defined by (15) and (16) satisfy the first two equalities by definition.
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It suffices to prove that (17) satisfies L(P+Q) = L(P)+L(Q). We know by Lemma 6 that
d(P) ~ 6(L(d(P))) = 6(L(P)) and, similarly, that 6(Q) ~ 6(L(Q)); thus, by Lemmas 1(1)
and 2, 6(P + Q) = 6(P) + 6(Q) ~ o6(L(P)) + o(L(Q)) = 6(L(P) + L(Q)); thus, by the
homomorphism properties of £ and (17), L(P + Q) = L(L(P) + L(Q)) = L(P) + L(Q).

It suffices to prove that (18) satisfies L(P;Q) = L(P);L£(Q). Lemma 6 entails that
O(P) ~ d(L(P)) and 6(Q) ~ d(L(Q)); thus, by definition of ‘" and Lemma 1(3), 6(P;Q) =
0(P);Q ~ 8(L(P)); L(Q) = 6(L(P); L(Q)). By the homomorphism properties of £ and
(18), L(P; Q) = L(L(P); L(Q)) = L(P); L(Q).

It suffices to prove that (19) satisfies L(P(f)) = L(P){f). Lemma 6 and Theorem 2(3)
entail that 6(P(f)) ~ 6(L(P){f)); thus, by the homomorphism properties of £ and (19),

L(P(f)) = LILP)(f)) = LP)(]).

It suffices to prove that (20) satisfies £(P*) = L(P)". Lemma 6 and Theorem 2(4)
entail that 6(P*) ~ S(L(P)"); thus, by the homomorphism properties of £ and (20),

L(P*) = L(L(P)") = L(P)". U

An obvious consequence of the above result is a Kleene theorem for our language.
Recall that a Fps o € T is rational (Kuich and Salomaa 1986) if it can be inductively built
starting from the ¥ps’ 0 and h (0 € S,h € H) and using the sum, concatenation (sequential
composition) and iteration operators defined above. The result entails that one can always
eliminate (-)(f), essentially by replacing each o occurring in the scope of (-){(f) by f(o).

Proposition 3 (a Kleene theorem). Let ¢ be a Fps. Then ¢ is rational if and only if
o = L(P) for some process P € P.

6. Examples

We present a few instances of our framework. In each case, after giving an informal
description, we provide a formal specification, P, of the system under consideration in
our language and then compute L(P).

In view of the compositional semantics of Section 5 (Theorem 3), the process calculus
can be seen as just syntax for Fps’s. It is then convenient to work directly in terms FpS’s
and operators over them. In particular, if ¢ = L(P), then L(P)(w) is just a(w) = a,(€),
for any w € H*. To compute o(w), assuming that ¢ is described by a regular expression,
we can

1. compute o,, the w-derivative of ¢. This can be done in a syntax-driven way, by
repeatedly applying to ¢ the equations in the second column of the BDE’s table (Table 2)
from left to right. This rewrite stops as soon as any h-derivative operator gj in the
expression is pushed underneath a sequential composition operator (; or equivalently
X);

2. compute ag,,(€). Again, this can be done in a syntax-driven way, by the equations in the
first column of the BDE’s in the same table.

In this section, both these steps will be carried out manually; however, they can be
easily automated, as we will show in Section 8.
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6.1. Modelling a ‘single bid’ auction

We model a scenario where each of a certain number of users (three, for simplicity) bids
for an item at auction. Each user submits a single (secret) bid to a trusted central server
that, in turn, decides the winner by choosing the user whose bid has the highest value.
Let Uy, U,, U; be the users; every user knows his bid and the outcome of the auction
produced by the server; the problem is measuring the information that every user has
about the other users’ bids.

We choose an arbitrary user, Uy, model his view of the auction and try to understand
what inferences he can perform about other users’ bids — that is, U; represents here the
(passive) attacker. U;’s bid (a natural number between 1 and m) is an observable event
modelled by actions [y,...,1[,; also the outcome of the auction (i.e. the index of the user
that wins the auction) is an observable event modelled by actions I{,15,15. On the other
hand, the bids of U, (taken from {1,...,n} and modelled by high actions hj,...,h,) and
of Us (taken from {1,...,q} and modelled by high actions h’l,...,h;) are unobservable
events, from U;’s point of view. Let us fix the semiring as S = WL.

A simple way to model the auction is by the following process:

n q m
> hy: ( > ki ( > i Pr(l,-)];oi,j,k» (21)
j=1 k=1 i=1
where Pr(/;) denotes the probability of the event /; and the element o; j; € WL determines
who is the winner of the auction. The actual definition of o; jx depends on how we decide
to resolve conflicts arising from different users submitting the same bid. A simple but
crude way is to resolve the conflict deterministically, e.g. by choosing the user with lowest
index:

(fj—1] if i>j and i=k

oijk =< [lhb—1] if j>i and j>k (22)

[l5— 1]  otherwise.

A fairer way of choosing the winner is by letting

Oi,j,k £ |:l£ L d 1 :| (23)
|Ti~j~k| t€Tijk

where Tjjx is the set of user indices (ie. T;jx < {1,2,3}) containing the indices of the

users who made the greatest bids among i, j, k. For example, if i = j = k, then |T; jx| = 3;

ifi=j>k, then |T;;x| =2;if i > j and i > k, then |T; ;x| = 1; and so on, where |T; x|

denotes the cardinality of the set Tj .

We provide two models of the auction, P and Q, where each is the process (21) using
the definitions (22) and (23) respectively to instantiate o; j .

Let us now describe the matrix L£(P). By the BDE’s (or the operational semantics),
the only entries with non-zero values are L£(P)(h;h)(l;l;) for i € {1,...,m}, j € {1,...,n},
k € {1,...,q} and t such that o;;x = [I; — 1]; moreover, we have that L(P)(h;h;)(l;l}) =
Pr(l;). Suppose now that an a priori probability distribution exists on high traces, Pr(n),
reflecting the bidding behaviour of the users and that it is publicly known. U; can then
perform some Bayesian inference about the bids of the other users: these inferences are
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of the form Pr(h;h}, | Iil}); by noting that L£(P)(h;h,)(l;l;) corresponds to Pr(};l; | h;h;) and
by elementary probability theory
Pr(Ll] | ;) - Pr(h;h,)  Pr(ly)- Pr(hh,)  Pr(hji)

Pr(lil;) ~ Pe(lf [ L) Pr(l)  Pr(l [ L)

To make a concrete case, let us assume that each user has only two possible bidding
values; thus, m = n = q = 2. To simplify notation, let us denote with o; the second
sum in (21) and with gjx the inner-most one; thus, 6; = >,  hj ;0. Moreover, notice

that g;; € WL, for every j and k (recall that WIL = S < ). With this notation, when
m=n = q = 2, the process in (21) is written as

0 =hi;01 4+ hysoy = hys (W01 + hys012) + hos (3001 + Hy30).
By repeatedly applying the BDE’s of Table 2 in a syntax-driven fashion, we have that

O, = (on )i
= (o1)y
= (hw, ;011 + Hi(€) X (a1, + (h2)w 3012 + ha(€) X (02)n,
= 1p;o11 +0s X (01)y, + O ;012 + 0s X (02);
=01

since
on = (h)n 301+ hi(€) X (a1)n + (h2)n, ;02 + ha(€) X (02)n,

= 1p;01 4+ 0s X (01)n, + OF ;02 + 0 X (02)p,

=01.
In the last steps of both the above calculations, we have applied a few simplifying laws:
for every Fps 1, it holds that Op ;7 = Os X 7 = Op and 1y;t = 7. These simplifications are
not strictly necessary to complete the computations, but are useful to lighten the notation.
Also note that o, = g}, Onh, = Ojk and g,, = O for any other w.

When we adopt (22), we have that

oi = [ly = Pr(l)]; [l} = 1] + [l = Pr(L)]; [I} ¥ 1] = [Li1} = Pr(ly), b1} = Pr(ly)]
o = [ly = Pr(l)]; [l5 > 1] + [l = Pr(L)]; [I} = 1] = [l = Pr(ly), b1} = Pr(ly)]
021 = [ly = Pr(l)]; [l5 > 1] + [l = Pr(L)]; [I] ¥ 1] = [li15 = Pr(ly), b1} = Pr(ly)]
oy = [ly = Pr(l)]; [l5 > 1] + [l = Pr(L)]; [I} = 1] = [li15 = Pr(ly), L1} = Pr(ly)]
and so, L(P) is
| Ly A L1 Ll

mi,| Prl) 0 0 Pr(h)

AR 0  Pr(ly) Pr(h)

hzh/l 0 Pl‘(ll) 0 Pl‘(lz)

hzh/z 0 Pl'(ll) 0 Pr(lz)

Thus, Pr(h k] | 111}) = 1, since Pr(l{ | I;) = Pr(h1h}): indeed, by (22), the only possibility
for U; to be the winner if he has bid 1 is to have all the bids at 1. The case for
Pr(hil, | 1115) is similar. Let us consider now Pr(hyhy, | I;13), for any k € {1,2}; in this case,
Pr(l5 | I;) = Pr(h,) because, if U; has bid 1 and the winner is Uy, it must be that Us’s bid
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is 2, no matter U3’s bid. Thus, Pr(hyhy, | [115) = Pr(h;), once we assume that the users bids
are pairwise independent. Finally, let us consider Pr(h;h; | l>I}), for any j and k. In this
case, U; will always win; thus, Pr(lj | [,) = Pr(l,) and, hence, Pr(h;h; | Ll}) = ng;-;’f)’”. To
sum up:
1.if Uy bids 1,
a. he can determine with certainty the other bids if the winner is himself or Us: in the
first case, the bids are 1 for everybody; in the second case, U, has bid 1 and U; has
bid 2.
b. if the winner is U,, his only uncertainty is about Uj’s bid, since he knows that U,
has bid 2.

2.if Uy bids 2, he surely wins, but he cannot determine with certainty any other bid.

Let us now see how the matrix changes by moving from P to Q, and comparing the
two implementations of the auction system from the security point of view. With (23), we
have, e.g. that

Ty 1L
3273

Similarly, we can calculate o1, 031 and a,;. Thus, £(Q) is:

| Ll A L1 Ll L1, L1,

1
o = [l — Pr(ly)]; [K = e e 3|t Pr(L)]; [l — 1].

hihy Prg[l) % Pré’” Pr(l,) 0 0
A 0 0 Pr(l;) %12) 0 %12)
hohi| 0 Pr(l;) 0 Pr(l) Pr() 0
haohy| 0 Pr(ztl ) Pr(211 ) Pr(3[2) prg L) Pr(3 b)

As expected, this system generally has more possible high traces associated with each
low trace, and the latter are now taken from a larger set. Therefore, in this second
implementation of the auction system, U; can infer less information about the others’
bids; in other words, Q is more secure than P. This statement can be made precise by
saying that the capacity (see e.g. Chatzikokolakis et al. (2008a)) of £(Q) is less than the
capacity of L(P).

6.2. Modular exponentiation algorithm

In the 90’s, Kocher showed that rRsa and other public-key cryptosystems are subject
to side-channel attacks exploiting information leaked by implementations of the
modular exponentiation algorithm, such as execution time (Kocher 1996) and/or power
consumption (Kocher et al. 1999). The basic idea is that, by sampling these quantities
through repeated executions of the algorithm, the attacker may be able to correlate the
observed information with the secret key, that is, the bits of the exponent. The modular
exponentiation algorithm we consider is shown in Algorithm 1. There, a is the basis,
d=(d,—1,...,dy) represents an n-bit secret exponent and m is the modulus; the algorithm
returns a? mod m.
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Algorithm 1 Exponentiation algorithm
1: input(a,d, m)
2: 4 =1
3: for i = n— 1 downto O do
4: A:=A> modm
5
6
7

ifdi=1then 4 :=ax A mod m
: end for
: return A4;

We next give an abstract description of this algorithm in our language. We concentrate
on leaks due to timing: from the point of view of the attacker, the only observable
information is represented by execution time. This is practically the case when the
algorithm is implemented with the blinding technique, which hides from the attacker
the identity of the plaintext a that is actually processed.

The elapse of a discrete time interval is modelled as the occurrence of a low action t. We
assume that the only operations in the algorithm taking non-zero time are the squaring, 4>
mod m, and product, a X A mod m, operations. The execution times of these operations
correspond to independent random variables taking values in N, according to given
probability distributions p = (po, p1,...) and ¢ = (qo, q1, - . .), respectively. The actual length
of the exponent, n, is unknown to the attacker.

We assume a high alphabet H = {ho,h;} and a low alphabet L = {t}. Hence, a high
trace © just represents a block of bits (the secret exponent), while a low trace 1 represents
an execution time. We set the underlying semiring to WL with L = {¢t}, so we are
actually using streams of real numbers that model probability distributions over N. The
algorithm under consideration is modelled by the term P below, where 0, = [t' — pili=o
and o, = [t'+— qi]iz0:

P = (o0p;(ho+og;h1)).
The semantics of P, L(P), can be described by a matrix with rows indexed by high traces
n € {ho,h}", representing the choice of the secret exponent, and columns indexed by low
traces A of the form ¥, for k > 0, representing execution times.

To examine a concrete case, suppose we want to display the sub-matrix corresponding
to the length of the exponent n = 2. To simplify notation, and using Theorem 3, we can
write the Fps L(P) = ¢ as

a = (0p;(ho + 043 h1))".

We want to compute a(w), for w € {hohg, hohy, hiho, hih}. We first have to compute gy,
and ap, :

o, = (0p;(ho +0g5h1))hy 5 0
((0p)hy s (ho 4 045 h1) 4 0p(€) X ((ho)ny + (0g)ne s h1 + 04(€) X (h1)hy)) 5 @
(OF s (ho + h1304) + 0y X (1F 4+ O :hy + 04 X OF)) ; 0

0p;0.
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‘ IO tl tZ t} t4 t5 t6 l7 t8 t‘) th lll tlZ t13 t14 t15 t16
hoho| 0 0 % & L 2 L & L 0 0 0 0 0 0 0 0
W 00 0 % 5 % % B oo X 2 L 0 0 0 0
hh| 00 0 5 x ¥ ¥ ¥ ¥ ¥ ¥ 3 3 0 0 0
M| 0000 s gk g% W @ o W ow @ gp wam

on, = (0p;(ho + 04501, ; 0

((0p)n, 3 (ho + 0g5 hy) + 0p(€) X ((ho)n, + (0)n, s b1 + 04(€) X (h1)p,)) 5 0
= (Op;(ho + h1;04) +0p X (Op + Op;hy + 04 X 1)) ; 0
= (0p X 04);0.

As usual, in the last step of both these calculations we have used some simplifying laws.
Now, by similar calculations:

~

X Opy = 0p X (0p3;0 )—oi,a

X ap, = 0p X ((0p X 04);0) = (ogxoq);a
ho3 0 + (0p X 0)(€) X a3, = (07 X 04);0

m30 4 (0p X 04)(€) X o, = (oﬁ X 05);0.

Ohohy = (Op; O')ho = (Op)ho;a + Op(€
Chohy = (0p30)n, = (0p)n, 50 + 0p(€
(
(

~

Gh]ho = (Op X 0(1);0—)]‘!0 = (Op X Oq
Gh]h] = (Op X Oq);o-)h] = (OP X Oq

~— —

If we take p = ¢q, we have that
a(hoho) = W(Gpn) =05 a(hoht) = a(htho) = W(opn) =05 &(hihy) = W(on) = o).

Note that since S is the semiring of positive real streams (or, equivalently, the semiring
WL with |L| = 1), according to (2) the product X is just convolution between streams.
This operation — and all other operations between elements of WIL — can in turn be
computed by the same method outlined above, streams being just a special case of Fps’s.

If we assume that p = ¢ is distributed over O... N, for some N > 1, then, for any
fixed length n of the exponent, the sub-matrix of ¢ given by all the rows 7 of length n is
finite, in the sense that the columns A of this sub-matrix exceeding length 2 x n x N are
everywhere 0.

Figure 1 displays the whole (non-zero) matrix when p = g are binomially distributed
over 0...4.f

6.3. Imperative computations

This section provides a different way of writing examples; indeed, instead of adopting
a process algebraic flavour (like, e.g. in Sections 6.1 and 6.2), we adopt here a more

T That is, pi = q; = (l 1) x 273, for i =0,1,2,.... Note that p; = ¢; = 0 for i = 0 and i > 4. Here, the binomial
distribution is meant as a quantlzed version of the Gaussian distributions often found in a continuous setting,
see Kocher (1996).
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imperative flavour, by exploiting the semiring of stores M described in Section 2. We let
W 1/,... range over sets of stores, i.e. partial functions from a set of variables V to a data
domain D that are both non-empty. Notationally, we write the singleton store {[x +— v]}
as [x =v].

The filter operator (-){(f) can be used to express variable updates and conditionals that
typically occur in an imperative setting. Indeed, variable updates can be modelled by
using elements of the semiring as process actions, like in e.g. [x = 1]; P. However, this
feature only allows us to assign constants to variables. If we want to copy one variable
into another, like in e.g. x := y, this trick does not work, and we have to use filters.
For example, if x,y € V, then the imperative program fragment P;x :=0;y :=x+1;Q
corresponds to the following term in the calculus

(P [x = 0D){fy=x+1):Q
where f,.—«y1 : M — M is defined by

fy=x+1(1)
= {m*[y=m(x)+1] : m € pand m(x) is defined} U {m € u : m(x) is not defined} .

We just have to prove that such a function is a semiring (endo)morphism. All properties
are trivial, except for preservation of product. We have to show that f,._ii(u* u') =
Tyt * fymert(W). Let m € fyepr(u* i), ie. m = my *my * [y = (my * my)(x) + 1], if
(my * my)(x) is defined and m = m; * m,, otherwise; in both cases, m; € p and mp € . If
(my * my)(x) is undefined, then both m(x) and ms(x) are undefined; thus, m; € f,.—+1(p)
and my € fy:=x+1(,u/)a that lmphes me fy:=x+1(.u) * fy:=x+1(//t/)- If (ml * m2)(x) is deﬁned7
then it can be that

1. either my(x) is defined (and in this case (m; * my)(x) = my(x))
2. or that my(x) is undefined (and in this case my(x) is defined and (mq * my)(x) = my(x)).

In case 1, let my be my * [y = my(x) + 1], if my(x) is defined, and be my, otherwise; then,
m =iy * (my * [y = my(x) + 1) € fymer1() * fmxt1(i). In case 2, m = (my * [y =
mi(x) + 1]) * my € fy—xr1(pt) * fy:.=x+1(¢f'). The converse inclusion can be proved in a
similar way.

Similarly to variable assignments, also conditionals can be modelled through filters. For
example, the program fragment P; if (x # y) then y := y + 1 else z := 1 corresponds to
the term

(P<f(x%y)>)<fy::y+1> + (P<f(x:y)>)<fz::1>'

Here, the function f(.) filters out the stores not satisfying the condition x # y, that is

foen(w) = {m € p|m(x),m(y) are both defined and m(x) % m(y)}
U {mep : m(x)or m(y) is not defined} .

The other filtering functions are defined as expected.

We can use the above ingredients to model the non-interference scenario commonly
employed when reasoning on imperative programs. Specifically, let us assume that the
set of variables V is partitioned into low and high ones, viz. ¥, and V. We shall need
a filter (-)(f.) that hides from the attacker the high part of stores and is defined to be
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fr(w) = {mly, : m € u}, where m|y, denotes the restriction of m to V.. In a term like
P{fL), assignments to high variables, [h = v], are not directly observable. Rather, in our
modelling, it will be convenient to mark the occurrence of each such assignment with a
distinct high event (e.g. h = 0 is modelled by hg): the semantics L(P{fL)) then takes care
of establishing the correct correspondence between sequences of such events and observed
stores. As an example, the program fragment h := 0;] ;= h, where h € Vg and | € V., is
modelled as

0 = ((ho;[h = 0D {f1=n)) (fL)

and, as expected, L(Q)(hy) = [l =0].

In this setting, it is quite natural to model, for instance, a PIN checking scenario. A user
chooses a 4-digit PIN (digit-by-digit) and then stores it into a high variable h. The attacker
chooses a guess for this PIN (again, digit-by-digit) and stores it into a low variable [. This
behaviour is modelled by

Chooseseer 2= Yo his X 0—ohisYeeo hi: Yog—o hy: [h = ijkq]
Chooseguess = Y10 Y10 Yoo oqmoll = ijkq]
Choose = Choosesec, ; Choosegyess.

The pin-checker then checks h against [ and stores the result of the comparison into the
low variable r. The whole system is now modelled by:

Check = ( Choose (fu—1);[r = ok] + Choose (fy4);[r =nol ) (fL)

where the filtering functions fj—; and f}; are defined as expected. We could now generate
the function £(Check) via the BDE’s and check that it violates non-interference: indeed,
L(Check) maps the trace hihjhich, to the set of stores piji, = {[I = ijkq,r = ok]} U {[l =
g,r = no]l : g # ijkq}; therefore, for s # s/, we have u; # py. We could make the
behaviour of the PIN checker more refined, by e.g. combining the two semirings considered
in Section 2 and associating probabilities with the choice of the secret and the attacker’s
guess.

7. Parallelism

The interpretation of parallelism and synchronization is notoriously problematic when
probability is involved (cf. Hillston (1996) and references therein). On the other hand,
if we content ourselves with just weights — indeed in our calculus we never require
weights to add up to 1 — parallelism becomes much easier, as studied e.g. by Hillston
(1996) and other authors doing stochastic process algebra. In fact, it is technically easy to
extend the language presented in Section 3 with operators that introduce some form of
parallelism. The corresponding operational rules mimic those found in process calculi, e.g.
csp (Boreale and Gadducci 2006). As a further simplification, in the following we shall
confine ourselves to a pure interleaving operator, ||. Thus, we extend the process syntax

https://doi.org/10.1017/50960129513000601 Published online by Cambridge University Press


https://doi.org/10.1017/S0960129513000601

A semiring-based trace semantics for processes 281

of (3) and process weight of (9) as:
P:=...|P|Q (24)
w(P[[Q) = w(P) x w(Q). (25)
Moreover, we introduce the new operational rule
PA o LA
h ’
P||Q — (A][Q) + (P]|AT)
where, as expected, if A =3, .5 A(P) x 6(P), then:

Allg 2 > AP) x 5(P|Q) (26)
PeP

QA = 3 A(P) x 5(QIIP). (27)
PeP

In the final semantics, this corresponds to the shuffle operator on Fps defined by the
following BDE, where h € H:

(al[7)(e) = a(e) xs t(€) (al[o)n = (anll7) + (allTa) . (28)

As in Theorem 3, there exists a unique operator in F that satisfies this BDE; moreover, as
in Corollary 2, such an operator satisfies L(P||Q) = L(P)||L(Q).

As an example, assume H = {h,l'} and L = {[,I'} and consider P = (h;o + I';0')",
for distinct h, i’ and o, 0. This process behaves as a noiseless channel that reveals to the
attacker the sequence of actions 7 € H* performed by the secret scheduler. Assume now
that two other processes work in parallel with P producing distinct observable effects
associated with h and /, thus

S = P||(h;0")'|I(h50)" .

The system S is a quasi-perfect scrambler, that only reveals the total length of the sequence
n performed by the three processes. Indeed, assume for instance that o = [l +— %] and that
o' = [I'— 1]. Then, in the row n (€ H*) of the matrix £(S), the probability is uniformly
distributed on the low traces of length |r|, viz. {I,I'}".

8. Implementation

We discuss here some aspects concerning the implementation of our approach. We focus
on the computation of the language function £L(P) : H* — S, for any given process P:
this is the central object of interest to a designer. One way of implementing this function is
to just translate into code the operational semantics of Table 1. Here, we want to discuss
an alternative view that leads to an implementation in terms of lazy data structures and
operators, as found for instance in the language Haskell (see e.g. Douglas Mcilroy (1999)).
This implementation, we think, is interesting because it is direct, elegant and memory
efficient.
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It is then convenient to work directly in terms of Fps’s and operators over them. In
particular, if ¢ = L(P), then L(P)(w) is just a(w) = g, (¢), for any w € H*. Recall that, in
order to compute o(w) and assuming that o is described by a regular expression, we can:

1. compute o, the w-derivative of o, by repeatedly applying in a syntax-driven way
the equations in the second column of the BDE’s table from left to right (Table 2).
This rewrite stops as soon as any h-derivative operator ¢; in the expression is pushed
underneath a sequential composition operator (; or equivalently x);

2. compute o,,(€), again in a syntax-driven way, by the equations in the first column of
the BDE’s in the same table.

As far as an actual implementation of this method is concerned, it is useful to view
FPS’s as infinite trees, with nodes labelled over S and arcs labelled over the alphabet H:
the Fps o is represented by the tree having the root labelled by a(¢) and an h-labelled arc
leading to the derivative o, for each h € H. These kind of trees can be implemented in
any language supporting lazy evaluation. In Haskell, the corresponding data-type might
be defined as follows. Here we assume H = {h, h;}, hence binary trees, for simplicity:

data FPS a = Const a (FPS a) (FPS a)

where a is a parameter representing the type of the semiring S, while Const represents
the constant coefficient of the Fps, that is o(¢). On these trees, it is trivial to define the
following operations:

— eps f, the operation that extracts the constant coefficient of f;

— hO f and h1 £, the operations that yield the ho- and h;-derivative (that is, the left and
right sub-tree) of f, respectively;

— and [k], the operation that yields the series that has k as a constant coefficient and is
Os elsewhere.

The definitions of the operators in our calculus are then a direct translation of the
corresponding BDE’s: it is sufficient to describe the constant term (o(€)) and each of the
derivatives (o, and oy, ). Specifically, the operators of sum (+), product (.) and iteration
(it) are defined thus:

f1+f2 = Const ((eps f1) S.+ (eps £2)) ((h0 f1)+(h0 £2)) ((hl f1)+(hl £2))

f1.f2 = Const ((eps f1) S.x* (eps £2))
((h0 f1).f2 + [eps f1] . (hO £2))
((h1 £1).£2 + [eps £1] . (hl £2))

it £ = (Const S.u) ((h0 £).(Git £)) ((h1 £).(it £)).

Here, S.+, S.*x and S.u represent the sum, product and unit element, respectively, of the
underling semiring S, as defined in a module S.

The lazy evaluation mechanism automatically takes care of performing the kind of step
wise expansion we have manually computed in the examples of Section 6. For instance,
if t is a term corresponding to the modular exponentiation process P seen in Section 6.2,
L(P)(hohy) could be extracted by

eps (h1 (hO t)).
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Note that, in case S is the semiring of streams, the above code would yield a stream,
which is still an infinite object. We may rather want to take only the first, say, 17 elements
of it, which is exactly the second row of the matrix in Figure 1. This can be done using
the Haskell function take, thus:

take 17 (eps (hil (hO t))).

The source code of a complete Haskell implementation of our calculus along the lines
outlined above can be found at http://rap.dsi.unifiit>boreale/Haskell.rar’. Most of the
examples described in the paper have been tested using this implementation and the
corresponding code can be found there.

9. Concluding remarks

In the last ten years, there has been steady activity in developing concepts, definitions and
analyses in the area of measuring information flows for different models. Ultimately, these
aim at being a means of enforcing quantity based security policies. A highly desirable
outcome of this effort would be the automatic checking of enforcement via either model
checking or program analysis. So far, the efforts have led to some notable progress for
simple imperative languages (Clark et al. 2007; Heusser and Malacaria 2010; Kopf and
Rybalchenko 2010; Mu and Clark 2009a,b). By contrast, progress for process algebras
has been notably slower. One problem has been establishing appropriate concepts. The
work of Lowe (2002) provided a starting point, developed in quite diverse directions
by many authors. Mostly related to our work are those papers developing quantitative
information flow (QIF) in various interactive scenarios — see e.g. Backes (2005), Boreale
(2009), Chatzikokolakis et al. (2008a), Chatzikokolakis et al. (2008b), Mu (2009) and
references therein. In comparison with the latter body of work, the present paper makes
a conceptual leap, rather than simply a technical step, by introducing a general, flexible
scheme for specifying and analysing regular behaviours of different kinds, of which
quantitative ones are just one flavour. Our stress on coalgebras and languages as tools
for security analysis is novel as well. Also related to our research is the process-algebraic
approach to non-interference initiated by Focardi and Gorrieri (1995) and developed in a
quantitative direction notably by Aldini et al. in a series of papers — see e.g. Aldini et al.
(2002, 2004); Aldini and Di Pierro (2004) and references therein. An important difference
between our work and this line of research is that we depart from non-interference to
explicitly endorse the typical QIF view: systems are seen as probabilistic (or possibilistic)
channels, representable as matrices, for which one aims to analyse the amount and type
of information that can be passed from the secrets to the observables. Hence, our use of
information-theoretic conceptual tools and terminology.

Our study has connections to the work of Rutten and his collaborators on coalgebras.
As mentioned throughout the paper, the coalgebraic treatment of streams and Fps’s was
introduced, in a syntax-free framework, in Rutten (2003). In a recent paper (Bonchi

 Due to certain idiosyncrasies of Haskell syntax, the names given to some operators there are different from
those used here.
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et al. 2009), they present a systematic way to generate languages of (generalized) regular
expressions, and a sound and complete axiomatization thereof, for a wide variety of
quantitative systems. There are two major differences between our work and theirs.
First, they work with branching- rather than linear-time semantics: their final coalgebras
are not Fps’s, but different objects, related to the definition of ‘good parallel operator’.
Given their branching-time nature, these objects lack an interpretation in terms of traces,
languages and security analysis as proposed in the present paper. Second, they focus on
axiomatizations rather than on compositional semantics in terms of rational operators
and BDE’s, as we do here.

Our work is closely related to Wittbold and Johnson (1990) in which the authors study
different security properties for nondeterministic state machines. They distinguish two
levels of nondeterminism: the possibilistic and the probabilistic one. The possibilistic level
is more abstract, in the sense that it only collects the ‘possible’ outcomes of a system. For
this level, several yes-or-no notions of security are examined; in particular, the focus is
put on the notion of nondeducibility on strategies, whereby a system is secure if and only
if any visible view of the system is consistent with any hidden strategy. There are echos
of these ideas in our approach, as a given strategy can be associated with a prefix closed
set of secret traces. Since we consider observations at termination, each possible strategy
is associated with a single secret trace 7= and the visible view is our observable sequence
A. A probabilistic variant of nondeducibility on strategies can then be obtained in our
framework by requiring that matrix £(P) has constant columns (or, equivalently, all rows
are the same). When considering probabilistic nondeterminism, (Wittbold and Johnson
1990) uses a representation very similar to £(P). This is used to model a system as a
channel (in the information theoretic sense), whose zero-capacity entails nondeducibility
on strategies. We note that their paper contains a counterexample demonstrating that
the property is insufficient to guarantee the absence of covert channels in the presence
of (information theoretic) noise. Our work provides compositional and syntax-directed
ways for automatically calculating the channel matrix, whereas in Wittbold and Johnson
(1990) this object is extracted from the definition of the system specification directly by
mathematical calculations.

In the field of semantics for probabilistic transition systems, our work appears to be
related to Desharnais et al. (2002). There the authors define a notion of equivalence
for probabilistic processes with the aim of proving it a congruence with respect to the
usual process algebra operators. As an application, the authors suggest the possibility of
calculating a matrix that describes the correlations between observable traces (our 1) and
secret inputs (our 7); this is done is the usual way, i.e. by considering a process as a channel
(in the sense of information theory), by calculating its matrix and its capacity. Again, this
is similar to our approach, but no compositional and syntax-driven construction of the
matrix is provided.

In Andrés et al. (2010), the authors face a problem similar to ours in a different way.
There, they consider a system as a fully probabilistic automaton, consider it as a channel
(in the information-theoretic sense) and try to calculate its associated matrix. They give
two different approaches, one based on solving a system of linear equations, the other
based on an incremental procedure. In both cases, they start with a simple model, where
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all secret choices are known and taken at the beginning; then they refine the model to
let the secrets interleave freely with the observable events. Their model is different, since
we aimed at modelling a more general notion of weight than the one put forward by
probabilities. Moreover, our approach was intended to be syntax-driven and so we started
from a language of process expressions, whereas in Andrés et al. (2010) the system is given
as an automaton and all calculations are done by exploiting reachability or path analysis.
In the same spirit as Andreés et al. (2010), it is worth mentioning also Chatzikokolakis
et al. (2008a), where model checking techniques are used to calculate the same notion of
channel capacity for the simplest model of probabilistic automata (namely, the one where
every choice is taken at the beginning).

Future developments of the present framework are exploring instantiations and
interpretations of the semiring, as well as expanding the process language. Clearly the
addition of a parallel operator with synchronization would be a significant enhancement,
although it would lead us outside the realm of regular behaviours. So far this extension
has presented non-trivial difficulties.
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Appendix A. Technical Proofs
Proof of Proposition 1

The first three items directly come from the definitions.

+ (0 X A)f) = Srepllo x AYR) x (R)

=D rep f((0 X A)(R')) x §(R'(f))

=Y rep f(0 x A(R)) x 0(R'(f))
= _rep f(0) X f(A(R')) X (R'(f))

= f(0) X Y pep f(A(R)) X 6(R'(f))

= 1(0) X 2o rep(A())(R) X 6(R)

= fo) x A(f)

where the first equality directly comes from (5), the second equality is ensured by the

fact that f is a semiring morphism and the third one by associativity and distributivity
of the semiring.
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5. (A1 + M) (f) = X rep (A1 + A2)(f))(R) x 6(R)

=D rep [((Ar + A2)(R) x 6(R(f))

=D rep [(A1(R) + Ay (R') x 6(R'(f))

=D rep(f(A1(R) + f(A2(R))) x 6(R'(f))

=2 rep [(ALR)) X O(R'(f)) + Y pep f(A2(R)) X 5(R(f))

= rep(A1{)(R)) X 3(R) + > pep(A2(f)(R)) x 5(R)

= A(f) + Ax(f)
where the first equality directly comes from (4), the second equality is ensured by the
fact that f is a semiring morphism and the third one by distributivity and associativity
of the semiring.

Proof of Lemma 1
1. We prove that R = {(A+ A;,A+ Ay) : Ay ~ Ay} is a bisimulation.
— The output is the same:

WA+ A1) =3 rep(A+A)(R) X W(R)

> _rep(A(R) + Af(R)) X W(R)

ZRG'P A(R) X w(R) + ZReP A1(R) X w(R)
w(A) + w(Ap)

w(A) + w(Ay)

=wA+Ay)

where the first equality holds because of distributivity in the semiring and the second
equality holds because w(A;) = w(A;), being A; ~ A,.
— The derivatives are still bisimilar:

(A + Al)h = ZRE'P(A + AI)(R) X AR,h
£ 3 rep(AR) + Ai(R)) X Agy
= > rep((A(R) X Agp) + (A1(R) X Arp))
= (D rep AR) X App) + (Do gep A1(R) X Ary)
= Ay + (A

where the first equality holds because of Proposition 1(1). Similarly, (A + Az), =
Ay 4 (Ap)y. Since (Ap), ~ (Az), we conclude that (A + Ap)p, (A 4+ Ax)y) € R.

1> |

[I> 11

2. We prove that R = {(0 X A,0 X Ay) @ Ay ~ A,} is a bisimulation.
— The output is the same:

w(o X Aj) =Y pep(0 X A)(R) X W(R)

25 k(0 X A(R)) x W(R)
0 XY pep A1(R) X W(R)
0 X W(Ay)

since w(A;) = w(A,) being Ay ~ A,.
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— The derivatives are still bisimilar:

(0 x Ay) ZRE? 0 X A1)(R) x Arp
= ZRe’P o X AI(R)) X AR,h
= rep 0 X (A1(R) X Arp)

0 X Y pep A1(R) X Agyy

o X (A

(> 11

where the two equalities are due to Proposition 1(3,2). Similarly, (0 X Az), = 0 X (A2)p.
Since (A1)n ~ (Az)n, we conclude that ((0 X Ay, (0 X A2)p) € R.

3. We prove that
RE={((A;P)+A ,(A;Q)+A") : Ay~Ayand P ~Q and A" ~ A"}

is a bisimulation; this trivially implies the result by taking A’ = A” = Q4.
— The output is the same:

W((A;P)+A) =3 pep((Ars P) + A)(R) x w(R)
= > rep((A1; P)(R) + A/(R)) X wW(R)
= rep(A1; P)(R) X W(R) + > pep A'(R) x W(R)
=3 e RP Al(R’) X w(R) + w(A)
= rep M(R) X W(R';P) + w(A)
= ZR,EP )X w(R') x w(P) + w(A)
w(P) x W(A )+ w(A).

Similarly, w((A2;Q) + A”) = w(Q) x w(A;) + w(A”). Now, w(P) = w(Q), because
P ~ Q, w(A;) = w(A,), because Ay ~ Ay and w(A') = w(A”), because A’ ~ A”; this
suffices to conclude that w((A;; P)+ A') = w((A2; Q) + A”).

— The derivatives are still bisimilar:

(A1; P) + Ay

> _rep((Ar; P) + A')(R) X Agy

> rep((A1; P)(R) + A'(R)) X Agpy

=Y rep(A;P)(R) X Agp) + X pep(A(R) X Agy)
)
)

> i>

=D rep(A(R) X Aripp) + (A

ZR’eP 1(R X (AR’,h;P + W(R/) X AP,h) + (A/)h

= (D rep At(R') X (Arp; P))

+ (ZR’GP A1(R') x (W(R') x Ap ) + (A')n

= (X rep(At(R) X (Agp)); P)

+ (ZR’GP (A1(R') X W(R')) x Ap ) + (A),
=(Lrep Al(R/) X (Arp)); P

+ (Crep(A1(R) X W(R')) X Ap ) + (A
= (A P) + Qo pep(AL(R) X W(R')) X Ap ) + A
= ((A)n; P) + (W(A1) x Apy) + A}

where the first equality holds because of Proposition 1(1), the second one
derives from the operational semantics of sequential composition, the third one
by Proposition 1(2), the fourth one by Proposition 1(4,3), the fifth one by
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Proposition 1(2) and the last one by Proposition 1(1). Similarly with Q in place
of P, A" in place of A" and A, in place of A;. By hypothesis, A, ~ A}; moreover, the
fact that Apj ~ Agy (that holds because P ~ Q), w(A;) = w(A;) and Lemma 1(2)
allow us to conclude that w(A;) X Apj ~ W(Az) X Agj. Thus, by Lemma 1(1),
(W(A1) X App) + Aj ~ (W(A2) x Agy) + Aj. Thanks to Proposition 1(1), this suffices
to conclude that (((Ag; P) + Ay, ((A2;Q) + A”)y) € R, as required.

4. We prove that R = {(A;{f),A2(f)) : A; ~ Ay} is a bisimulation.

— The output is the same:

WAL(f)) = D rep(Ar(fN(R) x W(R)
= > rep [(AI(R) x W(R'(f))
=D rep f(Al(R’)) x f(wW(R"))
= f(Xrep A1(R) X W(R'))
= f(w(Ar))
= f(w(A2))
= w(Ax(f))

where the fourth step has been obtained by using preservation of product and sum
ensured by the fact that f is a semiring morphism.
— The derivatives are still bisimilar:

(At{fDn = D rep(Ar(H))(R) X Arpy
= > rep F(AL(R')) X Apiipy
=Y rep f(A (R’)) (Ara(f))
= ZR/gp ( X AR’h)<f>
= (D rep A1(R) X App)(f)
(Al)h<f>

where the first equality comes from the definition of the operational semantics and
the last two ones are due to Proposition 1(4,5). Similarly, (A>{f)), = (A2)r{f). Since
(A1)n ~ (Az)n, we conclude that ((A1)u(f). (A2)n(f)) € R. U

Proof of Lemma 2

— The output is the same:

W(O(P) +0(Q)) = D grep(d( +5(Q))( ) X w(R)

> rep(0(P)(R) + 6(Q)(R)) X W(R)

ZREP R) x w(R) + ZREP (O)(R) x w(R)
O(P)(P) x w(P) + 06(Q)(Q) x w(Q)

w(P) + w(Q)

w(P + Q)

= w(o(P + Q)).

1>l

(> 1l
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— The derivative is the same:

(6(P) + (@) = D _pep(8(P) +(Q)(R) X Agyy

> rep(O(P)(R) + 6(Q)(R)) X Arp

(D _rep O(P)R) X Arp) + (3 _pep 6(Q)R) X Arp)
=Apu+Agp

=Apion

> rep(0(P + Q))(R) x Ay

(0(P + Q)n-

(1>l

(1> 1l

.. . . h h .
Indeed, by definition of the operational semantics, P — Apj and Q — Ag imply
l a
that P+ Q — Apjy + Agp 2= Ap o O

Appendix B. Overloaded Symbols

In this appendix, we provide a table with all the symbols that have been overloaded in
this paper. For each of them, we provide its type (arguments/result), a use case and a
reference to the appropriate definition.

+ x ; : () Il w

SxS-—>S o+0 oxo

(Definition 1)  (Definition 1)
FxF—>IF o+ oXT ot allt

(Equation (1)) (Equation (2)) (Table 2) (Equation 28)
F->TF 7" a(f)

(Table 2) (Table 2)

PxP->P P+0 P;0 PlIQ

(Equation (3)) (Equation 3) (Equation 24)
PP P P(f)

(Equation (3)) (Equation (3))
MxM->M A+ AN
(Equation (4))

SxM->M oxA
(Equation (5))

MXP —> M A;P Allp

(Equation (6)) (Equation (26))
PxM-o>M P:A PlA

(Equation (7)) (Equation (27))
M- M A(f)

(Equation (8))
P-S w(P)
(Equation (9), (25))
M-S w(A)
(Equation (10))
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