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Abstract

This paper focuses on the feature-based visual-inertial odometry (VIO) in dynamic illumination environments.
While the performance of most existing feature-based VIO methods is degraded by the dynamic illumination, which
leads to unstable feature association, we propose a tightly-coupled VIO algorithm termed RAFT-VINS, integrating a
Lite-RAFT tracker into the visual inertial navigation system (VINS). The key module of this odometry algorithmis a
lightweight optical flow network designed for accurate feature tracking with real-time operation. It guarantees robust
feature association in dynamic illumination environments and thereby ensures the performance of the odometry.
Besides, to further improve the accuracy of the pose estimation, a moving consistency check strategy is developed
in RAFT-VINS to identify and remove the outlier feature points. Meanwhile, a tightly-coupled optimization-based
framework is employed to fuse IMU and visual measurements in the sliding window for efficient and accurate
pose estimation. Through comprehensive experiments in the public datasets and real-world scenarios, the proposed
RAFT-VINS is validated for its capacity to provide trustable pose estimates in challenging dynamic illumination
environments. Our codes are open-sourced on https://github.com/USTC-AIS-Lab/RAFT-VINS.

1. Introduction

Simultaneous localization and mapping (SLAM) has received widespread attention and application in
robot navigation, autonomous driving, and augmented reality. Monocular visual SLAM methods [1-3]
provide a portable and low-cost solution for the six degrees-of-freedom (DoF) pose estimation, and a
series of research [4—6] have further integrated the motion information from the Inertial Measurement
Unit (IMU) to enhance their performance. Nevertheless, most of these existing visual-inertial SLAM
methods work well only in the environments with sufficient and invariant illumination, while the illumi-
nation condition is constantly changing in realistic environments due to the scene transition, dynamic
lighting, or onboard illumination for dark environments. Similar to the difficulties encountered in
dynamic environments [7-9], dynamic illumination also brings challenges to feature association and
consequently reduces the reliability of pose estimation. Ref. [10] as shown in Figure 1. Therefore, it is
necessary to achieve the robust and accurate feature tracking under dynamic illumination conditions to
guarantee the performance of the SLAM systems.

In visual SLAM, the most commonly used feature tracking methods include the feature matching and
the optical flow tracking. The former one consists of three steps: feature extraction, descriptor compu-
tation, and descriptor-based feature matching [2], while the latter bypasses descriptor computation and
directly calculates the displacements of features. The optical flow tracking method requires less com-
putational complexity and exhibits superior real-time performance in practical applications. Horn and
Schunck [11] formulated the optical flow estimation problem as the minimization of an energy function,
solving for dense optical flow. Lucas Kanade [12] constructed overdetermined equations and solved the
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Figure 1. lllustration of the trajectory comparison in the two-floor-cscl sequence. The feature tracking
process is shown above, and the green arrows represent the motion of features. In dynamic illumi-
nation environments, VINS-Mono experiences drifts due to mismatches, whereas RAFT-VINS remains
unaffected with the proposed robust feature tracking.

sparse optical flow through iterative optimization. However, these traditional methods are based on the
assumption of brightness consistency, which makes them unable to achieve reliable feature tracking
results in dynamic illumination environments.

With the progression of deep learning, numerous optical flow networks [13—17] have emerged
to directly estimate optical flow. These deep learning-based methods can overcome the challenge of
dynamic illumination, as the convolutional features extracted from RGB images provide advanced infor-
mation with some degree of illumination invariance. FlowNet [13] first utilizes Convolutional Neural
Networks for estimating optical flow. It formulates the estimation problem as a supervised regres-
sion task and introduces two frameworks, FlowNetS and FlowNetC. Based on the FlowNet, FlowNet2
is proposed in ref. [14], which stacks the FlowNetS and FlowNetC networks and achieves compa-
rable accuracy to traditional methods. However, the cascaded structure of the FlowNet2 increases
the model parameters, making it challenging to be deployed on practical mobile devices. To deal
with this challenge, SpyNet [15] and PWC-Net [16] are designed, introducing coarse-to-fine pyra-
mids to reduce model parameters. By combining with iterative refinement, an equilibrium is attained
between precision and parameters. Nevertheless, it is difficult to correct optical flow estimation errors
in coarse resolutions. To overcome this issue, RAFT [17] utilizes a gated recurrent unit module for
continuous iterative refinement at high resolutions. Additionally, weight-sharing between iterations
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allows RAFT to overcome the limitations of iteration counts and achieve remarkable results. The
aforementioned learning-based approaches present promising results. However, these networks have not
been widely applied to SLAM systems since their computational demands are intolerable for real-time
applications.

Recently, a series of studies have focused on the challenging scenarios, such as the scenarios with
dynamic objects and the low-texture ones, when considering visual SLAM. Refs. [7, 8] focus on
dynamic object environments. CPR-SLAM [7] clusters depth images into sub-point clouds and uses
their structural invariance and relative relationships to remove dynamic objects. Ding et al. [8] propose a
lightweight dynamic SLAM algorithm that combines deep learning object detection with Kalman filters
to provide prior information on dynamic objects, followed by geometric techniques to filter out dynamic
feature points. Refs. [18, 19] focus on low-texture environments. PL-SLAM [18] is based on ORB-
SLAM and improves the system’s accuracy in low-texture environments by introducing line features.
Fu et al. [19] propose PL-VINS, which improves the efficiency of the line feature extraction algorithm
and achieves a real-time and high-efficiency point-line visual-inertial SLAM system. Besides the afore-
mentioned two types of challenging scenarios, the ones with dynamic illumination are also common
in practice. AirVO [20] uses line features and learning-based point features to achieve an illumination-
robust stereo visual odometry. However, it lacks the use of IMU information, which causes the system
to fail when visual information is limited. Additionally, the learning-based point feature extraction and
matching are very time-consuming, which limits their odometry output frequency.

Motivated by the above discussions, we present the RAFT-VINS, a tightly-coupled visual-inertial
odometry (VIO) with robust feature association in dynamic illumination environments. It incorporates
a lightweight optical flow network capable of real-time inference of dense pixel motion information,
which is utilized for accurate feature tracking. As a complement, we develop a moving consistency
check strategy that leverages multi-frame reprojection errors to identify and remove feature points with
incorrect associations, further improving the accuracy of pose estimation.

The main contributions of this paper are listed as follows:

« An efficient and illumination-insensitive visual-inertial odometry, named RAFT-VINS, is pro-
posed, which can provide more accurate real-time 6-DoF pose estimates in dynamic illumination
environments when compared with most existing VIO methods.

« In the RAFT-VINS, a lightweight optical flow network is designed to significantly reduce the
inference time and enhance feature tracking performance. In addition, an outlier points removal
strategy based on multi-frame reprojection errors is proposed to further improve the estimation
accuracy.

« Extensive experiments are conducted to show the proposed system’s competitively accurate and
robust pose estimates in dynamic illumination environments.

2. System overview

Our algorithm is specifically designed for visual-inertial odometry, making it insensitive to dynamic
illumination. It is constructed based on VINS-Mono [5], with the framework illustrated in Figure 2. In
RAFT-VINS, two main threads run in parallel: feature tracking and pose optimization. Additionally,
we maintain a fixed-size keyframes sliding window to control the computational complexity of the
optimization process. Inputs of the odometry consist of the time-synchronized images and IMU mea-
surements. Color images are employed for feature detection and tracking. IMU measurements between
two consecutive image frames are preintegrated for pose optimization [21].

In the feature tracking thread, features are tracked by the proposed Lite-RAFT tracking method and
overcome the negative effects of the dynamic illumination. Then, the pose optimization thread tightly
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Figure 2. Overview of proposed visual-inertial odometry. The modules we newly designed are
highlighted with green blocks.

fuses the visual and IMU measurement residuals within the sliding window for the pose estimation.
Finally, the moving consistency check leverages the optimized pose results to calculate multi-frame
reprojection errors and remove outlier points.

The notations employed in this paper are outlined as follows: We denote (-)" as the world frame, (-)
as the body frame situated at the IMU frame, and (-) as the camera frame. The (-); represents the coor-
dinate transformation from the kth body frame to the world frame, while (-)f, denotes the transformation
known as the extrinsic parameters.

The full state vector X" to be estimated in the sliding window is defined as

X = [X03 Xls R Xm )"0’ )\-l’ CECR )\'m3 (li, p?],

X =[P}, V), q}, b, b,], (1)
where x; represents the IMU state at the kth image capture time. p; , v, , and qj , respectively, denote
the position, velocity, and orientation transformation from IMU frame to world frame. q° and p’ are the
extrinsic parameters between the camera frame and the IMU frame. b, and b,, respectively denote the
bias of the accelerometer and gyroscope. A is the inverse depth of the feature.

3. Methodology

In this section, we introduce the details of RAFT-VINS as shown in Figure 2. Firstly, we introduce the
IMU preintegration process. Then, the lightweight optical flow network and moving consistency check
strategy are designed for feature tracking and the removal of outlier feature points, respectively. Finally,
we employ a tightly-coupled nonlinear optimization framework for efficient and highly accurate pose
estimation.

3.1. IMU preintegration

The raw measurements of an IMU primarily consist of the three-axis acceleration a, and angular velocity
@, both of which are in the IMU body frame. These measurements are influenced by b, b, , and additive
Gaussian white noise. Short-term IMU measurements can be used for pose prediction, and the IMU
continuous-time kinematics integration model is given as follows:
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In the back-end optimization, the estimation of state vector X" is adjusted to minimize the IMU and
visual measurement residuals. It is evident from (2) that changes in the state variables necessitate the
repropagation of the integral terms. To avoid this, we apply preintegration [21] to all IMU measurements
between consecutive image frames to estimate their incremental motion. Specifically, by applying R
to both sides of (2), we decouple the integral term on the right side from the state variables, with the
preintegration terms detailed as follows:
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3.2. Lite-RAFT feature tracking

Feature association in dynamic illumination environments is challenging. To mitigate sensitivity to
these variations, we design the Lite-RAFT, a lightweight deep network for optical flow estimation,
inspired by the RAFT [17] and ThermalRAFT [22]. Due to the lightweight design, the proposed
network can achieve real-time operations within the SLAM system. It comprises three primary com-
ponents, as shown in Figure 3, including the feature encoder, the correlation volumes, and the feature
decoder.

We employ a weight-sharing feature encoder to extract high-dimensional features from the input
image pairs, producing feature maps F,, F, € R"*"*P where H, W, and D denote height, width, and
feature dimension, respectively. These extracted features are then added with positional encoding [23],
allowing for the consideration of both feature similarity and their spatial distance in subsequent simi-
larity calculations. Additionally, a separate context network with the identical structure as the feature
encoder processes the first image to produce a context map, which is used as the input for the feature
decoder.

For the two-layer correlation volumes, the first layer with dimension H x W x H x W is constructed
by taking the dot product between every pair of feature vectors, quantifying the visual similarity of two
feature maps. The second layer is obtained by downsampling the first layer. To be specific, the last two
dimensions of the first layer are pooled using a kernel with the size of 4 and an equivalent stride, then the
second layer with dimension H x W x H/4 x W /4 is obtained. This two-layer correlation volumes we
constructed can maintain sensitivity to both large and small displacements. At the same time, it reduces
the amount of computation and memory consumption compared to the original RAFT. Note that the
lookup radius for the search of correlation information in the correlation volumes is always 4.
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Figure 3. Structure of the proposed Lite-RAFT.

The feature decoder estimates the residual flow iteratively, starting with an initial flow set to zero.
The context map, previously estimated flow, and indexed correlation volumes are concatenated as the
input of the feature decoder. Then, the input passes through four convolutional layers and the residual
flow Af is obtained as the update term. This term is added to the current flow, which will be fed into
the next iteration. Following multiple iterations, the estimated flow undergoes upsampling to match the
resolution of the original image using a mask network.

Introducing the aforementioned three components results in a slight reduction in accuracy for Lite-
RAFT compared to the original RAFT model. However, it yields a significant improvement in inference
speed. By choosing proper number of iterations for the feature decoder, the balance between the accuracy
and computational cost can be improved.

The designed Lite-RAFT is trained using an RTX 4070 GPU. To be specific, we pretrain the network
on the FlyingChairs dataset [13] for 120k iterations with a batch size of 8, and train for 120k iterations
on the FlyingThings3D dataset [24] with a batch size of 5. We then finetune on the Sintel dataset [25]
for another 120k iterations. The pretraining process improves the convergence of the training process of
the Lite-RAFT. During the training, we supervise our network using the loss introduced in RAFT [17],
which is given as

N
L= y"" e — £l (5)
i=1

where f,. denotes the ground truth flow and f; represents the estimated flow at the ith iteration. The
weight factor is set to y = 0.8, implying that the optical flows obtained in the later iterations have higher
weights in the overall loss function.

Since the proposed Lite-RAFT can provide efficient and accurate dense optical flow estimation
of every integer pixel under dynamic illumination conditions, we employ bilinear interpolation to
derive displacement information for tracking existing non-integer features. Furthermore, if the count
of features within the field of view falls below a preset threshold during the tracking process, we
detect the Shi-Tomas corners [26] and set a minimum separation of corners to ensure a uniform
distribution.
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D‘:I:] States in the sliding window

Figure 4. Illustration of the moving consistency check strategy. The red pentagon represents a feature,
which is first observed in the ith frame. The black arrow represents the projection process, the yellow
points are the projected results, and the black points are the actual observations of the landmark in
corresponding image frame.

3.3. Moving consistency check

Although the feature tracking performance is significantly improved via using the Lite-RAFT, the track-
ing errors still exist in certain cases, such as image noise or optical flow prediction inaccuracies in
dynamic illumination scenarios. To tackle these issues, we design a moving consistency check strat-
egy within the RAFT-VINS, leveraging the optimized poses within the sliding window to calculate
multi-frame reprojection errors. The process to obtain the reprojection errors is illustrated in Figure 4.
Considering the kth feature, which is initially observed in the ith frame and contained in the subse-
quent n — 1 frames in the sliding windows, we reproject the first observation onto other frames, and the
reprojection error is defined as

P
[P,

ro= P ©6)

1
n—lZ‘
J#i

b
2
where

ﬁ:ﬁwwﬁﬂ.
RS

X is the inverse depth of the kth feature. P{' and P; denote the observed normalized coordinates of the
kth feature in the ith and jth camera frame, respectively. T" is the extrinsic parameter that represents the
transformation from the camera frame to body frame. 7} and T\ represent the inverse transformation
matrices between the body frame and world frame at ith and jth frame, respectively. When the residual
r; is over a preset threshold, the kth feature is considered as an outlier point and removed from the VIO
system.

3.4. Tightly-coupled VIO

A tightly-coupled optimization-based framework is used to estimate the state vector X by fusing IMU
and visual measurements and minimizing total residuals. The overall objective function for the joint
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optimization is given as follows:

min [ lles(OIE, + 3 pllecOIE, + [0 @

where ey is the IMU residual. With the IMU preintegration introduced in Section 3.1, we can define the
IMU residual between two body frames b, and b, as follows:

R bk w_w_w_wZ_bk_
Ry, — P, — V1 —81)—a,

¢ , by,
RV, — Vi, — 800 — By}

i1
€s = 2 [q’;,k ®q, W, )*1]”" ; ®)
bu —ba,
L Sbeyr bgl’kﬂ -

where 7 is the time interval between two consecutive image frames. [ u ],,, represents the vector part of
the quaternion. e is the visual measurement residuals, its calculation process is the same as the projec-
tion process in Section 3.3. X, and X are the corresponding covariance matrices. We invert covariance
matrices to obtain the corresponding information matrices, which are then used to characterize uncer-
tainty and are multiplied by the residuals. I, is the prior information generated during the marginalization
process. For more details about e and I, please refer to ref. [5]. p denotes the Huber loss function [27]
and is defined as
s, s<1;

PO=10 521, s=1. ®
This loss function is utilized to effectively suppress large residuals caused by incorrect feature asso-
ciations, without overly suppressing them, while maintaining a balanced influence on the reprojection
error. Equation (7) fundamentally represents a nonlinear least-squares problem, and the Ceres Solver
[28] is employed for its iterative solution.

4. Experiments

In this section, both qualitative and quantitative experiments are conducted to validate the performance
of the Lite-RAFT, moving consistency check module, and the whole VIO system RAFT-VINS, espe-
cially in the scenarios with dynamic illumination. First, we focus on the real-time performance of the
optical flow network and compare it with existing ones. Second, we select some consecutive frames from
the UMA-VI dataset [ 10] with dynamic illumination conditions to show the robustness of the Lite-RAFT
feature tracking method. In addition, we conduct a separate verification on the moving consistency check
module. Finally, we conduct several experiments on public datasets and perform realworld deployment
tests to validate the effectiveness and accuracy of the whole RAFTVINS.

4.1. Real-time performance of optical flow networks

To validate the real-time performance of proposed Lite-RAFT, we compare it with other optical flow
networks in the inference time, including the GMflow [29], RAFT [17], and RAFT-small [17]. We
conduct the experiments on an RTX 4070 GPU, using input image sequences with a resolution of 1440
x 440 pixels. Moreover, the iteration count is set to 15 for both Lite-RAFT and RAFT. Table I shows
the average inference time of various networks for 100 runs, and the network Lite-RAFT we design
demonstrates a remarkable reduction in time. To be specific, the average inference time of the Lite-RAFT
is with improvements of 73%, 66%, and 34% when compared to RAFT, GMFlow, and RAFT-Small,
respectively. To further reduce the inference time of the Lite-RAFT and integrate it into VIO systems
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Table I. The average inference time comparison.

Methods Inference time (ms)
RAFT 75.74
GMflow 59.33
RAFT-small 30.42
Lite-RAFT 20.22
Lite-RAFT with TensorRT 5.54

Figure 5. Feature tracking performance comparison of the KLT tracker (top row) and the Lite-RAFT
tracker (Bottom row).

seamlessly, we implement the network using LibTorch and accelerate it with TensorRT. The combination
of these two technologies ensures that the Lite-RAFT operates with high efficiency, guaranteeing the
real-time performance of the entire VIO system.

4.2. Feature tracking performance

To verify the feature tracking performance of the proposed Lite-RAFT in dynamic illumination environ-
ments, we conduct a feature tracking experiment on the image frames chosen from UMA-VI dataset [10],
including indoor scenes and outdoor scenes. These frames involve natural illumination changes and arti-
ficial lighting changes, breaking the brightness consistency assumption. Indoor scenes exhibit a wide
brightness range with rapid transition speed, while outdoor scenes show a narrower brightness range
with slower transition speed. In the experiment, we utilize both the Lite-RAFT tracker and the Kanade-
Lucas-Tomasi (KLT) tracker [12] for the feature tracking. The tracking results are depicted in Figure 5,
in which the top row exhibits the tracking results of the KLT tracker, while the bottom row exhibits the
results of our Lite-RAFT tracking method. The green lines connect the associated features in consec-
utive frames. It is evident that when there is a change in illumination, the Lite-RAFT tracking method
can achieve the feature tracking task accurately, while the KLT tracker produces a significant number of
feature mismatches and substantial feature tracking losses. Additionally, we evaluate our method under
extreme illumination scenes selected from the UMA-VI dataset, including camera overexposure and
sudden environmental darkening. The feature tracking results are shown in Figure 6 demonstrate that
our method remains robust and adaptable even in highly dynamic illumination environments.
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Figure 6. Feature tracking performance comparison of the KLT tracker (top row) and the Lite-RAFT
tracker (bottom row). The left column corresponding to camera overexposure and the right column
corresponding to sudden darkness.

4.3. Moving consistency check performance

To validate the effectiveness of our moving consistency check module, we compare our approach with the
epipolar constraint method utilized in VINS-Mono. Specifically, we select the market sequence from the
OpenLORIS dataset [30], which contains a large number of dynamic objects in the scene and provides
both image and IMU data. Please note that dynamic objects are introduced to simulate mismatched
points for validating the effectiveness of the proposed moving consistency check module. However,
removing dynamic objects is not the primary focus of this work. The result of removed outliers is shown
in Figure 7. The red points represent the stable tracking points, the green points are outliers identified
by the epipolar constraint-based outlier removal strategy in VINS-Mono, and the blue points are the
outliers detected by our method. Note that we first perform outlier removal using the epipolar constraint
method to identify and remove dynamic points, and then apply our method to identify and remove the
remaining dynamic points. Therefore, our method identifies outliers that the epipolar constraint method
does not detect.

It can be observed that although the epipolar constraint can effectively remove some dynamic points,
it is insufficient in scenarios with numerous dynamic objects, since it only relies on constraints between
consecutive images. In contrast, our method makes full use of more accurate multi-frame poses, which
enables the effective removal of more dynamic points, thereby improving the system’s localization
accuracy.

4.4. Full system evaluation

In this subsection, we conduct experiments on both public datasets and real-world scenarios to com-
prehensively evaluate the overall performance of RAFT-VINS. In these experiments, we compare
RAFT-VINS with the state-of-the-art baseline systems, including VINS-Mono [5], PL-VINS [19], ORB-
SLAM3 [31], AirVO [20], and DROID-SLAM [32], assessing their pose estimation accuracy under
dynamic illumination conditions. PL-VINS is an extension of VINS-Mono with the addition of line
features. AirVO is an illumination-robust stereo point-line odometry that utilizes deep learning for fea-
ture extraction and matching, and DROID-SLAM is an end-to-end (E2E) method based on RAFT. We
use the open-source Python package EVO for evaluation to calculate the root mean square error of the
Absolute Trajectory Error, and the loop closure detection for all tested methods has been disabled.

4.4.1 Evaluation in UMA-VI Dataset
We conduct the experiments in the UMA Visual-Inertial dataset [ 10], which comprises various scenarios
with dynamic illumination as shown in Figure 5. This dataset was acquired with a custom handheld
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Table I1. Translational error (root mean square error) comparison in UMA-VI dataset. L indicates
tracking loss occurred, and D indicates significant drift. AirVO (w/o line) refers to the AirVO version
without line features.

AirvO
Sequence Length VINS-Mono AirVO (w/o line) DROID-SLAM PL-VINS RAFT-VINS
Third-floor-csc1  28.57  0.3208  0.1437 0.2573 0.2595 L 0.1668
Third-floor-csc2  47.39  0.4421  0.1407 0.2228 D L 0.0951
Conference-cscl 116.69 1.0344  0.5169 3.0027 2.0613 1.2996 0.6296
Conference-csc2 55.85 0.5286  0.1475 0.3908 1.4876 0.2665 0.3913
Lab-module-csc 151.47  4.9663  7.7243 2.7691 D 1.7373 2.6914
Two-floor-cscl  111.7 2.5262  1.0969 1.6585 D 2.2055 1.1595

Figure 7. The outlier detection results. Red points represent stable tracked feature points, green points
are outliers detected using the epipolar constraint, and blue points are outliers detected by the motion
consistency check module.

visual-inertial unit that integrates a stereo camera (BB2-08S2C-25, 12.5 Hz), two mono cameras (uEye
UI-1226LE-M, 25 Hz), and a synchronized Inertial Measurement Unit (Xsens MTi-28A53G35 250 Hz).
For our evaluation, we exclusively utilize images captured by the left monocular camera along with data
from the IMU. For AirVO, we use stereo images, whereas for DROID-SLAM, only monocular images
are used.

The translation error is shown in Table II. Note that in the UMA-VI dataset, ORB-SLAM3 fails
to provide complete trajectory estimates, primarily due to the challenges of extracting and matching
ORB features under dynamic illumination conditions. Thus, it is not included in the table. As shown
in the table, for all sequences, our method outperforms VINS-Mono, since our Lite-RAFT provides
more stable feature tracking. In the absence of line features, our method outperforms AirVO, which
improves localization accuracy by using line features. However, AirVO experiences significant drift
in the lab-module-csc sequence due to strong dynamic illumination, demonstrating that our method
offers better stability in dynamic illumination environments. Due to the inclusion of line features, PL-
VINS outperforms our method in two sequences, but underperforms in others, even resulting in tracking
loss. RAFT-VINS outperforms DROID-SLAM in all sequences. Additionally, DROID-SLAM performs
poorly in longer sequences, especially those containing both indoor and outdoor scenes, where drift
tends to occur. The estimated trajectories compare in sequences conference-cscl and third-floor-csc2
are shown in Figure 8.

4.4.2 Evaluation in Euroc Dataset
To verify the generality and scalability of our RAFT-VINS, we also conduct tests on the Euroc
dataset [33], which was collected onboard a micro-aerial vehicle. The Euroc dataset is a general scene

https://doi.org/10.1017/50263574725000608 Published online by Cambridge University Press


https://doi.org/10.1017/S0263574725000608

Robotica 2315

Table I11. Translational error (root mean square error) comparison in EUROC dataset. AirVO (w/o
line) refers to the AirVO version without line features.

ORB- VINS- AirVO  DROID-
Sequence SLAM3 Mono AirVO (w/oline) SLAM PL-VINS RAFT-VINS
MH_01_easy 0.0529 0.1916 0.0831 0.1168 0.1806 0.1568 0.2993
MH_05_difficult  0.1038 0.3309 0.2916 0.3892 0.2433 0.2817 0.4942
V1_03_difficult 0.0744 0.1471 0.3297 0.3716 0.0910 0.1797 0.2500
V2_03_difficult 0.0712 0.2875 0.3036 0.6906 1.2745 0.2392 0.2635

(@) 20
—— VINS-Mono
— AIrVO
15 —— AirVO(w/o line)
—— DROID-SLAM — |
0 —— PL-VINS e e
= | —— RAFT-VINS
5 i \
0
=5
10 20
b
(®) 1 —— VINS-Mono
0 — AirvVO
—— AirVO(w/o line)

RAFT-VINS

-2 0 2 4 6 8 10 12

Figure 8. Comparison of estimated trajectories in sequences conference-cscl and third-floor-csc2,
respectively.

dataset that does not include illumination changes. We select several typical sequences, including rapid
rotations. For each system, we use the same settings as those used during the evaluation with the UMA-VI
dataset. The results of various algorithms are shown in Table III.

Among these sequences, ORB-SLAM3 produces the lowest translation error. DROID-SLAM also
performs well, though drift is observed in the V2_03_difficult sequence. VINS-Mono and AirVO
yield similar results, and our method is comparable to them. However, RAFT-VINS performed poorly in
the MH_01_easy and MH_05_difficult sequence, due to the following two factors. First, the EUROC
dataset does not involve variations in illumination. In this case, both ORB-based feature matching and
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Table IV. Time consumption statistics for each module of the system (ms).

Thread Module VINS-Mono PL-VINS RAFT-VINS AirvVO
1 Feature extraction 8 8 3 56

1 Feature tracking(matching) 3 3 65 61

3 Line extraction and matching - 23 - 5

2 Sliding window optimization 34 36 34 171

e _ —- Markers

Autopilot+IMU

Figure 9. A quadcopter equipped with a camera, an autopilot with IMU, markers, and an onboard
computer.

KLT-based optical flow tracking perform excellently. Second, in order to improve the real-time perfor-
mance of Lite-RAFT for feature tracking, we sacrifice some accuracy, which leads to a lower tracking
performance in general scenes compared to traditional methods. Therefore, the final evaluation results
of translation error are worse than other methods. Nevertheless, our method is generality and scalabil-
ity to normal scenarios. In addition, it achieves higher localization accuracy in the environments with
dynamic illumination, as shown in Table II.

4.4.3 Evaluation in real world

An experiment in the real world is conducted to further evaluate the performance of the RAFT-VINS. In
this experiment, we use a quadcopter as shown in the Figure 9 for testing, with all evaluated algorithms
deployed on an onboard Jetson ORIN NX 16G computing platform, which provides real-time odometry
pose estimation results. Image data are provided by a camera (Intel D435i, 30 Hz), and motion infor-
mation is provided by an IMU (BMIO055, 200 Hz). In Test 1, the quadcopter flies three times around
a circle with a radius of 1.8 m. The average flight speed is 2.14 m/s with a maximum speed of 4.08
m/s, and the total flight distance is 46.58 m. In Test 2, the quadcopter flies two times around a figure-
eight trail. The average flight speed is 2.06 m/s with a maximum speed of 5.66 m/s, and the total flight
distance is 49.16 m. During the flight, dynamic illumination was produced by manually controlling
the lights, similar to the indoor sequences in the UMA-VI dataset, with a wide brightness range and
rapid transitions. The ground truth of these two flight trajectories is obtained using a motion capture
system.

We deploy all algorithms onto the Jetson ORIN NX platform and conduct a time analysis. We com-
pare the execution time of each module belonging to RAFT-VINS, VINS-Mono, PL-VINS, and AirVO
on this platform, listing the time consumption of these modules in Table IV. Note that DROID-SLAM
is not included in the table, since its requirement on the high-end GPU makes it impossible to run on
this platform. As shown in Table IV, RAFT-VINS achieves faster performance in the feature extraction
process compared to VINS-Mono and PL-VINS by leveraging GPU acceleration, while AirVO incurs
the highest computational cost due to extracting 500 SuperPoint features. In the feature tracking module,
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Table V. Translational error (root mean square error) comparison in real world. L indicates tracking
loss occurred, and D indicates significant drift. AirVO (w/o line) refers to the AirVO version without

line features.
Sequence Length VINS-Mono AirVO AirVO(w/oline) PL-VINS RAFT-VINS
Circle 46.58 0.5605 0.4018 0.4631 0.2061 0.2151
Eight 49.16 D L L 0.2809 0.1055
The insufficient numE
caused AirVO to fa
=== Ground truth
1 — AIrvo
PL-VINS
- RAFT-VINS
E o
>
-1
-2 0 2 1 6

X (m)

Figure 10. The real-world experiment trajectory compare.

VINS-Mono and PL-VINS achieve the fastest tracking speed by employing the traditional KLT algo-
rithm. Our approach, powered by TensorRT-accelerated Lite-RAFT, maintains a stable 15 Hz tracking
frequency. The reduction in speed is intentional for more robust feature matching. AirVO, which uses
SuperGlue for feature matching, experiences longer processing times. For the sliding window optimiza-
tion module, the time consumption of RAFT-VINS is the same as VINS-Mono since they adopt the
identical backend optimization method. PL-VINS incurs slightly more time due to the inclusion of line
features. In contrast, AirVO continues to show higher time consumption at this stage. Note that the mov-
ing consistency check in RAFT-VINS requires very little computational effort, taking less than 1 ms, so
its time consumption is not listed in the table.

We also conduct a comprehensive evaluation of the localization results of each SLAM system. Unlike
the previous UMA-VI datasets collected using the handheld device, the quadcopter flies at a higher
speed, which makes tested methods require more stable feature tracking when running in aforementioned
two tests.

The quantitative localization accuracy comparison is shown in Table V. On the circle sequence, our
method’s performance is very close to that of PL-VINS and better than AirVO and VINS-Mono. On the
eighth sequence, due to unstable feature tracking, VINS-Mono produces significant drift, and AirVO
also loses features during the second lap of the eighth, causing the system to fail. Our method utilizes
deep learning for optical flow tracking, which does not require continuous extraction of a large number
of features, resulting in more stable performance. The real-world experiment trajectory comparison is
shown in Figure 10.
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Table VI. Ablation study. RAFT-VINS w/o mcc means
RAFT-VINS without moving consistency check component.
Translational error (root mean square error) comparison
in real world.

Sequence RAFT-VINS RAFT-VINS w/o mcc

Circle 0.2151 0.2385
Eight 0.1055 0.1068

4.4.4 Ablation Study

To demonstrate the effectiveness of the moving consistency check, we remove this component and con-
duct evaluations in real-world experiments. The results are shown in Table VI, indicating that the moving
consistency check enhances accuracy effectively.

5. Conclusion

In this paper, we have proposed RAFT-VINS, an efficient and illumination-insensitive visual-inertial
odometry designed to improve pose estimation accuracy in dynamic illumination environments. To
overcome the challenges of feature association, we have designed a lightweight deep optical flow net-
work and a moving consistency check strategy. Extensive experiments have been conducted to show
the robustness, accuracy, and efficiency of RAFT-VINS, demonstrating its potential for pose estimation
in dynamic illumination environments. In the future work, we will integrate additional learning-based
techniques, such as monocular depth estimation, to further enhance its performance.
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