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Abstract

Ensuring safety and security in urban air mobility is of utmost significance. As air traffic becomes more concentrated
in urban regions, instances of flight conflicts are on the rise. The complex urban morphology, micro-environmental
factors and various flight risks significantly impact flight safety. This paper introduces a comprehensive framework
to address these challenges. The framework incorporates random 3D city layouts, encompassing city buildings and
terrains to establish a corridor graph structure. Leveraging this graph, a multi-view representation learning approach
is proposed, which employs graph neural networks, recurrent neural networks (RNN) and contrastive learning to
effectively manage tactical conflicts. Through rigorous testing across diverse scenarios, including the incorporation
of uncertainties such as wind turbulence, the model’s performance is extensively evaluated. The conclusive results
underscore the robustness and efficacy of the proposed approach in ensuring safety and resolving conflicts within
the dynamic urban air mobility landscape.

Nomenclature

X,y,Z coordinates in the three-dimensional space
M, obstacle map at flight level L

P, set of selected collision-free points at level L
C, flight corridor at level L

Cuam overall flight corridor

w waypoints

Vv vertiports

G graph

1 intersections of flight corridors

E set of edges connecting nodes

fv flight number

H node feature

Lex cross-entropy

Lcr contrastive loss

1.0 Introduction

Modern transportation systems in many large cities face significant challenges, including traffic con-
gestion, long travel times and environmental concerns due to high carbon emissions. The ground
transportation network is struggling to keep up with the growing urban population, leading to increased
traffic congestion and reduced efficiency. However, the emergence of vertical take-off and land-
ing (eVTOL) technology offers an opportunity to solve these ground-related problems. Urban air
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mobility (UAM) leverages drones to operate, offering significant advantages over traditional ground
transportation [1]. By using eVTOL vehicles, UAMs can bypass congested roads, dramatically reducing
travel times. This not only saves passengers valuable time but also improves productivity and spurs eco-
nomic growth in cities. In addition, UAM contributes to addressing environmental challenges by using
electric propulsion, which reduces carbon emissions. This eco-friendly feature aligns with the global
effort toward sustainability and plays a key role in creating greener and more livable urban environ-
ments. In this context, UAM offers an attractive solution with many advantages over traditional road
transport.

The growth of UAM has gained significant momentum due to the increasing demand for more effi-
cient transportation solutions and advancements in aerospace technology. Both industry leaders and
startups are making substantial investments in the research and development of (eVTOL vehicles [2, 3],
flight control systems [4], and airspace management solutions [5] to make UAM a reality. However,
amidst these advancements, it is crucial to not overlook the importance of real-time security and safety
factors in the implementation of UAM.

As UAM integrates into urban airspace, it presents unique challenges such as navigating complex
urban environments and sharing airspace with other aircraft and drones. To address these challenges,
robust safety management systems need to be implemented. This includes the use of sensing and avoid-
ance technology and reliable flight control systems to prevent collisions and ensure smooth operation
[1]. Furthermore, integrating UAM into urban environments necessitates the implementation of strict
security measures.

Conflict management in UAM is a critical aspect of ensuring safe and efficient operations in complex
urban airspace. Effective conflict management in UAM can be achieved through a three-stage approach
[6]. The first stage involves strategic planning, which includes comprehensive pre-flight planning and
airspace management. This entails establishing conflict-free flight paths, defining restricted zones and
coordinating with relevant authorities. The second stage, known as the tactical stage, focuses on real-
time monitoring and communication. Advanced tracking systems and communication technologies are
utilised to ensure continuous surveillance and prompt responses to potential conflicts. Lastly, onboard
collision avoidance and emergency response play a crucial role in detecting and mitigating conflicts. By
implementing this three-level strategy, the integration of UAM into urban transportation systems can be
achieved in a safe and efficient manner.

Tactical conflict resolution strategies used for conventional aircraft in high-altitude airspace may not
be directly applicable to low-altitude urban airspace due to the unique challenges posed by buildings,
terrains and dynamic obstacles in urban environments. In low-altitude urban airspace, the operating con-
ditions are vastly different, and traditional conflict resolution methods like simple altitude or heading
changes [7] might not be practical or feasible. Therefore, many studies proposed specific airspace struc-
tures and flight corridor designs, which aim to establish a regulated and efficient framework for UAM
operations in urban environments, considering factors such as buildings, terrains and dynamic obstacles.
Typical airspace structures include (a) multi-layered urban airspace with different structures (sky-lanes,
sky-corridors) proposed by NASA to regulate UAM flights, while UOE provides flexibility depending
on metropolitan needs [8]; (b) UAM corridors proposed by FAA, which enables point-to-point oper-
ations with separation maintained by UAM operators, paving the way for more efficient and complex
networks [1]; (c) route networks above existing roads, river and infrastructures [9, 10]. In addition to
airspace structure, the concept of flight corridors is proposed to regulate the paths that UAM vehicles
can take within urban environments [11]. Simply, flight corridors define predetermined routes or virtual
pathways that UAM vehicles should follow while navigating through densely populated areas. Based on
this, several conflict detection and resolution algorithms have been proposed to enhance the safety and
efficiency of UAM operations within the designated airspace structures [12].

As the common feature in various airspace structures is the representation of flight paths using graphs
[12], where nodes represent waypoints, and edges represent flight routes, we propose a brand-new multi-
view presentation learning framework that leverages multiple graph-based representations for enhanced
tactical learning in UAM operations. By considering geospatial, temporal and traffic flow characteristics
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as integrated graph views, the framework enables a comprehensive understanding of the dynamic urban
airspace, thereby enhancing the efficiency of tactical conflict resolution.
The contributions of this work are summarised as follows:

1. A general UAM operation environment workflow is designed to generate the flight corridor graph
structure. By integrating spatial, temporal and traffic flow characteristics into the graph, our
proposed pipeline enables a holistic understanding of the dynamic urban airspace, enhancing
the efficiency of tactical conflict resolution.

2. A novel multi-view representation learning approach is proposed for tactical conflict resolution,
which utilises graph neural networks (GNNs) and recurrent neural networks (RNNs) to acquire
knowledge from multi-view graph representations, facilitating effective information aggregation
and node-level feature learning.

3. The inclusion of uncertain wind turbulence in urban airspace is being considered to enhance
the precision and effectiveness of tactical conflict resolution for UAM operations under practical
conditions.

The subsequent sections of this paper are structured as follows: Section 2.0 presents an overview of
related research efforts. In section 3.0, a detailed workflow is demonstrated, encompassing the estab-
lishment of the operational environment, formulation of graph-based problems and introduction of the
multi-view representation learning approach for conflict resolution. The outcomes of some case studies
are analysed in section 4.0. Finally, section 5.0 concludes the paper.

2.0 Related works

2.1 Tactical conflict resolution in air traffic management

In air traffic management, tactical conflict resolution is primarily carried out by skilled air traffic con-
trollers (ATCOs). These professionals work in air traffic control centeres and are responsible for ensuring
the safe and efficient movement of aircraft in their designated airspace. When conflicts between aircraft
occur, air traffic managers rely on their expertise and real-time data from radar systems to make quick
and informed decisions. They issue clear instructions to pilots, considering factors like aircraft speed,
altitude and trajectory, to resolve conflicts and maintain safe distances between aircraft.

With the development of artificial intelligence, some intelligent approaches attempt to take over some
responsibilities for conflict resolution to reduce the workload of ATCOs. Especially, reinforcement learn-
ing is widely applied. The heading change is normally considered as a valid action for the resolution
with the involvement of uncertainties, e.g. the deviation of the actual manoeuver [7]. In addition, speed
adjustment, such as accelerating or decelerating, is another action for the multi-agent system incorpo-
rating the long short-term memory (LSTM) network to learn effective feature representations [13]. The
probabilistic risk map of the intruder locations can also be integrated into the multi-agent environment
to perform pairwise aircraft and multi-aircraft conflicts [14].

2.2 Tactical conflict resolution for urban air mobility
Traditional air traffic primarily involves commercial airlines operating at higher altitudes, conducting
flights between established airports and adhering to predefined flight routes within controlled airspace.
In contrast, UAM marks a transformative shift, concentrating on short-distance flights within urban and
densely populated regions. UAM vehicles operate at lower altitudes, manoeuvering through intricate and
ever-changing urban landscapes that encompass buildings, infrastructure and obstacles. This dynamic
environment demands adaptation to numerous variables, including wind turbulence and architectural
layouts, which significantly influence flight paths [5].

Nevertheless, certain conflict resolution methods in UAM often maintain analogous principles to
those in traditional air traffic management models. Various intersection types, such as merging, divergent
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and splitting, are typically classified for conflict detection [12]. Moreover, flight conflicts are addressed
using techniques like departure delays or flight-level assignments, which are tackled through approaches
like Mixed Integer Linear Programming (MILP) [15] and the Rolling Window algorithm [16]. Other
methodologies, like prediction-based conflict-free adaptive navigation (PCAN) [17], have been intro-
duced to forecast the future positions of unmanned aerial vehicles (UAVs) and adapt their velocity
vectors to address conflicts. Furthermore, the research delves into approaches that incorporate realis-
tic elements, such as weather maps, risk maps and geographical data, to enhance strategic and tactical
planning processes [18]. Various simplistic planners are devised to manage conflicts across diverse
environments.

These investigations primarily explore non-learned strategies for tactical conflict resolution, often
involving adjustments to flight speed or altitude. Intelligent models have also gained attention in numer-
ous studies. For instance, multi-agent reinforcement learning is leveraged to resolve tactical conflicts
by altering acceleration vectors [19], direct headings [20] or speed values [21]. Notably, the integra-
tion of attention mechanisms within the multi-agent reinforcement learning framework enhances feature
learning efficiency [19].

It is evident that learning-based strategies for resolving tactical conflicts in small UAVs or UAM
predominantly revolve around reinforcement learning techniques. Interestingly, other intelligent models
that find extensive use in smart transportation systems have yet to be explored for adaptation to the UAM
domain. Take GNNss for instance, a potent tool in transportation contexts capable of comprehending intri-
cate spatial and temporal connections inherent in transportation networks. While traditional planning
algorithms excel at pre-flight trajectory optimisation, they cannot effectively address the dynamic chal-
lenges of real-time conflict resolution among multiple vehicles. In the realm of traffic flow, GNNs have
proven adept at predicting congestion patterns, optimising routes and approximating travel durations by
comprehending the underlying graph layout of road networks [22-24]. Given that the UAM operational
environment shares similarities with ground transport structures, there’s potential for some intelligent
models applicable to 2D ground settings to be adapted for the complexities of the 3D low-altitude
airspace.

While traditional planning algorithms excel at pre-flight trajectory optimisation, they cannot effec-
tively address the dynamic challenges of real-time conflict resolution among multiple vehicles. Our
learning-based approach, implemented through GNN, enables the system to learn from experience and
provide immediate, coordinated resolution strategies for multiple interacting vehicles during actual
operations. This capability for real-time tactical decision-making and multi-vehicle coordination is
essential for practical urban air mobility operations, where conflicts must be resolved dynamically while
considering the complex interactions between multiple aircraft.

3.0 Methodology

In this section, a comprehensive framework is designed for creating a dynamic scenario for testing and
evaluating intelligent approaches in conflict resolution for UAM. As shown in Fig. 1, the flight environ-
ment is designed at first, which involves generating terrains, building structures, random city layouts,
weather conditions and traffic simulations to create dynamic scenarios for tactical conflict resolution.
Next, the tactical conflict problem is formulated, identifying potential conflicts and challenges faced
by UAM vehicles in the given environment. Finally, the multi-view representation learning approach is
proposed to address tactical conflict resolution efficiently and enhance the safety and efficiency of UAM
operations within the designed flight environment.

3.1 Operation environment

3.1.1 Three-dimensional cityscape generation

To design the flight environment, the approach follows the methodology presented in [25] to generate 3D
terrains and buildings. This process allows for the creation of random 3D cities, providing a diverse and
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Figure 1. The flowchart of the tactical conflict resolution.

realistic urban landscape. The use of procedural modeling ensures the simulation of complex city lay-
outs, including varying building heights, structures and terrains, offering a comprehensive and dynamic
scenario for low-altitude airspace management.

The figures depicted in Fig. 2 illustrate the procedural process utilised for the generation of a
three-dimensional cityscape. It presents a step-by-step pipeline employed to construct a realistic urban
environment. The initial stage in Fig. 2a involves the generation of a roadmap using an L-system rule,
which entails the creation of a network of roads and streets that serve as the foundation for the layout of
the city. Subsequently, the polygon generation phase involves the specification of the shape and size of
individual city blocks as shown in Fig. 2b. The subsequent step is the generation of buildings as shown
in Fig. 2c, where structures are added to the polygons, reflecting the architectural and design charac-
teristics of the buildings within the city. Finally, the complete three-dimensional model is created as in
Fig. 2d, which represents a visually appealing and realistic cityscape that can be utilised for low-altitude
airspace organisation.

3.1.2 Flight routes generation

After the generation of the 3D terrain and buildings model, the next critical step is to establish multi-
layer flight routes based on the geographic information of the city. These flight routes are designed to
enable safe and efficient operations of UAM vehicles within the complex urban environment. Each flight
level corresponds to a specific altitude range, and multi-layer routes facilitate seamless flight at different
heights.

To ensure safety, two-dimensional obstacle and risk maps are derived from the 3D terrain and building
models. These maps provide crucial information on potential obstacles and risk areas that UAM vehicles
need to avoid. By incorporating the terrain and building data into the maps, potential conflicts and
hazardous zones can be identified, allowing for precise route planning.
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Figure 2. Random city layout and model generation.

Let R (x, y, 7) represent the 3D model, where x, y and z are the coordinates in the 3D space R® of the
model. The obstacle map M; (x, y) at flight level L can be defined as:

1 if3z>L
0 otherwise

ML ()C, y ) = : (1)
where R (x, y, z) is a binary function that indicates the presence (R (, y, z) = 1) or absence (R (x, y, z) =0)
of an obstacle at a given point (x, y, z) in the 3D model. In other words, the M (x, y) map saves the points
in the 2D plane above altitude L from the 3D model R (x, y, z). If there exists a point (x, y, z) in the 3D
space with altitude z greater than or equal to L, the corresponding value in the altitude map M; (x, y) is
set to 1, indicating the presence of an obstacle. Otherwise, the value in M, (x, y) is set to 0, representing
the availability of space at the specified flight level.

To account for environmental uncertainties and enhance safety during UAM operations, each 2D map
M; at flight level L is extended with a safe margin a. This safe margin is added near obstacles to create
a buffer zone as depicted in Fig. 3a, ensuring that UAM vehicles maintain a safe distance from potential
conflicts with static obstacles. The extended 2D map M;" is defined as:

M (x/, ,)= {1 ifEIzzL,wherex’e[x—a,x+a],y’e[y—a,y+a] 2

0 otherwise

where R (X, Y, z) is the 3D model at point (¥, ¥, z); X' and y" are coordinates within the safe margin a
around (x, y). The safe margin a extends the 2D altitude map M;" (x, y) around each obstacle, ensuring
that potential conflicts are detected early and allowing sufficient space for UAM vehicles to fly safely.
The next step is to create flight routes using path-finding algorithms, such as A*, based on the extended
2D obstacle map M;*. Especially, A* is an efficient and widely used algorithm for finding the shortest
path between two points on a map. The first step is to select collision-free waypoints at specific locations
within the map. Let P, = {(x;,y1), (x2,¥2) » . . ., (x,, y)} be the set of selected collision-free points at
level L. Next, the shortest route between each pairwise point in P, is computed using A*. The resulting
routes are represented as R; from (x;, y;) to (x]-, y,-), where i, j € [1, n]. However, the generated routes R;;
from A* are not always straight and may contain unnecessary zig-zag paths, which can be inefficient for
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Figure 3. Flight corridor generation.

UAM flights. Hence, the need for path smoothing arises. Path smoothing is essential to optimise the flight
trajectory and improve the efficiency of UAM operations. As depicted in Fig. 3b, by applying the path
smoothing, the generated routes are modified to create smoother and more direct trajectories, reducing
energy consumption and travel time for UAM vehicles. Algorithm 3.1.2 describes the path smoothing
approach in detail. It operates using two functions: LineOfSight, which checks for a clear line of sight
between two points on the map using Bresenham’s line algorithm [26], and SmoothPath, which iterates
through consecutive pairs of points in the original path. The SmoothPath function retains points with a
clear line of sight between them, effectively removing intermediate waypoints and generating a smoother
path. By reducing unnecessary zig-zagging, the algorithm creates a more efficient trajectory IA€,~]-, leading
to improved performance and safer navigation in complex urban environments.

The processed routes IAQ,-,» are regarded as prescribed flight corridors. For each flight level L, the
prescribed corridors C; are given as:

a= U & 3)
@ivi), (X0 ) €PLiA
Finally, the flight corridors from all flight levels are combined to create the comprehensive flight path

for the UAM system. The overall flight corridor Cyay is obtained as the union of all individual flight
corridors at different levels:

Cuoam = U C “)
L

3.2 Problem formulation

3.2.1 Graph generation

With the designed flight corridor structure Cyay, waypoints W and vertiports V sets are integrated to
build a graph G = (N, E) ,N =V U W U I, where V represents vertiports, W represents waypoints and /
represents the intersections of flight corridors. E represents the set of edges connecting these nodes in
the graph. An example of corridor structure is provided in Fig. 4a.

3.2.2 Flight generation

We set the flight number fy in the scenario and then for each flight f;, the starting vertiport vy,.; € V
and the destination vertiport v € V (start # dest) are randomly selected. For each flight, we apply a
pathfinding algorithm to find the shortest path P;; as the scheduled path from the constructed graph G.
And each flight is randomly assigned with flight velocity vy, operation time #; and appropriate flight
level.
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Algorithm 1: Path Smoothing Algorithm

1 Function LineOfSight (MY, (x;, y:), (x;, ;)¢

A A W N

2

10

11
12
13
14
15

// Check if there is a clear line of sight between points (x;,y;)
and (x;,y;) on the map sz’ with Bresenham’s line algorithm

if there is an obstacle between (x;,y;) and (x;,y;) in map M;" then

‘ return False;

end

return True;

Function SmoothPath(M;", R;;):

// Smooth the given path R;; by removing unnecessary waypoints
Initialize an empty list R; s
Add the first point (x;,y;) of the path R;; to R; s
for each consecutive pair (x, yi) and (Xgs1,Yk+1) in R;j do
if there is a clear line of sight between (xi, Vi) and (Xx41, Vi+1) in map sz’
then
‘ Skip to the next pair of points;
end
Add the last point (x, yx) with a clear line of sight to R; I
end
return Ri iz

// Main program

16 Call LineOfSight (M, (x;,¥;), (xj,y;)) to check for a clear line of sight between

(x;, ;) and (x;, y;) on the map M¢";

17 Call SmoothPath(M, R;;) to smooth the given path R;; and obtain the processed path

R

ijs
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Flight I subgraph view

@ Intersection Points @ Corridor segment index ® ® ®
O Waypoints == Vertiport — Flight Corridor

Flight 2 subgraph view
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Example of corridor structure. Selective subgraph views of flights.

Figure 4. Flight corridor generation.
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The flight scheduling process involves constructing multi-view graphs, where each flight schedule is
represented as a subgraph G, = (Vfl,, Eﬂ) extracted from G as depicted in Fig. 4b. V;, is the set of nodes
specific to flight f; and E;, is the set of edges that connect those nodes and can be denoted as follows:

Vi, ={viilvis €V}
E; ={e;sles. € E}
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where v, ; represents a node in flight f; with the subscript j to indicate the node index in that subgraph,
similarly, e;, represents an edge within flight f; with the subscript & to indicate the edge index in that
flight.

Meanwhile, an important distinction needs to be mentioned that the node features are not stored in the
global graph G. Instead, the node features are specific to each subgraph, even if common nodes appear
in different subgraphs.

Let f (v;,;) represent the feature vector of node v in the subgraph for flight f;. It consists of essential
flight information, including the flight ID, arrival time, speed and waypoint coordinates [x, v, z]. We can
express the feature vector f (vﬂ ,,v) of node j as follows:

f (i) = [fis 15, %, 33 5]

where:

f; represents the flight ID.

t; represents the arrival time of flight f; at the node j.

s; represents the speed of flight f; at the specified node.
* X;,¥;,2; represent the normalised x, y, z coordinates of the waypoint of flight f;.

The multiple subgraphs Gy,, Gy, . . ., G;, construct the multi-view representation, where each sub-
graph G, = (Vﬁ., E; ) is associated with a specific flight f;. This enables efficient representation and
management of flight scheduling data within the multiple graph view.

3.2.3 Conflict detection

Real-time conflict detection is of utmost importance to ensure safe and efficient operations in the
UAM environment. To achieve this, multi-view subgraphs are employed to comprehensively capture
the interactions and dependencies among flights.

The entire operation time is discretised into s discrete time slots {t,,1,,...,t} with a specific
interval Ar seconds. In each time slot 7;, the current positions of aircraft are represented as P (f;) =
{p1 %), P> (t),...,p. (¢)}, where n is the number of aircraft. The distance between any pairwise air-
craft positions is calculated as d (p; (t;) , px (1)) for all j, k. If d (p; (#;) , px (¢)) is less than a predefined
safety margin éd, then a conflict is detected at time slot ¢;.

Let conf (#;) be the set of conflict flight index tuples at time slot #, and denote as:

Conf(t;)) ={(. k) 1d (p; (t)) , P« (1)) < 8d for j, k € [1,n] and j # k} 7

It returns the set of conflict flight index tuples at each time slot #;, representing the detected conflicts
between pairs of aircraft.

Moreover, it is possible to look ahead several time intervals for longer-time conflict detection at
a specific time ¢, i € {1,2,...,s}, allowing the system to anticipate and address potential conflicts
(conf () , conf (#;,,) , . . .) that may arise in the future time slots #;,, 5, . . .. This time-based con-
flict detection mechanism ensures continuous monitoring of aircraft positions and facilitates timely and
efficient conflict resolution.

In addition, this conflict detection part is only used for ground truth generation. It is essential to
highlight that during the model inference process, conflict detection will not be relied upon. Instead, the
trained model will directly use the node features of flight schedules for conflict resolution and decision-
making.

3.3 Muti-view representation learning

After the conflicts are detected, we propose a multi-view representation learning scheme based on con-
flict and non-conflict views of flight trajectories and their interactions for conflict resolution. Each view
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Figure 5. The architecture of multi-view graph representation learning.

represents a unique perspective of flight schedules: conflict views capture scenarios where flights have
conflicting nodes, while non-conflict views represent scenarios without conflicts. The architecture of the
multi-view graph representation learning is demonstrated in Fig. 5. The input consists of two graphs, one
for a conflict pair and another for a non-conflict pair. The flight schedules in both graphs have conflict-
ing nodes in the conflicting pair, while in the non-conflict pair, the flights have no conflicts. The graph
representation is designed to capture important features from the flight schedules, and the RNN is used
to encode node features with GNN efficiently. The pairwise graph representations are concatenated and
fed into a classifier for class prediction. Additionally, contrastive loss is employed, where the conflict
and non-conflict pairs are used to encourage the GNN to learn discriminative features for distinguishing
between conflicting and non-conflicting flights.

3.3.1 Graph representation

Graph representation is the critical module in the architecture. It takes the graph G as input, and the node
feature matrix is embedded into high-dimensional features X € RY*, where N is the number of nodes
and d is the original feature dimension. The RNN is then employed to encode the node features and can
be expressed as follows:

h, = RNN (h,, X [i])

where h; is the hidden state of the RNN for node 7, X [/] is the input feature of node i. The RNN updates
the node features to H € R¥*P based on the graph structure and node interactions.

The updated node features are then used in the message-passing process of the GNN. The information
in node-wise message passing is propagated and exchanged between neighboring nodes in a graph in
a sequential manner. At each step ¢, each node i aggregates information from its neighboring nodes,
forming a set of messages M":

M; = ({H, for each neighbor j of node i}) (8)

Here, v is a function that combines the neighboring node features in a way that summarises the
information for each node i. The node then updates its own feature using the aggregated messages and
its current feature:

H'; = ¢ (H;, M) 9
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Figure 6. The workflow of conflict resolution with multi-view graph representation.

where ¢ is a function that updates the node features based on the aggregated messages and the current
node features. The message-passing process is repeated for multiple time steps to allow the nodes to
gather and exchange information with their neighbors iteratively to obtain final node features H®.

3.3.2 Loss function
In the training process, we utilise a combination of two loss functions: cross-entropy L and contrastive
L g loss.

£=£CE+£CR (10)

The cross-entropy loss is employed for predicting whether a given pair represents a conflicted or a
non-conflicted pair of flights. This loss function allows us to effectively classify the two classes based
on their input features.

Lee(p,g) == pilog (¢) (1)

where p is ground-truth labels obtained from conflict detection, ¢ is the predicted probability distribution
from the model, and log is the natural logarithm.

On the other hand, contrastive loss plays a crucial role in enhancing discrimination between the
different classes. By enforcing a margin between the embeddings of conflict and non-conflict pairs, the
contrastive loss helps the model to learn a more robust representation, effectively distinguishing between
conflicting and non-conflicting schedules. The incorporation of both loss functions enables our model
to not only accurately predict the conflict class but also to learn meaningful embeddings that facilitate
better conflict evaluation.

1
Ler(x,y) = 3 (v - dxi, x)" + (1 —y) - (max(0, 0 —d (x1,x2)))*) 12)

where x; and x, are the embeddings of the two inputs, d (x|, x,) is the Euclidean distance between x; and
Xy, 0 is a margin hyperparameter, and y is the binary label indicating whether the inputs are from the
same class (y = 1) or different classes (y = 0).

3.3.3 Conflict resolution
After the training process, the model cannot be directly used for conflict resolution. In this way, we build
the conflict resolution workflow with the trained model (Fig. 6).
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The conflict resolution process starts by detecting potential conflicts between flights. If a conflict is
detected between two flights f; and f;, the process determines the owner and intruder flights based on
their priorities. The flight with lower priority is considered the owner, and the other is considered the
intruder.

Next, all reachable routes {r{ h r‘zﬁ e, r,f:j } from the current node to the destination node for the owner
flight are searched from the global graph. Each candidate route of flight combines with the intruder route
7’ to check for potential conflicts. All combined pairs {(r'f, rh), (rf %), ..., (rf, r%)} are then input
into the trained model to obtain the conflict status.

If the input pair is predicted as a non-conflict, the route r# in the pair {(r{;‘, ri )} is considered a valid
solution to the tactical conflict, and the flight can proceed with the selected candidate route without
conflict.

The incorporation of uncertainties in the flight environment, such as wind turbulence, is of paramount
importance in the design and operation of eVTOL vehicles. The micro weather conditions in urban
environments are highly complex due to factors like building morphology, which significantly affects
the normal flight of eVTOL vehicles. Ignoring these uncertainties can lead to unsafe flight operations
and potential accidents.

The 3D wind profile W is defined as a function W (x,y,z), where x, y, and z represent the
three-dimensional spatial coordinates. At each flight level z, the wind turbulence map W,y (x, y) is two-
dimensional, representing the wind intensity at that level. The discrete wind maps of all levels combine
to form the complete 3D wind profile, which is given as:

W(x, y,2) = {Wap (x, )}, 13)

where H represents the maximum flight level in the 3D space.

If the intensity of wind at specific areas, denoted by w (x;, y;, z;), is predicted to exceed the maximum
wind resistance speed of the eVTOL vehicles, denoted as vy, certain nodes in the graph representing
the flight environment are not reachable for some vehicles based on their flight performance.

The set of unreachable nodes U can be defined as:

U = {Vi|w (-xis Yis Zi) > vmax} (14)

where the v; € N is the node in the corridor graph G = (N, E), x;, y;, z; are coordinates of the node v;.

As the flight performance of eVTOL vehicles can vary depending on the specific vehicle’s charac-
teristics, such as its size, weight, propulsion system and other factors, the same wind data may result in
different reachable nodes for different vehicles due to those attributes. Each vehicle’s perspective on the
global graph can be represented as G, = (V, Ef) where E;, denotes the set of edges accessible to f; under
the influence of wind turbulence. Thus, wind turbulence affects the node connection in the global graph
differently from the perspective view of each vehicle, resulting in different graphs {G;, G;, . .., G} for
conflict resolution.

We can observe that the proposed framework adopts a centralised architecture where all flight trajec-
tory data and conflict detection/resolution tasks are processed on a central server. This centralised design
enables comprehensive conflict detection across all flights in the airspace, ensures consistent decision-
making for conflict resolution and allows for global optimisation of flight path adjustments. The central
processing unit receives flight schedules and trajectory information from all UAVs, constructs the con-
flict and non-conflict view pairs, executes the multi-view representation learning model and generates
conflict resolution decisions. This architecture facilitates the efficient processing of multiple conflicts
simultaneously while maintaining system consistency and enhanced safety through comprehensive
conflict monitoring.

4.0 Experiments

In this section, we develop a comprehensive simulation environment that allows us to train and evaluate
the proposed multi-view representation learning approach effectively. The results obtained from the
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Figure 7. Layout samples of random cities.

training and evaluation processes demonstrate the effectiveness of our approach in resolving conflicts
between flights. Moreover, we consider the influence of uncertainties, such as wind turbulence, in our
testing phase to assess the robustness and generalisability of the model.

4.1 Environment setup

To ensure the representativeness of our simulated dataset, several key considerations were incorporated
into the simulation design. The generated 3D cityscapes feature varying building densities, heights and
spatial distributions that reflect typical urban environments. The flight routes are generated with practi-
cal operational constraints, including minimum separation requirements between aircraft, realistic flight
speed ranges, etc. Each flight schedule is designed to represent common urban air mobility scenarios,
such as point-to-point transportation, hub-to-hub routes and emergency service paths. This comprehen-
sive approach ensures that our simulated trajectories capture the essential characteristics and challenges
of real-world urban air operations

4.1.1 Data generation

We design a simulation environment to generate random 3D cityscapes with diverse building and
terrain layouts following the procedure in Section 3.1.1. Specifically, two sample layouts are pro-
vided in Fig. 7, one with a map size of 3480m x 3480m x 277m and another with a map region of
5644m x 5630m x 287m. These 3D cityscapes showcase various dimensions and morphologies, which
have a significant impact on route generation, corridor structures and selection of vertiport locations.
By simulating different urban configurations, we aim to generate a diverse and comprehensive dataset
for our study, and how uncertainties, such as wind turbulence, affect the reachable nodes in the global
graph from the perspective of different vehicles.

The generated 3D models are utilised to extract 2D map slices by cutting height cross-sections from
the 3D space. Subsequently, we employ these 2D map slices to generate flight routes by selecting
conflict-free waypoints at each flight level following steps in section 3.1.2.

Flight routes at altitudes of 90 m and 120 m are generated by randomly selecting waypoints as shown
in Fig. 8. To ensure safety during flight planning, these routes are generated based on extended binary
maps, which include a safe buffer margin around obstacles. The final flight routes are depicted on the
original binary map without the buffer margin and heightmap, providing a clear and concise represen-
tation of the optimal flight paths. From Fig. 8a and 8b, as the altitude increases, the area occupied by
obstacles decreases. This indicates that higher altitudes offer a more obstacle-free path for flight.

Once the routes at each level are determined, we establish connections between adjacent levels to
facilitate altitude transfer. According to the generated flight corridor structure, flights are simulated
from section 3.2.2. Some selective 3D trajectories are depicted in Fig. 9.
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After schedules are generated, the dataset for training is constructed by collecting flight schedules
on the graphs. For schedules with conflicts involving other flights, random segments of the trajectories
containing the conflicts are chosen as samples. This selection process ensures that the dataset includes
instances of conflict scenarios. On the other hand, for schedules without conflicts, one random segment
of the trajectory is randomly chosen as a sample. By including both conflict and non-conflict samples

https://doi.org/10.1017/aer.2025.30 Published online by Cambridge University Press


https://doi.org/10.1017/aer.2025.30

2254 Huang et al.

Table 1. Dataset summary

Dataset Statistics Value

Total flight number 100

Generated route slices 10,000

Flight speed range [4 m/s, 10 m/s]

Initial takeoff time [0s, 200 s]

Flight levels [30 m, 60 m, 90 m, 120 m, 150 m, 180 m, 210 m]
Operation time horizon [0, 3600 s]

Number of vertiports 10

Table 2. Model configuration for multi-view representation learning

Layer Input Size Output Size Num Layers
GraphConvl1 6 20 -
GraphConv2 20 5 -
RNN 5 2 3

in the dataset, the model is trained to differentiate between these scenarios, enhancing its performance
in resolving conflicts during flight.

The dataset used in this study is summarised in Table 1. It consists of 100 total flight instances and
10 vertiports, resulting in a total of 10,000 randomly generated route slices. The flight speed range
spans from 4 m/s to 10 m/s, and the initial takeoff time varies between O s and 200 s. Additionally,
the dataset includes flights at different altitudes, specifically from 30 m to 210 m. The operation time
horizon extends from 0 s to 3600 s.

4.1.2 Model configuration

The model configuration is a multi-view representation learning architecture that combines GNN and
RNN as depicted in Table 2. It takes two graphs along with their corresponding node features as inputs.
The GNN comprises two GraphConv layers with hidden sizes 20 and 5, respectively, which process the
node features to extract informative representations. In the GraphConv layers, the node aggregation is
performed using an RNN layer. The outputs from both branches of the GNN are then concatenated and
passed through another RNN layer with a hidden size of 2. The RNN further processes the concatenated
features, capturing temporal dependencies and interactions between nodes. Finally, the model computes
the mean across the batch dimension to obtain the final output. This configuration enables the model
to learn expressive and informative representations from multiple views of the input graphs, facilitating
effective conflict resolution and uncertainty handling in the context of urban air traffic management.

4.2 Results analysis
4.2.1 Model training
The Fig. 10 depicts the training accuracy and training loss over 500 epochs. As the training progresses,
the loss consistently decreases from an initial value of 0.7 to a final value of 0.19, indicating the effective
learning process of the model. Simultaneously, the accuracy of classifying conflict and non-conflict
pairs steadily increases and reaches an impressive accuracy of 97.4%. These promising training results
demonstrate the efficacy of the proposed multi-view representation learning approach, and its ability to
effectively differentiate between conflicting and non-conflicting flights.

Figure 11 illustrates the results of two-class clustering obtained during the training process using
contrastive loss. Each subplot displays data points in two distinct colors, representing the conflict flight
pair and non-conflict flight pair, respectively. The x and y coordinates of the points correspond to the

https://doi.org/10.1017/aer.2025.30 Published online by Cambridge University Press


https://doi.org/10.1017/aer.2025.30

The Aeronautical Journal

Training Loss Training Accuracy
0.7 -
0.6 90 1
05 7 i\o/ 80 4
2 )
S £
0.4 3
< 70
0.3
60
0.2
0 200 400 0 200 400
Epoch Epoch
Figure 10. Training loss and accuracy.
(a) (b)
~0595 ] o © 1.00 o
O non-conflict pair o % 0 mnon-conflict pair
o  conflicted pair I 0.75 o conflicted pair
—0.600 A o@
0.501
~0.605 1 ﬁc}%
0.25 1
0.610 o od
—0.610 i o
g o 0.00 o o
-0.6151 S ~0.251 &
() & ®
~0.620 1 o0 -0.50 %
o o
oesl € -0.75 1 % q(;
& —1.00 A %
—0.630 — T T T T - - - - -
-0.675 —0.670 —-0.665 —0.660 —0.655 -1.0 -0.5 0.0 0.5 1.0
Cluster at epoch 0. Cluster at epoch 200.
(c) (d)
1001 %) O  non-conflict pair 1001 ) O non-conflict pair
0.75 o conflicted pair 0.75 O  conflicted pair
o o
0.50 S 0.50 oo
0.251 0.251
© o
0.00 8 0.00
0 ®
~0.25 1 ~0.251 oo%
—0.50 —0.501 %
~0.751 %, ~0.751 &
@ Q8
~1.00 1 W 100 R
10 05 00 0.5 10 10 05 00 0.5 10
Cluster at epoch 400. Cluster at epoch 500.

Figure 11. Clusters separation at each epoch.
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embeddings generated by the networks. These embeddings serve as a measure of the relative separation
between the different classes. As the training proceeds, the embeddings are continuously adjusted, lead-
ing to an increased separation between the two classes. This enhanced separation is visually represented
by the growing distance between the clusters of points.

For evaluating contrastive learning quantitatively, common metrics, e.g. silhouette coefficient,
Calinski-Harabasz index and Davies-Bouldin index are used for clustering evaluation. The silhouette
coefficient is a metric used to assess the quality of clustering results and measures how well-separated
the clusters are, with values closer to 1 indicating well-separated clusters. Given a set of data points
X ={x;,xs,...,x,} and their corresponding cluster assignments C ={c;,c,,...,c,}, the silhouette
coeflicient is calculated as follows:

1 i b, C)—a(x,C)

SitX, 0)=- max(a (x;, C) , b (x;, C)) "

n

i=1

where:

e a(x;, C) is the average distance between data point x; and all other points in the same cluster
as x;.

o b (x;, C) is the average distance between data point x; and all points in the nearest cluster to which
x; does not belong.

The silhouette coeflicient ranges from —1 to 1, where a higher value indicates better-defined and
well-separated clusters.

The Calinski-Harabasz index is another clustering evaluation metric that measures the ratio of
between-cluster dispersion to within-cluster dispersion. It is given by:

_ Te(B(C) n—k
CHI(X, C) = TV Oy < T (16)

where:

n is the total number of data points.

k is the number of clusters.

B (C) is the between-cluster dispersion matrix.

W (C) is the within-cluster dispersion matrix.

Tr is the trace of matrix.

A higher Calinski-Harabasz index value indicates better-defined and more separated clusters.
The Davies-Bouldin index is yet another clustering evaluation metric that measures the average
similarity between each cluster and its most similar cluster. It is given by:

i i

1 < S, + S,
DBI(X, C) = - D max <L> A7)
i=1

where:

o kis the number of clusters.
« S, is the average distance between data points within cluster i.
» M, is the distance between cluster centres i and j.
The Davies-Bouldin index measures the average similarity between each cluster and its most similar
cluster, with lower values indicating better-defined clusters.
The metrics comparison for data in Fig. 12 is demonstrated in Table 3. Each row represents the met-

rics’ values at a specific epoch. At epoch 0, the metrics are not valid since the model’s initial predictions
only output one class, which results in incorrect clustering and classification. As the training progresses
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Table 3. Metrics comparison for contrastive learning
Epoch Silhouette Coefficient Calinski-Harabasz Index Davies-Bouldin Index
0 None None None
200 0.791 997.087 0.317
400 0.816 939.86 0.222
500 0.824 1012.026 0.219

to epoch 200, the model starts to learn more meaningful representations, and the metrics show improved
values. For example, the silhouette coefficient increases from 0.791 at epoch 200 to 0.824 at epoch 400,
while the Calinski-Harabasz index shows a similar trend, increasing from 997.087 to 1012.026 during
the same period. Additionally, the Davies-Bouldin index decreases from 0.317 to 0.219, reflecting the
enhancement in clustering quality. These improvements in the evaluation metrics demonstrate the effec-
tiveness of the contrastive learning approach in generating meaningful and separable representations of
the data.

4.2.2 Model test

Once the model is trained and validated, it becomes capable of intelligent conflict resolution. By utilising
the learned representations, the model can efficiently analyse and resolve conflicts between different
flight schedules in a dynamic and real-time manner.

Following the workflow in section 3.3.3, we can propose several alternative routes and let the trained
model select the best route for conflict resolution. The line graph in Fig.12a illustrates the relationship
between the number of flights and the corresponding number of conflicts in different simulated scenar-
ios. The x-axis represents the total number of flights, ranging from 10 to 100 with increments of 10, while
the y-axis represents the number of conflicts observed for each specific number of flights. As depicted in
the graph, there is a positive correlation between the number of flights and the number of conflicts. The
number of conflicts gradually increases as the number of flights increases. Specifically, with 10 flights,
there are only two conflicts, and as the number of flights increases, the number of conflicts progressively
rises.

The graph in Fig. 12b reveals that the conflict resolution rate remains at a remarkable 100% for all
flight numbers. This indicates the effectiveness of the multi-view representation learning technique in
effectively resolving conflicts among flights. With this approach, regardless of the increasing complexity
and number of flights in the airspace, the model successfully identifies and resolves conflicts, ensuring
the safety and efficiency of flight operations.
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Figure 13. Conflict resolution example.
Table 4. Original path nodes and candidate path nodes
Original Path Nodes Candidate Path Nodes
[158,161,162,288] Path 1: [158,159,161,162,288]

Path 2: [93,95,158,159,161,162,288]
Path 3: [158,159,161,162,175,177,288]
Path 4: [58,60,93,95,158,159,161,162,288]

In addition, a test scenario with 1000 aircraft is included, which serves to validate the performance
of our model when the number of aircraft within a specific area increases dramatically. As shown in
Fig. 12a, it can be observed that the number of tactical conflicts rapidly increases to 233 as the number
of aircraft reaches 1000. However, as depicted in Fig. 12b, the model remains capable of resolving these
tactical conflicts effectively.

We show one example of conflict resolution. The candidate flight trajectories are shown in Fig. 13a.
Table 4 illustrates the variation in traversed nodes for the original path and four candidate paths gen-
erated during the search process. Each row in the table represents a candidate path, and it originates
and terminates at the same beginning and end nodes. The prediction results in Fig. 13b reveal that the
first candidate trajectory, of which node indices [158,159,161,162,288] are predicted to still have a con-
flict because the traversed nodes are too similar to the original routes. However, three others serve as
appropriate candidate solutions to resolve this conflict.

To evaluate the impact of the candidate solutions on the flight, we analyse the increased flight time
and distance. These metrics provide valuable insights into how each candidate’s trajectory affects the
overall flight operations. As depicted in Fig. 14, the increased distance for each candidate trajectory is
[1484.68 m, 1544.68 m, 1544.68 m, 1604.68 m], with an average of 1544.68 m. The increased flight time
is [46.58 5, 61.58 5, 61.58 5, 76.58 5], with an average of 61.58 5. By quantifying the additional time and
distance required for each candidate route compared to the original path, we can assess the trade-offs and
benefits of potential conflict resolution strategies. Among all candidate routes, path 2 has the smallest
increase in both flight time (61.58 5) and distance (1544.68 m) compared to the original path among
the remaining candidate solutions. Therefore, it is the recommended choice for conflict resolution as it
minimises the impact on flight time and distance while effectively resolving the conflict.
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Figure 15. Random wind turbulence at different flight levels.

The presented example showcases the process of resolving a specific conflict by selecting the most
suitable candidate trajectory while minimising the impact on flight time and distance. However, it is
essential to note that this approach is not limited to just one conflict but can be applied iteratively
to handle multiple conflicts simultaneously. The multi-view representation learning technique effi-
ciently processes and analyses various conflicts in the environment, providing intelligent and automated
solutions for conflict resolution.

4.2.3 Model test with uncertainties involved

This work also investigates the importance of uncertainties, such as wind turbulence, in the flight
environment. The 2D wind turbulence map is generated using a Gaussian random field approach by
computing the 2D inverse Fourier transform of a noise signal modulated by the amplitude calculated
from the power spectrum. This spectral method captures both the spatial correlations and the multi-
scale nature of atmospheric turbulence, providing a realistic wind environment for testing our conflict
resolution approach.

Through an iterative process, a series of 2D wind maps are generated to represent wind conditions at
various flight levels. For instance, some wind maps are demonstrated in Fig. 15. To create a seamless and
comprehensive 3D wind model, linear interpolation is utilised to estimate wind turbulence at positions
lying between discrete flight levels.

https://doi.org/10.1017/aer.2025.30 Published online by Cambridge University Press


https://doi.org/10.1017/aer.2025.30

2260 Huang et al.

Table 5. Original path nodes and candidate path nodes in the presence of wind

Original Path Nodes Candidate Path Nodes
[209,210,223,231,237-239,313] Path 1: [209,210,223,230,231,237,238,313]
Path 2: [209,210,223,231-235,239,313]
Path 3:[209,210,223,230-235,313]
Path 4:[209,211,223,231-235,239,313]

1.004 @O o non-conflict pair (train)
0 conflicted pair (train)
0.751 o . . .
@ non-conflict pair (predicted)
200 0.50 1 o conflicted pair (predicted)
150
0.254
e takeoff point 100 0.001
e landing point 50
—— original path —0.251
---- pathl(wind) ~0501 °
---- path2(wind) S o
~800 path3(wind) ~0.751 %,
~600 — pathd 100 %
—400 ; i ' : : ; ; ;
X _ago L _pSonflict point -10 05 0.0 05 10
The candidate trajectories for a sample flight in Conflict status prediction for candidate tra-
the presence of wind. jectories in the presence of wind.

Figure 16. Conflict resolution example in the presence of wind.

In accordance with the details presented in section 3.3.3, the influence of wind turbulence on flight
operations is thoroughly considered. Wind turbulence not only impacts flight performance but also
affects the accessibility of certain nodes in different regions. Specifically, in the view of different flights,
some node connections within specific areas will be invalidated due to the intensity of wind turbulence.
Consequently, this aspect of the model accounts for the variations in reachability across different flight
paths and enables a more comprehensive evaluation of potential conflicts in the airspace.

We examine a specific conflicting pair of flight schedules, and the original flight path for the owner-
ship is provided in Table 5. The flight schedule node indices [209,210,223,231,237-239,313] represent
the sequence of nodes in the original flight path. However, when considering wind turbulence, it is pre-
dicted that the flight performance will be affected within a specific time range [140.38 s, 160 s] and near
the coordinate location of [—410 m, 410 m, 180 m] within a 100-meter region.

To resolve this conflict, we search for candidate routes that avoid the problematic wind area. As shown
in Fig. 16a, among the candidate routes, only route 4 is deemed acceptable as it allows the flight to tra-
verse the wind area at a time (154 s) that is within acceptable flight performance limits. The other routes
(1, 2 and 3) are deemed unsuitable as they would lead to the flight encountering adverse wind conditions
at an unacceptable time. This process demonstrates the importance of considering wind turbulence and
its impact on flight paths during conflict resolution.

The multi-view representation learning approach is further applied to evaluate the suitability of path
4 as a resolution to the tactical conflict. The results shown in Fig. 16b confirm that path 4 indeed
serves as a favourable solution for resolving the conflict. Additionally, the increment in the distance
(1281.57 m) and increased flight time (34.84 s) resulting from this solution are both deemed acceptable
performance measures for the involved flights. The successful application of multi-view representation
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learning demonstrates the effectiveness of this approach in assessing and resolving tactical conflicts in
flight schedules while considering various conditions.

In conclusion, the multi-view representation learning approach has proven to be an efficient method
for tactical conflict resolution. Through the generation of wind models, it accurately assesses the impact
of wind conditions on flight paths. The multi-view representation learning also enables the identification
of suitable candidate routes for resolving conflicts. The successful validation of this approach with mul-
tiple conflict scenarios demonstrates its robustness and effectiveness in enhancing safety and efficiency
in urban airspace management.

5.0 Conclusion

In this work, we propose a novel multi-view representation learning framework designed specifically for
tactical conflict resolution in diverse city regions. To capture the complexities of 3D cities, we incorpo-
rated random city layouts, including buildings and terrains, to create a comprehensive 3D environment.
By generating flight corridors based on 2D height maps and constructing a graph structure, we cre-
ated a dynamic representation of the airspace. Based on this graph structure, we design the multi-view
representation learning approach, which combines GNNs and RNNs to learn represented features. In
addition, contrastive learning allows it to effectively learn intricate relationships between flight paths
and improve resolution performance.

The promising results obtained from diverse scenarios, including uncertain environments affected by
wind turbulence, highlight the effectiveness of our method in various scenarios and its contribution to
advancing the field of conflict resolution in the context of urban air mobility.

However, it is important to acknowledge the limitations of our study, primarily the focus on simulation
rather than real-world tests with hundreds of flights, and the simplified wind model used in the urban
city environment. As a future direction, we aim to consider more realistic environment configurations,
which will involve more comprehensive wind models and real-world data to validate the performance of
our approach. This will lead to more robust and practical solutions for enhancing safety and efficiency
in urban air mobility applications.
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