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Abstract

This article presents the Al Ethics Canvas: a graphical tool to guide public administrations in mainstreaming ethics in
the development, deployment, and monitoring of artificial intelligence (Al) tools for their own everyday use. Our
canvas is the result of an action-research effort conducted within the scope of a project involving the Autonomous
Province of Trento (PAT), Italy. We initially developed it based on existing ethical and legal frameworks. Then, we
conducted qualitative interviews with PAT functionaries and technologists developing software on behalf of the PAT
to ensure the canvas’s content was clear and applicable to public administration work. While originally elaborated for
the PAT, the canvas presented is applicable to all public administrations within the European Union who wish to adopt
Al in their operations, as it references to core European legislation such as General Data Protection Regulation, Al
Act, Data Act, and Data Governance Act. The article presents the Al Ethics Canvas both as a final product and in its
creation process to enhance transparency in Al ethics tool development.

Policy Significance Statement

The Al Ethics Canvas supports public administrations in considering ethical implications in Al adoption. Any
EU-based public administration can use it to assess ethical concerns while adopting Al to (partially) automate its
internal bureaucratic procedures. The canvas seeks not to replace human scrutiny of ethical implications in Al
adoption, but to support it. Al adoption for public administrations is intended to be in support of functionaries’
work rather than as a replacement for it.

1. Introduction

While Artificial Intelligence (AI) development has been ongoing since the 1950s, only recently have
governments all over the world started considering how to regulate and deploy it in the everyday running
of public administration (PA). Applying Al to PAs promises to accelerate bureaucratic processes while
providing decision-makers with instruments to elaborate ad hoc solutions oriented to citizens’ needs.
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However, slow decision-making mechanisms, lack of skills, and the novelty of Al-focused legislation
constitute bottlenecks in the process (Wirtz et al., 2020).

In the European Union (EU), supranational institutions are adopting a number of regulatory measures
to regulate the (mis)use of Al and data. These include the Data Governance Act, the Data Act, and the
Artificial Intelligence Act (European Parliament, 202 1; European Union, 2023a, 2023b).

We present the Al Ethics Canvas (Appendix A, Figures A1-A7) to guide PAs in the development,
deployment, and monitoring of Al tools for their own everyday use. It is a graphical tool containing
guiding questions to provide step-by-step support in the implementation of Al tools, which has its roots in
design thinking literature (Ojasalo and Ojasalo, 2018). Our canvas is the result of an action research
project involving the Autonomous Province of Trento (PAT), Italy. In its development, we adopted
“value-sensitive design” (Van Der Hoven and Manders-Huits, 2020), an approach that mainstreams
human values in the design of technological systems since their inception. To ensure both value-
sensitivity and legal coherence, the canvas was developed based on existing European ethical and legal
frameworks and validated through interviews with PAT functionaries. While originally elaborated for the
PAT, the canvas is applicable to all PAs who wish to adopt Al in their operations as it is based on EU
legislative requirements. We present the Al Ethics Canvas both as a final product and in its creation
process to enhance transparency on Al ethics tool development.

The next section presents a literature review. Section 3 illustrates the methods adopted in the
elaboration of the canvas. Section 4 presents the canvas and its application, while Section 5 discusses
its use, its strengths, and weaknesses as emerged during the interviews, along with technical instruments
that can support the mainstreaming of ethics in Al instruments. Section 6 draws conclusions.

2. Literature review
2.1. Al adoption in public administration

Currently, Al adoption in the public sector is fragmented and primarily concentrated in three government
functions: improving policy-making processes, optimising public service delivery, and strengthening
internal administrative management (van Noordt and Misuraca, 2022; Organisation for Economic
Co-operation and Development, 2024). In policy making, Al supports the early identification of emerging
social issues, enhances the quality of decisions, monitors implementation, and evaluates existing
measures (Organisation for Economic Co-operation and Development - Observatory of Public Sector
Innovation, 2025). In service delivery, Al is used to increase efficiency and effectiveness, often by
enabling more responsive and personalised interactions with businesses and citizens, while optimising the
allocation of financial and human resources (Manzoni et al., 2022).

However, Al implementation remains a challenging problem. On the one hand, the technical com-
plexity of Al-based solutions stems from factors such as continuously changing data and the non-
deterministic behaviour of Al models. On the other hand, Al adoption in PAs is constrained by several
hindering factors, such as insufficient Al-related expertise, organisational implementation challenges,
limited system and data integration, and data availability and ethical concerns (Mikalef et al., 2019). In
addition, organisational challenges in implementing Al solutions frequently arise from uncertainty about
how to initiate adoption, combined with resistance to modifying established work practices (Medaglia
et al., 2023).

Consequently, despite Al potential, implementation is still lagging. Ethical implications are among the
main issues to address when implementing Al. To this end, the EU’s Ethics Guidelines for Trustworthy Al
outline seven requirements (human agency, technical robustness, privacy, transparency, non-
discrimination, societal well-being, and accountability) that directly address government responsibilities
in service delivery and regulation by grounding the principles in practice (High-Level Expert Group on
Artificial Intelligence, 2020).

However, Al’s inherent probabilism demands procedural safeguards such as expert review panels or
algorithmic impact assessments to contextualise outputs before decisions become binding (Ada Lovelace
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Institute, 2022). Existing ethics guidelines define what PAs should achieve but lack accessible, domain-
specific methods for operationalising these principles, highlighting the need for a tailored Al Ethics
Canvas.

Overall, opportunities and challenges emerge in adopting Al in PAs. Namely, the challenges emerge
from the biases contained in the algorithms that constitute an Al system, in the data used to train it, in the
data analysed, as well as in the viewpoint (positionality) of the person(s) in charge of making Al-based
decisions (Teo, 2022).

2.2. Canvas as an instrument

The use of a canvas to design a thematic management model draws back to the work on business models
by Osterwalder et al. (2010). Drawing from the theory of design thinking in business, the aforementioned
work opened the way for the elaboration of graphic schemes (known as canvases) for the elaboration of a
management model. A canvas can be devised as a conceptual map or a form to check the actions needed to
conduct a process (e.g., establishing a business) according to a recognised benchmark (Kronsbein and
Mueller, 2019).

The use of canvases has then expanded to other areas. Canvases are employed as visual tools to help in
establishing management models and strategies for data-driven policymaking. For example, a variety of
canvases are targeted to the needs of different groups of actors in building and managing their own
dataspace (Ojasalo and Ojasalo, 2018). The Open Data Institute has elaborated a Data Ethics Canvas to
help organisations in establishing ethically sound data governance mechanisms, reducing potential harm
to others (Open Data Institute, 202 1), whereas the International Data Spaces Association (2021) published
a business model for a sovereignty-based dataspace.

These are just a few examples of how different management models can be identified depending on the
objectives one has. In particular, the International Dataspace Association (IDSA) model is recognised in
literature and in practice through academic publications. Initially launched by the Fraunhofer Society, the
International Data Space has gathered industrial interest that led to the birth of IDSA to update and
elaborate international data space management models (International Data Spaces Association, 2021).
This instrument is a canvas that provides practical, user-friendly guidance in a technical process.

The use of canvases has also been applied to Al implementation in the 2020s. Business canvases to
integrate Al in business processes have been presented, thus setting the scene for Al implementation
canvases like the one presented in this article. Furthermore, researchers have elaborated canvases for
machine learning implementations in fake online products detection (Nurcahyo et al., 2022). A canvas for
public good-oriented Al applications has also been developed, observing both the technical implemen-
tation aspects and assessing the social value of it (Fatima et al., 2022). Indeed, the latter has quite a few
things in common with the canvas presented in this article. First, the public good orientation. Second,
there is an eye for both technical implementations and socio-cultural elements, such as social value and
trust. However, the canvas presented in this article is specifically oriented to EU-based PAs, thus
encompassing PA legal requirements along with both technical and social considerations. This is in line
with the emerging use of graphical tools to guide non-technical Al users through the adoption of Al
instruments (Celepija et al., 2024).

3. Methods

The canvas is the result of an action-research effort. Action-research is an approach through which the
researcher engages with their research participants to try and deliver change. In doing so, those
experiencing the issues being studied are involved first-hand in envisaging solutions (Cornish et al.,
2023). Specifically, we engaged with the PAT’s PA system to implement Al solutions in its everyday
work. The PAT is a province of over 500 thousand inhabitants, mostly concentrated in the capital, Trento,
lying in the river Adige valley. While small and mountainous, it is one of the wealthiest Italian provinces.
Although its Digital Economy and Society Index (DESI) is higher than the Italian average thanks to high
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Figure 1. Canvas co-creation process.

human capital and relatively good connectivity, public services are not notably digitalised compared to the
rest of the country (Carbone et al., 2023). These characteristics make it a suitable pilot case to explore the
potential and bottlenecks for Al implementation in the PA.

The canvas (Appendix A) is the result of a process to provide the PAT’s PA system with instruments to
guide it through the creation and implementation of Al solutions. Its staff members have been involved in
the elaboration of the canvas through an ongoing validation process as summarised in Figure 1. The
project focused on PAT functionaries rather than lay citizens as the Al instruments in question are for
functionaries’ use, thus making them the main target in terms of need and preparedness. Appendix A
shows the English-language canvas. However, the GitHub repository mentioned also includes an Italian
version, which is more closely oriented to the Italian PA, and the PAT specifically.

To elaborate on the first draft of the canvas, we conducted a twofold analysis.

First, we conducted a systematic review of the existing data and Al ethics frameworks, distinguishing
between those originating in the EU and, therefore, straightforwardly applicable to an EU PA and those
originating elsewhere but still (partially) applicable to an EU context. Nine such frameworks
were included in the analysis and their key points were included in the canvas. These nine frameworks
were chosen as they represent either the main Italian and European documents in relation to data and Al
ethics or because of their recognised contribution in literature and practice, inside or outside the EU. These
frameworks are:

—_—

. EU Ethics guidelines for trustworthy Al (European Commission, 2019)

2. Italian deontological rules for data treatment for statistical or scientific research purposes (Garante
per la Protezione dei Dati Personali, 2018)

3. EU Data protection and privacy ethical guidelines (Experts Working Group on Data Protection and
Privacy, 2009)

4. EU Ethics for Researchers (European Commission, 2008)

5. Open Data Institute’s (2021) Data Ethics Canvas

6. The Toronto Declaration. Protecting the right to equality and non-discrimination in machine
learning systems (Amnesty International et al., 2018)

7. Ada Lovelace Institute (2022) Algorithmic impact assessment: a case study in healthcare

Ethics as a Service (Digital Catapult, 2020)

9. National Institute of Standards and Technology (2023) Artificial Intelligence Risk Management

Framework

®©

The systematic review of ethical Al frameworks allowed us to identify the key themes to address in the
canvas. In particular, we identified the fivefold thematic partition of the canvas: data, algorithms, methods
of analysis, sociocultural elements, and functional requirements. This partition, its meaning, and its
functionality are described in the next section.

Second, we analysed the applicable EU legislation. We included legislation that was adopted as the
analysis was conducted as well as new regulations such as the Al Act, of which the practical effects are still
unknown at the time of writing. This was to try and anticipate the consequences of emerging rules. As the
effects will not be fully visible before a few years’ time, the canvas will undergo constant monitoring and
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adaptation. Through this analysis, we identified the legal elements that needed to be addressed in
developing an Al tool. The full list of analysed legislative instruments includes the following.

10. Al Act

11. Data Act

12. Data Governance Act

13. Open Data Directive

14. General Data Protection Regulation

Such twofold analysis allowed us to elaborate on the first draft of the canvas.

We then drafted the first version of the canvas and requested feedback from the key PAT informants.
Such feedback supported the creation of the canvas version that was submitted to PAT functionaries and
directors during the following interview phase for validation. At this later stage, PAT functionaries and
directors were approached for qualitative interviews to ensure that the canvas was clear for both technical
and lay functionaries, as well as coherent in content with their everyday work. As we adopted value-
sensitive design, we ensured that the ethical requirements were mainstreamed in Al development from the
start and we identified such requirements both based on legal obligations and through PAT functionaries’
foreseen needs and Al-based activities. We interviewed twelve people between 3 September 2024 and
28 January 2025 (Table 1). Of these, two had professional profiles that fit under the Al scientist definition,
two under the Al engineer definition, while eight were categorised as Al users. An Al scientist is a
software developer or researcher who develops new Al algorithms and models. This role often involves
designing novel approaches and advancing the field of Al through theoretical and applied research. An Al
engineer oversees fine-tuning, maintaining, and implementing the Al tool. It includes data engineers and
machine learning engineers. Finally, the Al user is the final utiliser of the developed Al tool. Al users
include public decision-makers such as policymakers, PA directors, and domain experts. Their partici-
pation in the development process is essential to render an Al tool accurately applicable to a given domain.
All three roles must be involved in the development of the Al tool within a PA to ensure legal compliance,
coherence between the software functioning and the administrative purpose it is built for, and full
comprehension of the functioning of the tool by the final users. The identification of these three roles
is based on the tripartition provided in the broader project in which the canvas fits (see

Table 1. Interview participant profiles

Interview Participant Al scientist/engineer/
date pseudonym Profile user
03/09/2024 Pl PAT family services expert Al engineer
05/09/2024 P2 Software developer and researcher Al scientist
10/09/2024  P3 PAT director Al user
11/12/2024 P4 PAT cartographer Al user
11/12/2024 P5 PAT territorial planning engineer Al user
12/12/2024  P6 PAT research funding programmes Al user
functionary
13/01/2025 P7 PAT cartography conservatory Al user
13/01/2025 P8 PAT cadastre functionary Al user
14/01/2025 P9 PAT ICT functionary Al user
21/01/2025 P10 Trentino digitale - innovation area Al engineer
21/01/2025 P11 Trentino digitale - innovation area Al scientist
28/01/2025 P12 PAT IT/digitalisation functionary Al user

Note: Trentino Digitale is a PAT-owned company developing technical IT solutions for PAT. Info available here: https://www.trentinodigitale.it
(accessed 21 January 2025. Italian only).
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Acknowledgements section). These three roles are to be understood as macro-categories that incorporate a
diverse set of professional profiles. The canvas follows the same tripartition as better described in
Section 4. This tripartition was also maintained in the interviews, ensuring that the sample featured at
least two participants for each profile. Participants were recruited through snowball sampling. The
recruiting process stopped at twelve participants as the information collected in the latest interviews
did not add anything significantly new to the canvas design.

Interviews lasted from 30 to 75 minutes. Interview participants responded individually or in pairs
(as indicated by the dates in Table 1). After each interview, the canvas was edited to incorporate
suggestions that emerged from it. This way, the following participant could anonymously address
previous participants’ proposed changes and we could seek validation for them. Changes were retained
if, based on the aggregate twelve interviews, they were considered needed. Appendix B features the
interview questionnaire we set up. As the interviews were semi-structured, the interview structure
could vary.

3.1. Methodological limitations

The canvas presented in this article is the result of an action research project and, as such, it is built based
on the experiences and needs of the PAT, while being grounded in the existing European legislation and
existing ethical framework for Al implementation in the public sector.

This entails three main sets of limitations. First, while aimed at being applicable across the EU, the
canvas was built on the experience of one specific PA. Therefore, it may require adaptation to other
contexts. To this end, the canvas is available under the CC BY-SA 4.0 licence to ensure that other actors
can reuse it and change it according to their needs.

Second, while we sought to include a variety of PAT functionaries and directors from different sectors
in the interviews, the canvas may be more applicable in certain sectors and situations rather than others,
such as sectors that deal with individual- or family-level service provision.

Third, the EU legislation on Al and data is still developing at the time of writing, especially in terms of
jurisprudence. This may require adaptation to the canvas content in the forthcoming years.

4. The canvas

The canvas (Appendix A) is a five-page graphic document that poses questions to drive the development
of Al tools for PAs, accompanied by a two-page explanation on how to use it.

When the answer to a question is negative or unknown, the actors involved should take measures to
ensure that the requirement is satisfied. For example, a question such as “did you adopt anonymisation or
pseudonymisation techniques before data use?” should push the actors involved in adopting anonymisa-
tion or pseudonymisation strategies, if not already adopted. If the use case in question does not require
anonymisation or pseudonymisation, this should be motivated. Either way, the canvas has raised a key
privacy question and triggered reasoning among the actors involved in the making of an Al tool for PAs.

As anticipated in Section 3, the canvas identifies three macro-profiles, each of whom should be
involved in filling the canvas and developing Al tools. These three macro-profiles are: Al scientist, Al
engineer, and Al user.

Graphically, the canvas presents questions in three distinct colours: green, blue, and yellow. These
colours represent Al scientists, Al engineers, and Al users, respectively. When questions present a mixed
colour, it means the question is transversal to all the three profiles. Each profile is also represented by a
symbol: square (Al scientist), circle (Al engineer), and triangle (Al user) to make the distinction among
roles visible to people with colour-blindness. All these rules are illustrated in the introductory pages of the
canvas as per Appendix A.

Each of the five pages of the canvas addresses a different key aspect of Al development, namely: data,
algorithms, methods of analysis, socio-cultural elements, and functional requirements. These five
elements have been elaborated based on the literature and the ethics frameworks analysed.
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Before addressing the questions posed in the five sections, the subjects involved in elaborating the Al
tool need to define the use case. That is, they need to define the scope of application of the Al tool they are
elaborating. In this phase, the canvas invites its users to think about whether Al is necessary to achieve the
objectives. The canvas is meant to provide general guidelines, but each field and theme of application will
have its own characteristics and features. Therefore, subject matter experts will need to be involved in Al
tool development among Al scientists, Al engineers, and Al users.

As per the instructions contained in the canvas, this instrument is to be used at the beginning of the
development phase to brainstorm about the characteristics of the Al instrument and reason around its
ethical implications.

4.1. Data

As for the first section of the canvas, data constitutes the raw material for the functioning of Al. Good
training and input data facilitate the obtainment of good algorithmic output. On the other hand, the
treatment of input and training data can raise privacy issues (Open Data Institute, 2021), which are
addressed in the canvas through appropriate questions such as: “Are there other datasets the use of which
can yield unwanted consequences (e.g., re-identification)?”’ If the answer is “yes,” the canvas prompts the
Al scientist, engineer, and user to find a technical solution to prevent it. The same applies to social biases
that can be incorporated into the data. The canvas openly addresses ethnic, gender, and class biases, but
leaves the door open to addressing other biases depending on the context for which the given Al tool is
developed. The canvas also addresses the question of data stewardship, that is, the management, update,
and maintenance of data (Mons, 2018).

4.2. Algorithms

Second, algorithms constitute the core technical element for the functioning of Al. Despite good input
data, wrong weights and optimisation parameters in the algorithm can perpetuate biases and/or yield
suboptimal results (Ada Lovelace Institute, 2022). This could also be the result of the misuse of an
algorithm for intents that differ from those for which it was originally programmed for. For this reason, the
canvas puts the Al engineer in charge of defining the algorithm’s purpose and the Al user in charge of
checking if the use matches the purpose. Furthermore, this section seeks to anticipate the Al Act and
address the aspect of certifying a system’s risk level: minimum, limited, high, unacceptable (European
Parliament, 2021).

This section also has a focus on social biases and their embeddedness in algorithms, which follows up
strictly on the same questions asked in the data section.

4.3. Methods of analysis

This section deals with understanding the algorithmic output. That is, once an algorithm is created,
trained, and validated on the chosen training datasets, and fed the data to analyse, it produces an
output in terms of suggested decisions for the PA in question. In this context, it is important that Al
users (that is, PA functionaries and directors) are capable of interpreting the algorithmic process and
defining who takes responsibility for the algorithm-driven decision (Reddy, 2022). This entails
understanding why and through which process the Al has suggested a certain course of action and
establishing whether to follow the course suggested by the algorithm as well as taking legal
responsibility in case of discrimination, copyright violations, or privacy violations among other
aspects. To ensure these competences are possessed by Al users, PAs must establish ad hoc training
activities for their personnel (Liao et al., 2020). Ideally, this includes training in both interpreting
algorithmic outcomes and the basics of software programming. The latter is to ensure that Al users
know the gist of how an Al is programmed and, potentially, can operate ad hoc tweaks to the Al
instrument they are using.
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4.4. Social and cultural elements

This section introduces questions for the Al user to ensure a common understanding of data treatment
terms between the Al user and the subjects of the data treatment (Pangrazio and Selwyn, 2019).
Furthermore, it poses questions on the possibility of making data available for reuse: “Can
the collected data be released as open data in aggregated form?” Conversely, this section also
poses questions on the risks that come from the possibility of re-identifying data subjects through
the use of third-party data: “Are there third-party data the use of which can yield unethical
consequences (e.g., re-identification)?” The latter question is meant to trigger measures for data
protection as needed.

Therefore, this section is designed to foreground how Al tools interact with the specific institutional
and cultural context of the PA in which they are deployed, rather than treating ethics as a purely technical
add-on. The canvas explicitly prompts users to reflect on the differentiated impact of Al systems on
distinct social groups, and possible forms of exclusion or marginalisation. Fairness is therefore not
reduced to computational metrics, but is framed as a contextual and qualitative concern that must be
interpreted in dialogue with domain experts and, where feasible, with representatives of potentially
affected communities.

4.5. Functional requirements

This section is for the user to define which characteristics the elaborated Al tool should possess. Based on
the questions answered in the previous four sections, the user can define the desiderata for the Al tool. In
other words, they can elaborate the requirements that the Al scientist and the Al engineer can then
implement.

This section is willingly left at a high level. It is for Al users to specify the functions they would like to
see incorporated in the Al instruments. For detailed documentation, developers can use tools such as Al
product cards and data/model cards as indicated in the canvas. Such instruments are also further discussed
in the next section.

5. Discussion

The canvas is the result of a systematic analysis of ethical frameworks and EU legislation, as well as
qualitative interviews with Al scientists, engineers, and users from (or working with) the PA in the PAT
(see Section 3).

This section discusses interview results and how they shaped the final form of the canvas as it appears
in Appendix A. Second, it introduces other instruments that can be used in conjunction with the canvas
further down the line of Al development to build clearer documentation. Third, it discusses the limits of
the intended uses of the canvas. Finally, it discusses the deployment of technical tools to mainstream
ethics in Al product development.

5.1. Interview results to validate the canvas
As per Table 1 in Section 3, we interviewed twelve people who work at (or with) the PAT.

To begin with, through our qualitative investigation we observed that PAT functionaries hold no
expertise in terms of Al development. All software development work is delegated to third parties, chiefly
Trentino Digitale, a PAT-owned company from which we interviewed an Al engineer and an Al scientist
(P10 and P11). This is typical of many PAs and raised one main issue in terms of devising the canvas: for
ethical principles to be mainstreamed in Al use—other than being embedded by design in the technology,
which is only partially possible—the canvas had to address the problem of training and educating Al
users. This is addressed in the Section 4.3.

Most Al users we interviewed expressed appreciation for the canvas graphics, which help to make a
number of technical questions easier to address. In the words of an early interview participant (P3): “The
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canvas is very easy to the eye at first glance, but quite technical. However, its pleasant aesthetics helps to
‘digest’ its technical nature.” Nonetheless, many Al users struggled to familiarise themselves with
technical terms. Indeed, Al-related technical terms in Italian are either English words or anglicisms,
which makes them hard to grasp for lay users. Upon suggestion by interview participant P6, the Italian
version of the canvas contains an extra page featuring a glossary. Indeed, P6 pinpointed that in their
experience they had developed technical expertise in their domain, but no such expertise in Al and
therefore needed support. Most participants stressed the fact that technical Al knowledge is unavailable
inside the PAT as Al is merely introduced as an instrument developed outside the institution.

Furthermore, many Al users make a direct association between Al and chatbots in the interviews.
Others, while being aware of the distinction, mostly interact with Al in the form of GPTs in their everyday
jobs. For example, when inquired about Al usage, P8 said they use ChatGPT, but mostly for private rather
than professional purposes. This led us to make an explicit distinction in the canvas between chatbots and
other instruments. Section 4.2 requires the compilers to state which type of instrument they are seeking to
create, distinguishing chatbots from the other types of Al instruments.

Technologists (that is, Al scientists and Al engineers) contributed by making questions more
practice-oriented. For example, P2 contributed to the Section 4.5 by helping us to define the main
implementation requirements. This participant stressed the need for questions in this last section that
help developers to operationalise the principles and desiderata that emerge throughout the canvas.
Furthermore, P2 helped us to construct a linkage between the canvas and documentation instruments
such as Al Product Cards and Data Cards to be used further down the development pipeline (Celepija
et al., 2024).

Altogether, these interviews allowed us to elaborate a canvas that reflects the experiences and needs of
alocal PA. The interviews covered both the content and the graphics of the canvas to ensure usability by a
wide range of PA functionaries. Coherently with the literature on design thinking, in which canvas
literature is nested (Brown, 2008), this instrument stands out as a user-friendly support for Al technolo-
gists and lay users alike when it comes to implementing Al in PAs.

5.2. Other instruments to use in connection with the canvas

The AI Ethics Canvas presents a high-level instrument for collectively planning the development,
adoption, and deployment of Al instruments in PAs. It is not meant to provide detailed technical guidance
for software development, but rather to aid the mainstreaming of ethics in the development of Al. The
levels of ethical abstractions formulated in the canvas need to be translated into the Al instrument’s
technical functioning. To do so, one can adopt other support tools along with the canvas.

In recent years, various approaches to documentation practices have been developed. These methods
primarily aim to improve the transparency and quality of creating, implementing, and assessing reliable
Al systems. For example, in response to the increasing need for transparency and accountability in the
development of Al applications, the concept of the Model Card (Mitchell et al., 2019) was introduced as a
viable solution. Other notable examples include DataSheets for Datasets (Gebru et al., 2021) and Dataset
Nutrition Label (Hallinan et al., 2020).

Recent advancements in Al systems documentation include System Cards (See, for example: https://
ai.meta.com/research/publications/system-level-transparency-of-machine-learning/ [accessed 23 July
2025].) and AI Product Cards (Celepija et al., 2024), offering a holistic approach for developing and
operationalising an Al solution. In particular, Al Product Cards are designed to enhance the reuse and
adaptation of Al products within PA by utilising machine-readable specifications derived from model
and data cards. This framework integrates essential descriptive and formal specifications to coordinate
the execution of associated code references and other artefacts, enabling the seamless reuse of the
complete Al product.

From the perspective of the procurement of Al in the public sector, ethical frameworks and methodologies
have been developed to identify ethical risks and to prevent, assess, and mitigate their potential impact on
individuals’ lives (Kawakami et al., 2024) (This includes the HUDERIA method adopted by the Council of
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Europe: https://www.coe.int/en/web/artificial-intelligence/huderia-risk-and-impact-assessment-of-ai-sys
tems (accessed 23 July 2025).). The enforcement of the EU Al Act will establish a legal obligation for
public institutions and organisations to document their Al products and associated risk management
information (Golpayegani et al., 2024), which will be essential in proving compliance with the regulation.

On a different note, one can accompany the use of the canvas with these ethical evaluation instruments
to balance out potential biases and shortcomings embedded in each such instrument. For example, the
Assessment List for Trustworthy Artificial Intelligence elaborated by the EU High-level Expert Group on
Artificial Intelligence along with the EU ethics guidelines for trustworthy Al is a powerful tool to conduct
a self-assessment of the ethics and lawfulness of an Al instrument (High-Level Expert Group on Artificial
Intelligence, 2020).

The list of existing instruments to facilitate software documentation and development increases day by
day. Nonetheless, this subsection sought to provide a general overview of the existing tools to aid Al
development and deployment that can be used along with the canvas to achieve a deeper level of technical
detail.

5.3. Scope and limits. Or: What the canvas is not for

The canvas presented in Appendix A and discussed above in this section should not be construed as a
checklist waiving individual and institutional responsibility. It is rather an instrument that guides PA
functionaries and their providers (e.g., software developers from outsourced services) to mainstream
ethics in the functional requirements of an Al tool for public services.

While canvases offer a streamlined visual approach to co-design, they are not without drawbacks.
Chiefly, presenting too many fields at once can induce cognitive overload, reducing participants’ ability to
focus on key trade-offs (Osterwalder et al., 2010). Nonetheless, canvas use actually improves project
outcomes in governmental or complex technical settings. Likewise, efforts to co-create a “fit-for-purpose”
canvas for open data initiatives found initial versions promising but provisional, highlighting the need for
systematic outcome assessments in real-world use (Gouscos et al., 2022).

The canvas poses questions and seeks to trigger reasoning over legal and ethical grey areas where they
exist. Nonetheless, it is general, and specific ethical questions that arise in niche cases may have fallen out
of'its scope. In those cases, it is essential for the PA to address those aspects independently of whether they
are included in the canvas. Furthermore, the canvas refers to the types of algorithmic and data biases most
often addressed in literature. However, specific biases may arise in given fields: it is up to domain experts
to identify them. In other words, PA functionaries are expected to be experts in their own field capable of
recognising specific liabilities and elements of danger that apply to their own area of expertise, tackling
these issues alongside Al scientists and engineers to mainstream ethical requirements in the Al product.

Furthermore, it is up to each PA to define responsibilities within their own structures. Indeed, the
Section 4.3 asks “who takes responsibility in the following cases?,” thus pointing towards the need for
PAs to define responsible subjects within their hierarchy.

On a final note, it must be re-stressed that this canvas was devised for EU-based PAs only. While it can
be adaptable to use by private actors or non-EU PAs, the Al Ethics Canvas demonstrates strong potential
for EU-wide transferability through its alignment with harmonised regulations like the AI Act and General
Data Protection Regulation. These frameworks ensure baseline applicability across member states,
transcending local peculiarities. To enhance adaptability, an open-source licensing framework has been
adopted for future iterations of national/regional guidelines, allowing PAs to append jurisdiction-specific
prompts without altering core content.

5.4. Technical tools in connection with the canvas

5.4.1. Tools for data

The canvas developed in this study emphasises the need to address data biases as part of ethical Al
development for PAs. To support this goal, several tools have emerged that specifically tackle data bias
during the collection and preprocessing stages, aligning closely with the Section 4.1 of the canvas. Al
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Fairness 360 (AIF360) exemplifies a robust tool designed specifically to tackle data bias before training
(Trusted-Al, 2018). Through a suite of over seventy bias detection metrics and various preprocessing
algorithms, AIF360 enables users to assess fairness across different demographic groups by re-weighting
or transforming data to reduce bias, promoting a balanced representation in datasets. This tool is
particularly useful in fields such as healthcare and finance, where ethical considerations are critical.
Complementing AIF360, Fairlearn provides a preprocessing algorithm which effectively adjusts data
weights for sensitive attributes, promoting a more balanced dataset (Weerts et al., 2023). This adjustment
is crucial, as it helps mitigate the risk of propagating data bias through the machine learning pipeline.
Fairlearn’s data balancing techniques ensure that sensitive attributes do not overly influence predictions,
thereby promoting fairness during the training phase of AI models.

These tools exemplify actionable strategies for addressing data biases, providing practical avenues for
PAs to operationalise the ethical data principles embedded in the canvas.

5.4.2. Tools for algorithms

Following the emphasis on addressing data biases, the canvas also underscores the importance of tackling
biases embedded in algorithms. Section 4.2 of the canvas emphasises the need for fair and transparent
algorithmic design to ensure ethical Al outcomes in PAs. Several tools directly support these objectives by
focusing on algorithmic fairness during design, training, and post-training phases.

Randomized Threshold Optimizer (RTO) stands out as a post-processing tool that modifies the
decision thresholds of a trained model to achieve statistical parity, effectively mitigating biases present
after the model has been trained (Alabdulmohsin and Lucic, 2021). By introducing a degree of
randomness in decision-making near these thresholds, RTO can ensure that different demographic groups
are treated fairly in terms of output distribution without significantly compromising accuracy.

FAT (Fairness, Accountability and Transparency) Forensics directly integrates fairness, accountability,
and transparency into predictive systems. It enables practitioners to inspect predictions across population
subgroups, supporting the debugging and analysis of potential algorithmic biases (Sokol et al., 2020). The
canvas encourages the use of such transparency-driven tools to enhance accountability and build trust
among public sector stakeholders.

By leveraging these versatile tools, PAs can effectively address the challenges outlined in the canvas’s
“Algorithms” section, equipping them to design and implement Al systems that uphold fairness,
transparency, and accountability.

5.4.3. Tools for methods of analysis

Ensuring that AT models operate ethically and transparently requires rigorous methods of analysis, and
several tools support this critical stage by allowing practitioners to explore model behaviours in
hypothetical scenarios, visualise biases, and assess societal impacts. The What-If Tool (WIT) is a
powerful open-source tool that facilitates interactive model exploration by allowing users to adjust
feature values in individual data instances and observe the effects on model predictions (Wexler et al.,
2020). Through this probing, users can compare model behaviours across different demographics, thereby
identifying disparities and potential biases.

FAT Forensics, previously introduced for its bias detection capabilities, extends its functionality to
support comprehensive transparency evaluations during analysis. By integrating seamlessly, it allows
practitioners to rigorously scrutinise model predictions and detect algorithmic biases, making it an
indispensable tool for ensuring responsible deployment in public sector applications.

The Ethics & Algorithms Toolkit further addresses the socio-technical aspects of Al deployment
(Wong and Madaio, 2023). Designed specifically for public sector use, this toolkit includes guides and
worksheets to help practitioners navigate the ethical implications of algorithm management, fostering
transparency and accountability throughout the Al lifecycle.

Together, these tools align with the canvas’s emphasis on the Section 4.3, equipping PAs with practical
resources during the critical stages of Al model evaluation and deployment.
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6. Conclusions

This paper presented a canvas to aid the implementation of Al tools in PAs. The canvas available in
Appendix A is a finalised version that underwent further validation through a two-hour workshop, involving
participants from the project who ethically assessed three use cases against public values and EU regulatory
principles. Participants worked systematically through all five sections of the canvas, with more time
allocated to Data, Algorithms, and Methods of Analysis, using printed canvases and post-its to document
reflections, risks, and recommendations. Unlike pre-existing ethical frameworks, which mainly provide
high-level principles and checklists, the canvas offered a concrete, visual, and structured workflow that
operationalised those principles. The workshop discussions showed that the canvas supports compliance-
oriented reflection and fosters systematic evaluation of Al tools by prompting participants to identify biases,
data and model limitations, governance gaps, and mitigation strategies in a comparable way across cases.

These activities fit within a broader framework of further validation and maintenance of the canvas.
Indeed, the canvas will need to be adapted as legislation emerges.

Altogether, the canvas represents a useful working tool for PAs who plan to take their first steps into
developing and/or adopting Al in their everyday work. Furthermore, the canvas can provide guidance to
PAs in choosing external Al providers (e.g. companies) and could support the latter in approaching PAs to
co-develop Al instruments.

In conclusion, the canvas presented in this article represents a tool to support the digitalisation of the
public sector.

Data availability statement. The canvas is available here: https:/github.com/dclfbk/canvasaiethics/or https://doi.org/10.5281/
zenodo.21282489.

The analysed documents (ethical frameworks and legal texts) are listed in the methodological section (Section 3) and publicly
available here: https:/github.com/dclfbk/canvasaiethics/tree/main/docs/documents%20for%20analysis.

Interviews are confidential, thus pseudonyms are used and the transcripts are not shared. The interview questionnaire is,
however, available in Appendix B, while the Methods section illustrates the participants’ profiles.
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Appendix A. Al Ethics Canvas

Updated versions in Italian and English are here: https:/github.com/dclfbk/canvasaiethics (12 November 2025). This repo contains
the Al Ethics Canvas presented in this article, as well as a fork oriented towards companies.
The Al Ethics Canvas is licensed under CC BY-SA 4.0.
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Figure Al. Canvas index.
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How to fill in the canvas

Compile the canvas for each Al instrument at the start of its development phase

Legend CANVAS SECTIONS
m ] : researches and develops Al systems (can be a third party)  Data
(o] : trains, deploys and maintains Al systems To optimise data, reduce their bias, and protect
A : uses Al systems in their everyday job (e.g., a functionary). privacy.
How to read the canvas Algorithms
1.Questions are in boxes of different colours. These match To define rules to optimise decision automation while
the colours in the legend to indicate which profile should reducing biases.
address which questions.
2.Each colour is accompanied by a geometric shape. If the Methods of analysis
canvas user is colour-blind, they can refer to shapes To critically interpret algorithmic outcomes and
rather than colours. decide whether and how to apply them

3.Mixed-colour boxes (with no geometric shape) indicate

questions that should be addressed by all three profiles Socio-cultural elements

To ensure that data treatment objectives and scope

together. have been communicated correctly to the target
Usage note audience.
Appoint a moderator when you start your working on the canvas. . )
When you cannot answer a question, do bring another Functional requlrement's .
professional profile into the discussion. To define the Al system’s characteristics.
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Figure A2. Canvas instructions.
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ACTORS INVOLVED INDATA A Can there be biases in the DID YOU ADOPT ANONYHISATION OR Data protection Data and process monitoring
COLLECTION PSEUDONYHISATION TECHNIOUES
collected data? BEFORE DATA USE? (data stewardship)
Anonymisation
Which datais
collected?
Ethnicity Obfuscation s
[yes] [no]
Who are the
data subjects?
e e custsaton P
[yes) [no]
all(within the
Who collects. Other limits of law)?
the data? -
class
[yes]ina] Ave there other datasels theuse MO i€ data access protected? Is data well
Do documented?
of which can yield unwanted it ;
overiap in data - consequences (e.g. re- [yes] [no] vocabularies..)
s
collection? Other: identification)?
[yes][no] ";‘E:T’ Data When s the
segregation data updated?
Whatis the purpose of A Tleasure dataset biases [yes][no]
Which did you take?
the datacolection? T — precautions did you
Do consider potential reuse situations collection process Is there an
luhmummmmm)A Hultifactor encrypted
authentication backup?
[yes] [no]
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Figure A3. Canvas section: Data.
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Canvas: Al for PAs =
® Algorithms
What s the Al instrument's main function? [ ] Prediction [ ] Recommendation [ ] Ex ante impact analysis Define the Al instrument type
(Cross one or more options) [ 1Ex post impact analysis [ ]Other [ 1Chatbot [ ] Predictive tool [ ] Other_____
Is the algorithm'’s final output original

by human experts? A

If reusing an algorithm, ensure the
reuse and the first implementation
contexts are equivalent

Figure A4. Canvas section: Algorithms.
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e Which training activities should be implemented to facilitate bias WHO IN THE
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THE ALGORITHHIC OUTPUT? e cAstir
Indicate which actors are responsible in case of
violation in the following fields
212 Do Al users use the instrument within their their everyday job or are they
Understanding the m . »qnl@m,hﬂumtollmwm ; -
logical functioning of doprovida the (This can affect the time available to learn how to use the instrument)
the algorithm user with
expsisnabity
tools
Privacy
Evaluating potential Copyright
consequences. protection
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Provide tools.
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Figure AS. Canvas section: Methods of analysis.
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©  Socio-cultural elements

This section is to plan a clear communication strategy towards the citizens on Al and data usage by the PA

ARE THERE THIRD-PARTY DATA THE USE OF WHICH CAN YIELD UNETHICAL CONSEQUENCES (E.G., RE-IDENTIFICATION)? PPROVIDE THE DATA SUBJECT WITH A DATA TREATHENT
STATEHENT.
ARE THE FOLLOWING ASPECTS INCLUDED? A

[1No
WHICH PRECAUTIONS ARE YOU TAKING? oy
categories of

collected?

For which
purpose is the
data collected?

CAN THE COLLECTED DATA BE RELEASED AS
WHEN COLLECTING DATA ONE NEEDS TO ELABORATE
A Whatis the
legal basis?

OPEN DATA IN AGGREGATED FORH?

1. An information sheet with all GDPR-related info
Which methods

2. A plain-language communication understandable to all to favour were employed
a full understanding of the data treatement by the data subjects indata
collection?
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Figure A6. Canvas section: Socio-cultural elements.
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®  Functional requirement

Based on your previous answers, please list the technical characteristics that the elaborated Al tool must have

Implementing technical principles Implementing social and cultural principles Which of the following principles are to be prioritised by
A design? (Rank them)
n:na com;.lenene;s1 and e a
ormat compalivilty o rivacy
notifications
Provide explainability Coherence Equal distribution
instruments between of economic
instrument use and benefits
its initial purpose
Legal obligations (notification)
notifications
Ethnic and gender
equality
Notification on Al-driven data Privacy risks
modifications notifications
Other (e.g,
environmental
Otber Other sustainabilty)
Consider adopting the to provide the users with further technical detail: Data cards, Model cards, Al Product cards. [
Use Al Product cards to the technical istics of the Al tool drafted in the canvas.

Use the Assessment List for Trustworthy Artificial Intelligence (ALTAI) to re-evaluate your instrument’s coherence with EU norms.
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Figure A7. Canvas section.: Functional requirements.

Appendix B. Interview Questionnaire

(Original questions were in Italian, as the PA functionaries interviewed were based in the Autonomous Province of Trento)

1. How do you use Al in your everyday work? (if used)

2. How do you think you will use Al in the future, in light of the PAT’s ongoing Al-oriented projects?
3. About the canvas:

a. Which parts are less clear?
i. How do you suggest modifying them?
b. Which aspects are inapplicable to your everyday work, if any?
i. How do you suggest modifying them?
c. Are there aspects you think were not sufficiently addressed in the canvas?

Cite this article: Nanni R, Bizzaro PG, Celepija A, Usmani M and Napolitano M (2026). Al Ethics Canvas: A graphical tool to
design and deploy ethical artificial intelligence for public administrations. Data & Policy, 8: €40. doi:10.1017/dap.2026.10088
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