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Abstract

Natural language generation is now moving away from research prototypes into more practical

applications. Generation functionality is also being asked to play a more significant role in

established applications such as machine translation. In both cases, multilingual generation

techniques have much to offer. However, the take-up of multilingual generation is being

restricted by a critical lack both of large-scale linguistic resources suited to the generation

task and of appropriate development environments. This paper describes kpml, a multilingual

development environment that offers one possible solution to these problems. kpml aims to

provide generation projects with standardized, broad-coverage, reusable resources and a

basic engine for using such resources for generation. A variety of focused debugging aids

ensure efficient maintenance, while supporting multilingual work such as contrastive language

development and automatic merging of independently developed resources. kpml is based on

a new, generic approach to multilinguality in resource description that extends significantly

beyond previous approaches. The system has already been used in a number of large

generation projects and is freely available to the generation community.

1 Introduction

It is increasingly regarded as a requirement for Natural Language Processing (NLP)

systems that they support applications involving more than one natural language.

Multilingual solutions are desired for increasingly multicultural social and economic

worlds. Among these applications, the need for information presentation in diverse

languages is rapidly multiplying, supported by international legislation (such as that

of the European Union) and multi-national companies with broad international

customer bases. Whereas translation has been one traditional means of producing

information in diverse target languages, recent changes in work practices have

started focusing on parallel multilingual document production. Instead of writing a

source text and employing translators or translation systems to produce multilingual

variants, more satisfactory results can often be obtained by technical writers who
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16 J. A. Bateman

are competent both in the domain area of a document and in the required target

languages (cf. Hartley and Paris, 1997b).

With this change in emphasis, techniques from Multilingual natural Language

Generation (MLG) become crucially relevant. MLG is a further specialization of

natural language generation (cf. Reiter et al., 1995; Bateman (to appear)) focusing

on the particular problems of producing texts automatically by machine in various

natural languages. The relative merits of (machine) translation and MLG have been

discussed by Kittredge et al. (1988), Rösner (1992), Kittredge (1992; 1995) and

Hartley and Paris (1997a), among others. MLG has been employed with particular

success in the bilingual weather report generation system fog (Bourbeau et al.,

1990), and there is now a wide range of attempted or proposed further application

areas; these include multilingual ‘information brokers’ (e.g. Glass et al., 1994; Alexa

et al., 1996; and Schütz, 1996), the generation of letters replying to customers’ mail

(Coch et al., 1995), of medical expressions (as in the EU LRE Project anthem),

of technical instructions (UK EPSRC Project J19221, Drafter: Paris and Vander

Linden, 1996), of manuals (techdoc: Rösner and Stede, 1994), instructions for filing

administrative forms (European Union LRE Project 62-009, gist: Not and Stock,

1994) and of software messages (Spyropoulos and Karkaletsis, 1996), as well as

Europe’s own planned multilingual weather report system Multimeteo (EU LRE

1612). Generation is also beginning to play a more important role in proposals for

Machine Translation architectures. The influential ‘Shake and Bake’ approach of

Whitelock (1992), the minimal transfer approach of Copestake et al. (1995) adopted

for Verbmobil (Kay et al., 1994), and situation-theory influenced accounts such as

that of Hobbs and Kameyama (1990) all place high reliance on their generation

components, although the generation components actually employed in MT remain

relatively restricted (i.e. compared to generation found in both monolingual and

multilingual natural language generation systems).

Despite both the clear role for MLG that these developments indicate, and the

need for accompanying engineering-scale work that would enable generation to

play this role to greatest effect, current MLG efforts are compromised by a lack

both of suitable linguistic resources and of development platforms for creating

and maintaining those resources. As argued in Bateman (1997a), analysis-oriented

resources and their development environments do not provide support for the kind

of resources that are most appropriate to natural language generation – multilingual

or monolingual. As an attempt to improve on this situation, we introduce here the

kpml multilingual development environment. kpml offers generation projects:

• a growing set of standardized linguistic resources appropriate for real genera-

tion,
• a basic tactical generation engine for using such resources,
• a variety of highly focused debugging aids supporting efficient maintenance

and development of further such linguistic resources,
• a palette of customization tools, and
• specialized techniques supporting typical multilingual work such as contrastive

language development and automatic merging of independently developed

resources for distinct languages.
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Experience with kpml has already required us to reverse some commonly received

views on constructing multilingual generation systems. It has shown that the develop-

ment of separate tactical generators for distinct languages involves costly overheads

that are often unnecessary, that the development of separate linguistic resources

for distinct languages is usually an inefficient strategy for achieving generation in

those languages, and that the development of small, particular application-restricted

subgrammars is potentially a wasteful methodology. These strategies have until now

largely determined how work in multilingual generation projects has proceeded.

kpml also provides a broader basis for multilingual representation than that found

in other systems. The linguistic descriptions maintained by kpml are inherently

multilingual in that they allow free sharing of similar (or congruent) descriptions

across languages wherever this is empirically motivated or practically useful, but

without needing to postulate any ‘more general’, common representation. Such

resources can in turn support a variety of uses: ranging from strict monolingual

generation (possibly, but not necessarily, starting from a shared interlingual semantic

representation) to contrastive generation where the differences between language

descriptions are explicitly utilized in the generation process. kpml remains neutral

on the kinds and degree of multilinguality that are employed in any particular

application of the general multilingual resources that it provides.

The kpml development environment is fully documented in Bateman (1997b); in

this paper, therefore, our aims are the following:

• to provide an explanatory overview of the system, describing its basic aims and

functionalities, and its approach to linguistic representation, multilinguality,

and resource development,

• to present a detailed example of the kind of resource development that the

system supports, and

• to discuss some early results of using the system and the issues raised.

2 KPML development environment: overview

In this section, we provide a basic overview of the kpml system. We first sketch the

aims and functionality of the system as a whole, and introduce the particular form

of linguistic resources supported. We then build on this to discuss the definition

and role of ‘multilinguality’ within a system such as kpml. Since the theoretical

motivations and consequences for linguistic description of this approach are set

out at length in Bateman et al. (1997), we restrict the present introduction to just

that necessary for the discussion and the presentation of early results in Section 4.

Following the account of multilinguality, we summarize more fully the classes of

linguistic objects supported by kpml and then set out one supported methodology

for efficiently constructing linguistic resources for generation.

2.1 Aims and functionality of the system

kpml builds on the experiences gained with several approaches to producing gram-

mar development environments for systemic functional resources and for natural
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language generation, as well as on a series of trials in which the system was used

for building linguistic resources for independent projects. The result is a convenient

platform for the construction and maintenance of multilingual linguistic resources

where interaction with the system is predominantly by combined mouse-click and

graphical/textual information presentation. User commands are offered for loading

definitions of (multilingual and monolingual) linguistic resources, displaying these

resources in a variety of ways useful for development and maintenance, performing

static integrity checks of the resources loaded, and using the resources for generation.

Support is thus provided over the entire life-cycle of linguistic resources.

The report of the Expert Advisory Group for Language Engineering Standards

(EAGLES) on development environments for linguistic resources lists several de-

sirable aspects for development platforms (EAGLES, 1996, p. p117). These include

selective viewers for parts of larger structures, automatic testing of grammars against

test suites, versioning and multilinguality. kpml provides all of these functionalities

from the generation perspective. In addition, particular points of emphasis of the

system include:

• an integrated view of examples, generation and linguistic resources: resource

maintenance is supported by extensive test suites which are interlinked with

the resource definitions providing example-based on-line ‘documentation’;

• the possibility of combining graphical views of the linguistic resources with

particular details of the generation process: generation debugging is graphically

driven;

• a very high degree of modularity in the linguistic resource definitions;

• very extensive graphical and textual inspection of all aspects of the linguistic

resources and their use;

• automatic resource management, including patch facilities for extending lin-

guistic resources;

• provision of ‘fast generation’ modes;

• provision of structured and annotated ‘string’ generation to support hyperlinks

and other application specific mouse-driven functionalities;

• provision of hybrid template and full generation;

• multilinguality throughout.

Large-scale sets of linguistic resources (grammars, lexicons, semantics-grammar

mappings, punctuation rules) for different languages may be built up either from

scratch or by automatic inheritance from other language resource sets; these may

then be modified and extended as required. The kpml generation engine can be

used as a black-box tactical generator accepting input specifications and producing

marked-up strings; this core generator can also run as an independent ‘generation

server’ process accepting semantic input from clients.

The intended users of kpml are linguistic resource developers and generation

projects where practical generation is an issue. Considerable efforts have been made

to make kpml appropriate for the needs of practical generation, with transparent

user access not only to the linguistic resources maintained and developed, but also

to ‘fringe’ activities such as defining punctuation rules and final string ‘clean-ups’ as
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necessary for the spelling or graphological traditions of particular languages. Work

in progress is also investigating the role of kpml as a teaching aid for both natural

language generation and functional grammar descriptions.

2.2 Form of linguistic resources

The particular model of linguistic resources adopted by kpml is that of the Penman

system (Mann, 1983; Mann and Matthiessen, 1985). This model has exerted a signif-

icant influence on generation generally and has been shown appropriate for a wide

variety of text generation tasks; it is probably described in most detail in Matthiessen

and Bateman (1991). The very large resources for English generation developed

within the Penman project throughout the eighties provided extensive experience

in issues of re-use, distributed development, and dealing with large-scale linguistic

resources for generation. The formal power of the mechanisms provided are very lim-

ited and thus lend themselves well to a combination of linguistic coverage and prac-

tical utility. All of these experiences have now fed directly into the design of kpml.

Applications typically interact with resources created by kpml by providing se-

mantic input specifications for the sentences (or other syntactic units) that they wish

to have generated. Applications may either construct such specifications directly

or allow a text planner to mediate. Input specifications are usually couched in the

‘Sentence Plan Language’ (SPL) (Kasper, 1989) developed for Penman, examples of

which appear below. One of the principle aims of SPL relevant for practical gen-

eration is that it attempts to reduce the work involved in linking application con-

cepts with a generation component as far as possible. The more straightforward

approaches of, for example, Elhadad and Robin’s (1996) surge component for

English generation, Meteer’s (1992) use of the mumble component, or the German

Verbmobil project (Quantz et al., 1994) place far more onus on the application to di-

rectly specify how particular domain concepts are to be expressed. This brings short-

term flexibility but is less supportive of the re-use of semantics-grammar mappings.

To improve on this, SPL specifications make use of a hierarchy of semantic

types, called an Upper Model. These types are motivated by their ability to control

or constrain broad selections of grammatical features. Using a particular semantic

type then allows input specifications to be formulated without resorting to low-level

syntactic information. An application interfaces with the generation component by

linking its domain terms to Upper Model concepts. Although this can be done in

a number of ways, the simplest method is by enforcing direct subsumption. This

sacrifices some flexibility in the generation possibilities, but is often sufficient because

the mapping between Upper Model types and their grammatical realization is itself

quite flexible, remaining uncommitted both to the syntactic category and to the

particular syntactic pattern (thematic, transitivity, etc.) generated.1 Upper Model

1 There is sometimes a confusion between the terms of the Upper Model and some similarly
named grammatical functions in standard systemic grammars (e.g. Actor, Goal, etc.): the
latter are clearly much more constrained in their grammatical realization and are not
suitable for interfacing with domain knowledge.
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Fig. 1. SPL specification for the sentence “A dog is in the park”.

types provide a convenient, often language-invariant, anchoring point for semantic

specifications such as SPL and allow the grammar developer to concentrate more on

grammatical issues; the motivation and use of an Upper Model in NLP is addressed

at length in Bateman (1992b).

SPL specifications show similarities to Quasi-Logical Form (Alshawi et al., 1991)

in terms of their degree of semantic abstraction and to minimal recursion semantics

(Copestake et al., 1995) in terms of their decommitment from details of syntactic

structure. However, as typical in natural language generation, SPL specifications

contain more explicit ‘semantic’ information concerning desired communicative ef-

fects and textual context. A simple example of an SPL specification is given in

Figure 1. Variables (l0, a0, etc.) are given semantic types (spatial-locating,

assertion, object) and a set of properties and values (e.g. :theme d0). It is possi-

ble to move information back-and-forth between explicit representation in the SPL

(e.g. :identifiability-q identifiable) and information inferred from domain

or discourse model. Examples tend to contain complete specifications so that they

are independent of external processing modules. The example in the figure therefore

also selects some particular lexical items (by means of the :lex property). The

specification freely mixes propositional content, interpersonal/interaction-relevant

information (such as the type of speech act, the polarity, the time of speaking), and

textual, discourse development information (such as information statuses, e.g. theme

and identifiability).

Grammars in kpml are given as system networks built up, as in Penman, from

disjunctions over communicative options (called grammatical systems) as defined in

systemic-functional linguistics (sfl, e.g. Halliday, 1966, 1978). Since this kind of

organization is actually an explicit representation of the alternatives for expression

that are available, the generation process itself can remain very simple. For exam-

ple, kpml’s own generation engine uses the system network in order to construct

‘augmented’ surface strings (described below) by traversing the network repeatedly

left-to-right, once for each grammatical constituent to be generated. In each gram-

matical system, one and only one grammatical feature (one of the system’s disjuncts)

is selected. Each such feature may bring a set of syntactic constraints to bear on the

overall syntactic structure being generated. Allowable constraints include statements

of linear precedence, immediate dominance, unification of functional constituents,

https://doi.org/10.1017/S1351324997001514 Published online by Cambridge University Press

https://doi.org/10.1017/S1351324997001514


Multilingual generation with KPML 21

Fig. 2. Penman-style architecture for lexicogrammar, semantics, and their interrelationships.

and further type constraints to hold for subconstituents; an overview of the realiza-

tion statements and of their place in a systemic description is given in Matthiessen

and Bateman (1991, pp. 95-97). Generation is complete when sufficiently fine struc-

tures have been constructed to allow the insertion of lexical items (which may have

been chosen at any time during the generation process).

The selection of a grammatical feature in a grammatical system is determined

by a chooser for that system. The chooser makes its selection by traversing a

decision tree of semantic inquiries. These semantic inquiries either ask questions

of the SPL input (via, for example, Lisp functions making use of a small set

of knowledge-representation independent interface functions) or obtain pointers
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to subcomponents of that semantic input (for subsequent questions); there is no

backtracking. Using McDonald’s (1983) distinction, the architecture is therefore one

of grammar-driven control; it is the grammar and its traversal that organizes all

aspects of the generation process, inspection of the semantic input, construction of

structure, etc. The use and interrelationships of these objects during generation is

depicted graphically in Figure 2; a brief overview of this kind of generation is given

in Bateman (1992a).

Although appearing relatively complex in terms of the distinct types of entities

assumed, linguistic descriptions following the Penman-style architecture are in fact so

constrained in terms of the interrelationships that are possible that they offer a useful

and accessible decomposition of the information necessary for tactical generation.

When resources grow to a realistic size (for example, the English and German

grammars available each consists of approximately 700 grammatical systems – see

Table 1), the main problem in their use is allowing a developer to secure ready access

to the components involved during generation. We consider the kpml development

environment to have effectively solved this problem by means of selective, dynamic

viewing of the linguistic resources linked to their concrete use during any particular

cycle of generation; this is illustrated extensively below. Furthermore, as described in

the following section, the approach to multilinguality and multilingual descriptions

that the general architecture allows is proving itself to be particularly powerful.

2.3 Systemic-functional multilinguality

The concept of multilinguality to which we make appeal throughout this paper

is primarily directed at the linguistic resources that are developed rather than to

particular applications. There are various positions that can be taken on the role and

nature of multilinguality in an application, ranging from duplication of information

in various languages (as supported by some web browsers for example), through

on-the-fly ‘translation’ of various degrees of complexity, to strict localization of

language-dependent information in readily exchangeable modules. Our discussion is

deliberately restricted to a consideration of the representation of linguistic resources

for generation. Focusing on generation avoids, as Kay (1996) notes in his overview

of ‘multilinguality’, the very difficult and unsolved translation problem of requiring

an interpretation of a text before an equivalent in some different language can be

guaranteed. In general, this interpretation is given as the input to the generation

process.

We are also not concerned here with any particular position on multilinguality

taken within any specific MLG system. The kpml approach to representing mul-

tilingual linguistic resources aims to support as wide a range of such positions as

possible, starting from a theoretically very broad notion of multilinguality per se.

Thus, it is of little import whether multilinguality in the final generation component

is achieved by employing fully independent sentence generation modules that use

distinct grammatical resources to create distinct sentences from a shared semantic

representation (a semantic interlingual approach to generation) or, alternatively, by

maintaining distinct text planning and sentence generation components so that the
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sentences of the texts generated in distinct languages might not even share their se-

mantic specifications. The effectiveness and relevance of the tools and methodologies

supported by kpml remains unaffected.

There are, however, several customization steps that may need to be carried

out when moving from a general linguistic resource to final target application and

these can naturally influence the resources delivered. For example, if it is decided (on

engineering grounds) that it will be required that ‘translationally equivalent’ sentences

are to be generated in distinct languages from a single semantic specification, then

the mapping from semantic specification to string may need to be complicated

in order to obtain acceptable results. This is because it is not in general true

that a single semantic specification will naturally result in appropriate translation

equivalents (cf., for example, Kay (1996) and Teich et al. (1996)). Forcing this to be

the case means that the mapping from semantics to string must provide particular

application-tuned linguistic realizations that may not be motivated in the general

case. Practically, in terms of the kpml architecture for generation, this moves some

of the work of producing SPL specifications away from the application (or text

planner) and into the mapping from SPL specifications to strings. And, although the

appropriateness of adopting application-specific mappings depends entirely on the

flexibility of generation required in the target application, the detailed support that

kpml provides for developing semantics-grammar mappings in general (essentially

captured by the chooser and inquiry interface) can in any case be used to good

effect.

The resources targetted by kpml are generally intended to be as use-neutral as pos-

sible (apart from their orientation to generation) and so do not make the assumption

that translation equivalence is expressable at the level of shallow, linguistic-oriented

semantics expressed by SPL specifications. The inappropriateness of such an as-

sumption for the general case is also argued by results obtained in MLG projects

such as gist and techdoc. The ‘equivalence level’ adopted in both these projects lies

prior to the generation of semantic specifications, which can then diverge for differ-

ent languages. We will see the use of this in example sets below where multilingual

conditionalization is also used at the level of semantic specifications. The general

model is therefore that the resources developed serve as starting points for further

application-specific customization of various kinds. Extensive and appropriate mul-

tilinguality is aimed for in these resources so as to rapidly provide substantial bases

for varied applications in the natural languages required.

The idea of constructing such multilingual linguistic resources – generation gram-

mars included – is certainly intuitively appealing for a number of reasons. Most

straightforwardly, if resources for several languages can be combined so that com-

monalities are shared rather than re-represented then the description as a whole

may become more economical regardless of subsequent use. This should then also

reduce development times since results for one language can be ‘inherited’ by de-

scriptions of other languages when there is overlap. Such resources might then be

expected to support contrastive linguistic studies more effectively. To these benefits,

Cahill and Gazdar (1995) also add the possibility of increased robustness in NLP

systems since when information is missing for one language (such as a lexeme, or a
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morphological pattern for a lexeme), it may be possible to deduce sufficient informa-

tion via known commonalities with other languages; this approach was previously

investigated within an MT system by Hajičová and Kirschner (1987).

There are also, however, a number of reasons to doubt the practical efficacy

of such multilingual resources – the most direct being the actual degree to which

languages allow common representations. If language descriptions quickly diverge

so that a theoretically multilingual representation in fact becomes by and large

non-multilingual then not much has been gained. There is also a justifiable concern

that attempting multilingual descriptions may skew individual language descriptions

inappropriately, i.e. that ‘inheriting’ a description from one language to another

may in fact produce an unnatural description. Moreover, even if appropriate, a

common language description may involve overheads for resource management and

development since it must be ensured that a possible change for one language does

not percolate to affect other language descriptions adversely.

As experiences with multilingual systems grow, it appears that the first of these

doubts can now be discounted. Languages often do allow sufficient commonalities in

their grammatical descriptions to bring significant economies. This has been shown

in, for example, Alshawi et al. (1992) and Rayner et al. (1996) extensions of the Core

Language Engine to obtain Swedish, French and Spanish from English, in the NEC

Pivot MT system to obtain Korean from Japanese (Lee et al., 1991) and French

and Spanish from English (Okumura et al., 1991), in techdoc (Rösner and Stede,

1994) to obtain German from English, in Jacob and Maier’s (1988) adaption of the

English generator mumble to German, and several others. Significant reductions in

development time are reported – a result also supported by our own experiences

with kpml described below.

One remaining problem with these previous approaches, however, is their response

to the second area of doubt. The typical development cycle is that resources are

taken from one language to provide a starting point for description: this starting

point is then adapted independently of its origins to produce a distinct monolingual

description for a target language. Such ‘code scavenging’ approaches solve the prob-

lem of possibly deleterious interactions across language descriptions at the cost of

restricting multilinguality to the initial stage of resource development. Since there is

no theoretical relationship between derived grammars, subsequent development and

extension proceed as for monolingual grammars and no economy of representa-

tion is achieved. This problem has recently been recognized and partially addressed

by Rayner et al. (1997), who describe a technique for preserving contact between

derived representations for distinct languages. This technique relies, however, on

the languages handled being ‘closely related’ since the derived representations are

related back to a generalizing common description.

A less ephemeral and restricted multilinguality can be achieved by simultane-

ously satisfying the competing goals of integrity and integration of linguistic re-

sources (Matthiessen et al., 1991; Bateman et al., 1997):

• Integration of different languages is required so that commonality is separated

from particularity and re-used; in other words, the resources should maximize
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the factoring out of generalizations across the languages of the system and the

particulars of individual languages in the linguistic resources.

• Integrity of each individual language is required so that it can be used,

maintained and developed separately; that is, resources should support views

both from the standpoint of their multilinguality and from the standpoint of

the individual languages.

Providing for both of these properties simultaneously has determined the approach to

multilinguality implemented in kpml. Linguistic descriptions are made multilingual

by allowing language conditionalization for all the types of linguistic ‘objects’ used

in the Penman-style architecture and illustrated in Figure 2. Language-particular

linguistic specifications are achieved by defining ‘partitions’ in the resources that

hold for a subset of the languages covered. A partition is a conditionalization of the

information maintained according to one or more languages; the information that

is valid only for a particular language is the collection of specifications given within

all the partitions that mention that language.

Multilingual conditionalization holds not only for grammatical systems and re-

alization statements, but also for the mapping from semantics to grammar defined

by choosers and inquiries and for semantic specifications. All of this information is

subject to the principles of multilingual representation set out at length in Bateman

et al. (1997) – that is, there is no theory-enforced commonality at any level where

conditionalization is not possible or is assumed to be unnecessary; this is crucial

for allowing kpml to support both ‘interlingual’ approaches to MLG and more

sophisticated models involving semantic variation.

This kind of multilingual organization brings significant gains for grammars

organized for generation. Since the grammatical organization adopts the dependency

relationships between paradigmatic alternations as backbone (yielding the system

network), it is usually influenced strongly by the semantic distinctions that the

grammar is capable of realizing. This means that the system network organization

can often be held common across languages even when the grammatical distinctions

present are expressed structurally cross-linguistically in quite different ways. A simple

example is shown in Figure 3; this shows a fragment of the system network for the

multilingual English, Chinese and Japanese clause grammar discussed in Bateman et

al. (1991). It contains both common grammatical systems and grammatical system

partitions valid only for English, Chinese and/or Japanese.

Even in this simple example there are clear commonalities – or, better, ‘congru-

ences’ – among the three languages even though they belong to three structural-

typologically distinct language groups. This is shown in Figure 3 by the fact that the

grammatical systems of Chinese, English, Japanese (and many other languages) all

share the options ‘declarative’ and ‘interrogative’; this information can therefore be

factored out as common. These options can nevertheless be realized (i.e. expressed

structurally) in very different ways in these languages because the realization state-

ments capturing the differences are theoretically separate and can therefore also

be factored out as being particular to each language. This preserves the system

network organization as congruent and shared, thereby simplifying both the task
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Fig. 3. Multilingual system network with conditionalized partitions.

of maintaining a working mapping from semantics to strings and that of keeping

parallel grammars ‘in step’ as descriptions change. The factorization of realization

statements is illustrated further in Figure 4, which shows the structural (syntagmatic)

consequences of two paradigmatic features (‘declarative’ and ‘polarity’) drawn from

the multilingual system network of Figure 3.

Note that it is important that the ‘meta-information’ concerning the languages

for which the language partitions are valid, although an intrinsic aspect of the

representation, is maintained separately to the details of the linguistic description

itself. Multilingual representations such as the rules of, for example, Dik (1992) or

Cahill and Gazdar (1995) invoke additional parameters or rule-naming conventions

for the languages for which a rule is applicable. This complicates the process of

adopting more or less contrastive views of the linguistic resources and hinders

integration. It can even, as in some cases in Dik’s (1992) representation, encourage

unfortunate compromises in the integrity of individual language descriptions (cf.

Bateman 1995 and Section 4).2

It should now be straightforward to see how the demand for integrity is met

in the kpml architecture. The overall multilingual resources provide a source from

which language-specific views can be built. The monolingual view contains any

common, language-neutral resources and those parts of the resources that are within

partitions specific to the language in question: it can simply be ‘lifted out’ from the

multilingual resources. At the same time, however, there is a multilingual view where

2 In fact, the kpml approach to multilinguality is more reminiscent of the strict separation
allowed by the ‘tlink’ mechanism of the EU Acquilex project (cf. Copestake,1994). This
relationship is followed up in more detail in Bateman et al. (1997).
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Fig. 4. Intra-stratal multilinguality: common paradigm, different syntagms (taken from

Bateman et al., 1997).

congruence across (some set of) languages is represented simply by congruence in

the specifications, without the need for special mappings. Resource integration is

therefore also a natural property. As a consequence, the approach can support the

full spectrum of multilingual methodologies: ranging from independent development

for individual languages through to ‘transfer comparison’ (cf. Teich, 1995), where one

language is taken as the starting point for the description of another. Contrastive

linguistic work is encouraged and this supports convergence and re-use of resources.

kpml therefore improves on the code scavenging methodology introduced above

in three ways: first, by providing detailed software support for such development;

second, by maintaining the relatedness of source and target so that integration is

preserved; and third, by extending the languages among which similarities may be

recognized beyond those related by structural typology.

2.4 Extensions to the input specifications

kpml provides a number of extensions to the SPL input specification as inherited

from the Penman system. These improve the utility of the specifications both for

multilingual work and for practical generation.

The first extension follows straightforwardly from the multilingual conditional-

ization provided, i.e. it is possible to provide input specifications that are partially

conditionalized according to language. This means that it is possible to maintain

contrastive example sets where ‘translational’ equivalents are maintained as single ex-
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Fig. 5. Example of language conditionalized SPL-semantic specification.

amples even though the semantic specifications required for them are non-identical.

This covers standard examples from the Machine Translation literature where com-

plex or semantic transfer might be required. An example is the contrast exhibited in

a translation pair such as:

Japanese: jishin-de tatemono-ga kowareta

earthquake building collapse

Cause Actor/Medium Process: past

English: The earthquake destroyed the buildings

Actor Process: past Goal/Medium

Whereas it would be possible to use the kpml tools to construct linguistic resources

for English and Japanese where these contrasting sentences would be generated

from a common semantic representation (as might be done in interlingual MT), we

are not required to do so. In fact, these two sentences are most naturally generated

using different SPL specifications – Nagao et al. (1988) suggest that this type of

systematic contrast can be explained by postulating a process (“BE”) orientation

for Japanese as opposed to an action (“DO”) orientation for English and thus

represents a genuine ‘semanticization’ difference between the two languages. Kpml

therefore provides the further option of preserving the ‘shallowness’ of the semantic

specifications employed, thereby maintaining simpler semantics-grammar mappings.

This then relies on a prior process of text planning (presumably involving some

notion of perspectivization) to select the semantics appropriately.

While developing corresponding grammatical resources, then, both of these ex-

ample sentences could be generated from a conditionalized SPL specification of

the form given in Figure 5. In this figure, language conditionalization is indicated

by a language specifier (e.g. :japanese) which applies to all items following that

are linked by an ‘&’; unconditionalized elements apply to all languages considered.

The specification of the figure therefore states that whereas for English we are

concerned with a semantic type directed-action which is a configuration consist-

ing of an :actor and an :actee, for Japanese we are instead concerned with a

nondirected-action which is a configuration of an :actor and a :cause.3 There

3 For ease of exposition, we have again specified lexical items in Figure 5 directly and
have used the ‘SPL macro’ :tense. Details (particularly information statuses for selecting
determiners and particles) have also been ommitted. See Teich et al. (1996) for further
examples of conditionalized SPL specifications.
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are, of course, various other ways of conditionalizing the information presented,

and questions concerning both more systematic cross-language and intra-language

relations (e.g. is ‘destroy’ simply a further directed-action way of expressing ‘col-

lapse’: “make to collapse”?) are immediately raised. Whatever particular treatments

are selected, however, kpml provides general means for ensuring that the intended

grammatical realizations follow from the desired semantic specifications while in-

vestigating the treatments possible.

The second extension allows for the straightforward generation of sentences

involving hyperlinks for use in constructing hypertexts. This is supported by a

simple addition to the SPL notation. Any semantic element in the input specification

may receive the additional keyword :annotate. The value of this keyword is then

associated with the surface constituent that realizes the semantic element annotated.

With kpml, the actual result of generation is a lean-structured string that preserves

the syntactic structure to a greater or lesser extent as determined by the user. The

annotation is passed on unchanged to this lean structure. One simple use, therefore,

is to provide www urls as annotations and to pass the generated structure through

a postprocessor that wraps appropriate HTML around the annotated constituents.

Similar postprocessing is used for preparing the mouse-sensitive string presentations

used in the kpml interface itself; these can be straightforwardly adapted for more

application-based presentations and incorporation in graphical user interfaces.

The final extension provides for mixed full and template based generation. Al-

though generating texts using templates is most usually considered as a practical

shortcut rather than as text generation proper, this view is incorrect. It is not realistic

to always generate from scratch all parts of a required text. Any real text will usually

contain parts that have been written previously, or are fixed externally (by style,

convention, or legislation). A full text generation account must naturally include

such possibilities. In terms of linguistic theory we can state that textual instantiation

is as an integral a part of the account as any other. This opens up the door to a

proper theoretically based inclusion of notions of text history (i.e. text chunks that

have been generated before: either by human text producers or automatically). kpml

extends SPL further to include template specifications by defining the new pseudo-

semantic type template and the SPL keyword :pattern. Any such component of

an SPL specification creates the structure given in the pattern without traversal of

the system network defined by the loaded linguistic resources. The template pattern

may include slots where further full generation (or further template patterns) is

required.

Since template generation has several clear disadvantages – especially when used

for multilingual generation – it will probably be common that the template facility

is used together with the language conditionalization facility. Figure 6 is an example

that combines multilingual conditionalization, annotations and templates in order

to generate phrases of the form “Host X is unreachable” and the corresponding

German “Host X ist nicht erreichbar”. The expression for X is in both cases

generated normally (i.e. as the loaded linguistic resources would generally generate

a component with semantic type host) and will be associated with information for

presentation as a hyperlink.
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Fig. 6. Example multilingual template generation specification.

2.5 Linguistic objects and operations

User interaction with kpml is essentially object-oriented: analogously to, for exam-

ple, Smalltalk or the Advanced Language Engineering Platform (alep) (Simpkins

et al., 1993), particular objects permit particular operations. For example, a gram-

matical system allows operations such as inspecting, loading and modifying. Objects

reflecting a wide range of linguistic granularity are maintained; there are both

large-scale objects (such as a resource set, a grammar, and a functional region of a

grammar) and very fine-scaled objects (such as the individual elements of realization

statements used within grammatical systems). Operations can be parameterized in

various ways: according to linguistic object, according to language, according to

grammatical region.

The principal operations supported by kpml are as follows:

Loading: the constitutive objects of a designated class (i.e. all objects for a desig-

nated linguistic ‘resource’, or the systems, choosers, inquiries of a designated

‘functional region’) are read into the system and become part of the loaded

linguistic resources; for most classes of object it is not necessary for a user to

know the files of origin for the object definitions affected.

Writing: the constitutive objects of a designated class are written out to the file

system; again it is not generally necessary for a user to know which files are

created by this operation. The Loading/Writing operations are complemen-

tary, creating the required directory structures on writing and assuming these

structures on loading.

Graphing: the designated object is shown in a mouse-sensitive graphical form, show-

ing the interrelationships among its constitutive sub-objects. This is most

commonly used for subnetworks drawn from the system network definition as

a whole (consisting of collections of grammatical systems), choosers and gen-

erated syntactic structures. Significantly for debugging and maintenance, most

graphing operations also allow the actual options instantiated during generation

to be highlighted in the graphical display of any graphed object; this is the

most common starting point for maintenance and debugging.

Inspecting: the designated object definition is shown in a mouse-sensitive textual

form in the kpml inspector window.

Modifying: the designated object definition is brought into a GNU Emacs editor

buffer where it may be modified; on return from the editor buffer the modified

definition is automatically added to the loaded definitions active.

Editing: the designated object must be brought by the user from its definition file

into an editor and altered.
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Fig. 7. Linguistic objects and operations supported by kpml.

The objects supported and their hierarchical constituent relationships, as well

as a summary view of the operations relevant, are set out in Figure 7. The types

of objects generally follow closely those of the Penman-style of linguistic resource

description introduced above. There are also some additional objects that represent

the results of generation: for example, the generated string and its underlying

constituent structure. These may be inspected, graphed, and, via inclusion in an

example set, written and loaded. They cannot, however, be directly modified since

they are only meaningful with respect to a particular generation history. Finally,

some meta-information concerning a resource set is also maintained – including,

for example, declarations of the fonts to be used for a given language allowing

development in non-Latin writing systems and provision for the use of external

morphology components.

In addition to the constituency relations shown in Figure 7, there are also relations

between objects. These cross-links follow directly from the use of the linguistic objects

during generation. As we have seen (cf. Section 2.2 and Figure 2), a grammatical

system typically has a chooser which in turn consists of several inquiries, each

of which has an inquiry implementation that is responsible for querying knowledge

sources, classifying concepts, etc. The existence of such object cross-links supports

the use of information chains by which a resource developer may obtain information

concerning aspects both of the resource definitions and of their deployment during
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generation. This makes it straightforward, for example, to start from a particular

generated example and to follow an information chain from a substring to its

grammatical constituent to the path of grammatical features through the system

network responsible for that constituent to a particular grammatical system to

a particular chooser to a particular inquiry which caused a particular inquiry

implementation to be triggered with particular actual parameters: each transition

is achieved by a single mouse-click. Navigating all components of the resource

architecture as set out in Figure 2 is thus rendered straightforward regardless of the

size of the resources maintained; we show this process in action in Section 3.

2.6 Working with kpml: resource maintenance and development

One of the main tasks that an environment such as kpml has to support is the

ongoing verification that the resources defined do what they are supposed to do:

That is, that a correctly formed semantic specification will lead to an appropriate

linguistic realization of that specification in the desired languages. The principle

means adopted to achieve this is by supporting extensive test suites, or example sets,

for any resource set released. A test suite is constructed by generating from a wide

range of semantic specifications, attempting to cover as many components of the

grammar as is possible. Developing such test suites relies heavily on the generation

functionality of kpml and the extensive resource debugging aids provided.4 Exten-

sions to a linguistic resource should then bring their own additions to the standard

example sets as well as maintaining the input-output behaviour of the existing ex-

amples. kpml provides tools specifically aimed at facilitating this type of consistency

check. The existence of example sets also provides a kind of on-line documentation

for any resource set for which an example set exists. kpml allows examples to be

selected according to the grammatical features they deploy and can display the gen-

erated example strings with the constituents containing selected features highlighted.

This provides a fast and convenient method of ascertaining concrete examples of

particular areas of an existing linguistic resource. The highlighted constituents can

also serve as the starting point for information chains. Developing resources for a

new application domain typically proceeds by constructing a set of examples (the

‘target example set’) which span the grammatical phenomena necessary for the sub-

language to be generated. This may involve extensions to existing resources, which

necessitates cycles of rerunning already existing example sets.

kpml provides explicit support for a continuum of approaches to creating a

linguistic generation resource for languages not previously covered. This appears to

match well with the kinds of different approaches different developers prefer as well

as with the approaches best suited for differing available development times: that is,

the approach best suited to producing a generation resource is different dependent

4 This builds on the maintenance experience with the Penman project: the first example set
for the Nigel grammar of English was constructed by Lynn Poulton at ISI in 1988 and
consisted of over 100 example sentences that together spanned all of the 1200 or so features
used in the grammar.
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on whether one month is available or six. The trade-offs against time are the normal

ones of breath of coverage and quality of the linguistic motivation. Both suffer when

the time available is reduced, but an appropriate development methodology can in

both cases minimize the damage.

One effective development cycle for resource development is the following, which

is the kpml equivalent of the ‘code scavenging’ approaches mentioned above. The

starting position is generally that some set of resources exist for one or more

languages and that it is desired that resources for a further language (or languages)

are to be added with minimal effort, and maximal re-use, of those existing resources.

Subsequently:

1 A ‘base case’ is created for the new language(s), maintaining the integrity

of the existing resources. This can be done either for individual functional

regions from existing resource sets, or for broad sweeps across the language,

e.g. we can theorize that Dutch transitivity is congruent with that of English

whereas Dutch agreement is congruent with that of German (see Degand 1996

for such an experiment), or we can hypothesize that the organization of

German overall is highly congruent with that of English (see Rösner and

Stede 1994 for a system built on this assumption, and Hauser 1995 for a similar

example involving Japanese and English), etc. Here both the joint development

history of the multilingual resources and the very detailed resource debugging

functionality that kpml provides play a crucial role. The former reduces

the amount of reconciliation that has to be done; the latter makes that

reconciliation a feasible task.

2 The new resource set is then progressively refined to cover the desired lan-

guage (or, more usually, the desired register, or sublanguage, of the desired

language), working towards covering the target example set. Initially, this in-

volves replacement of structural constraints and closed-class lexical items, but

can equally include semantic alterations. This latter is crucial since, as we have

suggested above, it is still often not possible (or even desirable) to maintain

semantic specifications across languages. Refinement of this kind is a highly

constrained and guided process, far removed from code scavenging. Although

the new resource set is completely separate from any of the original language

resources and so can be changed freely without compromising those resources

in any way, its common origin assists contrastive work and subsequent auto-

matic re-merging. The result of this step is a system capable of generating the

desired language at least approximately.

3 The debugged new resource set may be re-merged with the general multi-

lingual resource set if required. This adds the new language to the complete

generation functionality of the system. Alternatively, the resource set can be

left as a new monolingual resource, or be combined with any subset of the

original languages covered for use contrastively (as attempted in more ad-

vanced/experimental generation work where the contrasts are explicitly used

to trigger generation strategies: (cf. Zeng, 1996)). From this point on the new

resources may be used for generation.
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4 During extended use, it is typically the case that further refinement, additions,

and corrections for all languages maintained will be required. It may also occur

that as time, personnel resources and interest allow, individual regions of the

new resource set can receive more intensive linguistic description internal to the

language being described. This provides a means by which a linguistic resource

can move away from a description that is essentially based on a different

language and towards one that may be more motivated from within the

new language itself. The methodology progressively replaces the approximate

linguistic resources with monolingually motivated linguistic views and, finally,

this monolingual view can feed back into the general multilingual resources –

perhaps suggesting alterations of some of the treatments found there. Crucially,

throughout all of this refinement, generation remains possible in the new

language as set out in step (3). The methodology as a whole therefore combines

fast production of generation resources for target languages, while maintaining

(and supporting) the subsequent linguistically motivated refinement of these

resources.

Stages (2) and (4) can call for varying amounts of contrastive work and the results

can be highly synergetic. For example, to take an actual case, in constructing an

account for verb-bound prepositions for French, it might be noted that a similar

task is carried out for the separable verb prefixes for Dutch; accordingly, importing

the relevant ‘region’ of the Dutch resources into the resources for French is an

operation supported by kpml. The resulting treatment is, however, not particularly

French-specific and so suggests a similar importation for English (which formerly

lacked a description of verbally bound prepositions). This is again supported by the

kpml resource maintenance operations, as is the consistency and integrity checking

of the individual language resources overall when extended by the imports.

All of the operations required in the development cycle just described are directly

available in kpml, most often by simple combinations of mouse-clicks. Several

methodologies of the kind illustrated in this section are supported by kpml and

particular developers tend currently to favour differing working practices – there is

clearly much here still to be learnt.

3 Developing resources with KPML: an example

In this section, we sketch very briefly some of the development, debugging and

maintenance techniques supported by kpml, illustrating them by means of an

example. We will consider the simple case of establishing a grammatical resource

capable of generating some German prepositional phrases by means of transfer

comparison from English. The example is overly artificial but has the advantage that

its details can be understood without further descriptions of the linguistic resources

in use. It also nevertheless shows exactly the kind of operations that would be used

with more realistic resource development – especially with the additional assumption

that the developer might not know how the resources concerned are organized prior

to attempting the task. Consider, then, English spatial prepositional phrases such as
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in the park, opposite the house, on the roof. The example task is to create German

resources that produce corresponding phrases in German, taking as a starting point

equivalent semantic specifications. As noted above, this latter assumption can be

relaxed if it appears empirically motivated to do so.

This particular task is by and large quite straightforward, since the syntactic

structures are congruent between English and German. They therefore allow a

direct construction of German resources as set out in step (1) of the methodology

given in the preceding section, i.e. we load our general grammar of English and

request kpml to write out a version of that grammar marked for use as a German

grammar rather than as an English grammar. Following this operation, an input

specification – for example, the SPL used as a first example in Figure 1 above

– will generate the same result regardless of whether we request the generation

language to be English or German. Prior to the step of creating a ‘German’ set of

resources, requesting any other language would have produced a null string (plus

some warnings) corresponding to the fact that no appropriate grammar resource had

been defined. A replacement of lexical items (or, even simpler, a conditionalization

of the ‘spelling’ of lexical items) would then already produce a first approximation

of the desired German sentence.

One exception, however, to the simple syntactic congruence between English and

German arises for the equivalent to the English opposite the house; this must be

rendered as the German dem Haus gegenüber, i.e. the order of preposition and its

object must be reversed. We will sketch how kpml allows us to easily locate the

exact point where this statement of noncongruency between German and English

should be made.

First, we need to find which component of the resources is responsible for the

structure in English (or, equivalently at this stage, in our newly created image of

English that is being modified to become German). The simplest way to do this

assuming that one does not even know where approximately to look (which quickly

ceases to be the case when working with the resources of course, allowing more direct

inspection methods to be adopted) is to find similar examples in the provided example

sets. One might look for occurrences of “opposite” in the examples, or for similar

prepositions, etc. Having found these, one can opt to display the corresponding

example strings in the kpml development window: such strings already have a

mouse-sensitive constituent structure that was formed when creating the example

and this can be displayed in a form such as:

(((The ) (church )) (is ) ((opposite )((the )(house ))).)

Clicking on the relevant constituent brings up a menu of options for inspecting the

constituent in more detail, as well as the decisions and resources responsible for its

creation. These include the grammatical structure involved and the traversal path

through the grammar network (or selection expression) that created that structure.

These are shown in the two windows on the lefthand side of Figure 8: the

fragment of the constituent structure of concern here is shown in the upper left

as a straightforward functionally annotated structure (cf. Halliday, 1985), while the

selection expression responsible for this structure is shown below this. The order of
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Fig. 8. Example selected constituent structure, traversal path responsible for that constituent,

and a selected grammatical system.

features in the selection expression reflects the partial ordering of features defined by

the system network. We now need to find the particular features on this traversal path

that were responsible for the aspects of the phrase that are noncongruent in German,

i.e. the ordering and the lexical selection ‘opposite’. There are various ways to do this:

one is to ask directly concerning the ordering and lexical constraint information

of the nodes in the syntax tree (by selecting from a menu obtained by clicking

on the node required). Doing this for the prepositional phrase node (i.e. the one

functionally labelled Circumstance/Attribute at the root of the syntactic fragment

shown), informs us that the ordering is introduced by a constraint associated with the

feature ‘prepositional-phrase’ and the lexical selection is achieved by a lexicalization

constraint attached to the feature ‘opposite’. The grammatical systems involved can

then be inspected by clicking on their features in the selection expression display.

Thus, selecting the feature ‘prepositional-phrase’ brings up the grammatical system

shown in the lower right of the figure. Grammatical systems are shown in the

standard systemic notation, with the ‘input conditions’ (i.e. the less specific types) on

the lefthand side and the ‘output features’ (i.e. the defined subtypes) on the right. The

structural constraints attached to any feature are also shown: so here we can confirm

that the feature ‘prepositional-phrase’ indeed imposes the ordering constraint that
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Fig. 9. Two editable forms of display for the grammatical system defining the feature

‘opposite’.

the preposition (the Minorprocess) precedes its object (the Minirange) by virtue

of the linear precedence statement: Minorprocess∧Minirange.

It now remains simply to alter these constraints for German. This can either be

done contrastively by adding into the general multilingual definitions constraints that

are conditionalized only for German, or monolingually by changing the German

grammar created automatically on the basis of the English grammar. This can

also be done directly from the selection expression list. For example, turning our

attention to the other feature involved in the noncongruence, ‘opposite’, we can

edit the grammatical system responsible either by changing the displayed system

or by selecting a further menu option that brings up the textual definition of the

grammatical system in an associated Emacs buffer. These two possibilities are shown

side-by-side in Figure 9: the grammatical system is shown graphically on the left

and in its textual form on the right. In both cases, it is the lexical realization of the

preposition constituent (Minorprocess) that is to be changed: perhaps simply by

altering the lexical item employed (e.g. to be gegenüber rather than opposite). The

lexical item can also be created either by adapting the corresponding English item,

or by referring to existing lexical resources for German that might be available.

The problem of the noncongruent ordering is more complicated since it is not

possible in German to decide which ordering is appropriate as soon as it has been

decided that a prepositional phrase is to be generated: both orders are possible

depending on the particular prepositions (and their readings) selected. Probably

the two most straightforward options are: (i) to make the pre-nominal preposition

ordering a default for German and only to give other orderings explicitly; and

(ii) to divide German prepositions into two classes and allow the ordering to be

determined by the class selected. In the first case, the strict ordering constraint

is simply removed from the ‘prepositional-phrase’ feature and an explicit ordering

(Minirange∧Minorprocess) is added to the feature ‘opposite’. In the second case, if

a semantic motivation for the ordering can be found, then this can be appealed to
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Fig. 10. Contrastive bilingual system network fragment showing the divergence of the

English and German resources.

as a further grammatical system dependent on ‘prepositional-phrase’, otherwise the

distinction can be encoded grammatically – by placing the required ordering con-

straint at a position in the system network dependent on the particular preposition

that has been selected – or lexically – by introducing a lexically-dependent gram-

matical alternation and having the lexical entries for German prepositions indicate

which ordering they require. Examples of all these strategies can be found in the

example sets standardly supplied with the existing kpml resources; the particular

places to examine are located using exactly the same strategies as described here for

locating the required prepositional phrase information, i.e. by following information

chains from example strings that appear to exhibit similar phenomena to that being

investigated.

If we take the grammatical, non-semantic motivated encoding, then the alterations

just proposed for German can be represented as shown in the system network

graph shown in Figure 10. This is a contrastive graph that kpml produces when

resources for different languages are to be compared. Grammatical systems and their

features are shown conditionalized if they are not defined for both languages being

displayed. Shared grammatical systems receive multiple heavy boxing to distinguish

them from non-shared systems.5 The system network fragment (again produced by a

menu option directly available for each feature presented in the selection expression)

presents a treatment that is sufficient for the ‘opposite’ case, although not particularly

attractive for the non-opposite case.

Rerunning the semantic specification associated with the original example “The

church is opposite the house” with German as the specified generation language

then produces the constituency marked-up string:

(((The ) (church )) (is ) (((the )(house ))(gegenüber )).)

5 This is the monochrome representation; on colour displays the differences are presented
rather more perspicuously by colour-coding.
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Fig. 11. Semantic specification, and corresponding generated string and structure with the

modified resources.

Generating with English as the requested language naturally produces the original

English sentence unchanged.

The semantic specification, the generated string, and the complete grammatical

structure for the ‘proto-German’ sentence is shown in Figure 11 (left, right, and

bottom, respectively). The other features necessary for producing an appropriate

German sentence, such as altering the remaining lexical items, adding case control

to the definite determiners and perhaps allowing a more specific main verb (e.g.

“liegen”, “stehen”), may be performed in exactly the same manner: by locating the

features responsible for particular properties of a constituent and altering or adding

resource distinctions as required.

Since the inspection of the resources is organized concretely around those distinc-

tions that are involved in a specific phenomenon, the size of the resources overall

plays less of a role. This accounts for one of the significant improvements in resource

management that kpml provides. Each cycle of change/addition to the resources

described here is a matter of seconds, with single mouse-clicks guiding the location

of the points of incongruence. This produces a workable generation component

for particular phenomena very quickly: the breadth and accuracy of the linguistic

descriptions developed can then be re-examined and replaced as time allows. Given

that such development automatically maintains the necessary mappings between a
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standardized semantic representation as input and the generated surface strings, it

can be seen that developing separate tactical generators for individual languages is

potentially quite wasteful: the need to coordinate the input representations required

by each component is naturally subsumed by the kpml development methodology.

Debugging resources proceeds in exactly the same way as shown in the above

example. An erroneous resource specification can be considered as an ‘incongruence’

with respect to a desirable resource definition. This can then be pursued by following

information chains until the point of divergence between desired and produced is

located and then by altering/adding as appropriate. Again, the absolute size of the

resources involved is less significant.

It has only been possible here to present a small fraction of the development tools

kpml makes available. For example, it is possible to ask directly where some lexical

entry is used in the grammatical resources, to view the traversal of the grammar

network dynamically as it occurs, and to go directly to a graphical representation of

some selected region of the grammar concerned with a particular area of semantics

(e.g. the region ‘ppspatiotemporal’ for the example used in this section; cf., also,

Table 1). This latter option particularly enables more global changes to be made for

a meaningful segment of the resources as a whole. The same techniques also apply

equally when changes are to be made, for example, in the mappings from semantics

to grammar. If it is decided that it is there that languages diverge, or even in the

input semantics, then the appropriate changes are supported as shown here for

grammar. Full details of the possibilities are given in the documentation (Bateman,

1997b).

4 Early results of using KPML

In this section, we present some preliminary results of using kpml for resource

development and generation, briefly discussing some of the issues that are raised.

4.1 Two previous approaches to multilinguality: a contrast

Space precludes a thorough review of previous and current approaches to multi-

lingual generation and the representation of multilingual resources – although an

almost exhaustive overview is given by Bateman et al. (1997). We limit ourselves for

current purposes to a brief comparison with just two significant approaches proposed

for achieving multilinguality: the combined multilingual lattices of Kameyama (1988)

and Kameyama et al. (1991), and of Cahill and Gazdar (1995). Both approaches

are clearly related to our account in that they adopt unified subsumption lattices

containing information from more than one language.

In Kameyama et al. (1991), all linguistic resources are placed within a single

subsumption hierarchy, allowing generalizations across linguistic information both

within and across languages. Integrity of individual languages must then be achieved

by labelling all sorts in the hierarchy additionally by the language(s) for which

they hold. An example of a shared grammar from Kameyama (1988) is shown in
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Fig. 12. Shared grammar from Kameyama (1988, p. 195).

Figure 12. The lattice defines inheritance over structural templates, which are then

merged to give a grammar. This is, however, problematic in a number of ways.

First, since the grammar of an individual language may be ‘constructed’ by

inheritance from categories that are defined as applicable for other languages,

development work in those other languages may have unfortunate side-effects. This

requires effective orchestration of development efforts and accordingly creates a

management overhead. In short, integration has been achieved, but integrity is

threatened. The interpretation mechanism for multilingual systemic networks differs

substantially. Grammars are not created by inheritance: the multilingual congruence

of a systemic network is an organizational feature of the resources, not an operational

property of those resources. Thus, shared features are re-used across languages, but

any language-specific changes to a specification do not have automatic consequences

for languages not involved in the change. This is crucial for serious distributed

development work.

Another problem is the nature of the distinctions maintained: these are essentially

structural and do not give priority to functionally motivated disjunctions as required

for a generation grammar; this makes its organization to a certain extent arbitrary

with respect to semantics. Since this syntagmatic level of representation represents

the most cross-linguistically variable component of a grammar (cf. Bateman et al.,

1997), the range of congruences that will be found across languages is reduced.

Kameyama’s style of lattice therefore does little to bring out commonalities useful

for grammar development when working multilingually.

Finally, the presentational form of a combined subsumption lattice is clearly
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problematic for large-scale resources. Even this small example grammar is hardly

perspicuous. As Kameyama (p. 202) herself notes:

“There are two potential problems in an effort to develop a shared grammar as described

here. One is the need for serious cooperation among the developers. A small change in shared

templates can always affect language-specific templates that someone else is working on. The

other problem is the sheer complexity of the inheritance lattice.”

We believe kpml to have largely solved both problems by avoiding formal in-

heritance across languages and by providing task-oriented, focused access to the

linguistic resources as illustrated in the previous section. The components of our

multilingual resources responsible for nominal groups are very much larger than the

fragment reported in Kameyama (consisting of the classification, countnumber,

deictic, determination, ng-complexity, nountype, ordinality, post-deicticity,

proc-thingtype, pronoun, qualification, quantification and selection regions

of Table 1) and were developed by different grammar writers at different times and

locations.

More recently, Cahill and Gazdar (1995) have proposed a further development

building on the direction started by Kameyama and employing the powerful repre-

sentational facilities of DATR (Evans and Gazdar, 1996). Cahill and Gazdar examine

the problem of capturing similarities and differences in ‘related languages’. They show

that such similarities and differences exist across various distinct linguistic strata and

that a multilingual lexicon should capture this. To do this they provide a single set

of DATR statements that combine to define a set of hierarchically related lexicons.

For a multilingual lexicon of n languages, n + 1 individual lexicons are created

where each lexicon maintains the linguistic structure typical of a full lexicon (in the

currently popular all-inclusive sense, i.e. including phonological, morphological, syn-

tactic and semantic information). The extra lexicon additional to the n monolingual

lexicons is a ‘common lexicon’ that maintains the default information that is held in

common across the monolingual lexicons. Inheritance is permitted from the default

common lexicon to individual monolingual lexicons, but not between monolingual

lexicons.

A concrete example from the number systems of English, Dutch and German

is given by Cahill and Gazdar (1996); we extract two brief and simplified exam-

ples from their description in order to clarify the approach. The general scheme

is that the DATR statements of the multilingual lexicon serve to ‘transduce’ an

input specification (consisting of a sequence of specifiers for the numbers of thou-

sands, hundreds, tens and units) into an output phonological specification. One

difference between English on the one hand and German and Dutch on the other

(captured by Cahill and Gazdar in their morphological description) is that whereas

English would require “one hundred”, German and Dutch are content with simply

“Hundert”/“Honderd”. This is captured by specifying in the multilingual, common

component of the lexicon DATR rules that state that an input specification of a sin-

gle hundred (<c 1>) can be rendered as the phonological realization for 100 (called

Phon100), whereas other quantities of hundreds require a specifier (re-expressed as

units: i):
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Morphology:

<c> == <i> "Phon100:<L phn root>"

<c 1> == "Phon100:<L phn root>".

However, for the English-specific morphological component, the latter general rule

needs to be overriden by the more specific:

Morphology/E:

<c 1> == <i 1> Morphology.

The second example is drawn from Cahill and Gazdar’s phonological description.

Here they present a common, shared phonological form, for example of the phono-

logical item Phon006, as consisting of the sequence [z, E, k, s]. Each element of

the sequence is named, i.e. onset, peak, body, and tail respectively. Phonological

representations for individual languages can then be ‘produced’ by overriding these

defaults: Dutch, for example, selects a null body ([z, E, , s]), whereas English selects

an onset of ‘s’ and a peak of ‘I’ ([s, I, k, s]).

Although this approach is in some ways similar to that of multilingual system

networks, the main differences are in the reliance on an explicit common ground

for inheritance and in the notion of ‘related language’. Presumably because of

experiences in a structural linguistic tradition, the possibility of significant resource

sharing is only investigated for languages classified as similar according to traditional

structural typology. Under this assumption, the adoption of a single common lexicon

is understandable. From the communicative-functional perspective represented in

multilingual system networks, however, there is no expectation that similarities will

be restricted to lines of structural typology. This was one message behind our

choice of three typologically unrelated languages in the example of Section 2.3.

It is, furthermore, unlikely that for arbitrary sets of languages, a single common

resource set will serve as the best model; this is the situation that leads to extreme

‘atomization’ in Kameyama’s account. There are few grounds for a model that only

includes one ‘common’ resource set from which the individual monolingual accounts

are seen as deviations or instantiations.

In short, we need to move away from the hardcoded common-noncommon

relationship to a flexibility to move freely along the dimension of language variety

to support more or less mono/multilingual views. In the multilingual system network

approach, it is straightforward to represent the fact that even within traditional sets

of ‘typologically-related’ languages (e.g. English, German, French, Dutch), some

languages will be more closely related than others. Moreover, the closeness of the

relationship varies depending on what part of the linguistic system one is examining

(cf. Table 1). It is therefore unnatural to require that there be one ‘common’ default

set of definitions. Our approach rejects this requirement and presents all variants

on an equal footing. This avoids the problem noted for interlingua in Machine

Translation (cf., for example, Hutchins and Somers, 1992, p. 120) of having to

select a ‘neutral’ form: the selection of ‘zeks’ above as the neutral form might be

argued diachronically, but this is not an ideal situation when engineering large-scale

resources for languages that might not be so closely or clearly related. Finally, note
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that if a multilingual system network only contains partitions that are relevant to

either all languages or to one language, and never to other language combinations,

then such a network collapses to the kind of multilingual lexicon structure proposed

by Cahill and Gazdar. We have, however, found no such resources in our own

multilingual work.

It is probably straightforward to extend the DATR implementation in order to

include not a single common lexicon, but an entire hierarchy of relatively more

or less common lexicons. However, this would also change the interpretation of

multilinguality appealed to in those resources. In fact, they would become more

like multilingual system networks as described in this paper. This points to an

interesting line of development in which a DATR-representation could provide a

further useful implementation of the kinds of generation resources developed with

kpml. We predict, however, that the level of abstraction offered by the multilingual

system network and, indirectly, the kind of views provided by kpml are, as far as

a developer is concerned, more suitable for larger-scale multilingual development

work. What is important is the level of abstraction presented to the user/developer:

the implementational basis may vary considerably as long as the views kpml offers

are preserved. This is an important aspect of using the system: the views offered allow

a user to manipulate and debug linguistic resources without needing to consider the

representation of those resources, whatever that might be. This naturally raises the

question as to what extent the level of abstraction provided by kpml can be usefully

applied to other approaches: this will no doubt form an area of future inquiry,

particularly given the translatability of systemic-style grammars into alternative

representational schemes mentioned below. To the extent that an approach supports

the kind of abstractions upon which kpml’s resource development/maintenance

methodologies rely, then useful transfer can be expected.

4.2 Resource development time

Although it is clear that more extensive evaluations and comparisons of development

times with and without kpml need to be undertaken, preliminary results obtained

for the task of adding generation capabilities in a new target language are very

encouraging. Regardless of language-family distance it appears that 1–3 person-

months is an adequate time for a non-expert to bring up a working generation

component covering simple applications and capable of mapping extended SPL-

style semantic specifications to surface strings or for producing a substantial core

grammar that can serve as a basis for extensive development. This time includes

training in the use of kpml. The linguistic components developed naturally inherit the

normal features of kpml resources, including support of hypertext generation and

the provision of generation servers. Documented work includes the development

by transfer comparison of Dutch resources by Degand (1996) and of Japanese

resources by Hauser (1995). Similar results were obtained in the construction of

French resources within the Drafter project Hartley and Paris (1997b).

These experiences support those of the CLE group where, building on the earlier

experiments mentioned above for developing Swedish grammars from English, there
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have now been developments for French and Spanish (cf. Rayner et al., 1996)

and for producing Danish resources from Swedish (Rayner et al., 1997). Here

there has been a marked ‘learning-curve’ improving the speed with which new

resources can be developed. Although precise comparisons are difficult due to

the different natures of the grammars involved and the different purposes for

which they are developed (the CLE grammars are intended to provide analysis and

generation for single sentences in dialogues; the grammars discussed here concentrate

more on generation of extended texts on the basis of specifications produced by

state of the art text planners), it appears that the general multilingual resource

organization motivated by Bateman et al. (1997) and the corresponding development

tools provided by kpml cover a wider range of grammatical phenomena in a shorter

time and are not restricted to structurally similar languages such as English/Swedish,

or French/Spanish. A more detailed comparison of the two approaches leading to

a possible combination of their respective strengths is, however, clearly called for.

Establishing the complete development time for a generation capability must also

take into consideration the size of the lexicon that an application requires. The

Penman-style approach to lexicalization that kpml adopts is deliberately simple: the

main body of work during generation is done by the detailed grammar rather than a

lexicon. Lexicon entries contain little more than morphological information and by

and large simply plug into appropriate places in structure. Input specifications can

either call for such lexemes directly, or allow associations to be specified between

semantic entities and lexeme sets. Lexicon entries may also be created dynamically as

required on the basis of spellings presented in the input specifications; such entries

take on default morphological properties. This strategy can be used for interfacing

straightforwardly between semantic specifications for generation and application-

specific thesauri that may be available: for example, the texts generated in one

of our test scenarios (the Dictionary of Art experiment: Alexa et al., 1996) freely

avail themselves of the many thousands of terms defined in the Getty Arts and

Architecture Thesaurus (AAT).

While most existing proposals for lexicon architectures are not specifically ben-

eficial for generation, it will also generally be worthwhile interfacing generation

resources with such linguistic databases as they become available. In the terms of

recent eagles working group recommendations, for use in generation it is necessary

to provide a ‘structuring layer’ whereby lexical information may be accessed during

the generation process, i.e. a bridge between generic lexicon resources and practical

generation-capable resources, such as system networks, could be beneficially defined.

Current work in progress includes establishing relationships between the standard

multilingual semantic model adopted by kpml resources – the Generalized Upper

Model (Bateman et al., 1995) – and the Princeton WordNet.6; this will be extended

for EuroWordNet (EU LRE project) as fragments become available. Interfaces with

other lexicons as they become available are also obviously desirable.

6 This is analogous to the ‘Middle Model’ and ‘Sensus’ experiments reported by Knight and
Luk 1994.
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4.3 Resource sharing

The expectation that there are indeed substantial gains to be made by sharing

congruent linguistic descriptions has also been borne out. An overview of the

current state of development of kpml resources for Greek, English, German, Dutch,

French, and Japanese is shown in Table 1.7

The table is organized according to the grammatical regions that make up a

grammar, i.e. a portion of the grammar responsible for the realization of some

particular area of semantics. Each row shows the region concerned, the number of

grammatical systems in that region for each language, the total for these individual

languages (Σ), the total number of systems in the multilingual representation of the

region (ml-Σ), and the percentage of the individual total that the multilingual total

represents. For example, the region culmination has six grammatical systems in

the Greek grammar, six grammatical systems in the English grammar, none in the

German grammar, seven in the Dutch grammar, six in the French grammar, and six

in the Japanese grammar. Individually, that is, if these grammars were represented

separately, that would be a total of 31 grammatical systems that need representation.

However, in the multilingual representation, there are only seven systems and these

are re-used for most of the language varieties considered. This represents 22.58% of

the individual total. The final totals show that for all six languages the multilingual

representation contains only 32.4% of the number of objects (grammatical systems)

required if the resources were to be maintained individually.

Sharing on a broader scale is shown by the very few regions that are applicable

only to a single language – and these are generally due to particular quirks of

development rather than theoretical differences. This indicates that languages are

more or less congruent in their general resource organization.

These figures represent a snapshot of the current development, not a claim

concerning the final or ‘absolute’ shareability of resources across the languages

considered. They are therefore to be read as indications of a line of development

rather than as definitive statements. Some regions have not been merged at all since

they have been developed separately without reference to multilingual aspects (e.g.

the transitivity region of German which could be beneficially reconciled with the

relational and nonrelational transitivity regions – rel-trans and nonrel-trans – of

the other languages); some regions have been inherited by languages automatically

by our development tools even though they should probably be weeded out or

7 Some notes on this table are in order. First, we can obtain a broad degree of comparison
between the size of these grammars and other grammars making use of type lattices by
adopting the type-lattice encoding of systemic grammars developed by Henschel 1995.
Grammatical systems introduce ‘on average’ two grammatical features each and these
features can be coded as types. Each grammar therefore involves around 1200 types in
a definitional language such as that for cuf or tdl; due to the high degree of multiple
inheritance that systemic grammars typically employ, however, this figure expands to
several hundreds of thousands (at least) for encodings such as that of ale. Second, as
typical for generation, the grammar is organized around functional semantic regions rather
than around syntactic constructions. A more detailed comparison would need to locate the
syntactic constructions usually appealed to in analysis-oriented work. However, as the type
figures indicate, these grammars are, by any current standards, ‘large grammars’.
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Table 1. Grammatical resources statistics by functional regions (extract)

region Gre Eng Ger Dut Fre Jap Σ ml-Σ ml-size

adj-comp 27 27 8 37 26 26 151 40 26.49%
adj-group 1 1 1 1 1 2 7 2 28.57%
adverbial 8 8 6 10 8 8 48 10 20.83%
adverbials 0 0 2 0 0 0 2 2 100.00%
attitude 1 1 0 1 1 1 5 1 20.00%
circumstantial 28 26 16 26 26 29 151 39 25.83%
classification 4 4 4 4 4 4 24 4 16.67%
clausecomplex 34 34 38 38 34 39 217 50 23.04%
conjunction 21 21 21 21 21 21 126 21 16.67%
countnumber 6 6 6 6 6 6 36 7 19.44%
culmination 6 6 0 7 6 6 31 7 22.58%
deictic 5 0 4 0 1 0 10 7 70.00%
dependency 31 31 4 33 31 30 160 37 23.12%
determination 32 36 47 75 47 35 272 114 41.91%
diathesis 0 0 6 0 0 0 6 6 100.00%
diathesis-gates 0 0 66 0 0 0 66 66 100.00%
elaboration 10 10 0 10 10 10 50 10 20.00%
ellipsis 5 5 4 6 5 5 30 9 30.00%
epithet 18 5 18 6 5 5 57 20 35.09%
modality-forms 0 0 0 0 0 9 9 9 100.00%
mood 44 44 7 42 44 48 229 60 26.20%
ng-complexity 12 13 18 13 14 21 91 30 32.97%
nonrel-trans 56 55 1 54 55 55 276 56 20.29%
nountype 20 16 30 17 16 17 116 32 27.59%
ordinality 3 3 3 3 3 3 18 3 16.67%
phrasal-mood 1 1 0 1 1 1 5 1 20.00%
polarity 8 8 1 5 8 8 38 8 21.05%
post-deicticity 8 7 0 7 7 7 36 9 25.00%
ppother 26 26 44 25 26 26 173 63 36.42%
ppspatiotemporal 30 32 33 33 33 36 197 54 27.41%
proc-thingtype 7 7 5 7 7 7 40 11 27.50%
pronoun 60 34 70 36 33 35 268 128 47.76%
qualification 10 11 17 11 11 18 78 25 32.05%
quantification 18 18 19 18 18 18 109 19 17.43%
quantity-group 26 26 16 26 26 26 146 26 17.81%
ranking 8 8 5 7 8 10 46 13 28.26%
rel-trans 42 42 0 46 42 47 219 51 23.29%
selection 9 8 5 9 9 9 49 9 18.37%
tag 0 21 0 21 21 21 84 21 25.00%
tense 14 15 12 14 15 17 87 21 24.14%
theme 24 24 45 27 24 24 168 73 43.45%
transitivity 0 0 39 0 0 0 39 39 100.00%
voice 17 17 1 18 17 17 87 19 21.84%
word-forms 29 29 0 0 29 52 139 80 57.55%
...

...
...

...
...

Totals 747 733 679 823 746 809 4537 1470 32.40%

considerably reduced at a subsequent stage in development (e.g. the tag regions of

Dutch, Japanese and French); and some regions have simply had more attention in

one language than in others (e.g. the theme region in German). Nevertheless, since

there will be both further increases in congruent, and hence shareable, descriptions

as well as further divisions, it appears clear that a considerable saving in linguistic
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description is possible within the multilingual framework adopted, as well as the

support of a wide range of interesting contrastive statements.

Kameyama describes the goal of multilingual description as follows: “It should

reduce the size of a multilingual rule base, and facilitate the addition of new

languages”(1988, p. 194). This has certainly been achieved with kpml.

4.4 Subgrammars

The favoured methodology for developing resources in kpml for use in applica-

tions has come to contrast interestingly with several previous application-oriented

approaches. For example, the approaches to multilinguality adopted in the Meaning-

Text-Model based systems fog, lfs, etc. (cf. Bourbeau et al., 1990; Polguère, 1990;

and Iordanskaja et al., 1992), adopt from the outset the target of generating for

a specific sublanguage. This has meant that new applications have required the

creation of new generation components. Although it is sometimes suggested (e.g.

Busemann, 1996) that it is quicker to develop simple application-specific resources

than to adapt broader coverage, general grammatical resources to the needs of

particular applications, such specialized resource sets become increasingly unman-

ageable as the needs of an application grow. The extensibility and re-usability of the

specialized resources are therefore limited.

kpml favours instead working from general resources – adding to these and then

pruning as required for a particular application. This ensures that extensibility is

built in. With sufficiently broad coverage of realistic natural language phenomena,

i.e. the phenomena that actually occur in texts, this results in little overhead in

development time when providing a generation capability. Most overheads arise

when the application demands and the existing linguistic resources are ill-matched:

and this can occur most readily when the original motivations for linguistic resource

development were not text-driven.8 Even in the extreme case that, due for example

to time pressures, linguistic resources are developed for some language that only

function for a particular application scenario, kpml continues to provide full support

for extending and maintaining these resources in the face of subsequent changes

or extensions in that, or another, application’s requirements. There is then no

qualitative difference between the (temporarily) restricted linguistic resources and

broad-coverage resources.

A further current line of development is therefore the automation of the process

of extracting specific application resource sets from a general resource set given a

characterization of the target requirements (as provided, most straightforwardly, by

a target example set). This can usefully be seen as another of the customization

steps often necessary when moving from general resources to resources for partic-

ular applications. Some initial results concerning tools for automatic subgrammar

extraction from kpml-style resources are given in Henschel and Bateman (1997).

8 An approach now also accepted by analysis-oriented projects such as ls-gram (cf.
eagles p. 106).
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4.5 Implementation basis

kpml may be usefully considered as consisting of two main modules: the core genera-

tion and maintenance facilities, and the graphical user interface. It is straightforward

to configure the system for use without the user-interface to provide black-box tac-

tical generation; this functionality is also available in server mode, i.e. to provide a

generic server that accepts semantic specifications and produces augmented string

structures for its clients.

Currently, the generation core of kpml is built on top of the Penman text gener-

ation system (Mann and Matthiessen, 1985; Penman Project, 1989).9 The resource

specification language and its interpreter for Penman-style systemic-functional lin-

guistic descriptions has been extended to permit straightforward conditionalization

according to language (Zeng, 1992). The multilingual conditionalization inserts a

further layer of operations between the original processes for generation and the

resource definitions: the traversal algorithm (cf. Matthiessen and Bateman, 1991,

p. 100) is unchanged. The notational extension is fully general and applies to all

types of linguistic entities supported in the Penman-style approach, i.e. grammatical

systems, constraints on structure (realization statements), choosers, inquiries, lexical

entries, punctuation rules, logical forms, and examples in test suites. This generation

core is written in ANSI standard Common Lisp; the main implementation config-

uration supported is Allegro Common Lisp (ACL 4.3), running primarily on Unix

workstations.10

Generation is relatively fast. Short paragraphs can be produced from semantic

specifications in a few seconds; generation is also considerably faster than spoken

language and so is appropriate if speech output is to be produced. Nevertheless, it is

clear that further improvements are desirable. Possible future directions here include

the reimplementation of the basic generation engine streamlined so as to remove

support for the extensive tracing and debugging information maintained in kpml.

The simplicity of the traversal algorithm currently employed renders such a direct

re-implementation straightforward. An alternative strategy would be the adoption

of an intermediate re-implementation in a formalism that has itself already been

reworked for faster generation, e.g. the suggested C implementation of Elhadad and

Robin’s (1996) Functional Unification Formalism.

This latter strategy is well supported by our maintenance of a formally and

computationally specifiable relationship to state of the art computational formalisms

(such as typed feature formalisms) at all points of our linguistic representation. This

connection is built on ongoing work where automated mappings from system

networks to a variety of typed feature formalisms (e.g. ale, cuf, tdl) have been

established (cf. Henschel, 1995). While typed feature systems will not provide the

performance required for practical text generation in the near future, the formalisms

involved will continue to represent the standard in computational linguistics. The

9 Although numerous code changes have also been made to the underlying Penman system.
It is not, for example, advisable to simply load kpml ‘on top of’ a Penman installation.

10 Core generation has also been successfully tested under Linux and under Windows on a
PC-version ported by Mick O’Donnell.
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automatic migration of linguistic information (particularly at this time lexicons) from

formally expressive but computationally too expensive representations to restricted

notations of demonstrated value for practical generation (such as system networks)

is therefore a continuing concern.

The graphical user interface of kpml is provided as an additional layer to the

system. It is currently implemented using the Allegro version of the Common Lisp

Interface Manager (CLIM 2.1). As well as the graphical displays for linguistic

resources supported here, further extensions include language-specific font selection

for the information presented, seamless interaction with GNU Emacs (and Mule for

use of further writing systems such as Japanese, Chinese, etc.), and graphical editing

of system networks. Other implementations of the most useful functionalities for

resource development and maintenance are being investigated to achieve improved

responsiveness and wider portability. Add-ons for Emacs and Web-based browsers

are being considered.

5 Conclusions

It is now accepted that large-scale linguistic resources should be established that

maximise their re-usability across different applications. Unfortunately there has

been insufficient support for resources of this kind that are appropriate for natural

language generation. In this paper we have described kpml, a system that provides

for the development of such resources multilingually. kpml has aimed:

• to offer generation projects large-scale, general linguistic resources which are

well tested and verified in their coverage, possess standardized input and

output specifications, and are appropriate for practical generation;

• to offer generation projects a basic engine for using such resources for gener-

ation;

• to encourage the development of similarly structured resources for languages

where they do not already exist,

• to provide optimal user-support for undertaking such development and refining

general resources to specific needs;

• to minimise the overhead (and cost) of providing texts in multiple languages;

• to encourage contrastive functional linguistic work; and

• to raise awareness and acceptance of text generation as a useful endeavor.

kpml enables detailed investigations of the feasibility of achieving sharing and re-use

of linguistic information across different languages and has already provided basic

generation and resource development technology in a number of large generation

projects; these projects include to date Gist (Not and Stock, 1994), Drafter (Paris

and Vander Linden, 1996), Komet (Bateman and Teich, 1995), techdoc Rösner and

Stede, 1991, and HealthDoc (DiMarco et al., 1995).

A common position taken in multilingual generation is that multilinguality can

best be positioned externally to the language generation components and that

individual languages are then the responsibility of distinct modules (e.g. Rösner,

1992, p. 307). Here we have argued that our view of multilinguality significantly
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increases the ease of development and maintenance of language resources while

nevertheless preserving a high degree of resource ‘sharing’ within the languages

covered. We have also outlined a supported methodology for constructing generation

capabilities for new languages and/or tasks and its results and have given some

concrete examples of the degree of resource sharing that kpml thereby provides.

The language resources currently provided as compatible with kpml were indicated

in Table 1. These resources are being developed further as necessary and illustrate

a variety of resource construction methodologies. Whereas English and German

resources have been developed largely monolingually, Dutch and Japanese were

developed by explicit transfer comparison, i.e. by the 4-stage methodology given in

Section 2.6 above); the Dutch resources are now well into step (4) of the methodology

where particular regions are being analysed in close detail purely language-internally.

Greek and French are being developed according to a hybrid methodology which

we can label casual transfer comparison: here resources are motivated language-

internally, but with a view to treatments already present in other resources in

order to avoid duplication of effort. Further languages are in preparation and a

resource-developers user-group is being set up.

Further information about the current status and availability of kpml and

kpml-compatible resources can be obtained from the kpml WWW home page at

‘http://www.darmstadt.gmd.de/publish/komet/kpml.html’.
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