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Abstract

Coalition parties face a unity-differentiation dilemma: they must uphold compromise to govern effectively,
while maintaining distinct identities to maximize electoral success. Existing measures of coalition differen-
tiation almost exclusively rely on static proxies to infer behavior, and the few dynamic measures often only
cover a limited sample of governments, limiting comparative analysis. This article introduces a compara-
tive, dynamic measure of rhetorical differentiation based on supervised classification of legislative speeches.
Higher classification accuracy indicates greater rhetorical distinctiveness between coalition partners, while
misclassification indicates greater rhetorical overlap. The measure provides monthly party-level scores for
close to 50 coalition governments, across six European democracies, and thereby enables the dynamic
analysis of coalition party differentiation in a public-facing arena, for a sizable comparative sample.
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1. Introduction

Political parties joined together in government are subject to two competing forces. In order to
enjoy incumbency benefits, it is imperative for parties to maintain coalition compromise. Yet simul-
taneously, once the coalition terminates, planned or otherwise, each party is accountable to the
electorate as a distinct entity. This, in turn, is an incentive to publicly distinguish oneself during
the incumbency instead. Boston and Bullock (2010) identify these orthogonal incentives as the
unity differentiation dilemma. When navigating this dilemma, parties are restricted in the extent
to which they can differentiate. Throughout incumbency, coalition parties are bound by collective
cabinet responsibility (Fortunato, 2021). This responsibility “stipulates that the government present a
united front on all policy matters, particularly after the policy has passed the parliament” (Fortunato,
2021, p. 93). As such, the legislative arena provides the main opportunity for coalition parties to dif-
ferentiate themselves publicly without directly violating collective cabinet responsibility. Even during
this time, however, differentiation comes with a price. Effective, and thus united, coalition governance
and differentiation are mutually exclusive. Emphasizing differences over coalition compromise can
make governing together more challenging and publicly expose tensions between coalition partners
(Fortunato, 2021). As such, whether differentiation occurs can provide insight into the dynamics of
coalition cooperation and government functioning over time.
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By far, the most common practice for capturing how conflictual or differentiated a coalition gov-
ernment is consists of measuring the likelihood that disagreement or divergence will occur during
incumbency. This includes, for instance, quantifying when institutional design allows ministers to
submit legislative proposals closer to their preferences, rather than the coalition consensus, referred
to as ministerial drift (Martin and Vanberg, 2011); the number of parties in a coalition, as an indi-
cation of bargaining complexity (Warwick, 1994; Zubek, 2015); or the ideological distance between
parties based on their electoral manifestos, signifying the size of the compromise required for coop-
eration (Carroll and Cox, 2012; Dérrenbécher et al., 2015; Kliiver and Spoon, 2017, 2020; Kliiver
and Béck, 2019; Konig et al., 2022; Meyer et al., 2023). These approaches assume that the incentive,
and therefore the propensity for differentiation, is determined a priori and remains stable throughout
the incumbency. Lupia and Strem (2010), however, emphasize that coalition party behavior during
incumbency is dynamic. The utility of behavioral choices is continuously assessed. The choice to dif-
ferentiate is no exception. A party’s decision to act on either of the mutually exclusive incentives of
the unity-differentiation dilemma is the result of a careful weigh-off between the costs and benefits
of each option. Whether it makes sense to prioritize boosting electoral prospects over generating
incumbency benefits depends on different variables, many of which are likely to vary over time (such
as polling performance (Fortunato, 2019)). The prevailing option is therefore not static or consistent
throughout a government’s incumbency and instead is likely to vary throughout. This signifies that
there is a clear mismatch between the measurement and the actual process of coalition differentiation.
Static measures solely capture differentiation at the start of a coalition government, and therefore fail
to unveil exactly what differentiation dynamics are at play during incumbency.

Some studies have set out to dynamically measure the degree of differentiation in a coalition.
This includes capturing differences between coalition parties in parliamentary applause (Imre et al.,
2022), parliamentary speech (Martin and Vanberg, 2008; Fortunato, 2021), and tabled amendments
(Fortunato, 2019, 2021). Yet either limitations in data availability or the intensive nature of coding the
measures has restricted these efforts to small samples of governments. Considering many outcomes
of interest related to coalition dynamics are rare, such as terminations or cabinet reshuflles, inferences
made on such small samples do not generalize well.

This paper presents a novel dynamic measure of coalition differentiation, which is easy and con-
sistently applicable across large samples of coalition governments. Using supervised classification
of parliamentary speeches delivered by coalition parties, I generate monthly differentiation scores
for six Western European democracies. The classification algorithm is first trained to identify the
party label of a speech, based on the words used by members of parliament (MPs) and ministers
from each respective coalition party. The trained model is then used to make out-of-sample predic-
tions. The resulting performance indicator of this exercise signifies how well the algorithm is able to
distinguish parties based on their word use in parliament. If it does so successfully, parties are dif-
ferentiating through distinct rhetoric, whereas in instances where the classification performs poorly,
coalition parties are less distinguishable in their public presentation in parliament. The classification
pipeline presented in this paper generates monthly differentiation scores for all parties comprising a
coalition government, for 48 governments from six European countries, over the course of 20 years.
This method thus generates a dynamic coalition differentiation metric for a substantive sample of
governments and can also easily be extended to other party-labeled coalition government corpora.

A battery of validation tests indicates that this measure corresponds to established static proxies
of coalition differentiation and division in the expected directions. Additional analyses of pre-
termination trends show that rhetorical differentiation tends to increase in the months leading up
to discretionary cabinet termination. This suggests that increases in rhetorical differentiation may be
associated with discretionary early termination.
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In sum, this measure opens up the analysis of coalition differentiation by capturing behavior
over time and disaggregated by party. This can shed light on how differentiation varies across dif-
ferent party types and strategies and with what consequences. It also allows for the examination
of how public rhetorical differentiation relates to cabinet instability, and whether observable dif-
ferentiation functions as an early warning signal of termination. Below, I will elaborate on past
measures of coalition differentiation and their limitations, the selection of supervised classification
as a suitable similarity measure for this purpose, and the classification pipeline. This is followed by a
presentation of the resulting scores, a number of validation tests, and discussion of the contribution
of this measure to the study of coalition governance.

2. Measuring coalition differentiation dynamically

A handful of measures attempt to capture the extent to which coalition parties differentiate during
incumbency. One of the earliest examples of measuring coalition differentiation is from Martin and
Vanberg (2008). These authors code the length of legislative speeches from German and Dutch coali-
tion governments as an indication of differentiation: the longer one speaks, the more opportunity
for differentiation. This naturally is a strong assumption to make, and as such, other measures of
differentiation consider more explicit party behavior. Fortunato (2019), for instance, considers leg-
islative amendments made by coalition parties to government bills to be a form of differentiation. To
capture this process, he codes all amendments tabled by coalition parties to alter legislative propos-
als submitted by their coalition partners. Imre et al. (2022), in turn, consider legislative applause in
their measure of coalition mood. This measure infers the extent to which a coalition is cooperative
or competitive, through the frequency with which coalition parties applaud each other’s speeches in
parliament. And finally, Plescia and Kritzinger (2022) generate a comparative measure of coalition
conflict based on reporting on the state of coalition governments in both national and international
media.

What all these measures have in common is that they are only produced for relatively small sam-
ples. Coding amendments is very time-intensive, and hence Fortunato’s differentiation measure is
only available for three European countries. Applause, in turn, is rarely consistently codified in debate
transcripts, restricting Imre et al. (2022) to solely German and Austrian coalitions. And Plescia and
Kritzinger (2022) stress how “given the relatively low number of events available for each month in
each country, the ICEWS data set did not allow us to take into consideration the dynamic aspect of
intra-coalition conflict” (Plescia and Kritzinger, 2022, p. 40).

One way to address these challenges of coding and data limitation is to turn to computational
text analysis, which has enabled eflicient large-scale measurement of political text data. Sagarzazu
and Kliiver (2017), for instance, conceptualize coalition differentiation as occurring through varia-
tions in issue attention. Coalition parties distinguish themselves by addressing distinct topics from
their coalition partners. In measuring this, they use a Bayesian hierarchical topic model, developed
by Grimmer (2010), to classify German coalition party press releases into policy areas. They then
interpret differences in attention devoted to each of these areas as strategic coalition differentia-
tion behavior. Another example comes from Fortunato (2021), who uses Slapin and Proksch (2008)
Wordfish model to generate daily ideological positioning scores from parliamentary speech for the
parties of the 2010-2015 United Kingdom (UK) coalition. The distance between these generated
scores is then interpreted as the degree of differentiation.

Both topic modeling and Wordfish are forms of unsupervised machine classification. This means
these methods are trained to recognize patterns, or groupings, in data without being given prior
instructions about the nature of these groupings. By locating and interpreting these clusters, one
can make inferences about how these are grouped in this space, and what the distance between these
clusters indicates. The one key challenge with unsupervised classification is best summarized by Goet
(2019), when he states that: “the scores that these models produce, identify which speakers tend to
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use similar words to one another [...]. These estimates may or may not prove to have anything to
do with the party, or indeed to have any stable structure over different debates or sessions” (p. 7).
This implies that the clusters found by an unsupervised classification algorithm do not necessarily
correspond with what the researcher sets out to capture. The risk of inconsistencies between results
from different applications means careful, case-by-case post hoc validation to assess the nature of the
clusters is essential. Thus, although these computational methods are able to process large volumes of
data with relative ease, the thorough post hoc validation to ensure it is, in fact, differentiation between
parties as opposed to some other dimension of difference, requires significant time investment. It is,
therefore, unsurprising that both unsupervised classification measurements introduced here are still
restricted to a single country or government.

Existing measures of differentiation offer only limited and inconsistent coverage across time and
cases. A measure that dynamically captures differentiation and is generated for a sizable sample of
coalition governments still remains absent. In the rest of this paper, I will argue that the challenges
preventing such robust measurement can be overcome by using supervised classification instead.

3. Supervised classification to capture differences

The application of supervised classification algorithms to predict the party label of political text, most
notably parliamentary speech, is an increasingly popular method to measure latent variables in text
(Yu et al., 2008; Hoyland et al., 2014; Peterson and Spirling, 2018; Goet, 2019; Wackerle and Silva,
2023; Ishima, 2024). In this method, a supervised learning classifier is trained to assign a text to a
political party on the basis of the words used in the speech. The trained classifier is then applied to an
out-of-sample set of texts to predict their party label. The resulting performance of this classification
exercise can be considered an indication of distinctiveness: the better a classifier is able to recognize
party affiliation of a speech, the more distinct one party’s rhetoric is from the other parties in the
sample. Yet the worse it performs, the more alike speeches are, and thus the more similar parties speak.
This method, therefore, overcomes the challenge to the reliability of results of unsupervised methods
by imposing the dimension of difference: party label. As a result, “these estimates are guaranteed to
be driven by the ‘party factor; regardless of the number of topics that are addressed, or other sources
of variation in word use” (Goet, 2019, p. 7); e.g., the differences supervised classification picks up on
will always be differences based on party groupings. Such a consistent result allows for interpretation
of results across time and cases with relative ease.

Previous applications of this method have predominantly been used to measure ideological polar-
ization in the US Congress (Yu et al., 2008), UK Parliament (Peterson and Spirling, 2018; Goet, 2019),
and the European Parliament (Hoyland et al., 2014). For the purpose of this paper, I combine this lit-
erature on measuring ideological polarization with theories on coalition differentiation. By applying a
supervised classification algorithm to a subset of solely coalition party speeches, one can interpret the
performance metric of the classifier not as ideological polarization but as rhetorical differentiation.
More precisely, interpreting the fine-grained differences in word use between parties as ideological
polarization relies on the assumption that all speakers in parliament are transparent about their ideo-
logical positions in their parliamentary addresses. Yet theories on coalition differentiation stress how
members of coalition parties are not always at liberty to do so and instead are required to publicly
defend a coalition consensus. From this perspective, one can consider the differences in speech as
the extent to which distinct party characteristics actually shine through. When a supervised classi-
fier is trained only on speeches by government parties, its resulting performance is therefore better
understood as capturing the degree of rhetorical differentiation between coalition partners than their
overall level of ideological polarization.

The differences between parties, which supervised classification algorithms identify, are those in
word use. These can be driven by a number of different factors, such as addressing different topics
(Sagarzazu and Kliiver, 2017), discussing the same topic with different vocabularies (Goet, 2019), or
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even explicitly choosing to (de)emphasize their party membership over coalition membership. This
measure does not distinguish which source of variation is driving the results and instead considers all
of the above as meaningful and contributing to coalition rhetorical differentiation." Moreover, a core
assumption of this method is that coalition parties behave as unitary actors in the legislative arena.
Empirical evidence does suggest that access to the parliamentary floor is regulated by party elites,
and thus that there is a central strategy to party speech behavior. Proksch and Slapin (2015) find that
party elites “still have a choice over which backbenchers should engage in monitoring through debate
and could employ loyalist backbenchers for the task” (p. 44). This is also reflected in the findings of
Bick et al. (2019), who find that speechmaking is restricted to fewer, more high-ranked legislators as
incumbency draws to a close and communication of a consistent party label becomes more impor-
tant. Taken together, this suggests that parliamentary speech can reasonably be treated as reflecting
party-level patterns of communication rather than purely individual-level variation. That being said,
legislative discipline is included as a scope condition in the sample selection to follow, and the validity
of this unitary actor assumption is assessed in Appendix 3.

4, Method

Unlike traditional supervised classification approaches, the pipeline generating this measurement is
not designed to optimize classifier performance. On the contrary, the metric of interest is grounded in
misclassification. The objective is to find consistent error driven by linguistic similarities, as opposed
to achieving the highest accuracy. The pipeline is designed to do so, and to be easily extended to other
parliamentary arenas not included in this sample, as well as applied to party-labeled coalition corpora
from other sources.

4.1. Data and pre-processing

The measure is generated for a sample of six countries: Austria, Denmark, Germany, Ireland, the
Netherlands, and Sweden. These countries are not only characterized by consistent coalition gover-
nance but also have a practice of parliamentary party discipline, which is a scope condition of the
sample selection. The speech data from these countries come predominantly from ParlSpeech V2
(Rauh and Schwalbach, 2020), with the exception of Ireland, for which the speech data is from the
Database of Parliamentary Speeches in Ireland, 1919-2013 (Herzog and Mikhaylov, 2017). In total,
the sample includes 48 coalition governments observed over the last 20 years. Metadata on coali-
tion membership and duration are taken from the Party Government in Europe Database (PAGED)
(Bergman et al., 2021).

The speech data is grouped per cabinet and excludes speeches by the speaker of the house, those of
the opposition, and any utterances of fewer than 40 words. The remaining corpus includes speeches
by both legislators and members of the executive.” The corpus is vectorized using a bag-of-words
approach, with removal of stop words during TF-IDF (term frequency-inverse document frequency)
vectorization using country-specific stopword dictionaries from the Natural Language Toolkit (Bird
et al., 2009). TF-IDF vectorization considers how important a word is to a document relative to the
full cabinet corpus. This measure of importance increases proportionally to the number of times a
word appears in the document but is offset by the frequency of the word in the entire corpus, help-
ing to downweight common words and highlight more distinctive terms. This process improves the

' Another driver of differences is the gender composition of parties, with women speaking differently to men (Wickerle and
Silva, 2023), or, similarly, regional dialects. Since the classifiers are trained on data from a full cabinet, as described below, I
assume these differences remain relatively stable over time within cabinets and, as a result, should not introduce significant
amounts of noise in the measure.

? Appendix 3 dissects whether conflating these two types of speakers challenges the unitary actor assumption and finds little
evidence for concern.
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representation of meaningful terms for the subsequent classification. Though simple, this bag-of-
words method of text vectorization is efficient and, moreover, performs comparably to more advanced
techniques like document embeddings as displayed in Appendix 1.

One thing to note is the challenge of vocabulary size influencing classifier performance, as noted
by Peterson and Spirling (2018) and Gentzkow et al. (2019). Specifically, the size of the vocabulary
of unique words found within the text for a classification (in this case, one cabinet) can influence the
subsequent performance metric of choice. The columns in a TF-IDF matrix correspond to the unique
terms found in the corpus. As a result, vectorization of different corpora will result in matrices of vary-
ing dimensions. Yet the number of columns will influence the amount of information, as well as the
sparsity to be considered in the classification. Both are likely to influence its resulting performance.
These structural differences would introduce noise to the signal and make it difficult to capture mean-
ingful variation across cabinets. To account for this, I generate fixed vocabularies of unique words
appearing in all the (cleaned) speech data used per country, as per Peterson and Spirling (2018).
Using these vocabularies to subsequently generate the TF-IDF matrices for individual cabinets of the
same country means every classification feature space has the same number of columns, enabling
cross-cabinet comparison. Differences in vocabulary size and structural factors between countries
remain, yet this can be mitigated by including country fixed effects in multi-country models.

4.2. Classification

4.2.1. Classifier selection

I employ a logistic regression classifier from the Python module scikit-learn (Pedregosa et al., 2011).
This model executes both binary and multi-class classification, implying it can be applied to data
from coalition cabinets of all sizes. It also performs reliably with high-dimensional, sparse feature
matrices typical of text data. The classifier is implemented using the SAGA solver, which processes
large volumes of data with efficiency, with L2 regularization to prevent overfitting and address the
correlated features characteristic of text data. I also assess the robustness of the resulting classifier
performance by comparing it to two alternative classifiers: a linear support vector classifier and
a stochastic gradient descent classifier. Even though these models rely on different optimization
strategies, the results their scores as reported in Appendix 2 closely correlate with those gener-
ated by the logistic regression classification. Since all three classifiers produce substantively similar
results, I conclude that they are capturing the same underlying pattern of rhetorical differentiation in
parliamentary speech and construct the final scores using solely a logistic regression classifier.

4.2.2. Classification pipeline

To obtain performance metric scores for each month of incumbency, I employ a cross-validation
technique. More precisely, for each cabinet, the data is randomly split into 10 stratified samples. Each
of the classifiers mentioned above is then trained and tested 10 times, each time training the data
on nine of the sections and applying the trained classifier to the remaining section to make out-of-
sample predictions. As it stands, the training data is rarely balanced. This implies that the number of
speeches per party will differ. To ensure the classifier is trained on roughly equal amounts of infor-
mation per party, I apply synthetic minority oversampling technique to each of the folds’ training
sets. This oversampling technique generates synthetic observations in the minority class, or classes,
to match the number of observations in the majority class. By replicating observations based on the
k-nearest neighbors of observations in the minority class, the class is expanded without adding new
information to the model. Asa result, all parties in each cabinet will have the same number of speeches
fed to the classifier.?

*This does not account for structural differences in the length of speeches, i.e., if smaller coalition parties systematically
speak more succinctly, they would remain underrepresented in the training data even with the same number of speeches. To
account for this, I include speech length as an additional feature in the classification.
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Within each fold, the model is trained to recognize the typical speech profile of each coalition party
over the course of incumbency. The trained model is then applied to a stratified out-of-sample set of
speeches to assess how clearly those speeches correspond to, or diverge from, the party’s characteristic
speech profile. By doing this 10 times using a cross-validation split, each speech in the corpus is
included in a test set once and will be assigned predicted probabilities of belonging to each of the
class labels or coalition parties.

4.2.3. Score calculation

I then calculate monthly party scores by aggregating the predicted probabilities per month, for each of
the parties comprising the coalition. Previous studies employing this method have typically consid-
ered the overall accuracy of a classifier, thereby capturing distinguishability for parliaments as a whole.
To measure individual party distinctiveness, I focus on recall instead. Recall, or sensitivity, reflects
the proportion of a party’s speeches that are correctly classified as its own (Rainio et al., 2024). High
recall indicates that a party’s rhetorical profile is distinct enough for the classifier to identify it, while
low recall suggests lower distinguishability. In this context, false negatives (speeches from a party
that are misclassified as belonging to another) are more meaningful than false positives (speeches
from another party that are incorrectly attributed to the party in question), as they directly represent
moments when a party’s rhetoric blends into that of its coalition partners. Party-level recall there-
fore best captures coalition party differentiation, by illustrating how each party remains rhetorically
distinguishable from its partners over time.

Additionally, existing applications of this method have almost exclusively been applied to two-
party systems. These applications, therefore, did not compare results across classifications with
different numbers of classes. Yet the number of parties, and thus the number of classes in the classi-
fication, will affect the baseline recall, or the level of performance at which a classifier is as good as
random. In a binary classification, this is at 50%, whereas in a four-class classification, this is 25%.
Comparison between coalitions of different sizes is impossible without correcting for this. I do so by
using recall surplus as the final measure of rhetorical differentiation. This is the rate exceeding the
baseline score of each month.* The formula for this measure is:

True Positives 1
True Positives + False Negatives n’

Recall surplus =

Using recall surplus captures the extent to which the classifier performs above chance and makes
scores comparable across cabinets of different sizes. Finally, since some scores are substantially noisy
for months with very few speeches (such as summer and winter recesses), I drop the scores from
months in the bottom 5% of speech frequency. I employ a relative cutoff point, as each country will
differ in the number of speeches its parliamentary speech rules will allow for on average.

4.3. What the scores capture and what they do not

The differentiation scores are generated for each coalition party in each month of incumbency. High
recall surplus indicates that a party’s parliamentary speech is more rhetorically distinguishable from
that of its coalition partners, whereas low recall surplus indicates greater rhetorical overlap. The mea-
sure therefore captures the extent to which coalition partners are publicly distinguishable from one
another in parliamentary speech over time. Important to note is that this measure is relational. A
party-level score does not reflect the distinctiveness of a party’s own speech in isolation, but rather
captures how distinguishable that speech is relative to those of its coalition partners. The scores should
therefore be interpreted as indicators of rhetorical differentiation between coalition partners, and not
of individual party choice.

*This is akin to the established practice of considering classifier performance superseding a baseline (Megahed et al., 2024).
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Table 1. Dashboard summary of scores and sample by country

Country Scores Governments Unique parties Year range Original dataset
AT 447 9 3 1996-2018 ParlSpeech V2
DE 563 8 4 1991-2018 ParlSpeech V2
DK 423 9 6 1997-2018 ParlSpeech V2
IE 491 8 6 1992-2013 DP11919-2013
NL 638 10 6 1994-2019 ParlSpeech V2
SE 504 4 6 1991-2018 ParlSpeech V2
Total 3,066 48 31

The classification pipeline identifies only the observable pattern of rhetorical distinctiveness, not
the process that produces it. Similar score patterns may arise from multiple underlying mechanisms,
which the measure itself does not disentangle. More precisely, multiple processes may produce high
or low levels of rhetorical distinctiveness. Differences may arise from varying ideological position-
ing, issue emphasis, or rhetorical styles. The classification pipeline does not distinguish which of
these mechanisms is driving a given score; instead, it captures the overall observable distinguisha-
bility in parliamentary speech. Party-level recall surplus should thus be interpreted as a measure of
how rhetorically distinguishable each coalition party is in a given month. Averaging these party-
level scores then gives a coalition-level differentiation score, representing the degree of rhetorical
differentiation within the coalition as a whole at that point in time.

Finally, what constitutes a relatively high or low score is context-dependent. Absolute score levels
are shaped not only by coalition speech patterns but also by linguistic, institutional, and parliamentary
conventions that are relatively stable within countries but may vary across them. For example, in
parliaments where speakers frequently refer to fellow politicians by name, such references will be
mechanically associated with particular parties and therefore more easily identifiable by a classifier.
This can inflate absolute score levels without necessarily indicating greater rhetorical differentiation
in a substantively meaningful sense. Consequently, the measure is best suited to analyzing within-
coalition and within-country variation over time.

5. Results

Table 1 summarizes the dataset generated by the classification pipeline set out above. Across six coun-
tries, this dataset includes a total of 3,066 monthly coalition party differentiation scores collected from
48 distinct government cabinets, representing 31 unique parties over time periods ranging from 1991
to 2019, depending on the country.

The distinctive attribute of this measurement is the generation of dynamic, time-varying scores
for every party in a cabinet. To illustrate the value of this granularity, Figure 1 plots all scores from
two successive Austrian governments (Schiissel I and II), both comprising the same parties. In this
comparison, the number of parties, as well as the ideological distance between the parties in office,
is thus kept approximately constant from one cabinet to the next. As mentioned previously, static
cabinet characteristics, such as the size and ideological distance, are popular measures indicating the
state of a coalition government. When these characteristics remain relatively stable across successive
governments, existing proxies imply little change, yet the present measure shows distinct patterns in
rhetorical differentiation from one cabinet to the next.

The illustrative example of Figure 1 displays the two Schiissel cabinets. The first Schiissel cabinet
(2000-2002) was made up of the Austrian People’s Party (OVP) and the Freedom Party of Austria
(FPO), with both parties holding 52 parliamentary seats. This marked the first time the populist FPO
entered a coalition government, although its tenure proved short-lived. Owing to pronounced inter-
nal divisions within the FPO leadership, Wolfgang Schiissel, the OVP chancellor, deemed continued
cooperation unsustainable and dissolved the cabinet after 2 years (Miiller, 2021). The modest increase
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Figure 1. Coalition party rhetorical differentiation for the two consecutive Schiissel governments of Austria.

in differentiation from the OVP over the course of the incumbency, shown in the top panel of Figure 1,
may indicate the growing discontent of the OVP in this cabinet. In the subsequent election, the OVP
increased its seat share from 52 to 79, while the FPO suffered substantial losses, falling to 18 seats.
Despite these changes, Schiissel renegotiated a coalition agreement with the FPO, and the same parties
re-entered government, yet under markedly different conditions (Schiissel II, 2002-2006) (Miiller,
2021). The resulting power asymmetry is reflected in the lower panel of Figure 1, where the FPO
appears systematically less distinguishable than the OVP.

This example might give the impression that distinctiveness is merely a function of seat share.
Two consecutive Irish governments, again of the same composition, suggest not only that this is false
but also illustrate the prevalence of differentiation patterns in stable cabinets. The two cabinets led
by Bertie Ahern (1997-2007) both completed their full terms (Mitchell, 2021). Each consisted of
Fianna Fail (FF) and the Progressive Democrats (PD). The first government was a minority coalition
(FF 77 seats, PD 4) and relied on the support of independent MPs in parliament. In the subsequent
term, the same parties together held a majority (FF 80, PD 8) (Mitchell, 2021). The behavior of the
PD, as shown in Figure 2, is particularly notable. During the first Ahern cabinet, the party exhib-
ited a markedly lower level of differentiation. In the second, once the coalition became a minimum
winning cabinet, its differentiation began at a higher level than in the previous cabinet and increased
steadily until it matched that of the chief executive party, despite the substantial disparity in seat share.
This change could well represent the PD’s more strategic position in the second Ahern government,
where it was now required for a legislative majority. Nonetheless, the causes and implications of these
differentiation patterns should be subjected to further investigation.
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Figure 2. Coalition party rhetorical differentiation for the two consecutive Ahern governments of Ireland.

Both examples highlight that the descriptive trends in party distinctiveness from one cabinet to
the next are not wholly captured by existing static measures of coalition differentiation. Instead, the
dynamic classification-based measure appears to track variation in ways that are broadly consistent
with what is historically known about the dynamics of these cabinets. The following section moves
beyond this initial face validity and presents a series of validation tests to assess the extent to which
these scores capture meaningful distinctions between coalition parties over time.

6. Validation of differentiation scores
6.1. Convergent validity: static variables

As noted above, most traditional indicators of coalition differentiation are static. These typically
assign a single value to each cabinet based on institutional or compositional characteristics thought
to influence whether coalition partners become more or less distinguishable. Consequently, the vali-
dation of the measure presented in this paper starts with examining whether it corresponds to these
established proxies, in theoretically expected directions. To do so, I average the monthly party-level
differentiation scores within each cabinet to generate a single cabinet-level measure and compare
these scores to a range of commonly used coalition characteristics using metadata from PAGED
(Bergman et al., 2021). Because this validation exercise compiles a dynamic party-level measure
into a static cabinet-level value, the resulting estimates should solely be interpreted as broad tests of
convergent validity. The descriptive relationships shown below are supplemented by simple cabinet-
level regression estimates reported in Appendix 4, which indicate that the observed associations are
directionally consistent with theoretical expectations, while remaining statistically insignificant.
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Figure 3. Average coalition differentiation compared to duration of coalition formation bargaining.

I first consider ex ante cabinet characteristics commonly associated with a more complex coali-
tion bargaining environment. Figure 3 shows the relationship between averaged differentiation scores
and the duration of government formation negotiations, measured in days. The negative association
indicates that as formation duration increases, cabinets tend to display less differentiation behavior
during incumbency. This is what one would expect theoretically, since a protracted formation process
likely implies that a wider range of issues have been discussed and agreed upon prior to taking office.
The more policy disagreement is settled in advance, the less opportunity there is to diverge from each
other while in government. A similar logic applies to the length of the coalition agreement. Figure 4
plots the negative relationship between differentiation scores and the number of words in the cabinet’s
coalition agreement. The longer the agreement, the more policy detail is codified before governing
begins, leaving less room for public differentiation once in office.

Subsequently, Figures 5 and 6 present average differentiation patterns by cabinet type and cabinet
size, respectively. Coalition size is often treated as a proxy for bargaining complexity, and the descrip-
tive pattern in Figure 6 is broadly consistent with that expectation: average rhetorical differentiation
tends to increase with the number of coalition parties.” Figure 5 likewise suggests consistent pat-
terns across cabinet types. Minority cabinets depend on support from actors outside the cabinet to
secure parliamentary majorities, which may reduce the need for coalition partners to present them-
selves as a unified bloc. Minimal winning coalitions, in contrast, depend on their coalition partners
to pass legislation, which, therefore, limits how much parties can express rhetorically distinguishable
party labels. Surplus majority cabinets, which contain more parties than are necessary for a legislative
majority, often allow for more than one legislative majority configuration. As a result, these cabinets
therefore have more opportunities for coalition partners to be publicly distinct. The measure indeed
captures variation that corresponds with these expected differences across cabinet types.

*This pattern remains visible despite the correction for the number of classes built into the classification pipeline.
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Figure 4. Average coalition differentiation compared to length of coalition agreement document.
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Figure 5. Average coalition differentiation for different cabinet types.

6.2. Convergent validity: dynamic variables

Dynamic measures of coalition differentiation are rare, especially for sizable samples. Yet the few
existing dynamic measures, which document month-to-month fluctuations, provide an opportunity
to examine whether the classification-based measure captures variation over time. To do so, I com-
pare the monthly classification-based coalition differentiation scores against two such measures. The
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Table 2. Regression results: dynamic measures predicting coalition differentiation

Cabinet-month (1) Cabinet-month (2)
0.204™" 0.283"
Int t
ntercep (0.015) (0.045)
- 0.011""
Coalition mood (0.002)
. . 0.010
Issue diversity (logged) (0.012)
Country fixed effects v
Number of countries 2 1
Observations 323 113
R? 0.110 0.006
Adjusted R? 0.104 -0.003

Note: "'p < 0.01.

results of simple linear regression models, estimated separately for each of these comparisons and
including country fixed effects where appropriate, are reported in Table 2.

The first comparison with an existing dynamic measure of coalition differentiation is with coalition
mood, developed by Imre et al. (2022) from parliamentary applause data in Austria and Germany.
Here, I aggregate the monthly differentiation scores to the cabinet level by taking their average
and regress these cabinet-level averages on the corresponding monthly coalition mood scores. The
coeflicient in Model 1 of Table 2 is significant and positive, indicating that higher coalition mood
is associated with higher differentiation. This does stand in contrast to the expectation that more
applause, and hence a cooperative coalition mood, should coincide with reduced differentiation. This
finding may reflect that applause captures a broader engagement or salience in parliamentary debate,
rather than solely approval or coalition cooperation. It should be noted that Figure 7 shows that the
relationship is driven primarily by Austria, suggesting that contextual or institutional factors specific
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Figure 7. Average monthly coalition differentiation and coalition mood.

to the Austrian parliamentary setting may explain this pattern. Based on these findings, the spe-
cific mechanisms underlying the relationship between differentiation and coalition mood should be
considered more closely.

Next, I compare my measure to the variance in issue attention across coalition party press releases,
introduced by Sagarzazu and Kliiver (2017) for a set of German cabinets. This captures the extent to
which coalition partners prioritize different topics in their public communication. Model 2 of Table 2
shows a positive coeflicient, suggesting that higher differentiation in press releases is associated
with higher rhetorical differentiation in parliamentary speech. While this relationship is not statis-
tically significant, the direction of the association is consistent with the expectation that coalition
differentiation is likely engaged with similarly across different arenas. This convergence remains sug-
gestive, given that the two measures are based on entirely separate corpora (press releases versus
parliamentary debate) and capture related dimensions of coalition differentiation.

Overall, these results provide cautious evidence of convergent validity for this measure of coalition
differentiation. Across both measures, the variations are positively associated, even if some coef-
ficients remain small. The alignment with two independently constructed dynamic measures does
suggest that the monthly differentiation scores are sensitive to temporal variation in coalition behav-
ior, and thus that this measure captures shifts in party positioning beyond static characteristics.
Although the positive relationship with coalition mood in Austria differs from theoretical expec-
tations, the overall pattern across measures supports the conclusion that this classification-based
approach captures temporal variation in coalition differentiation.

6.3. Pre-termination differentiation dynamics

Finally, I examine whether differentiation follows different temporal patterns depending on cabinet
termination type. I do so by estimating an event-time model centered on cabinet termination. I first
restructure the data to a cabinet-month format by taking the maximum differentiation score within
the cabinet in that respective month.® Then I construct a backward-looking time variable, 7, which
measures the number of months remaining until termination. The analysis window is restricted to the

®This, therefore, remains agnostic about which party could be driving differentiation.
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final 12 months prior to termination (0 < 7 < 11). The dependent variable, diff _z, is the z-score stan-
dardization of the maximum monthly differentiation observed within each cabinet. Standardization
ensures comparability across countries and over time by placing all observations on the same scale.

The key explanatory variable is a binary measure that indicates different types of cabinet ter-
mination and is derived from metadata provided in PAGED (Bergman et al., 2021). Specifically, I
rely on an indicator capturing whether a cabinet ended through discretionary or nondiscretionary
termination. Discretionary terminations refer to cases in which cabinet dissolution occurs at the
strategic initiative of one or more of the governing parties, whereas nondiscretionary termina-
tions reflect constitutionally scheduled or otherwise exogenously determined endings of the term in
office.’”

To model temporal dynamics, I approximate the pattern of differentiation prior to termination
using cubic B-splines in 7. This captures the likely nonlinear changes in differentiation over the final
year of a cabinet’s life cycle. I interact each spline basis term with the binary variable indicating
discretionary termination to assess whether these patterns differ by termination type. The model is
estimated using ordinary least squares with standard errors clustered at the cabinet level. Formally,
this specification can be written as:

K

K
diﬁ—zct = Z 6ksk(7—ct) + Z’Vk [Sk(Tct) X Dc] + Ect (1)
k=1

k=1

where S, (7) denotes the spline basis functions, D, is an indicator for discretionary termination, and
errors are clustered by cabinet c.

For visualization, I generate predicted values over a continuous grid of event-time values from
0 to 12 months before termination, separately for cabinets characterized by discretionary and nondis-
cretionary terminations. To account for sampling uncertainty, I compute bootstrapped confidence
intervals based on 1,000 cabinet-level resamples. The results are plotted in Figure 8.

The visualization suggests that differentiation tends to rise in the months preceding termina-
tions. This holds for both cabinets ending in discretionary and nondiscretionary termination, albeit
the latter shows a slightly later trend. Substantively, this pattern is consistent with the theoretical
expectation. Theory prescribes that differentiation is expected to increase in the months leading
up to a planned election, as parties commence campaigning (Martin and Vanberg, 2008; Sagarzazu
and Kliiver, 2017). A similar trend can be expected if coalition parties prepare for or strategically
precipitate an early cabinet dissolution as well. At the same time, the confidence intervals around
these estimates overlap substantially. This is not wholly surprising, given the limited number of
cabinets in each group (approximately 20) and the flexibility introduced by the spline-interaction
specification.

Thus, to further examine whether differentiation accelerates in the months preceding cabinet ter-
mination, I also calculate the change in differentiation between an early and a late pre-termination
window. Specifically, I define two event-time windows: an early window covering months 7 = 5 to
7 = 8 prior to termination and a late window covering months 7 = 0 to 7 = 4.® For each cabinet,
I compute the mean maximum differentiation within each window and then calculate a late-term
acceleration measure as the difference between the late- and early-window means:

Ac = dl:ﬂ_—zc,late - diff—zc,early (2)

"This operationalization should not be conflated with terminations due to coalition conflict. Because the number of cabinets
terminated by conflict is comparatively small in my sample, I instead opt for the broader discretionary versus nondiscretionary
distinction. Appendix 5 re-estimates the models using the narrower set of conflictually terminated cabinets, which generates
substantively similar, albeit smaller effects.

® Appendix 5 includes a robustness test where the acceleration test is specified with alternative windows.
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Figure 8. Spline-estimated differentiation patterns with bootstrapped 95% confidence intervals in the 12 months preceding
cabinet termination.

This summarizes the temporal trajectory of each cabinet into a single measure indicating change
in differentiation during the final months of incumbency. In order to assess whether late-term accel-
eration differs by termination type, I again divide cabinets according to discretionary termination
and compare the mean acceleration across these two groups. Given the small number of cabi-
nets in each category, I implement a permutation test to evaluate the statistical significance of the
observed difference in late-term acceleration. Specifically, I calculate the observed difference in group
means:

Agys = ADC:I - Aszo (3)

then randomly permute the termination labels 10,000 times, recomputing the mean difference in
each permutation.

I plot this mean late-term acceleration for each group, along with bootstrapped 95% confidence
intervals in Figure 9. This visualization shows that mean differentiation rises in the months before
discretionary terminations, while cabinets completing their planned term display a slight decrease
over the same period. Specifically, the mean late-term change in differentiation for cabinets ending
in a discretionary termination is A = 0.266 compared to A = —0.064 for cabinets with a nondiscre-
tionary termination, resulting in an observed difference of A, = 0.330. This shows that while both
types of cabinets experience a descriptive increase in differentiation prior to termination, this increase
is more marked for discretionary terminations. Although the difference is not statistically signifi-
cant, the observed effect does suggest a potential increase in differentiation prior to discretionary
terminations.

In sum, the validation test reported above provides partial support for interpreting these scores as
rhetorical differentiation in parliamentary speech, as the findings align with theoretical expectations,
although some are weak once aggregated to cabinet-level averages.
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Figure 9. Late-term acceleration of differentiation by cabinet termination type. The figure shows the mean change in dif-
ferentiation (A) between the early pre-termination window (months 7= 5-8) and the late pre-termination window (months
T = 0-4) for cabinets with discretionary and nondiscretionary terminations. Whiskers represent 95% bootstrap confidence
intervals. A value above zero indicates an increase in differentiation in the months immediately preceding termination.

7. Conclusion

Using supervised classification, the measure presented in this paper captures the degree to which
coalition parties present distinct rhetoric in parliament for every month a coalition is in office. With
3,066 monthly party scores covering close to 50 governments across six European democracies, this
approach enables detailed, time-varying analysis of intra-coalition rhetorical differences. It allows
researchers not only to observe coalition-level behavior but also to examine dynamics at the party
level, highlighting each party’s contribution to overall differentiation and variation over time.
Because of its granularity, this measure allows researchers to examine coalition governance with
far greater temporal and party-level detail than previously possible. It captures how differences in
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party rhetoric unfold over the course of incumbency, enabling analyses of the (de-)escalation of dis-
agreement, which parties drive or absorb differentiation, and how public differentiation relates to
private disagreements. For instance, differentiation scores can be used to investigate whether rhetor-
ical divergence accumulates over time and whether heightened differentiation serves as an early
warning signal of coalition instability. The pre-termination trends presented above suggest that differ-
entiation increases prior to discretionary cabinet terminations. This would be an interesting avenue
for future research.

The measure also enables analyses of party-level behavior by investigating which parties exhibit
greater variation, how differentiation differs across different institutional settings, and how rhetor-
ical differentiation relates to other forms of legislative behavioral differentiation, such as applause
and amendments. In turn, this measurement facilitates exploration of how differentiation behaviors
relate to other outcomes such as electoral performance or legislative output. Recent work suggests
that the electoral benefits of differentiation might be smaller than previously assumed (So, 2024;
Rieger, 2025). This approach provides a way to test these claims in a dynamic manner. Moreover, the
scores offer a tool to analyze whether coalition responses to public demand are unified or internally
contested.

There are, however, important limitations to consider. The performance of the supervised clas-
sification is influenced by country-specific characteristics, including the size and composition of
parliamentary speech corpora and legislative procedures that affect speech quantity. As a result,
the measure is not suited for direct cross-country comparison without accounting for these factors.
Instead, the inclusion of country fixed effects or the standardization of scores is recommended when
analyzing multiple countries. The measure’s comparative value lies primarily in cross-cabinet and
intra-coalition party comparisons within countries. Additionally, the measure assumes a degree of
party discipline in the legislature. In political systems with weakly institutionalized parties or less
centralized legislative behavior, the measure is likely to capture more noise than signal, as indicated
in Appendix 3.

This classification-based approach provides a useful tool for researchers to study the temporal
dynamics of coalition incumbency through individual parties’ rhetorical divergence and subse-
quently its effects on legislative outcomes. Moreover, the classification method is easily extendable
to other party-labeled coalition corpora. By bridging the gap between static and dynamic measures
of coalition differentiation, this measurement allows for further, more detailed investigation into the
strategic and institutional mechanisms that shape coalition governance.
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