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Abstract

The synthesis of turbulence dynamics using machine learning, statistical, and dynamical system-based models has become
an emerging research direction. Validation of synthetic turbulence time series is often based on marginal and second-order
statistics, which may overlook whether the underlying interaction structure is preserved. In this work, we apply a set of
linear and information-theoretic measures to evaluate interactions between pairs of turbulence time series obtained from a
turbulent channel flow at various wall distances, as well as between their synthetic counterparts. To demonstrate the
applicability of these measures, we assess synthetic time series generated from a high-order vector autoregressive (VAR)
model. The results show that the VAR-generated time series preserve the linear interactions measured by auto- and cross-
covariance functions, even for long-memory dynamics. However, when assessed by information-theoretic measures, such
as time-delayed mutual information and transfer entropy, the agreement deteriorates. Despite under-predicting the
magnitude of transfer entropy, the VAR-generated time series correctly capture the dominant direction of net information
transfer in most of the pairs. Furthermore, when the time series embedding is optimally constructed, the interpretation of net
transfer entropy is shown to be consistent with relevant physical interpretations of causal interactions reported in the
turbulence literature. Future research should consider applying this framework to multivariate turbulence time series
generated by other data-driven techniques to ensure more comprehensive validation.

Impact statement

When validating synthetic turbulence time series generated by data-driven models, assessments typically rely on
statistical moments up to the second order. However, such measures alone are insufficient to determine whether
temporal memory and the underlying pairwise dependencies between coupled time series are faithfully
preserved. This work demonstrates the practical importance of a set of linear and information-theoretic
interaction measures for evaluating pairwise relationships in turbulence time series. The measures are applied
to velocity time series extracted from a turbulent channel flow simulation and to their synthetic counterparts
generated by a high-order vector autoregressive model. By comparing these measures between simulation and
synthetic data, and examining how their directional patterns are consistent with turbulence physics, the study
highlights their value as complementary validation tools for data-driven turbulence time-series generation.
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1. Introduction

Turbulent flows are complex multiscale systems in which a wide range of spatio-temporal structures
interact through various physical mechanisms (Jiménez, 2018; Jiménez, 2025; Massaro and Hussain,
2026). The state variables, such as velocity, pressure, and their derivative quantities, are interconnected in
both space and time. These dependencies are encoded in high-dimensional joint probability distributions,
whose exact forms are practically unobservable. Typically, we obtain samples drawn from these
underlying distributions through experiments, scale-resolving simulations, and more recently, data-
driven models. The degree to which the resulting data preserve the properties of the true physics depends
on their level of contamination by error and uncertainty originating from various sources. In practice, we
work with turbulence time series, that is, discrete samples of continuous flow quantities recorded at a finite
set of timestamps. Several studies have provided strong evidence that the marginal distributions of
turbulence time series are typically non-Gaussian, often skewed, heavy-tailed, or intermittent (Kovasznay
et al., 1970; Castaing et al., 1990; Jiménez, 1998). This non-Gaussianity does not, however, pose a
fundamental issue for most analyses in practice, as we are often interested in low-order turbulence
statistics, such as mean velocity and Reynolds stresses. These quantities of interest have well-defined
finite values, despite being affected by sampling uncertainty due to the finite size of time series (Oliver
etal., 2014; Russo and Luchini, 2017; Rezaeiravesh et al., 2022; Xavier et al., 2024). In contrast, what is
challenging is how to characterise intrinsic interactions among multivariate time series recorded at
different spatial locations within a turbulent flow. Linear interactions are typically quantified using
statistical measures such as correlation, autocorrelation, and cross-covariance functions, that is, second-
order statistics. In practice, these can be estimated accurately for weakly statistically stationary time series
(or after being converted to that), see, for example, Wei (2006). For quantifying both linear and non-linear
interactions, and for performing detailed structure analysis of turbulence time series (stationarity is not
needed), we can employ information-theoretic measures (Cover and Thomas, 2001; Kantz and Schreiber,
2003), such as Shannon entropy (Shannon, 1948), mutual information (Fraser and Swinney, 1986), and
transfer entropy (Schreiber, 2000).

The central objective of this study is to establish a rigorous validation framework for synthetic
turbulence time series based on pairwise interaction measures. While designed for synthetic data, this
approach is applicable to time series generated by predictive models when the forecast horizon is
sufficiently long. Rather than relying solely on marginal or second-order statistics, the framework
evaluates whether synthetic data preserve both linear and information-theoretic dependencies present
in the reference turbulence data. In particular, we employ velocity time series obtained from a compu-
tational fluid dynamics (CFD) simulation as the reference (ground truth) and for training a linear vector
autoregressive (VAR) model. The VAR model serves as a baseline benchmark to demonstrate the
framework, but it can be replaced by other data-driven models, examples of which are cited below. This
objective is both timely and novel, given the recent expansion of data-driven models for forecasting and
synthesising turbulence time series, and the pressing need for more thorough validation measures. Indeed,
outside of turbulence research, comprehensive assessment of the quality of synthetic time series has
recently gained attention; see, for example, Bahrpeyma et al. (2021), Stenger et al. (2024).

The generation of inflow conditions for scale-resolving simulations is one of the most important
applications of synthetic turbulence time-series generation; see, for example, the review by Wu (2017). In
recent years, several deep learning models have been utilised for this purpose, including an autoencoder-
type convolutional neural network with a multilayer perceptron (Fukami et al., 2019), generative
adversarial networks (Kim and Lee, 2020), a recurrent neural network (RNN) with LSTM (long short-
term memory) (Yousif et al., 2022), a combination of transformer and generative models (Yousif et al.,
2023), and diffusion models (Li et al., 2024; Liu et al., 2025). Similarly, some of the main approaches for
predicting turbulence time series for canonical wall-bounded turbulence include RNN-LSTM (Nakamura
et al., 2021; Matsubara et al., 2023), transformers (Drikakis et al., 2024), and echo state network (Racca
etal., 2023). Alternatively, statistical (mainly autoregression) and spectral approaches have been used for
synthesising turbulence time-series, see, for example, (Klein et al., 2003; Basu et al., 2004; Castro and
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Paz, 2013; Patruno and Ricci, 2018; Gallego-Castillo et al., 2024; Xavier et al., 2024). These models
typically impose spatio-temporal connectivities when constructing the model to preserve time-delayed
dependence to an extent. In particular, Stanly et al. (2024) used a VAR model to synthesise the evolution of
the temporal coefficients of the proper orthogonal decomposition in a boundary layer flow. The use of
synthetic data at the inflow of another simulation resulted in achieving physical turbulence in a short
adaptation length. In the present study, the same linear VAR model is used as a benchmark generator of
synthetic turbulence time series from channel-flow data, allowing us to assess the extent to which linear
and information-theoretic interaction structures are preserved.

Application of the information-theoretic measures (Shannon, 1948; Cover and Thomas, 2001; Kantz
and Schreiber 2003) to turbulence has received considerable attention in recent years. Examples include
the use of transfer entropy for identifying causality in turbulence structure in different parts of boundary
layers (Lozano-Duran et al., 2019; Massaro et al., 2026; Zhang et al., 2025), flow control and subgrid-
scale modelling (Lozano-Duran and Arranz, 2022), and driving computational algorithms (Massaro et al.,
2023). To ensure the reliability of the information-theoretic analyses, the present study examines the
sensitivity of the numerical estimates to estimator parameters and embedding choices, and employs
surrogate-based significance tests following Pinto et al. (2024).

The remainder of this paper is organised as follows. Section 2 introduces the methodology, including
the turbulence dataset, the VAR modelling approach, and the interaction measures. Section 3 presents the
analysis of the linear and non-linear measures applied to the turbulent channel-flow data and the
corresponding VAR-based synthetic time series.

2. Methodology

2.1. Turbulence time series data

The CFD-based time series data in this study are obtained from the wall-resolving simulation of a
turbulent channel flow at a friction-based Reynolds number Re, =300 (Figure 1a). This Reynolds number
is defined as Re, =u,J/v where u, is the mean wall friction velocity, d is the channel half-height, and v is
the kinematic viscosity. As detailed in Rezaeiravesh et al. (2021), the simulation has been performed by
the open-source spectral-element solver, Nek5000 (Fischer et al., 2008). The computational mesh consists
of fully structured elements with uniform spacing in the streamwise (x) and spanwise (z) directions and
compression towards the walls. Each element contains (N »t 1)3 Gauss—Lobatto—Legendre points
(where N, =7 is the polynomial order), at which the discretised Navier-Stokes equations are solved.
The first off-wall grid point is located aty ™ =0.55, where y* = (y/J) Re; denotes the wall-normal distance
in wall units. Periodic conditions are applied in the streamwise and spanwise directions, where the average
spacing between grid points is approximately 20 and 10 wall-units, respectively. After discarding the
initial transient, a total of 104,377 time samples are collected for the velocity at 64 points in the wall-
normal direction, y, across J. The velocity values are averaged over the wall-parallel (xz) planes and
sampled at constant time intervals 0.0080/ U}, equivalent to 0.15J/u,, where U, is the bulk velocity.

2.2. Vector autoregression (VAR)

Consider a set of K time series X=[X W x@ .. x (K)] belonging to the same system with some
underlying interactions and dependencies. A K-variate VAR model of order p can be used as a linear
approximation to the dynamical systems described by the time series (Liitkepohl, 2005):

P
X =AY Arxiste M
£=1
T
Here, x,= [xﬁ”,xﬁ”, ---,ng) , Ay is a K X K coefficient matrix at lag £, and the noise vector (innovation

process) & has a multivariate Gaussian distribution with covariance matrix C,. Given a set of joint samples
of length # for the time series, the coefficient and noise covariance matrices can be estimated using Least
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Figure 1. (a) A snapshot of the streamwise velocity component, u, in the turbulent channel flow
considered in this study. The yellow markers schematically indicate the sampling locations in the wall-
normal direction, y. At each location, the streamwise velocity averaged over the xz-plane is sampled at a

fixed rate to generate a simulation time series. (b) Example time series sampled at y* =11 (top) and
y* =180 (bottom). The black lines denote the simulation data, and the coloured lines denote three
realisations generated by the VAR model fitted to those data.

Squares (LSE), Maximum Likelihood (MLE), or Bayesian methods. After construction, the VAR(p)
model, as a stochastic process, can be used to synthesise samples for X of any length, with a temporal
resolution identical to the training data.

2.3. Interaction measures

In general, there can be various measures of linear and non-linear interactions between each two
components of a K-variate time series. The most standard measure of the statistical linear dependence
between two time series X and Y is the cross-covariance function (CCF), which measures both concurrent
and time-shifted covariances between the time series:

par (£2) =0V (xuYiz.) =B (%= ) (Yize =) @

where 7> 0 is the time shift (lead/lag), B[-] denotes the expected value, and u is the mean of a time series.
The CCF is asymmetric, meaning that its value changes depending on whether X leading or lagging Y.
The only symmetry is yyy (£7) =7y ( F 7). For =0, the standard cross-covariance between x, and y, is
recovered, which is not necessarily the maximum value across all possible values of 7. In studies of
turbulent flows, yyy(0) is widely used since, when X and Y are velocity components, it represents a
component of the Reynolds stress tensor. If both time series are identical, then the CCF (2) is reduced to an
autocovariance function to measure how each sample in a time series covaries with its own past.
Normalising the autocovariance function with the variance of the time series, the autocorrelation function
(ACF) is derived:

px(T) = cov(Xe,Xi ) [cov(Xe X), 3)

that is, symmetric. In practice, where there is only one realisation of a turbulent flow, the expectation in
covariances is replaced by a sample-mean estimator. As a result, the CCF and ACF are intrinsically
oscillatory at high time lags/leads z.

Information theory (Cover and Thomas, 2001; Kantz and Schreiber, 2003) provides a set of measures
for quantifying both linear and non-linear interactions between time series. A fundamental quantity is the
Shannon entropy (Shannon, 1948), which provides a rigorous measure of the uncertainty or information
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content of a random variable. For X, a continuous random variable (with discrete values), the differential
entropy is defined as,

H(X) = — / p(x)logp(x)dx, @

where p(X) is the probability density function (PDF) of X. Building on entropy, various measures of
interactions between multiple random variables or time series can be obtained. Shannon (1948) proposed
mutual information (MI) to measure the amount of shared information between two or more random
variables. In connection with dynamical systems, the time-delayed MI was proposed by Fraser and
Swinney (1986), which for two time series X and Y is defined as:

iy (9=Hsri-)= 3 pli-) o % )

where 7 > 0 is the time delay and p(x;,y,_,) is the joint PDF of x; and the delayed y,. This measures how
much knowledge about the past of Y, that is, y,_,, reduces uncertainty about the current state of X.
Therefore, it is a measure of statistical dependence between X and Y considering both linear and non-
linear effects in contrast to CCF (2). Clearly, Ixy(7) #yx(r), meaning the time-delayed mutual infor-
mation is, in general, asymmetric in time. However, because mutual information is symmetric under
interchange of the two variables in the joint PDF in Equation (5)it does not, by itself, capture the
directionality of information transfer. To obtain this, a conditional PDF was used by Schreiber (2000) who
defined transfer entropy (TE) from X to Y as,

m’xln
TEy_y(mt)= ) p(y,,y;”,x;”)logm

. (©)
oo pym)

Given samples x; and y, from a single realisation, the time-delay embedding is used to reconstruct multi-
dimensional state-space:

m

)

X ={x (et fa s W= {ytf(ffl)z}le’

where m > 1 and 7 > 1 are the embedding dimension and embedding delay, respectively. The time-delay
embedding used here follows the practical reconstruction procedure introduced by Packard et al. (1980),
and is theoretically motivated by Takens’ embedding theorem (Takens, 1981), which establishes
conditions under which the attractor of a dynamical system can be reconstructed from delayed observa-
tions of a scalar time series. Note that in the original definition by Schreiber (2000), each time series can
have a different m, but in this study they are assumed to be the same. The choice of m and 7 can have a
significant influence on the value of the estimated TE; see Tan et al. (2023), Wallot and Mgnster (2018),
and also the discussion in Section 3. According to Equation (6), TEx_.y quantifies how much additional
information is learned from the past of X in addition to what is already known from the past of Y, for
predicting a future state of Y. This interpretation is directly reflected in the conditional PDFs in Equation (6).
Therefore, TEy_,y serves as a measure of statistical causality, indicating the extent to which X influences Y.
However, the present bivariate TE is evaluated for the pair X and Y in isolation from the remaining time
series. As aresult, its causal interpretation is limited, since potential common drivers, redundant effects, and
other multivariate dependencies are not taken into account. Nevertheless, it remains suitable for the purpose
of the present study, that is, quantifying pairwise interactions between time series. In addition, compared
with multivariate TE, the estimation of bivariate TE is more robust for a given dataset because of the lower
dimensionality of the embedding space. Obviously, TEy_.y (m,7) # TEy_.x (m,7) motivating the definition
of the net TE as TEy_.y — TEy_ x which indicates the dominant direction of information transfer in a time
series pair.

Given a finite set of samples for two time series X and Y, computing MI and TE requires estimating
various types of PDFs. The most basic approach is using binning to empirically estimate the PDFs, which,

https://doi.org/10.1017/dce.2026.10078 Published online by Cambridge University Press


https://doi.org/10.1017/dce.2026.10078

e44-6 Saleh Rezaeiravesh, Daniele Massaro and Philipp Schlatter

however, can be very sensitive to various parameters, for example, the bin size. The estimates can be
improved using the Kernel Density Estimation (KDE) method that returns smooth PDFs. This can,
however, lead to filtering some details. In general, the KDE method is sensitive to bandwidth selection and
may struggle with high-dimensional data; see, for example, Lee et al. (2012), Zambom and Dias (2013),
and Appendix A. The most conventional method for estimating MI is based on k-nearest neighbour
(KNN) distances, hereafter referred to as the KSG method after Kraskov et al. (2004). We use their
estimator for the mutual information that was derived based on an expansion of different Shannon
entropies (Cover and Thomas, 2001). It reads as,

Iyy =y (k) +y(n) —(w(ng + 1) +y(ny +1)), 3)

where k is the number of nearest neighbours, y(-) is the digamma function, 7 is the length of the time
series, (-) denotes an average over 1, and ny (¢) specifies the number of x, samples whose distance from x;
is less than a radius (computed in the method). The TE in Equation (6) can be written as a conditional time-
delayed MI and expanded in terms of entropies (Frenzel and Pompe, 2007; Hlavackova-Schindler et al.,
2007):

TEx—y (m0) =1 (vpx ") = H (") = H (") = (H (0" 5) = H (x707') ) ©)

Based on this, Frenzel and Pompe (2007) extended the KSG estimator (Kraskov et al., 2004) to compute
TEx_y from,

TEX‘;)/(m,‘L') ~ l//(k) + <l//(}’ly;n + 1) - l//(}’lyty;n + l) — l//(l’lxllﬂy;n + 1)), (10)

where nyn, ny . and nyne count the number of samples falling within a specific radius of the respective
marginal space. Although the KSG estimators are non-parametric, their estimates can be affected by the
choice of k. In general, smaller k values result in lower bias but more variance in the estimates (capturing
local effects and letting the PDF vary over different regions), and vice versa (Stolarovs et al., 2026). Gao
et al. (2018) explained why KSG estimations are accurate for fixed values of k. Furthermore, there are
methods to choose optimal & values to reduce the bias in the estimator, see, for example, Witter and
Houghton (2024). In this study, we select k£ = 10 as a pragmatic intermediate value, rather than claiming it as
an optimal choice across all time-series pairs. The sensitivity of the estimated information-theoretic measures
to the choice of & is further detailed in Appendix A. Using the same value £ = 10 for both the simulation and
synthetic time-series pairs is consistent with the main objective of the study, namely validation, although its
potential impact on the physical interpretation of the results should be acknowledged.

3. Results and discussion

A set of 22 non-equispaced points (a subset of the original 64 points) in the wall-normal direction of the
channel flow described in Section 2.1 is selected, at which time series of plane-averaged streamwise
velocity are considered, see Figure 1a. The corresponding wall-normal locations span from y* =0.55
(adjacent to the wall) to y* =298 (the channel centre), with multiple sampling points located within the
viscous sublayer, buffer layer, logarithmic layer, and wake region of the turbulent boundary layer (Pope,
2000). The time series contain 10,437 samples, obtained by down-sampling the original CFD data by a
factor of 10, resulting in a temporal resolution 0f 0.085/ U . The resulting 22 time series create 23 1 distinct
interacting pairs, for which the interaction measures in Section 2.3 are evaluated using an in-house Python
code. To reduce overall computational cost, a message-passing interface (MPI) parallelisation is imple-
mented, where the computations associated with each pair of time series are assigned to a separate rank.

A VAR model of order p=60 is trained using the above 22-variate time series, employing the least-
squares estimator available in statsmodels (Seabold and Perktold, 2010). Example time series generated
by the VAR model at two sampling locations are shown in Figure 1b. It is noteworthy that applying the
Akaike Information Criterion (AIC) (Akaike, 1974) and the Bayesian Information Criterion (BIC)
(Schwarz, 1978) yields suitable VAR orders of 20 and 15, respectively. However, as the VAR model is
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used here for synthetic sample generation to reproduce the interaction structure of the time series, we
adopt p =60 as a pragmatic choice to retain sufficiently long temporal memory. Importantly, repeating the
analyses in the following sections with p =30 does not lead to any discernible change in the results. The
only noticeable difference is that p =60 yields a slightly better agreement of the mean cross-covariance
function with the simulation data at higher lags (see Figure 3).

Using the trained VAR model, 50 independent realisations of synthetic time series, each of length
10,437, are generated. The strategy in the subsequent analyses is to compare the empirical mean of the
pairwise interaction measures obtained from the 50 synthetic realisations with the corresponding
measures computed from the simulation data (ground truth) used for training of the VAR model. The
ensemble of synthetic realisations also allows for estimating 95% confidence intervals for the interaction
measures between the VAR-generated time series.

3.1. Linear interactions

Figure 2a shows the matrix of mean correlation coefficients for the time series pairs obtained from the
VAR model (the values between identical time series are excluded from all matrix plots). As expected, the
time series show a high positive correlation with the neighbouring wall distances. Fory™ < 25 (almost up
to the end of the buffer layer), a high concurrent (i.e., no time-delay) linear dependency between time
series is observed, as is known in the classical boundary layer theory, see, for example, Pope (2000). It is
interesting to spot two regions of small/zero correlation encompassing pairs with highly negative
correlations. In both regions, the time series up to y* < 27 are involved, which show small/no linear
correlation with the dynamics near the channel centre as well as with 50 < y* < 80. As shown in
Figure 2b, the same sets of interacting time series correspond to most of the high-uncertainty correlations
of synthetic data. In contrast, for highly correlated pairs, the uncertainty in the correlation coefficient of
the synthetic time series is low. As expected from a linear model, the VAR model perfectly preserves the
correlation coefficient as compared to the ground truth, as inferred from the scatter plot in Figure 2c.
Next, we examine additional second-order linear measures that account for time-delayed dependen-
cies, specifically the ACF and CCF. In Figure 3, these measures are evaluated for two pairs of time series
with highly negative and positive correlation coefficients. The ACF is a measure of linear dependency of a

-0.67 -0.43 -0.19 0.04 0.28 052 0.76 1.00 0.00 0.02 0.04 005 0.07 0.09 0.11 0.12
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r—0.50 -0.25 0.00 0.25 0.50 0.75 1.00
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(©)

Figure 2. (a, b) Matrices of the mean and standard deviation of the correlation coefficient obtained from

the VAR synthetic data, and (c) scatter plot of the correlation coefficient between the 231 time series pairs

within the synthetic and simulation data. In (a, b), the y™ values of the 22 sampling points are shown on

the axes. In (c), the bars present 95% confidence intervals around the mean values of the synthetic data,

due to the stochastic nature of the VAR model. In each figure in this study, the colourbar limits are set to the
minimum and maximum values of the corresponding dataset.
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Figure 3. Linear time-delayed interactions between time series located at (a) y* =36,180 and
(b) y* =61,88. In each subplot, the top and bottom rows show the ACF and CCF versus time lag ,
respectively. Dashed lines: simulation data, solid lines: mean of the synthetic data, and shaded area: 95%
confidence interval for the synthetic data.

time series with its own past, and indicates the time scale over which linear memory lasts. Similarly, the
CCF measures how the past (or future) of a time series linearly covaries with the future (or past) of another
time series. For the time series analysed here, the ACFs start from 1 and decay to zero at high lags,
although they may show non-monotonic decay at higher lags. The latter can be an indication of a dominant
time-periodic structure in the time series’ past. The time it takes for the ACF of a time series to reach zero
can be taken as an integral time scale required to make samples uncorrelated to their past. As visible in
Figure 3, such time can be significantly long, of the order of a few hundred time lags. Such long-lasting
memories are, however, known in the turbulence community and, in practice, lead to slow convergence of
turbulence statistics; see, for example, Oliver et al. (2014), Rezaeiravesh et al. (2025), Xavier et al. (2024).

Depending on the time series pair, the plots of CCFs can exhibit more diverse patterns. For any pair, the
zero-lag value satisfies yyy (0) =yyy (0), which represents the cross-covariance between the two concur-
rent time series. At higher lags, however, asymmetries in the CCF may arise. For instance, in Figure 3b, a
“bump” is observed at higher z values for y,y (7), suggesting the existence of event(s) in the past of Y that
highly linearly covaries with the future of X (but not the other way around, in this specific case). This
aligns with earlier observations by Massaro et al. (2023). Across all considered time series pairs, the VAR
model reliably reproduces the ACF and CCF, showing good agreement with simulation data. Note that due
to the empirical average over the VAR realisations, the intrinsic oscillations in the ACF and CCF at high lags
of the synthetic data exhibit lower amplitude than those observed in the simulation data. Furthermore, the
empirical uncertainty in the ACF increases with 7, with the highest values at non-physical oscillations
around zero ACF. In contrast, for the CCF, the uncertainty in the VAR values is high across all lags, in
addition to a small deviation between the mean CCF of VAR and the sample-estimated CCF of the
simulation data. It is noteworthy that the Fourier transform of the ACF and CCF leads to power spectral
and cross-spectral densities, respectively (see, e.g., Park, 2018), that are instrumental in turbulence studies.
Therefore, the excellent agreement observed here between the linear time-delayed covariances of the VAR-
synthetic and simulation time series is also expected to hold in the frequency domain.

3.2. Information-theoretic measures

The time-delayed mutual information (5) can measure the amount of shared information between a pair of
time series. While Zxy(z) is comparable to the CCF yyy(7), it can capture both linear and non-linear
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dependencies between X and Y (Shannon, 1948). The time-delayed MI has been previously evaluated for
a few turbulent flows, see Arranz and Lozano-Duréan (2024), Cerbus and Goldburg (2013), Granero-
Belinchon (2018). For the present data, the time-delayed MI was found to be, in general, a decaying
function of 7 (see, e.g., Figure 5a), where the decay rate could be regarded as the rate at which information
(dependencies) between two time series is lost at different 7. In particular, we are mainly interested in the
maximum time-delayed MI, which is heuristically computed by searching over a set of candidate values of
7. The motivation for this choice is that the lag at which the strongest time-delayed dependence occurs
varies across interacting pairs, while the maximum of the time-delayed MI serves as a compact summary
measure. Although this choice may be more sensitive to noise than MI evaluated at a prescribed lag, it
avoids introducing an arbitrary common lag across all pairs and is applied consistently to both the
simulation and VAR data. In Figure 4a, the mean value of this measure is shown for different pairs of time
series synthesised by the VAR model. The vertical and horizontal axes show the y* value of the source and
target time series, respectively. The plot suggests a high level of symmetry in maximum TE, evident from
the values on both sides of the main diagonal. In addition to high values of maximum MI between spatially
close locations, a set of high values is observed below y™ ~21. For the time series very close to the wall
(at y* =0.5), the maximum MI remains small when the y* of the pair increases beyond ~27. This is in
contrast to the behaviour of the correlation coefficient in Figure 2a.

According to the scatter plot in Figure 4b, the mean of the maximum MI obtained from the synthetic
data agrees relatively well with those from the simulation data. Remarkably, this indicates that the PDFs in
Equation (5) estimated from the VAR predictions closely approximate those of the simulation data, hence
resulting in comparable values of the summation. The accuracy of the maximum MI predicted by the VAR
data is further assessed in Figure 4c, via evaluating the following normalised error:

R= ( max, Ixy (T) VAR — MaX Ixy (T) Simulation) / max . Ixy (T) Simulation® Y

where the overbar stands for the empirical averaging over the repetitions of the VAR predictions. For most
of the pairs, the error is positive, indicating over-prediction of time-delayed MI by the VAR synthesised
data, which could be translated to spurious shared information. Additionally, the error plot is, to a large
extent, asymmetric and shows that the highest errors more frequently occur when a time series at y* > 88
interacts with a time series in the same region or very close to the wall.

Next, we consider bivariate TE as a measure of non-linear statistical causality between a pair of time
series. A key to accurate estimation of TE for a dynamical system is constructing a valid time-delay
embedding; see Equation (7). We consider multiple candidate values of the embedding dimension m to

0.00 046 093 139 186 232 278 3.25 -0.09 -0.04 0.01 005 0.10 0.15 0.20 0.25

Source y "

b3
Source y *

05 10 15 20 25 30 35
Simulation data

(b)

Figure 4. (a) Matrix of the mean maximum MI estimated from synthetic data, (b) scatter plot of the maximum
MI obtained from the synthetic and simulation data, and (c) matrix of the normalised error (equation 11).
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Figure 5. (a) Auto-mutual information function (AMIF) for a pair of time series associated with
(top) y* =88 and (bottom) y* =279. The dashed lines show the estimation from the simulation data, and
the solid lines represent the mean of the AMIF from the synthetic data (along with the 95% confidence
interval). The dotted vertical lines specify the optimal value of embedding delay t. (b) The optimal t for
time series at the y™* values considered in the analyses: o corresponds to the simulation data and % are
associated with the samples generated from VAR model. These optimal values of Tt have been used for

estimation of TE in Figures 6-9.

compute TE across several wall-normal locations. For high-order dynamical systems like turbulent flows,
selecting the time delay 7 is non-trivial and critically affects the results, see Appendix B. To optimise ,
several methods have been suggested in the literature for time series in various applications, see Wallot
and Menster (2018), Tan et al. (2023), and references therein. For chaotic dynamical systems, Fraser and
Swinney (1986) showed choosing 7 based on the local minimum of 7 yx (7), the time-delayed MI of a time
series with its own past, aka, auto-mutual information function (AMIF), can be a better option compared
to the local minimum or first zero of the ACF of X . Further, relying on ACF could be misleading, noting its
linearity and intrinsic oscillations shown in Figure 3, which require a significant number of samples to
obtain a smooth ACF (Massaro etal., 2023; Xavier et al., 2024; Rezaeiravesh et al., 2025). For the present
time series, the I yx(7) is observed to be monotonically decaying with 7 reaching a saturation-like status
(plateau) at high lags, see Figure 5a. Note that the integral time scale from an ACF, Figure 3, is larger than
the corresponding time scale computed from AMIF (i.e., the ACF decays more slowly than the AMIF with
7). This can be a strong indicator of the linear statistical dependence in the time series considered here
being longer-term than the non-linear ones. For monotonically decaying AMIFs, the optimal embedding
delay 7 for estimating TE has been suggested to be chosen as the lowest lag above which Iyx () /Ixx(0)
drops below 1 /e, see Wallot and Menster (2018) and Chapter 9 in Kantz and Schreiber (2003). Following
this, the optimal 7 for computing TE between different time series pairs from both simulation and VAR
data are obtained, see Figure 5b. These optimal embedding delays, 7op, are clearly larger than the default
value of 1, and also vary with the distance from the wall. Considering the simulation data, for y* up to
~ 39, Topt is 20, then it drops to smaller values up to y " ~ 200, and above this, it has a larger value of 25
before dropping back to 20 at the channel centre. Note that the value of 7o, atay ™ can be different among
realisations of the VAR model.

Figure 6 shows the variation of TE for four time series pairs as a function of the embedding dimension
m. In general, the maximum of TE for all pairs was observed to occur at m=1 to 3 (not shown here).
Interestingly, the highest deviation between the simulation and synthetic data, as well as the highest
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Figure 6. Variation of the TE with embedding dimension m, estimated using the simulation data (dashed
lines) and synthetic data (mean value: solid line) for time series pairs with y* equal to (a) (5,11),
(b) (18,68), (c) (52,279), and (d) (138,225). The maximum values of TE are used in Equation (2) and
later shown in Figure 9.

uncertainty in the values obtained from synthetic data, are found to be around the maximum TE. This
measure (in both directions) computed between all 231 time series pairs synthesised by the VAR model is
shown in Figure 7a. The maximum TE for most pairs is considerably high (roughly more than 0.5).
Importantly, the asymmetry with respect to the main diagonal suggests a dominant direction of pairwise
interaction, see below. For interacting time series in the viscous sublayer, y* <5, the maximum TE is
lower than that obtained between the rest of the pairs. Moreover, the maximum TE from and to the closest
point to the wall is generally low. To assess whether the estimated TEs are statistically significant, we

0.00 0.14 029 043 057 072 0.86 1.00 -0.53 -0.44 -0.35 -0.26 -0.18 -0.09 0.00 0.08
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Source y "

o
~

0.0 0.2 0.4 0.6 0.8 1.0
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Figure 7. (a) Mean of the maximum TE estimated from the VAR synthetic data, (b) scatter plot of the
maximum TE estimated from the VAR and simulation data, and (c) normalised error in the maximum TE
estimated from the VAR synthetic data.
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performed surrogate-based hypothesis testing. In particular, we considered the row-shuffling surrogate
proposed by Pinto et al. (2024), in which, for TEy _.y the rows of the source-history embedding, that is, the
matrix associated with xJ" in Equation (7), are randomly permuted while the target-history and target-
future samples are kept fixed. This destroys the row-wise alignment between the source-history vectors
and the target-side samples used in the TE estimator. The corresponding null hypothesis is that there is no
directed dependence from the source past to the target future beyond the target’s own past, that is, that the
observed TE can be explained by chance association under this destroyed alignment. For each interacting
pair of simulation time series, 200 such surrogates were generated, and the TE in both directions were
estimated using the same settings as for the original time series. For all interacting pairs considered in this
study, and for £=5,10 and 30 in the KNN estimator, none of the surrogate TE values exceeded the TE
estimated from the original data, yielding the minimum Monte Carlo p-value of 1/201 ~0.00498. This
indicates a clear rejection of the row-shuffling null hypothesis for all pairs.

Compared to the correlation coefficient and time-delayed mutual information (Figures 2 and 4), the
mean maximum TE from the VAR-generated time series shows a larger deviation from the corresponding
simulation estimates, as illustrated in Figure 7b. Such deviations are expected because the VAR model is
linear and assumes multivariate Gaussian noise, while physical turbulence time series are, in general, non-
linear and non-Gaussian (Castaing et al., 1990; Jiménez, 1998). Remarkably, the overall performance of
the VAR model in predicting the TE with this level of accuracy is above expectations. The matrix of the
normalised error in maximum TE, computed similarly to Equation (11), is illustrated in Figure 7c. For
most pairs, the maximum TE obtained from the VAR model is smaller than that of the simulation data,
indicating that a part of the information transfer that should have been non-linear has not been captured by
the VAR model. To further examine whether and where the interaction between pairs of simulation time
series contains a non-linear component, an additional surrogate-based hypothesis test was performed. We
employed the Bivariate Iterative Amplitude Adjusted Fourier Transform (Bi-IAAFT) surrogate proposed
by Pinto et al. (2024), extending the IAAFT surrogate of Schreiber and Schmitz (1996). The associated
null hypothesis is that the time series X and Y arise from processes that are exclusively linearly correlated.
A Bi-IAAFT surrogate preserves the histograms of X and Y, as well as their power spectra and cross-
spectrum. For each interacting pair, 200 Bi-IAAFT surrogates were generated, and the TE was estimated
using the same settings as for the original data. The resulting rejection/non-rejection matrix at the 5%
significance level for the default choice £ =10 is shown in Figure 8, while the corresponding results for
k=5 and k=30 are provided in Appendix A. For most interacting pairs, the null hypothesis is rejected,

Source y

Figure 8. Matrix of rejection (light colour)/non-rejection (dark colour) outcomes for the Bi-IAAFT
surrogate test (Pinto et al., 2024) applied to TE between all interacting pairs of the simulation time series,
using k= 10. Entries marked as rejected correspond to p-value less than 0.05 under the null hypothesis
that the paired time series are exclusively linearly correlated. The dashed line shows the main diagonal of

the matrix.
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indicating that the corresponding TE values cannot be fully explained by preserved linear second-order
structure alone and therefore suggesting a non-linear contribution to the interaction. Furthermore, the
asymmetry of the matrix with respect to the main diagonal indicates that the evidence of a non-linear
contribution to the pairwise interaction can itself be direction-dependent.

Despite the discrepancy between the TE values of the synthetic and simulation time series, we aim to
investigate how much the synthetic data can preserve the correct dominant direction of information
transfer between each time series pair. The net transfer entropy is defined in analogy with the flux in
Massaro et al. (2026). For this, we use normalised maximum TE which, for each interacting pair from the
simulation data, is defined as,

max TEx_y(pair;m) — max TEy_ x (pair;m)

Netmax TEy .y (pair;m) = (12)

max (max TEx_ y(pair;m) — max TEy_,x (pair; m))
pair m m
A similar definition is used for the synthetic data, using the max,, TE values averaged over realisations.
Here, max p,;r denotes the maximum of the numerator in Equation (12) over all interacting pairs considered.
Hence, the normalisation is performed globally over the full set of interacting pairs, but separately for the
simulation and VAR-synthetic datasets. The resulting measure is plotted in Figure 9. There is a strong
agreement between the two plots regarding the positions of non-zero values, indicating that the VAR model
can effectively preserve the direction of the net information transfer for most of the time series pairs. A
cautious conclusion could be that linear mechanisms dominate the underlying information transfer in these
interactions. In contrast to the direction, the intensity of information flows is not necessarily preserved
(under-predicted by the synthetic data). Further, compared to the ground truth, the VAR model is unable to
capture the variation in the magnitude of the net maximum TE, and returns more uniform values in the plot.
The insights from Figure 9 are consistent with established findings in the turbulence literature
regarding the interactions and directional relationships between different regions of a boundary layer.
This suggests that statistical causality, quantified here by bivariate transfer entropy measuring directed
pairwise interactions between such regions, can show consistency with relevant physical interpretations.
For clarity, we examine zones A—D, whose boundaries are determined by the respective ranges of the
source y : A1y <21, B:27 Sy 539, C: 52 <yt <180, and D: 206 Syt < 298. The values of
the net maximum TE in zone 4 imply that the information transfer from the wall is strong only up to the
location of maximum turbulent kinetic energy production (y* < 12); see also Massaro et al. (2026). This
agrees with the intrusive causality studies by Flores and Jiménez (2006), Mizuno and Jiménez (2013), where
the turbulence away from the wall could sustain after removing the near-wall region from simulations. Zone B
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Figure 9. Normalised net maximum TE defined in Equation (12) evaluated using the (a) simulation and
(b) synthetic data (only the mean values are shown).
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corresponds to the buffer layer, and does not show any significant systematic directed interaction. Zone C can
be considered as the logarithmic layer acting as an information source. As this layer is the overlap between the
inner and outer regions of the boundary layer, its interactions are expected to be significant with different
regions in the boundary layer. This is confirmed here, as Zone C exhibits directed pairwise interaction towards
the near-wall region (up to y* = 39), the wake region (206 < y* < 298), and also higher target y* within
52 < y* < 180 (visible in the non-zero upper diagonal elements in the plot). The net information transfer
from the logarithmic layer towards Zones A and B is consistent with the baseline of hybrid and wall-modelled
large eddy simulations (Larsson et al., 2016), where the information from the core flow is used to model/
reconstruct unresolved effects near the wall. Interestingly, the high net TE from Zone D to the near-wall region
(»* < 27) could provide evidence of top-down interactions that likely reflect the near-wall footprints
(amplitude modulation) of the large structures; see Marusic et al. (2010), Mathis et al. (2009). It is emphasised
again that a more in-depth physical interpretation would require the computation of multivariate TE.

4. Conclusions

In this study, we evaluate both linear and information-theoretic pairwise interactions between streamwise-
velocity time series in a turbulent channel flow. The analysis considered CFD simulation data together
with an ensemble of 50 synthetic datasets generated by a VAR model trained on the simulation data. The
evaluation of the interactions between an extensive set of 231 time series pairs provides a detailed picture
of the variation in different statistical measures across the entire turbulent channel flow boundary layer.
The VAR synthetic data can completely preserve both concurrent and time-delayed linear relationships
measured by autocorrelation and cross-covariance functions. Such agreement is expected, since the VAR
formulation explicitly incorporates linear dependencies over multiple time lags. Moreover, these obser-
vations confirm that the selected model order (p = 60) is appropriate. It is noteworthy that the VAR model
with order 30 was also examined, which did not show a significant impact on the results.

The VAR synthetic data retained the time-delayed mutual information with a reasonable fidelity,
demonstrating partial preservation of non-linear dependencies, despite slight spurious over-predictions.
Transfer entropy, however, showed systematic under-predictions for most pairs relative to the simulation
data. Despite this, the normalised net maximum transfer entropy of the VAR synthetic data was found to
match relatively well with those obtained from the simulation time series. This measure can be utilised for
identifying the direction of the dominant information flow within each time series pair. Therefore, an
important conclusion is that a VAR model, with sufficiently high order, can properly predict the direction
of information transfer despite inaccurately predicting its intensity. This suggests that linear interactions
with longer time scales are dominant in the information transfer. Overall, the results indicate that a VAR
model can effectively function as a model for turbulence time series synthesis, although its limitations
should be acknowledged.

Transfer entropy is commonly used as a statistical measure of causality. In this study, we observed that
bivariate TE, despite its limitations, can yield patterns that are consistent with relevant physical causality
reported in the turbulence literature, particularly across different regions of boundary layers (Jiménez,
2013; Lozano-Duran et al., 2019; Martinez-Sanchez et al., 2024; Massaro et al., 2026; Zhang et al., 2025).
Specifically, this study showed the importance of employing optimal delays for accurate estimation of
TE. For optimisation, we used the auto-mutual information function, which showed a shorter integral time
scale than the autocorrelation function. According to Appendix B, using the default embedding delay can
significantly affect the computed values of transfer entropy, particularly for VAR synthetic data. In
addition, the choice of estimator for the non-linear interaction measures was found to be important. The
results presented in the main body of the paper were obtained using the KSG estimators (Kraskov et al.,
2004; Frenzel and Pompe, 2007) with £=10. As shown in Appendix A, varying the value of £ has some
influence on the results, see also Stolarovs etal., 2026, although this effect is considerably smaller than the
impact of switching to a KDE-based estimator.

Given the non-intrusive nature and significance of the analyses performed in this study, we recommend
applying the same methodology to synthetic or forecasted turbulence time series generated by other
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models. This is crucial for assessing the degree to which such data preserve the underlying physical
interactions and statistical dependencies found in simulations or experiments.

The present study can be extended in several directions. To better capture the rare and extreme
turbulent events, moving-average terms can be incorporated into the VAR model. The velocity time series
used here were spatially averaged over the homogeneous direction of the channel flow, which might
influence the performance of the VAR model. Repeating the analyses particularly at higher Reynolds
numbers where scale separation is more pronounced should also be considered. Finally, this study focused
exclusively on pairwise transfer entropy. To enhance physical interpretability and identify the actual
drivers within the turbulent causal network, future works will incorporate multivariate transfer entropy.

Data availability statement. The source code and turbulent channel flow time series data used to compute the interactions in this
study are available at: https://github.com/simFlowDatalLab/pairwiseValidation turbulenceTS (Rezaeiravesh et al., 2026).
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Appendices

Appendix A: Impact of the estimator on the information-theoretic measures

The mutual information and transfer entropy in this study are estimated using the KSG estimator from Equations (8) and (10),
respectively. These estimators can be sensitive to the value of k. The results obtained from default £ = 10 in Figures 4, 7, and 9, can be
compared to the case of using k=5 and k=30 in Figure A1 (the first and second rows, respectively). The general pattern in the
maximum MI and TE is not affected, and particularly the main features in the net maximum TE are largely preserved. However, the
upper bound for the maximum TE is significantly reduced with increasing k. In such cases, the estimator will consider larger
neighbourhoods around each sample over which the density is assumed to be constant. Therefore, for high values of &, there should
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Figure Al. Mean of the (left column) maximum time-delayed MI, (middle column) maximum TE, and
(right column) normalised net maximum TE estimated from VAR synthetic data using (top row) the KSG
estimator with k=35, (middle row) the KSG estimator with k=30, and (bottom row) the KDE estimator.
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Source y "
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Figure A2. Matrix of rejection (light colour)/non-rejection (dark colour) outcomes for the Bi-IAAFT
surrogate test (Pinto et al., 2024) applied to TE between all interacting pairs of the simulation time series,
using (a) k=5 and (b) k =30. Entries marked as rejected correspond to p-value less than 0.05 under the
null hypothesis that the paired time series are exclusively linearly correlated. The dashed line shows the

main diagonal of the matrix.

be a smoothing effect resulting in larger bias and lower variance. Although the selection of £ is not, in general, trivial and could be
optimised (Witter and Houghton, 2024), in this study we choose £ = 10. In contrast, the use of the KDE estimator, the bottom row in
Figure A1, can lead to over-smoothing and large bias in the estimations. In particular, the maximum TE and its net value are different
from those by the KSG estimator even with £ =30.

The choice of £ also affects surrogate-based hypothesis testing. For the source-row-shuffling surrogate (Pinto et al., 2024), the
associated null hypothesis is rejected for all three values £ =5, 10, and 30, indicating that the estimated TE values remain statistically
significant under this null. For the Bi-IAAFT surrogate (Pinto et al., 2024), however, the effect of k is more pronounced. Comparing
Figure 8 with Figure A2 shows that increasing & reduces the number of pairs for which the Bi-IAAFT null hypothesis is rejected.
This suggests that larger values of £ make departures from the linear-surrogate null harder to detect, which is consistent with the
stronger smoothing effect induced by larger neighbourhoods in the KSG estimator.

Additional sensitivity analyses with representative interacting pairs in Section 3, using different sample lengths 7 and several
values of k, did not reveal a single uniformly optimal choice of k. Nevertheless, they showed that the main qualitative conclusions,
particularly the sign of the net maximum TE for the representative pairs considered, are robust for 10 <k <40 and n = 10,437. This
further supports the use of £ =10 as a pragmatic intermediate choice. Furthermore, because the same value of & is used consistently
for both the simulation and the VAR-synthetic data, any residual estimator bias is of secondary importance for the comparative aim
of the present study.

Appendix B: Impact of the embedding delay value on TE estimates

In Section 3, for computing the TE, the embedding delay 7 in Equation (7) was optimised for all the interacting time series. This is a
crucial step, noting that the default value of 7=1 in Figure B1 leads to largely under-predicted TEs compared to Figure 7. Moreover,
the pattern of the net maximum TE is largely affected, and for many pairs, the maximum TE values of the synthetic data are found to
be significantly underpredicted compared to those of the simulation data. These clearly show that z=1 is too small to provide any
new information about the past of a source time series. This redundancy is, however, intuitive, reminding the slow decay in both ACF
and AMIF in Figures 3 and 5a, respectively.
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Figure B1. Mean of (a) maximum TE and (b) net maximum TE obtained from the VAR synthetic data.
(c) Scatter plot of the maximum TE obtained from the VAR synthetic data and simulation data. All TE are
estimated using embedding delay =1 in Equation (7). The KSG estimator with k=10 is used.
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